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Abstract 

Two classes of dichotomous multidimensional item response theory (MIRT) models, compensatory and 

noncompensatory, are reviewed. After a review of the literature, it is concluded that relatively little 

research has been conducted with the noncompensatory class of models. A monte-carlo simulation study 

was conducted exploring the estimation of a 2-parameter noncompensatory IRT model. The estimation 

method used was a modification of the Metropolis-Hastings algorithm that used multivariate prior 

distributions to help determine whether or not a newly sampled value was retained or rejected. Results 

showed that the noncompensatory model required a sample size of 4,000 people, 6 unidimensional items 

per dimension, and latent traits that are not highly correlated, for acceptable item parameter estimation 

using the modified Metropolis method.  It is then argued that the noncompensatory model might not 

warrant further research due to the great requirements for acceptable estimation. The multidimensional 

interactive IRT model (MIIM) is proposed, which is more flexible than previous multidimensional 

models and explicitly accounts for correlated latent traits by using an interaction term within the logit. 

Item response surfaces for the MIIM model can be shaped either like compensatory or noncompensatory 

IRT model response surfaces. 
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Estimating a Noncompensatory IRT Model Using a Modified Metropolis Algorithm 

 Item response theory (IRT; Embretson & Reise, 2000) is a family of statistical models that 

relates individuals’ latent trait levels to characteristics of test items in a probabilistic framework. IRT 

models make several assumptions about the relationship between the model and the response data. First, 

most IRT models assume that item responses are locally independent. This local independence implies 

that, when conditioning on trait level, the responses to items are uncorrelated. Next, IRT assumes that 

examinees respond to items in the probabilistic manner defined by the model chosen. The most 

commonly used IRT models have a form in which the probability of response in the keyed direction to a 

dichotomous test item has a non-linear ogive shape, adjusted for a lower asymptote if applicable. Finally, 

IRT users often assume that the latent trait structure of the test is unidimensional (Weiss & Yoes, 1991). 

This means that test items measure one and only one underlying latent trait. Research abounds that has 

demonstrated the functionality of the IRT framework when data fulfill the above assumptions (Harwell, 

Stone, Hsu, & Kirisci, 1996). 

 There are a variety of testing situations, however, that require the measurement of multiple latent 

traits. For example, the ACT and the Scholastic Aptitude Test have multiple sections claiming to measure 

different traits. A strictly unidimensional IRT approach is inappropriate for such a situation. 

Multidimensional IRT (MIRT; Ackerman, 1994b; Reckase, 1997b) models accommodate a 

multidimensional latent trait structure. 

MIRT Models 

 MIRT models for dichotomous data are generalizations of the unidimensional IRT case. 

Although there are a wide variety of unidimensional IRT models, it is simple to show MIRT models as 

generalizations of the unidimensional 3-parameter logistic model (3PL) for dichotomously scored items. 

The mathematical form of the 3PL is 

 
exp[ ( )]

( 1 | , , , ) (1 )
1 exp[ ( )]

i p i

ip p i i i i i

i p i

a b
P x a b c c c

a b

θ
θ

θ

−
= = + −

+ −
 , (1) 

where i is an item index,  

p is a person index,  

x is a person’s response to an item (1 for a keyed response, 0 for a non-keyed response),  
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θ is the person’s trait level,  

a is the discrimination parameter,  

b is the difficulty parameter, and  

c is the lower asymptote (pseudo-guessing) parameter (Weiss & Yoes, 1991).  

Noncompensatory MIRT models, as will be discussed below, are a generalization of this form of the 3PL. 

An alternative way to express this model is in the slope-intercept form as 

 
exp[ ]

( 1| , , , ) (1 )
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i p i

ip p i i i i i

i p i

a d
P x a d c c c

a d
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θ

θ

+
= = + −

+ +
  (2) 

where d is an intercept parameter equal to −aibi from Equation 1. Compensatory MIRT models are a 

generalization of this form of the 3PL. 

 MIRT models for dichotomous data generally fall into two categories: compensatory models and 

noncompensatory models (Sijtsma & Junker, 2006). The difference between these models lies in the 

mechanism underlying the multidimensionality. Compensatory models specify multidimensionality 

within the logit (the portion inside the exponent) of the IRT model.  Compensatory models sum a series 

of latent trait (θ) values, each multiplied by a different discrimination value (in the non-Rasch case), and 

then add this sum to an intercept value (Ackerman, Gierl, & Walker, 2003). Noncompensatory models 

use multiplicative probability to model multidimensionality. Each dimension has a separate probability 

term, and the probabilities multiply to arrive at a predicted probability endorsed given the parameters 

(Reckase & McKinley, 1982). 

 The most commonly used compensatory MIRT models have the form 

 
1
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where, j is a dimension index,  

J is the total number of dimensions, and  

d is the intercept parameter (Reckase, 1997a; Sijtsma & Junker, 2006).  
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Each person has a vector of θ values, and each item has a vector of a values with only one d and c value 

per item. The a and θ terms multiply for a given dimension and then sum across all dimensions inside of 

the logit. The model adds this sum to the intercept parameter in order to complete the logit. It is simple to 

see that this model is a generalization of the slope-intercept form of the 3PL; if there was only one non-

zero a value, the model would simplify to the unidimensional case. There is only one intercept parameter 

per item because the additive nature of this model makes item difficulty parameters for every dimension 

redundant. If the model gave each dimension an intercept component, then the logit would have a term 

that was the sum of all of the intercepts, or a constant. This means that separate intercepts are not 

uniquely identified. 

 From the mathematical form of this model, it is intuitive why researchers labeled these models 

as “compensatory”. If a person’s θ parameters are all high, the person’s probability of responding in the 

keyed direction will obviously be high. All low θ values will likewise yield a low probability of response. 

If one θ value is low but one or several others are high, however, the probability of response might still be 

high. The high θ values compensate for the low θ value. This point becomes quite clear when examining 

a plot of the item response surface (IRS) of an item. 

 Figure 1 contains a perspective plot and a contour plot of the item response surface for a two-

dimensional compensatory item. The perspective plot is three-dimensional, and the contour plot graphs 

the item as if looking directly down the probability, or z, axis. Contour plots give an interesting 

perspective on the item, because it is easier to see where and along which axis an item is the most 

discriminating (Ackerman, 1996). The item is most discriminating where the contour lines are close 

together. The plots in Figure 1 clearly show that a high θ on one dimension can compensate for a low θ 

on the other dimension. For example, a person with a θ value on the first dimension of −1 on the item in 

Figure 1 might still have a probability of endorsing the item as high as .8 or .9 if the person’s other θ 

value is near 3 (Ackerman, 1996). 
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Figure 1. Plots of a Two-Dimensional Compensatory Item: a = (1.5, 1.5), d = 0, c = .2. 
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Note: Contour lines denote the border between a lower and a higher probability region. 

  

 The noncompensatory MIRT model for dichotomous responses has the mathematical form 

 
1

exp[ ( )]
( 1 | , , , ) (1 )

1 exp[ ( )]

J
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ip p i i i i i

j ij pj ij

a b
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a b
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= = + −

+ −
∏θ a b , (4) 

where b values are the difficulty parameters for each dimension on each item (Sympson, 1977). This 

model calculates a series of individual probabilities and then multiplies these probabilities together to 

obtain the overall probability of response in the keyed direction, adjusted for a lower asymptote. Unlike 

compensatory models, noncompensatory models require both a discrimination and a difficulty parameter 

on each dimension for each item. There is only one lower asymptote parameter. Note that if the 

probability values for all but one dimension are 1, then the model collapses into the unidimensional 3PL.  

 Researchers have properly labeled this model the noncompensatory model, because having a 

high θ value on one dimension will not compensate for a low θ value on another dimension. Any low θ 

value will give a low multiplicative probability term, and the overall probability will be near zero (Spray, 

Davey, Reckase, Ackerman, & Carlson, 1990). Figure 2 contains IRS plots of a two-dimensional 

noncompensatory item. It is clear from these plots that a person with one low θ will not have a high 

probability of endorsing the item no matter how high the other θ value is. Comparing Figures 1 and 2 

highlights a major difference between compensatory and noncompensatory items. The contours of the 
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compensatory model are linear, and any two contours are always equidistant from one another. The 

contours of the noncompensatory model, however, are nonlinear (Sympson, 1977). Because the  

 

 

Figure 2. Plots of a Two-Dimensional Noncompensatory Item: a = (1.5, 1.5), b = (−1, −1), c = .2. 
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Figure 3. Plots of a Two-Dimensional Noncompensatory Item: a = (1.0, 2.0), b = (−1, −1), c = .2. 
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noncompensatory item response function uses a multiplicative framework to model multidimensionality, 

any two given contours will vary in distance from one another. Figure 3 contains plots of an IRS where 

the discriminations on the two dimensions differ, and the varying contour distances are highly 

pronounced. Whitely (1980) proposed a Rasch version of Sympson’s model, which some researchers 

have attempted to estimate (Bolt & Lall, 2003). Researchers have done relatively little work with 

noncompensatory models because of difficulties in model estimation. 

 It is worth noting that there are a variety of MIRT models for polytomous data. The development 

of these models is exclusively under the compensatory framework as of the time of this review. These 

models include the multidimensional random coefficients multinomial logit model (Adams, Wilson, & 

Wang, 2007; Briggs & Wilson, 2003; Wu & Adams, 2006), the multidimensional Rasch partial credit 

model (Kelderman, 1996), and the multidimensional graded response model (Muraki & Carlson, 1995). 

Researchers have also introduced multidimensional models to measure person change in test responses 

(Embretson, 1991). Although these all are useful models, these models are beyond the scope of the 

current paper, which examines the use and performance of the two basic dichotomous MIRT models. 

 While discussing these models, it is important to distinguish between two types of 

multidimensionality at the item level. The first type of dimensionality is between-item dimensionality. 

Items with between-item dimensionality will load on only one of several dimensions. An individual item 

that has between-item dimensionality functions similarly to a unidimensional IRT item. A group of items 

taken together, however, will discriminate across all dimensions. Within-item dimensionality is the 

second type of dimensionality. This is the type of dimensionality where some items load or discriminate 

on more than one dimension (Wilson & Hoskens, 2005). Figure 4 illustrates a simple example of the two 

types of dimensionality. Note that specific factors have been omitted from this figure. 
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Figure 4. Illustration of Two Types of Item Dimensionality (Wang & Chen, 2004). 
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Although the type of dimensionality is conceptually a basic concept, the distinction of between 

and within-item dimensionality is vital for the proper identification of MIRT models (i.e., the model is in 

the correct rotational orientation). Identification can be difficult because of rotational indeterminacy for 

purely exploratory models in multidimensional space. Mulaik (1972) and a variety of other factor analysis 

texts have discussed how an exploratory multiple factor solution can be rotated to a large number of 

solutions. McDonald (2000) discussed that a sufficient condition for properly identifying a compensatory 

model with correlated factors is that each θ  has at least two items that load only on that single trait. For 

orthogonal factors, proper identification requires three items. The model can take a variety of orientations 

if every item has within-item dimensionality. If each trait has a few items that load only on the one trait, 

then MIRT model estimation will occur in the proper orientation assuming that the loading pattern is 

correctly known. This makes the successful estimation of MIRT models a confirmatory approach to latent 

trait modeling. 

Uses of MIRT 

 The MIRT framework has a variety of potential applications in the testing domain. The most 

obvious use is in the calibration of a set of test items known to measure more than one θ. Items have 
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psychometrician can use item responses to form a likelihood surface, or hypersurface in high-dimensional 

cases, for each individual, and the maximum of this surface will give a person’s θ vector estimate 

(Ackerman, 1996). 

 One potential use for a MIRT framework is for accurate measurement of a general ability θ. 

Because MIRT estimates all θs simultaneously, it is possible to obtain a score for general ability apart 

from domain-specific abilities. Segall (2001) attempted to estimate general mental ability apart from 

arithmetic reasoning, word knowledge, paragraph comprehension, and math knowledge using a bifactor 

model. The author found that a compensatory model recovered general ability better than using a single 

unidimensional model for all items. 

 MIRT models could be extremely applicable in education. Arriving at a correct answer to a 

complex problem often requires multiple skills. An algebra problem might require addition, 

multiplication, fraction manipulation, and numerous other skills. It is conceivable that a teacher could 

know that certain students were responding incorrectly to test items but not have a clear idea why. Wu 

and Adams (2006) applied a MIRT model to help determine which parts of mathematics problems were 

the most difficult for individual students. A teacher could use this kind of information to more effectively 

shape lesson plans after students take standardized tests. The items in this research, however, only had 

between-item dimensionality (Wilson & Hoskens, 2005). This might not be a realistic testing situation for 

complicated domains that often require more than one skill at a time to correctly answer a question or 

solve a problem. 

 Researchers have developed a variety of other MIRT tools to assist with testing. Differential 

item functioning (DIF) is a major area where researchers have used MIRT models effectively. Some 

psychometricians have conceptualized DIF as an added dimension in the data (Ackerman, 1988). In the 

compensatory case, this added dimension would add to, or subtract from, the logit for people in the focal 

group, the group that might respond differently to the item. This change in the logit would modify the 

probability of a keyed response for the focal group if there was a difference between groups (Ackerman, 

1992). The multidimensional DIF approach is flexible and functions both for discrete groups and 
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continuous DIF variables, such as “test-wiseness” (Camilli, 1992). Researchers have also developed 

linking (Davey, Oshima, & Lee, 1996) and equating (Hirsch, 1989) methods for MIRT tests.  

MIRT computerized adaptive testing (MIRT CAT; Luecht, 1996) has also shown promise for 

efficiently measuring individuals. Using a compensatory model, Li and Schafer (2005) found that MIRT 

CAT performed well in the estimation of θ compared to separate unidimensional CATs. The authors used 

a three-parameter compensatory model for this study. They used NOHARM (Fraser & McDonald, 1988) 

to estimate the parameters with lower asymptotes estimated from BILOG. This procedure for estimating c 

works well for two-dimensional models according to previous research (a later section in this paper will 

thoroughly discuss this issue; DeMars, 2007). The CATs in the Li and Schafer study had a variety of 

content constraints. MIRT CAT estimated extreme θs slightly more accurately than separate 

unidimensional CATs. MIRT CAT also used a wider variety of items than unidimensional CATs, thus 

reducing item exposure without an item exposure algorithm. Other research has confirmed that MIRT 

CAT reduces item exposure compared to unidimensional CAT (Wang & Chen, 2004). 

 The above MIRT research has demonstrated the utility of the MIRT framework and provided 

insight into additional tools for MIRT testing. It is of vital importance to all of these procedures, however, 

that MIRT calibration algorithms can accurately recover item parameters. MIRT measurement models 

would not be useful if parameter estimates did not closely match the true parameters. The remainder of 

this paper examines calibration issues in MIRT models. 

Unidimensional IRT Calibration of MIRT Data 

Before discussing the efficacy of MIRT item parameter estimation, it is worth describing 

research concerning the unidimensional calibration of data generated under a MIRT model. Ansley and 

Forsyth (1985) were two of the first researchers to examine the effects of the unidimensional calibration 

of simulated MIRT data. They used Sympson’s (1977) three-parameter noncompensatory model to 

simulate MIRT data. The authors made the first dimension a values large and the second dimension a 

values small. This study, thus, examined a testing situation with a dominant first dimension and a less 

dominant second dimension. The means of the difficulty values were well below 0 in order to produce 

proportion endorsing values that mimicked real response data. The second dimension b values had a 

lower mean than the first dimension b values. Every item had a c parameter of .2, and θ values came from 
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a bivariate normal distribution. There were five levels of θ correlations (0, .3, .6, .9, and .95) with sample 

sizes of 1,000 and 2,000. The test lengths in this research were 30 and 60 items. The authors calibrated 

the items using LOGIST (Wood, Wingersky, & Lord, 1976). The a values from the unidimensional 

calibration correlated about −.29 with the first dimension a values and the mean of the two a values. The 

b values from the unidimensional estimation were always much larger than the MIRT b values but highly 

correlated with the mean of the MIRT b values for each item across dimensions. θ estimates from the 

unidimensional calibration were close to the mean of the MIRT values.  

Although this research was a good early study, there were some limitations. This study did not 

use any replications. It is possible that this single dataset was unrepresentative of all data samples. This 

research also used LOGIST for the unidimensional item calibration; later work demonstrated the 

shortcomings of LOGIST’s joint maximum likelihood estimation (Yen, 1987). Finally, this study did not 

report the recovery of the c parameter. 

Way, Ansley, and Forsyth (1988) later conducted a similar study using both the 

noncompensatory and the compensatory models. This study also simulated MIRT data and then estimated 

unidimensional IRT parameters. The authors used slightly negatively correlated a values (−.29) and 

slightly positively correlated b values (.38) with c parameters of .2, with Sympson’s (1977) 

noncompensatory model. They then selected item parameter values for the compensatory model that 

produced IRSs that closely matched the noncompensatory surfaces as closely as possible. The two 

simulated θ vectors correlated 0, .3, .6, .9, and .95 in different conditions, and there were 60 items in all 

conditions. LOGIST was again the program for estimating the unidimensional item parameters. The 

unidimensional a values were close to the mean of the multidimensional a values. The unidimensional b 

values were consistently much higher than the MIRT b values. Unidimensional θ estimates correlated 

with the mean of the two θ estimates, and this relationship increased as the true correlation between θs 

increased. These findings were consistent with the findings of the previously discussed work by Ansley 

and Forsyth (1985). 

The drawbacks to this study were the same as the drawbacks from Ansley and Forsyth (1985). 

This study did not use any replications. This research also used LOGIST for the unidimensional item 

calibration, and did not report on the recovery of the c parameter. 
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Ackerman (1989) discussed the issue that difficulty could be correlated with dimensionality. If 

the items measuring one dimension were more difficult than items measuring another dimension, then the 

single θ estimate provided by unidimensional IRT might measure something fundamentally different 

from the multidimensional θ estimates. A single θ estimate could measure one dimension on the low end 

of the continuum and a different dimension at the high end of the continuum. Ackerman’s (1989) research 

investigated this possibility by generating both compensatory and noncompensatory response data and 

calibrating the data using unidimensional techniques. For the compensatory data, the author used a two-

parameter model proposed by Reckase (1985). For the noncompensatory data, the author used Sympson’s 

(1977) model with all c parameters set to 0. The θ structure was two-dimensional with correlations of  0, 

.3, .6, and .9 between the dimensions. There were 40 items with 1,000 examinees in this research. The 

author also “confounded” discrimination and difficulty. The most difficult items had a higher 

discrimination on the second dimension, while the easier items had a higher discrimination on the first 

dimension. The research used a least squares procedure to create noncompensatory items to match as 

closely as possible with the compensatory items he created. The author estimated unidimensional item 

parameters for the unidimensional two-parameter model using both LOGIST and BILOG. 

Results showed that unidimensional θ estimates correlated highly with the mean of the two 

multidimensional θ estimates, as found in previous research. The unidimensional θ estimates were the 

closest to the true values when the multidimensional θs correlated .9. The single difficulty (d) parameter 

in the compensatory model was recovered quite well (correlations between b and d ≈ .99), but 

discriminations were not recovered well (correlations < .30). The first dimension difficulty for the 

noncompensatory model was recovered well, but neither the discriminations nor the second difficulty 

parameter were recovered particularly well (correlations < .35 and .45 respectively). When difficulty was 

confounded with dimensionality, unidimensional item calibration detected one dimension’s difficulty 

parameter better than the other for the noncompensatory model. This research demonstrated that 

unidimensional IRT cannot estimate multidimensional discrimination well for either compensatory or 

noncompensatory data (Ackerman, 1989). The one drawback of this study is that there were no 

replications of the simulation. 



   12 

 

An alternative unidimensional IRT approach is to use a separate unidimensional IRT calibration 

for each dimension. Several studies have examined this procedure. Chang and Davison (1992) compared 

θ estimates obtained using separate unidimensional calibrations and a two-parameter compensatory 

MIRT calibration. The θ correlation values were .42 and .63 and sample sizes were 500 and 1,000 in this 

simulation study. There were 25 replications in each of the conditions. The authors obtained 

unidimensional parameter estimates using BILOG and multidimensional item and θ parameter estimates 

with TESTMAP (Mckinley, 1991a) and THETA-PC (Mckinley, 1991b) respectively. The research found 

that multidimensional θ estimates had smaller marginal (only one θ at a time) standard errors than 

separate unidimensional θ estimates. The multidimensional θ estimates were also less biased. The only 

disadvantage of this research is that the majority of the most recent research estimating the compensatory 

model has used either TESTFACT (Wood et al., 2003), NOHARM (Fraser, & McDonald, 1988), or 

BUGS (a Bayesian estimation program; Spiegelhalter, Thomas, Best, & Lunn, 2003, 2005). TESTMAP is 

not currently a commonly used program for compensatory MIRT parameter estimation. This study did, 

however, effectively demonstrate that multidimensional θ estimates are superior to separate 

unidimensional θ estimates. 

Using a compensatory MIRT model, Wang, Chen, and Cheng (2004) also demonstrated that 

MIRT gives greater measurement accuracy than separate unidimensional calibrations. They used the 

multidimensional random coefficients multinomial logit model, which is a generalized compensatory 

extension of the Rasch model (Whitley, 1980). For the model described by Wang, Chen, and Cheng, 

every item loaded only on one dimension, and the discrimination for that dimension was constrained to be 

1. The authors found that the correlation structure of the θ estimates using MIRT was quite close to the 

corrected-for-unreliability correlational structure of the unidimensional θ estimates. The multidimensional 

correlations had the advantage of never exceeding 1.0, a situation that occurred between two of the 

dimensions in the corrected unidimensional case. This research highlighted a potential advantage to 

measuring persons under the MIRT approach: MIRT yields a correlational structure for θ that does not 

require correction for unreliability. This study used real data, however, so it was impossible to determine 

the true accuracy of the MIRT θ correlational structure. This study also used a Rasch model, which 
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assumes that all items measuring a dimension measure the dimension with equal discrimination. This is a 

rather unlikely situation for multidimensional measurement. 

 Sheng and Wikle (2007) also compared several unidimensional IRT calibrations to a single 

MIRT calibration. They used a compensatory 2-parameter normal ogive model. In their simulation study, 

the authors estimated both the unidimensional and multidimensional IRT models with a Gibbs sampler 

under the Bayesian framework. The sample size was 1,000 in all conditions. The correlations between the 

two θs were 0, .6, and .8. There were 10 replications in each cell. The item parameters for difficulty and 

discrimination were closer to the true values when using the MIRT approach instead of separate 

unidimensional IRT estimation as measured by RMSE. θ estimates from the multidimensional approach 

correlated higher with true θs than the separate unidimensional approach when the θs were highly 

correlated. The correlation between the multidimensional θ estimates was also much closer to the true 

correlation than when using unidimensional θs. The authors demonstrated that multidimensional IRT 

estimates both item and person parameters of multidimensional data better than separate unidimensional 

IRT calibrations. The one disadvantage of this research is that there were not many details about the true 

item parameter distributions. The study simply stated that both the discriminations and difficulties came 

from uniform distributions.  

Summary of Unidimensional Calibration of MIRT Data 

Based on the above research, a single unidimensional IRT calibration of MIRT data does not 

properly recover the true structure of the data. The a and θ parameter estimates will be related to either 

the mean of the true parameters or just one of the multiple dimensions if items tend to discriminate highly 

on one dimension. The b estimates from a single unidimensional calibration will be much higher than the 

true b values if the data are noncompensatory. MIRT parameter estimation is also superior to separate 

unidimensional IRT estimations. The research shows that θ estimates under the multidimensional 

approach are slightly less biased, are more highly correlated with the true θ values, and have a 

correlational structure that more closely resembles the true correlational structure. Any unidimensional 

approach to data that are multidimensional will likely be inferior to a true multidimensional approach. 
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MIRT Item Parameter Estimation Techniques 

 The three most popular techniques for estimating the parameters in a MIRT model are full-

information item factor analysis using marginal maximum likelihood, approximating a factor analytic 

model using least squares and tetrachoric correlations, and Bayesian Markov chain Monte Carlo 

(MCMC) methods. The most popular software for conducting the purely factor analytic approach is 

TESTFACT (Wood et al., 2003). NOHARM (Normal Ogive Harmonic Analysis Robust Method; Fraser 

& McDonald, 1988), along with other programs, approximates a factor analysis model with least squares. 

WinBugs (Spiegelhalter, Thomas, Best, & Lunn, 2003) and OpenBugs (Spiegelhalter, Thomas, Best, & 

Lunn, 2005) are programs for estimating a variety of models under the Gibbs sampling Bayesian MCMC 

framework. There currently is no widely used software for estimating multidimensional IRT models 

using the Metropolis-Hastings algorithm, another MCMC approach. 

TESTFACT 

 TESTFACT (Wood et al., 2003) is MIRT software that estimates a full-information item factor 

analysis model using marginal maximum likelihood (MML). Bock, Gibbons, and Muraki (1988) outline 

the procedure that this program uses. TESTFACT estimates a two-parameter (multiple factor loadings 

and a single threshold per item) normal ogive model. The multivariate normal ogive model is defined as 
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where d is the difficulty parameter, a is a discrimination parameter, and Φ is the cumulative normal 

distribution function. This equation is the normal ogive form of the compensatory model discussed earlier 

in this paper (Equation 3). In order to estimate this model with MML, the user must assume that θ follows 

some prior distribution. This distribution is often a multivariate normal distribution with means of 0 and a 

correlation structure estimated using a tetrachoric correlation matrix. The algorithm approximates the 

distribution of θ with a multidimensional set of quadrature points, which act as point-mass surrogates for 

the continuous distribution, and finds the marginal probabilities of each distinct response pattern. The 

model then multiplies all of these probabilities together to form an overall data likelihood function 
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where L(X) is the likelihood of the full data matrix X, N is the total number of people, s is the total 

number of distinct response patterns, rt is the number of people responding with response pattern t, and 

tr

tP  is the probability of observing response pattern t raised to the power of rt. TESTFACT finds the item 

parameter estimates that maximize the overall data likelihood function L(X) through an iterative search 

procedure. Authors labeled this estimation technique as a “full-information” procedure, because this type 

of factor analysis uses all of the information from every distinct response vector (Bock, Gibbons, & 

Muraki, 1988). This factor analytic software can only estimate compensatory IRT models and cannot 

estimate a lower asymptote parameter. Users can, however, specify fixed lower asymptotes (Wood et al., 

2003). 

NOHARM 

 NOHARM (Fraser & McDonald, 1988) estimates the same type of multidimensional structure as 

TESTFACT but in a much different way. Maydeu-Olivares (2001) outlined the NOHARM algorithm. 

NOHARM fits an approximation of the multidimensional normal ogive model. The probability that a 

person responds in the keyed direction to a dichotomous item is 

 ( 1 | , , , )
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i i p
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i i
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where η is a vector of latent abilities, λ is a vector of factor loadings for each item, τ is a threshold 

parameter, and Ψ is a correlation matrix between latent abilities. McDonald (1967) showed that the 

following polynomial expression with degree k = 3 will approximate Equation 7 relatively well on the θ  

range of −3 to 3: 
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where Hk (x) represents a Hermite polynomial. The polynomials used in this approximation (Maydeu-

Olivares, 2001) are 
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For further details about Hermite polynomials, see Abramowitz and Stegun (1972) and Djordjević (1996). 

NOHARM uses a two-stage least squares algorithm to estimate the parameters in the model. First, the 

program estimates the τ parameters using 

 1ˆ ( )
i i i

pτ −= −Φ , (10) 

where pi is the proportion of people responding in the keyed direction for an item. Given the estimated τ 

parameters, NOHARM estimates the matrices of loadings and correlation structure of the latent abilities 

(Λ and Ψ respectively) such that the estimates minimize the squared difference between the observed and 

model predicted marginal probabilities as approximated with Equation 8 (Maydeu-Olivares, 2001). Like 

TESTFACT, this software can only estimate compensatory IRT models and cannot estimate a lower 

asymptote parameter. Users may specify fixed lower asymptote parameters. 

MCMC 

 Bayesian estimation via MCMC has become an increasingly popular estimation method for a 

variety of statistical models. There are two major algorithms currently used with Bayesian IRT 

estimation: Gibbs sampling (Kim & Bolt, 2007) and the Metropolis-Hastings algorithm (Patz & Junker, 

1999). With Gibbs sampling, modelers draw parameter values from a series of marginal distributions 

given the data and the other parameter estimates in the model. For dichotomous data in a two-parameter 

compensatory model, individual responses are distributed 

 ~ [ ( 1| , , )]
pi pi p i i

x ber P x d= θ a , (11) 

where P(xpi = 1) is from Equation 3 with all c = 0 and ber denotes a Bernoulli distribution. Each of the 

parameters will have a marginal distribution  
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where X is the matrix of response data, Θ is the matrix of θ  parameters across people and dimensions, A 

is the matrix of discrimination parameters across items and dimensions, d is the vector of difficulty 

parameters, j indicates the dimension, and –j indicates that dimension j is excluded. Take, for example, 

the distribution of di. By Bayes’ Theorem, 
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This conditional probability distribution of d is proportional to a data likelihood [P(X | Θ, A, d)] 

multiplied by a prior distribution [P(d)]. The prior distribution should reflect the modeler’s evidence 

about how a parameter is distributed. If the modeler has evidence that the parameters will have a certain 

shape based on the data or previous research, then the prior should take that shape. If a modeler has little 

or no evidence concerning the shape of a parameter, then the prior associated with that parameter should 

be relatively uninformative (uniform, flat) across the reasonable range of parameter values. The Gibbs 

sampler draws parameters from distributions that are the binomial likelihood multiplied by a prior 

distribution. This can be expressed as 
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where a values come from the previous iteration, θ values come from the previous iteration, d values 

come from the previous iteration except for the parameter being drawn, I is the total number of items, and 

N is the total number of people (Babcock, 2008; Spiegelhalter, Thomas, Best, & Lunn, 2005). The model 

will estimate all of the d parameters, then the a parameters, and finally the θ parameters. For the next 

iteration, the Gibbs sampler repeats the process using the parameter values from the previous iteration. 

After a large number of draws, the model will achieve burn-in, where the solution is stable. Model users 

will then keep an additional large number of draws after burn-in. The means or medians of the post-burn-

in samples will be the parameter estimates. The standard deviations or quantiles (e.g. .025 and .975 for 

95% intervals) will form credible intervals around parameter estimates (Edwards, Lindman, & Savage, 

1963). 

 The single-parameter updating Metropolis-Hastings algorithm (Chib & Greenberg, 1995; Patz & 

Junker, 1999) is another MCMC approach under the Bayesian framework. In this iterative algorithm, a 

modeler draws a parameter from a very simple distribution, say a univariate normal with a mean of the 

previous iteration parameter draw and a pre-specified variance parameter. This simple distribution is 

called the candidate distribution. For example, the candidate distribution for the d parameters qd might be 

 2~ ( , )
d

q N σ• , (15) 
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where ● represents the parameter from the previous draw and σ
2
 is a fixed variance parameter. The 

algorithm then compares the likelihood of the new parameter to the likelihood of the previously drawn 

parameter given the other parameters in the model and the candidate distribution. This can be expressed 

as the equation 
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where α is the ratio, π is the likelihood value for a parameter given all of the other parameters in the 

model, q is the candidate distribution, j indicates the parameter being drawn, φ*
 is the current draw for the 

parameter, φ is a parameter from the previous iteration, and φφφφ–j are the parameters from the previous draw 

except for the current parameter. If the candidate distribution q is symmetric around the mean, the q terms 

in the numerator and denominator of α will be equal and cancel. The algorithm then compares α to a 

random deviate from a Unif(0, 1) distribution. If the new parameter draw is more likely than the previous 

draw, α will be greater than 1, and the algorithm will always retain the new parameter draw. If the new 

parameter is less likely than the previous parameter, the algorithm will only update the parameter if α is 

greater than the number drawn from the Unif(0, 1) distribution (Lee, 2004). Statistical modelers often use 

the Metropolis-Hastings algorithm as an alternative to the Gibbs sampling approach when the form of the 

likelihood multiplied by the prior distribution is either too difficult to express mathematically or too slow 

to implement. In fact, the Gibbs sampler is widely viewed as a specific case of the Metropolis-Hastings 

algorithm (Chib & Greenberg, 1995; Gelman, 1992). Both Gibbs and Metropolis-Hastings algorithms can 

estimate compensatory models with a lower asymptote parameter. Recent research has shown that these 

Bayesian approaches might also be able to estimate noncompensatory item parameters (Bolt & Lall, 

2003). 

 Relatively little research has been conducted in comparing the efficacy of these two estimation 

algorithms, particularly for latent trait models. This lack of research might in part be because Gelman 

(1992) demonstrated that the Gibbs sampler is a special case of the Metropolis-Hastings algorithm. This 

might be a good area for future research. 
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The Problem of Guessing for TESTFACT and NOHARM 

 One major issue with the estimation of the compensatory model is the lower asymptote pseudo-

guessing parameter, or c. Neither TESTFACT nor NOHARM can estimate the c parameter. This is a 

major limitation of these programs, because examinee guessing is a real occurrence in aptitude and 

achievement domains (Attali, Bar-Hillel, 2003; Burton, 2001), and related phenomena also occur in 

personality measurement (Waller & Reise, in press). TESTFACT and NOHARM do, however, allow the 

user to input stochastic (fixed) values for the guessing parameter for each item.  

In order to circumvent this problem, DeMars (2007) investigated an interesting idea for the 

estimation of the c parameter. This research attempted to estimate the c parameter for a compensatory 

model using c parameters from a unidimensional IRT calibration. The author simulated data for two- and 

four-dimensional three-parameter compensatory models. The 40 items used in this study had varying 

lower asymptotes. The item parameter values mimicked compensatory item parameters from real data 

(Ackerman, 1994a). Most items had higher discriminations on the first dimension, but some items had 

large discriminations on the other dimensions. The author used 100 replications with a sample size of 

1,000. A major drawback of the study is that the true θs were uncorrelated, which is unrealistic in most 

applications. BILOG-MG estimated the guessing parameters under a unidimensional framework, and 

these guessing parameters were the stochastic values entered into TESTFACT and NOHARM. For a 

different condition, the lower asymptotes entered into TESTFACT and NOHARM for the same data were 

all equal to 0.2. The author used exploratory estimation (all items had within-item dimensionality) and 

rotated solutions using Procrustes rotation to the true factor structure.  

For the two-dimensional model, the difficulty and discrimination parameters were much less 

biased when using c-parameter estimates from BILOG-MG than when using fixed values. For the four-

dimensional model, the c parameters from BILOG made the MIRT model estimation worse than using a 

single fixed value for all c estimates. BILOG over-estimated c for the four-dimensional data. Because of 

these over-estimations, the difficulty parameters were highly negatively biased. These results show that 

the lower asymptote parameter is difficult to estimate by unidimensional methods with a high number of 

dimensions. For models with high dimensionality, it is unwise to use c parameters estimated from a 

unidimensional IRT model (DeMars, 2007). 
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The c parameter issue gives Bayesian MCMC methods an advantage over current factor-analytic 

type approaches. Bayesian algorithms have the ability to estimate the c parameter in addition to the a and 

d parameters for a compensatory model (Béguin & Glas, 2001; de la Tore & Patz, 2005). The added 

flexibility of the Bayesian framework makes this approach attractive for estimating complex 

multidimensional models. Despite this conceptual advantage, it is important to compare the ability of 

MCMC and factor analytic algorithms to estimate compensatory MIRT models. 

Empirical Investigations of Compensatory Item Parameter Estimation 

Knol and Berger (1991) compared TESTFACT, NOHARM, and various estimation methods 

using LISREL (Jöreskog & Sörbom, 1984). They simulated data that were 1-, 2-, and 3- dimensional. The 

authors used 15 items for the 1-, 2-, and 3-dimension conditions and a 30-item test with 3 dimensions for 

a total of 4 different sets of item parameters. The simulated θ parameters were from a multivariate normal 

distribution with means of 0 and an identity covariance matrix. The sample sizes in this study were 250, 

500, and 1,000 with 10 replications in each cell. TESTFACT and NOHARM performed better than the 

LISREL procedures in terms of the root mean square errors (RMSE) of both the item and person 

parameters. TESTFACT performed slightly better than NOHARM when there were only 1 or 2 

dimensions, but the advantage was quite small. All methods performed substantially better when sample 

size was 1,000. While informative as an early investigation, this study did not investigate the effect of a 

correlated θ  structure. This study also simulated relatively short tests.  

Béguin and Glas (2001) compared TESTFACT, NOHARM, and Gibbs sampling using a 3-

parameter normal ogive compensatory model. There were 122 items on 5 dimensions with N = 8,267 

simulees for this simulation. The authors used this number of simulees in order to mimic a real data set 

that the authors also had. The statistical characteristics of the simulees and the exam matched the 

characteristics of real data. For the Gibbs sampler, the authors used a multidimensional extension of 

Albert’s (1992) Gibbs sampling algorithm. TESTFACT and NOHARM performed better than Gibbs 

sampling as measured by median absolute errors, the only dependent measure used in the simulation 

study. All three procedures, however, performed quite well in recovering the true item parameters in 

terms of mean absolute errors. There was one major drawback to this simulation research. TESTFACT 

and NOHARM could not estimate the pseudo-guessing (lower asymptote) parameter, so the authors set 
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the TESTFACT and NOHARM guessing parameter values to the true parameter values. This gave 

TESTFACT and NOHARM a large advantage over Gibbs sampling that had nothing to do with the 

efficacy of the estimation programs. 

de la Tore and Patz (2005) used a compensatory three-parameter MIRT model to obtain more 

accurate θ estimates than using multiple unidimensional IRT calibrations. They used data that had 

between-item multidimensionality only, so the off-dimension discrimination parameters were all 0. The 

authors used the Metroplis-Hastings algorithm to estimate the model. For this simulation, the number of 

dimensions was either 2 or 5, the number of items was either 10, 30, or 50, and the correlation(s) between 

the θs was either 0, .4, .7, or .9 depending on the condition. The items were split equally among the 

dimensions, but there was no indication of the size or distributions of the parameters used. The authors 

used a sample size of 1,000 in all conditions. The correlational structure of the θ estimates was very close 

to the true correlation structure in all conditions when using the Metropolis-Hastings algorithm. The 

correlations between the true and estimated θs were lowest in the 10-item conditions (.81 to .92) and 

highest for the 50-item conditions (.95 to .97). The mean squared error of the θ estimates also decreased 

as the number of items increased and as the correlation between the dimensions increased (de la Tore & 

Patz, 2005).  

The correlations from de la Tore and Patz (2005) between true and estimated θ were much 

higher than correlations reported in other similar studies using a compensatory model. It appears that the 

Metropolis-Hastings algorithm did a good job in the estimation of this type of model. One drawback to 

this study is that all items measured only one dimension, so these results might not hold in real data 

situations. All items having this cluster structure and using only so few items to measure each dimension 

seems like an unrealistic situation for a MIRT application. It is possible that a few or many items would 

have loadings on one or more factors that are zero, but many items will load on more than one dimension 

in most applications. This, unfortunately, makes the simulated data structure in this study somewhat 

unrealistic. It is also not advisable to use only 10 items to measure five dimensions. The reader should be 

skeptical that the correlations between true and estimated θ would be very high when using only two 

items (or even just 10 items) per dimension. It is unclear whether the results would hold in other 

simulations or a real data situation.  
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Yao and Boughton (2007) investigated how well MCMC estimated item parameters with a 4-

dimensional test structure. They simulated data using 60 3-parameter compensatory item parameters 

estimated from a real dataset using the program BMIRT, which estimates the 3-parameter compensatory 

model using the Metropolis-Hastings algorithm (Yao, 2003). The sample sizes in this simulation were 

1,000, 3,000, and 6,000 and θ intercorrelations ranging from .0 to .9. The research used the Metropolis-

Hastings algorithm to estimate the parameters in this model. In order to identify the model, the authors 

imposed a covariance structure requirement on the θs that matched the true covariance structure. Results 

showed a large drop in item parameter RMSE for both a, d, and c parameters when going from 1,000 to 

3,000 people. The RMSE drop was not as large going from 3,000 to 6,000 people. The authors did not 

calculate the correlations between the true and estimated parameters. The correlation structure of the θs 

did not make a large difference in the ability of the model to recover the item parameters. The 

disadvantage of this research is that it used the true θ covariance structure to identify the model. MIRT 

users in applied situations would not know the true covariance structure of the θs, so using the true 

covariance structure to identify the model is not an option in real data applications. 

Summary of Compensatory Model Research 

 Simulation research has demonstrated that TESTFACT and NOHARM perform similarly in the 

estimation of a dichotomous compensatory MIRT model (Béguin & Glas, 2001; Knol & Berger, 1991). 

Researchers have also used Bayesian methods to accurately estimate compensatory models (Béguin & 

Glas, 2001; de la Tore & Patz, 2005), particularly if sample size is sufficiently large (Yao & Boughton, 

2007). It is unclear, however, which method best estimates a model with a lower asymptote parameter. 

One study that attempted to compare NOHARM and TESTFACT to a Bayesian method (Béguin & Glas, 

2001) gave NOHARM and TESTFACT an unfair advantage by setting the lower asymptote values to the 

true values used to generate the data. Because the estimation of a lower asymptote is an issue in the 

accurate estimation of multidimensional models (DeMars, 2007), future simulation research should 

compare NOHARM and TESTFACT to Bayesian estimation in situations where the true lower 

asymptotes differ from the lower asymptote entered into NOHARM and TESTFACT. 
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Empirical Investigations of Noncompensatory Item Parameter Estimation  

Very few studies have empirically investigated the estimation of noncompensatory MIRT 

models. Because noncompensatory models do not have a direct relationship to currently used factor 

analytic models, the development of parameter estimation methods has been quite slow in this area. 

Bayesian techniques, such as Gibbs sampling and the Metropolis-Hastings algorithm, show promise in 

the estimation of these complex IRT models. One of the only studies at the time of this review that had 

successfully estimated a noncompensatory IRT model was a study by Bolt and Lall (2003). They 

estimated the 2-parameter compensatory and Whitely’s (1980) noncompensatory multicomponent latent 

trait model (MLTM) for the two-dimensional case in their simulation study. The authors estimated the 

compensatory model with both NOHARM and the Metropolis-Hastings algorithm, and estimated the 

MLTM with the Metroplis-Hastings algorithm. In order to identify the compensatory model, the 

researchers set the discrimination value for the first item on the second dimension to 0. To identify the 

noncompensatory model, the authors set the both difficulty values of the first item to 0. A later scaling 

using the mean and variance of the true parameters set the noncompensatory parameter estimates onto the 

correct scale. There were two sample sizes (1,000 and 3,000), two test lengths (25 and 50), and three 

correlations between the θ values (0, .3, and .6) investigated in this research. The difficulty parameters for 

the noncompensatory model came from a normal distribution with a mean of −1 and a standard deviation 

of 1.22 (variance of 1.5) for both dimensions. These parameter values created realistic p values that 

mimicked other real data. The authors then took a data set simulated under the noncompensatory model 

and estimated the 2-parameter compensatory model parameters with NOHARM to obtain comparable 

compensatory parameters for data generation. The dataset that each model estimated was simulated 

separately under the appropriate model. The research had five replications in each cell. 

Results showed that NOHARM produced parameter estimates that were better than MCMC as 

measured by RMSE for the compensatory model. All RMSE values were, however, quite small for both 

NOHARM and MCMC for the compensatory model. RMSE values for the noncompensatory model were 

much larger than for the compensatory model. RMSE was much smaller for the noncompensatory model 

when using 3,000 simulees than 1,000. Highly correlated θs led to poor item parameter estimation for the 

noncompensatory model when sample size was1,000. The above factors did not greatly affect the 
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estimation of the compensatory model. For the noncompensatory model using 25 items, the RMSE values 

for the b parameters more than tripled as the correlation between θs increased from 0 to .6 for both 

sample sizes. The parameters were much more stable for the 50-item conditions. Scatterplots of the true 

and estimated parameters also demonstrated that this type of model is not estimated well when using only 

25 items. The authors did not report the mean correlations between true and estimated parameters. The 

compensatory model difficulty parameter d consistently had much smaller RMSE values than the 

noncompensatory difficulty parameters, even though the standard deviations of the variables were 

comparable. This research demonstrated that noncompensatory models require more data for successful 

estimation than compensatory models, both in number of items and sample size (Bolt & Lall, 2003). 

 Although the research by Bolt and Lall (2003) was ground-breaking, their study did have some 

limitations. The main limitations were in the area of model identification. First, they identified the 

noncompensatory model by using the true item parameter means and variances to scale the estimated item 

parameters onto the correct metric. This process is impossible in a real research setting, because IRT 

users do not have the true item parameter values. Second, the researchers might not have properly 

identified the compensatory model. According to the requirements outlined by McDonald (2000) for the 

compensatory model, the authors should have used at least 2 items on each dimension with a 

discrimination of 0 on the other dimension. Future comparative research should amend these dimension 

identification issues. 

 Some researchers have explored a noncompensatory type of model for diagnostic testing. The 

deterministic input, noisy and gates (DINA) model is a diagnostic model that researchers have used to 

place examinees into categories (Roussos, Templin, & Henson, 2007; Templin & Henson, 2006). These 

models use a multiplicative probability term that is quite similar to the noncompensatory model, only the 

latent trait is discrete instead of continuous. While work with these models is promising, their parameters 

are still difficult to estimate at the time of this writing. 
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MIRT Estimation Research Summary 

 Research has shown the usefulness of a variety of MIRT estimation approaches, including 

TESTFACT, NOHARM, and Bayesian approaches. The TESTFACT and NOHARM approaches appear 

to give similar results but can estimate only compensatory models. TESTFACT and NOHARM 

performed slightly better than Bayesian methods for a two-parameter compensatory model, but Bayesian 

methods can estimate a lower asymptote parameter. Researchers have conducted very little research 

investigating the estimation of noncompensatory MIRT models, and the best research conducted so far 

had model identification issues. Noncompensatory MIRT estimation needs a great deal of exploration. 

Current Research 

 Given that so few studies have successfully estimated a noncompensatory model and that the 

noncompensatory model might be realistic for multidimensional ability-type data, the current study 

investigated the estimation of a two-parameter (all c = 0) version of Sympson’s (1977) noncompensatory 

model using Monte Carlo simulation. The estimation took place using a modified version of the 

Metropolis-Hastings algorithm. This research attempted to find the optimal conditions under which 

Sympson’s model is best estimated when using two latent traits. 
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Method 

True Parameters 

 This study had two types of item parameters: unidimensional and multidimensional item 

parameters. In order to find the correct scale for each of the dimensions, there were a certain number of 

unidimensional items on each dimension; this made the model estimation a confirmatory approach. The 

true unidimensional a parameters came from a log normal (0.30, 0.09) distribution. The unidimensional a 

parameters had a mean of 1.41 with a standard deviation of 0.43. These a parameters represented values 

that were slightly lower than the a values from extremely rigorously developed high-stakes achievement 

tests (Chen & Ankenman, 2004; Wang, Hanson, & Lau, 1999), which would be considered the ideal for 

highly discriminating items. The true unidimensional b parameters came from a uniform (−2.50, 2.50) 

distribution. The purpose of having a uniform distribution of unidimensional difficulties was to have 

some psychometric information across a wide range of the θ continuum. Because the unidimensional 

items were intended to “anchor down” the θ metric, there should be a wide variety of difficulty levels for 

the unidimensional items. The unidimensional items had a fixed off-dimension a value of .0001 and a 

fixed off-dimension b value of −10
6
. These fixed parameters made the item response surfaces 

unidimensional on the reasonable θ range of −6 to 6. 

 The true multidimensional item parameters were a bit more difficult to conceptualize. Because 

so little is known about the model, any researcher conducting a simulation would be forced to make an 

educated guess as to the distributions of realistic item parameters. The author chose multidimensional a 

parameters that were log normal (0.20, 0.04). Each dimension’s a parameters had a mean of 1.25 and a 

standard deviation of 0.25, with a correlation of −.29 between the a parameters of the two dimensions. 

Because the items discriminated on more than one dimension, the discrimination on an individual 

dimension should be lower on average than the discrimination for a unidimensional item. Also, previous 

work with compensatory IRT models has demonstrated that a parameters from models with correlated 

dimensions have a small to moderate negative correlation (Reckase & McKinley, 1991). Using the a 

parameters described above, the author selected multidimensional b parameters from a uniform (−3.00, 

0.50) distribution with a check to ensure that none of the items had difficulties on both dimensions of less 

than −2.50. Items that had two difficulty values near −3.00 in preliminary simulations had parameter 
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estimates that were unreasonably low (−4.00 to −8.00) and credible intervals that were extremely large. 

The item parameters described above yielded proportions of endorsement that were realistic for real test 

data. Figure 5 contains a histogram of proportions endorsed for 62 items (50 multidimensional and 12 

unidmensional items) based on 10,000 simulees. A few items had extreme response frequencies, but most 

items had proportions of endorsement between .30 and .80. Appendix A contains the true 

multidimensional item parameters for the 50 multidimensional items estimated in this study. 

 It is worth noting that the b parameters for the multidimensional items were much smaller than 

one would typically expect to find for an IRT model. Because of the multiplicative probability terms, the 

multidimensional b values must be very small, or items are extremely difficult. The small b values are a 

problem for this model, as they make the interpretation of the difficulty parameters quite difficult. 

 The true θ parameters came from a bivariate normal (0, Σ) distribution, where Σ was a  

2 × 2 correlation matrix with the off-diagonal correlation element determined by the θ correlation 

independent variable. 

 Figure 5. Histogram Proportion Endorsed for 62 Simulated Items. 
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Simulating the Data  

 Given the true item and person parameters, each person had a probability of obtaining a keyed response 

using the 2-parameter noncompensatory model (Equation 4). After calculating the probability of a keyed 

response, the simulation algorithm compared each probability to a random deviate from a uniform (0, 1) 

distribution. If the probability of endorsement was greater than the random deviate, then the examinee 

responded in the keyed direction (1, or correct). If the probability of endorsement was less than the 

random deviate, then the examinee responded in the non-keyed direction (0, or incorrect). Appendix B 

contains a comparison of the expected and observed probability values for six items and 13 combinations 

of θ values for 10,000 replications. 

Initial Values 

 Any iterative algorithm requires initial values to begin estimation, and this was no exception. 

The a parameters all had starting values of 1, the b parameters all had starting values of −1, and the θ 

parameters all had starting values of 0. 

Estimation of the Model 

 The algorithm first calculated each item’s log-likelihood using the item parameter and person 

parameter values from the previous iteration. The algorithm also calculated the person log-likelihoods 

given the item parameter values from the previous iteration. The log-likelihood for an item i was 

 
1 1

ln[ ( )] ( ) ln ( 1 | , , ) (1 ) ln 1 ( 1 | , , )
P P

ip ip p i i ip ip p i i

p p

L i i x P x x P x
= =

   = = = + − − =   ∑ ∑ℓ θ a b θ a b . (17) 

The log-likelihood for a person p was 

 

1 1

ln[ ( )] ( ) ln ( 1 | , , ) (1 ) ln 1 ( 1| , , )
I I

ip ip p i i ip ip p i i

i i

L p p x P x x P x
= =

   = = = + − − =   ∑ ∑ℓ θ a b θ a b . (18) 

Next, the algorithm randomly drew new a values from a N(a−1, σ
2

1) where a−1 was the draw from the 

previous iteration and σ
2 

was a variance parameter chosen so that the overall parameter acceptance rate 

would be between .30 and .45. These acceptance rates for Metropolis-type algorithms drawing subsets of 

parameters (i.e., not all parameters at the same time) have been shown to arrive at accurate solutions 

(Gelman, Roberts, & Gilks, 1996; Patz & Junker, 1999) and yielded promising results in preliminary 

simulations. The draws were constrained such that a new draw could not be less than 0.  
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 After drawing the new parameter values for a, the algorithm calculated a new log-likelihood for 

each individual item based on the item’s new a values, the previous iteration’s b values, the previous 

iteration’s θ values, and the response vectors for each individual item. The algorithm then added the log 

of the prior value for the new a draw to the new log-likelihood and the log of the prior for the old a draw 

to the old log-likelihood. The a prior was the product of two step functions, one for each dimension. For a 

values less than 1.5, the step function value was 1.0. For a values greater than or equal to 1.5 but less than 

2.5, the step function value was 0.5. For a values greater than or equal two 2.5 but less than 3.5, the step 

function value was 0.1. For a values greater than or equal to 3.5 but less than 5, the step function value 

was 10
−7

. For a values greater than or equal to 5, the step function value was 10
−10

. Each item had a step 

function value for a on both dimensions, and the final prior value was simply the product of these two 

values. Figure 6 contains a contour plot of the prior function for a. This prior, in effect, does two things. 

First, it makes the acceptance of extreme draws (i.e., large draws) relatively unlikely. It also makes the 

acceptance of two relatively large draws of a for the same item unlikely. The prior thus reflects the fact 

that if an item discriminates highly along one dimension, it is relatively unlikely that it will also 

discriminate highly along the other dimension. 

 After adjusting both the new and old likelihoods by the appropriate priors, the algorithm found 

the difference between the new log likelihood and the old log likelihood of each pair of a parameters 

using the data for only that item. The difference was compared to the log of a random deviate from a 

unif(0, 1) distribution. This made the acceptance factor α slightly different than Equation 16. The new log 

α acceptance factor was 
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       = + − −       φ φφ φφ φφ φ , (19) 

where α was the modified likelihood ratio, π is the likelihood value for a parameter given all of the other 

parameters in the model, p is the prior distribution, j and k indicate a pair of parameters being drawn, φ*
 is 

the current draw for the parameter, φ is parameter from the previous iteration, and φφφφ–j are the parameters 
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from the previous draw except for the current parameter. Because all of the candidate distributions were 

symmetrical (normal), the density values of the candidate distributions would always cancel from the 

equation and, thus, were not included. The inclusion of a prior distribution gives the modeler more 

control over the algorithm and makes this approach more Bayesian in nature than the typical Metropolis-

Hastings algorithm. If the new pair of a values for a particular item were more likely than the previous 

iteration’s values (adjusted for the prior), the algorithm always accepted the new a values. If the new a 

values were less likely, the algorithm sometimes accepted the new values but sometimes rejected the new 

values based on the comparison of the likelihood difference to the value of the random deviate. 

Figure 6. Contour Plot of the Bivariate a Prior. 
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 The process for drawing b and θ were quite similar to the a parameter. The only difference was 

the priors that the two parameters used. The b parameter used a bivariate step function prior similar to the 

step prior used for a. Draws with an absolute value greater than 6 had a prior value of 10
-14

. Draws with 

an absolute value less than 6 but greater than 3 had a prior value of 0.10. All other draws had a prior 

value of 1.00. Both of the b draws for an item had the above marginal prior, and the joint prior was 

simply these two values multiplied together. Figure 7 contains a contour plot of the multidimensional b 

prior. 
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Figure 7. Contour Plot of the Bivariate b Prior. 
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The prior for θ was a multivariate normal prior with means of 0, variances of 1, and a covariance 

equal to the correlation between the two θs based on the draws of the previous 13 iterations (r13) minus 

some value. If the correlation was .90 or above, the algorithm subtracted 0.10 from the correlation. If the 

correlation was less than .90 but greater than .80, the algorithm subtracted 1 minus the correlation. If the 

correlation was less than .80 but greater than .65, the algorithm subtracted 1 minus the correlation divided 

by 1.5 (i.e., r13 − [1 − r13]/1.5). In all other situations, the algorithm subtracted 1 minus the correlation 

divided by 3. If the correlation after the subtraction was less than 0, the algorithm used 0 as the prior 

covariance. Thus, the prior for θ was 
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where 

 
[ ]

[ ]

13 13

13 13 13

13 13 13

13 13 13

0.10 0.90

(1 ) 0.90 0.80

(1 ) /1.5 0.80 0.65

(1 ) / 3 0.65

prior

r if r

r r if r
r

r r if r

r r if r

− ≥


− − > ≥
= 

− − > ≥
 − − >

 (21) 
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where rprior was the functional prior correlation used for the current replication and r13 was the θ 

correlation based on the mean of the θ draws from the last 13 iterations. The prior for the first 200 
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iterations was simply a multivariate normal prior with means of 0 and a 2 × 2 identity covariance matrix. 

The initial prior was used to allow the algorithm to arrive at parameter estimates that were at least 

somewhat stable before estimating the correlation between the θs. This prior is admittedly quite complex 

and was developed based on the results of numerous trial simulations, but it was needed for several 

reasons. First, using 0 as the prior covariance led to correlations between the estimated θs that were 

always much too low. Second, using just the correlation based on only the previous iteration or the last 

few iterations with no correction led to correlations that were too high. The author experimented with 

subtracting the same constant from any correlation, but any one given constant produced reasonable 

results for only one level of true θ correlation. Future research should develop a more parsimonious prior 

for θ. 

It is of particular note that the algorithm used here accepted and rejected parameter values in a 

bivariate fashion. For example, the algorithm found the likelihood for an item based on both new a draws, 

not just one. The author used this approach for two reasons. First, bivariate acceptance and rejection 

allowed the author to apply bivariate priors that could help reject unreasonable pairs of draws (e.g., two 

very large a parameters for a particular item). Preliminary simulations using unidimensional rejection 

rules and priors often yielded poor parameter estimates. Bivariate acceptance or rejection of parameters 

led to much better parameter estimates. Second, bivariate acceptance and rejection required fewer 

likelihood calculations. This decreased computing time by 30% to 40%. 

Another issue that this model had in preliminary simulations was that the model consistently 

“found” an unreasonable metric for θ. The variance of θ was either unreasonably large or unreasonably 

small depending on the starting values. This caused the a parameters to be either near 0 or unreasonably 

large and for the b parameters to either converge to 0 or to increase in absolute value without bounds. In 

order to alleviate this problem, the algorithm converted all θ values to z scores for iterations 200 through 

1,000. These iterations helped the Metropolis procedure settle on reasonable scales of a and b. After these 

iterations, the θs were no longer constrained to the z-score metric. 
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Testing the Procedure with a Unidimensional Model 

 In order to ensure that the above algorithm would work in estimating any IRT model, the author 

tested the algorithm using a unidimensional 2PL IRT model with 20 replications. The equation for the 

2PL model is  

 
exp[ ( )]

( 1| , , )
1 exp[ ( )]

i p i

pi i i p

i p i

a b
P x a b

a b

θ
θ

θ

−
= =

+ −
. (22) 

This simulation estimated 50 item parameters for 1,000 people, and the dependent measures were 

correlation with the true parameters, root mean square error (RMSE), and bias. Table 1 contains the 

results of the simulation. The correlations between the true parameters and the estimated parameters are 

all as high as would be expected for a unidimensional simulation with the given number of items and 

sample size. The biases are all quite close to zero, and the RMSE values were comparable to RMSEs 

from other unidimensional 2PL studies. Drasgow (1989), using marginal maximum likelihood to estimate 

a unidimensional 2PL model, found comparable results. It is clear that the modified Metropolis algorithm 

can estimate a unidimensional IRT model. 

 

Table 1 

Results of a Unidimensional Model Simulation  

Using the Modified Metropolis Algorithm 

 

Parameter Correlation RMSE Bias 

a 0.958 0.136 −0.016 

b 0.996 0.137 −0.003 

θ 0.962 0.276 −0.005 

 

 

Burn-in Period 

 In order to determine the burn-in period for this model, preliminary simulations with 20,000 

iterations were conducted using a sample size of 1,000, two unidimensional items per dimension, and a 

correlation between the two θs of .50. Two different graphical diagnostics were used in order to 

determine when convergence occurred. The first was history plots, and the second was Brooks-Gelman 

convergence plots (Brooks & Gelman, 1998). Both convergence diagnostics require estimating the same 

model with the same data using different sets of initial values. For the first chain, the a starting values 
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were 1, the b starting values were −1.5, and the θ starting values were −0.5. For the second chain, the a 

starting values were 2, the b starting values were 0, and the θ starting values were 0.5. 

Convergence occurs in history plots after the point at which the two chains appear to vary 

randomly around a single point. Brooks-Gelman plots examine the width of credible intervals first when 

combining the two chains into one chain and when taking the mean of the widths of the individual chain 

credible intervals. The method requires users to calculate the credible intervals for a local window of 

draws. This research used 4,000 iterations around an iteration of interest to calculate the credible 

intervals. According to Brooks and Gelman (1998), convergence occurs when plots meet three 

conditions: (1) the width of the pooled intervals is stable, (2) the mean of the width of the within-chain 

intervals is stable, and (3) the ratio of pooled interval to mean within-chain interval size stabilizes to 1. 

The two chains for θ always converged within just a few draws, so those results will not be 

discussed further. The majority of the item parameters converged relatively quickly. Figure 8 contains the 

history plot and the Brooks-Gelman plot for a typical a value. The two chains of points come together 

after only a few hundred iterations. The pooled credible interval width (dashed line) and the mean 

credible interval width (dotted line) are both stable with the ratio of pooled to mean (solid line) quite 

stable and converging to 1. This type of history plot was typical of most item parameters. Figure 9 

contains plots for a non-convergent parameter. For some parameters, the algorithm occasionally drew and 

retained a short series of extreme parameter values. The spikes in parameter draws in the Figure 9 history 

plot are obvious. These occasional spikes made the size of the credible intervals unstable as is observable 

from the lines on the Brooks-Gelman plot that did not stabilize. The author also conducted a preliminary 

simulation with 40,000 iterations. The items that did not converge within 20,000 iterations also did not 

converge within 40,000 iterations. Based on these findings, the author decided to use a burn-in period of 

2,000 iterations and to retain an additional 8,000 iterations for the estimation of parameters. This was 

based on the fact that all of the item parameters that actually converged did so at 1,000 iterations or 

sooner. Items that did not converge at 1,000 iterations simply did not ever converge. Taking the burn-in 

period out to 2,000 iterations was a conservative choice for those item parameters that did converge. For 

the items that did not converge, the estimates based on the 8,000 additional draws took into account a 
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large number of iterations, which helped make the estimates more stable. Appendix C contains the R code 

used for the estimation of this model. 

Figure 8. A History Plot and Brooks-Gelman Plot for a Typical a Parameter. 
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Figure 9. A History Plot and Brooks-Gelman Plot for a Non-Converging a Parameter. 
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Independent Variables 

 This study had three independent variables. The first independent variable was the true 

correlation between the θ parameters. Based on previous research (Bolt & Lall, 2003), it is probable that 

the correlation between the latent traits will have an effect on the estimation of the multidimensional item 
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parameters. This study used true θ correlations of .25, .50, and .75. The second independent variable was 

sample size (N). As documented by a considerable amount of statistical proofs and simulation research, 

sample size is always a driving factor in the accurate estimation of statistical models. The sample sizes 

used in this study were 1,000, 2,500, and 4,000. Finally, this study used different numbers of 

unidimensional items on each dimension. All simulated tests in all conditions had 50 multidimensional 

items. The purpose of the additional unidimensional items was to “anchor down” the correct latent trait 

scale for the multidimensional items. This study used either 2, 6, or 10 additional unidmensional items on 

each dimension. The overall number of test items, therefore, varied by condition. There were 54 items 

total in the 2 unidimensional item conditions, 62 items total in the 6 unidimensional item conditions, and 

70 items total in the 10 unidimensional item conditions. Three independent variables with three levels 

each led to a 3 × 3 × 3 fully crossed simulation design with 27 cells. There were 25 replications in each of 

the 27 cells. 

Dependent Variables 

 For the unidimensional item parameters, this study used the correlation with the true parameters, 

RMSE, and bias as the three independent variables. Bias was calculated by 
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where P is the number of parameters, x is a true parameter, and x̂  is an estimated parameter. Root mean 

square error (RMSE) was calculated by 
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 For the multidimensional item parameters, this study used the correlation with the true 

parameters, RMSE, bias, conditional bias high, conditional bias low, and credible interval coverage as 

dependent variables. The equation for conditional bias low was 
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This equation states that, for all parameters in a parameter set such that the given parameters are below 

the mean of the parameter, the conditional bias low was the bias for only those parameters below the 

mean. The conditional bias high was the bias for the parameters that were greater than or equal to the 

mean of the parameter set. The conditional biases examined whether the bias was worse above or below 

the mean. Coverage was the proportion of parameters covered by the credible intervals of the estimated 

parameters. Credible intervals are the Bayesian analogue of confidence intervals. For this study, the .025 

and .975 quantiles of draws post-burn-in served as the limits of the 95% credible intervals. 

 For the θ parameters, this study used the correlation with the true parameters, RMSE, bias, 

coverage, and the correlation between the estimated θs as the dependent variables. This final independent 

variable was quite important. When conducting a study of latent traits, psychometricians want to have an 

accurate picture of how closely the latent traits are related. 

 In order to determine which variables contributed the most to the variation in the estimation of 

the item parameters, six fully crossed ANOVAs were conducted, one ANOVA each for the correlation 

between true and estimated parameters, RMSE, and bias, for a and b separately. The ANOVA effect 

sizes, η
2
, were used to determine variables with the largest contributions. The equation for η

2
 was 

 
2 Effect

Total

SS

SS
η = , (26) 

where SSEffect is the sum of squares for a main effect or interaction and SSTotal is the sum of squares for the 

total model. All ANOVAs used the raw untransformed dependent variables. All estimation and 

calculations were conducted using R (R Development Core Team, 2008). 
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Results 

Two Unidimensional Items on Each Dimension 

 Table 2 contains the unidimensional item parameter results for the model using two 

unidmensional items per dimension. Note that each dependent variable was calculated on only the four 

parameter estimates involved (two parameters on each of two dimensions). As expected, correlations 

between the true and estimated parameters increased as sample size increased. RMSE for the b 

parameters decreased as the sample size increased. RMSE for the a parameters showed a slightly more 

complicated pattern. RMSE decreased with increased sample size when the true θ correlation was .25. 

When the true correlation was higher, RMSE decreased then increased for the a parameter as sample size 

increased. The bias for the b parameter was slightly negative for the N = 1,000 condition but virtually 

zero for the other sample size conditions for the true θ correlation of .25. For the other true θ correlations, 

the bias for b was essentially 0 for N = 1,000 and N = 2,500. The bias was slightly positive for the largest 

N. 

 The most interesting trend for these unidimensional item parameters was the bias of the a 

parameter. For all correlation levels, the bias was smallest for the N = 1,000 condition and increased as 

sample size increased. The bias of a also increased as the true correlation between the θs increased. It 

appears that, when only using a few unidimensional items, highly correlated latent traits caused bias in 

the unidimensional a parameters. 

Table 2 

Mean Unidimensional Results for Four Unidimensional Item Parameters, Two Unidimensional Items on 

Each Dimension 

 

  a  b 

True θ 

Correlation 
N Correlation RMSE  Bias  Correlation RMSE  Bias 

1,000 0.849 0.135 0.003  0.998 0.089 −0.020 

2,500 0.933 0.094 0.013  1.000 0.057 0.009 .25 

4,000 0.968 0.073 0.030  1.000 0.038 0.001 

         

1,000 0.863 0.123 0.016  0.999 0.090 0.005 

2,500 0.926 0.099 0.043  0.999 0.057 −0.005 .50 

4,000 0.943 0.109 0.077  1.000 0.052 0.014 

         

1,000 0.841 0.143 0.056  0.998 0.095 0.008 

2,500 0.921 0.124 0.084  0.999 0.057 0.003 .75 

4,000 0.944 0.150 0.124  0.999 0.065 0.019 
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 Table 3 contains the multidimensional a-parameter results. The results in this and all other tables 

of means are the results for both dimensions combined. Appendix D contains the mean correlations, 

RMSEs, and bias values for the separate dimensions. Although the results separated by dimension show 

an occasional difference between the dimensions, the two dimensions’ results were quite similar overall. 

This paper will, therefore, only discuss the results of the combined parameter sets. The correlations 

between the true and estimated a parameters were relatively low. As expected, the correlations between 

the true and estimated a parameters increased as sample size increased. The correlations had a marked 

decrease, however, as the correlation between the latent traits increased. The RMSE values decreased as 

sample size increased for the θ correlation conditions of .25 and .50. RMSE was highest for r = .75. 

Sample size had a negligible effect on RMSE for the .75 correlation condition. All of the 

multidimensional a-parameter estimates had a positive bias. The bias increased as the correlation between 

the θs increased, and increasing the sample size had either a negligible effect on the bias or actually made 

the bias worse, depending on the condition. The conditional biases indicated that the low a parameters 

had greater positive bias than the high a parameters. Finally, the credible interval coverage worsened with 

increased sample size and increased true θ correlation. When using only two unidimensional items per 

dimension, the model did not estimate the a parameters very well. Increasing the sample size also caused 

the credible intervals to be smaller. The smaller credible intervals combined with biased estimates tended 

to “miss” the true parameters, causing the large-sample coverage proportions to be quite low. 

 

Table 3 

Mean Multidimensional a Parameter Results, Two Unidimensional Items on Each Dimension 

 

Bias 
True θ 

Correlation 
N Correlation RMSE 

Overall High Low 
Coverage 

1,000 0.579 0.296 0.093 0.035 0.132 0.960 

2,500 0.742 0.232 0.096 0.077 0.108 0.928 .25 

4,000 0.795 0.194 0.091 0.075 0.108 0.915 

        

1,000 0.523 0.330 0.156 0.084 0.203 0.940 

2,500 0.698 0.272 0.157 0.121 0.181 0.857 .50 

4,000 0.751 0.245 0.159 0.130 0.191 0.789 

        

1,000 0.425 0.349 0.142 0.042 0.209 0.932 

2,500 0.542 0.363 0.233 0.164 0.279 0.748 .75 

4,000 0.583 0.349 0.245 0.185 0.309 0.614 
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 Table 4 contains the results for the multidimensional b parameters. The correlation between the 

true and estimated parameters increased as sample size increased. The correlations decreased as the 

correlation between θs increased. RMSE values generally decreased as sample size increased. The 

exception to this was when the correlation between the θs was .75, where the RMSE was high for all 

sample size conditions. The overall bias was low and generally in the positive direction. Increasing the 

sample size actually increased the bias of the b parameter. Both RMSE and bias increased as the true 

correlation between θs increased. The high parameters were somewhat negatively biased, and the low 

parameters were positively biased. Coverage decreased as sample size and the correlation between θs 

increased. Although the b parameter was somewhat biased and had interval coverage issues when the true 

θs correlated highly, the Metropolis algorithm estimated the b parameter much better than the a 

parameter. 

Table 4 

Mean Multidimensional b Parameter Results, Two Unidimensional Items on Each Dimension 

 

Bias 
True θ 

Correlation 
N Correlation RMSE 

Overall High Low 
Coverage 

1,000 0.959 0.271 −0.008 −0.067 0.045 0.932 

2,500 0.978 0.207 0.036 −0.039 0.105 0.884 .25 

4,000 0.985 0.181 0.042 −0.036 0.115 0.846 

        

1,000 0.931 0.348 0.033 −0.100 0.156 0.842 

2,500 0.953 0.311 0.068 −0.093 0.216 0.680 .50 

4,000 0.960 0.304 0.085 −0.084 0.241 0.566 

        

1,000 0.854 0.490 0.009 −0.185 0.189 0.761 

2,500 0.881 0.469 0.099 −0.160 0.338 0.476 .75 

4,000 0.883 0.475 0.122 −0.156 0.379 0.384 

 

 Table 5 contains the results for the θ parameters. The correlation between the true and estimated 

θs were relatively high but not as high as they should be. The values for RMSE were slightly larger than 

found in studies using only unidimensional items. Hulin, Lissak, and Drasgow (1982), for example, 

obtained correlations between true and estimated θ of around 0.92 with θ RMSEs of around 0.40 using 

1,000 people and 30 unidimensional items estimated with LOGIST. The biases were all near 0, and the 

coverage rates of the parameters were always near the nominal rate of 0.95. The major estimation issue 

with θ was the correlation between the two estimated latent traits. Although the estimated correlations 
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were relatively close to the true correlation when the true correlation was .25, the estimated θ correlation 

was consistently lower than the true θ correlation for the higher true θ correlation conditions. In addition, 

the estimated correlations became lower than the true correlations as sample size increased for the higher 

true correlation conditions. This probably occurred because of the increase in the bias of the a parameters 

as sample size increased. It appears that, when only using two unidimensional items, the Metropolis 

algorithm had difficulties  estimating the correlation between the latent traits. 

Summary of Results for Two Unidimensional Items on Each Dimension 

 When using only two unidimensional items on each dimension, the modified Metropolis 

algorithm did not estimate the noncompensatory model very well. The item parameters were biased, the 

correlation between the true a parameters and the estimated parameters was quite low, item parameter 

coverages were poor, and the correlations between the estimated latent traits did not match the true 

correlations. It is clear that two unidimensional items is insufficient for the estimation of the 

noncompensatory model. 

Table 5 

Mean θ Results, Two Unidimensional Items on Each Dimension 

 

True θ 

Correlation 
N Correlation RMSE Bias Coverage 

Est. θ 

Correlation 

1,000 0.859 0.511 0.003 0.954 0.314 

2,500 0.863 0.505 0.007 0.953 0.275 .25 

4,000 0.868 0.497 0.002 0.954 0.267 

       

1,000 0.865 0.501 0.008 0.960 0.425 

2,500 0.864 0.502 −0.001 0.960 0.380 .50 

4,000 0.866 0.500 0.001 0.959 0.367 

       

1,000 0.886 0.463 0.008 0.969 0.683 

2,500 0.856 0.512 0.000 0.967 0.492 .75 

4,000 0.857 0.513 0.000 0.966 0.487 

 

Six Unidimensional Items on Each Dimension 

 Table 6 contains the results for the unidimensional item parameters for the conditions using six 

unidimensional items on each dimension. Once again, the unidimensional items were estimated fairly 

well. The correlations between the true and estimated parameters increased as sample size increased. 

RMSE decreased as sample size increased; sample size had a negligible effect on bias. The correlation 

between the true θ values did not have as strong of an effect as when using only two unidimensional 
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items per dimension. The only systematic effect was that there appeared to be a very slight negative bias 

in the parameters as the true θ correlation increased. Overall, however, the model estimated the 

unidimensional item parameters quite well. 

Table 6 

Mean Unidimensional Results for 12 Unidimensional Item Parameters, Six Unidimensional Items on 

Each Dimension 

 

  a  b 

True θ 

Correlation 
N Correlation RMSE  Bias  Correlation RMSE  Bias 

1,000 0.848 0.168 −0.002  0.997 0.131 −0.019 

2,500 0.923 0.109 0.000  0.999 0.077 0.001 .25 

4,000 0.947 0.090 0.006  0.999 0.063 −0.004 

         

1,000 0.832 0.166 −0.041  0.997 0.139 −0.004 

2,500 0.934 0.106 −0.020  0.999 0.090 −0.008 .50 

4,000 0.948 0.090 −0.002  0.999 0.066 −0.013 

         

1,000 0.856 0.170 −0.065  0.997 0.160 −0.020 

2,500 0.926 0.114 −0.021  0.999 0.096 −0.016 .75 

4,000 0.957 0.085 −0.023  0.999 0.071 −0.007 

 

 

 Table 7 contains the multidimensional a-parameter results for the six unidimensional item 

condition. The model did a much better job in estimating the multidimensional a parameters than the 

model using only two unidimensional items per dimension. The correlations for all conditions were 

higher, the RMSE values were all lower, the biases, both overall and conditional, were closer to 0, and the 

coverage of the true parameter was higher in every cell of these conditions compared to the previous 

conditions. The correlations between the true and estimated parameters increased as sample size 

increased. RMSE decreased as sample size increased. Overall bias and the conditional bias low also 

decreased as sample size increased, but there was no systematic trend for conditional bias high. Similar to 

the previous condition, the coverage rate of the parameters decreased as sample size increased. The 

amount of the decrease, however, was quite small compared to the previous condition. Highly correlated 

true θs once again had a detrimental effect on the estimation of the model. Higher true θ correlations led 

to lower correlations between the true and estimated parameters and higher RMSEs. The effect was not 

nearly as detrimental, however, as when using only two unidimensional items per dimension. 
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Table 7 

Mean Multidimensional a Parameter Results, Six Unidimensional Items on Each Dimension 

 

Bias 
True θ 

Correlation 
N Correlation RMSE 

Overall High Low 

Coverage 

1,000 0.618 0.269 0.066 0.017 0.099 0.962 

2,500 0.775 0.205 0.064 0.044 0.078 0.944 .25 

4,000 0.829 0.165 0.058 0.044 0.072 0.941 

        

1,000 0.595 0.275 0.059 −0.013 0.107 0.969 

2,500 0.746 0.207 0.053 0.008 0.083 0.952 .50 

4,000 0.797 0.168 0.047 0.013 0.083 0.934 

        

1,000 0.516 0.294 0.059 −0.029 0.118 0.975 

2,500 0.619 0.228 0.036 −0.025 0.102 0.946 .75 

4,000 0.702 0.193 0.030 −0.026 0.090 0.934 

 

 

 Table 8 contains the results for the multidimensional b values. Similar to the multidimensional a 

parameters, additional unidimensional items led to better estimation of the b  parameter. The additional 

items allowed the Metropolis algorithm to arrive at b estimates that had higher correlations with the true 

parameters, lower RMSE, less bias both overall and conditionally, and greater coverage of the true 

parameters. The correlations between the true and estimated parameters increased as sample size 

increased. The RMSE decreased as sample size increased. The bias tended to change from negative to 

positive as the sample size increased. The credible interval coverage rate decreased as sample size 

increased, but the coverage rate across all conditions was much higher than in the conditions using only 

two multidimensional items. Once again, higher correlations between the true θs proved to be 

problematic. Increasing the correlation between the true θs decreased the correlations between the true 

and estimated parameters, increased RMSE, made the conditional biases larger in absolute value, and 

decreased the coverage rates. 
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Table 8 

Mean Multidimensional b Parameter Results, Six Unidimensional Items on Each Dimension 

 

Bias 
True θ 

Correlation 
N Correlation RMSE 

Overall High Low 
Coverage 

1,000 0.966 0.250 −0.030 −0.051 −0.010 0.940 

2,500 0.983 0.178 0.013 −0.033 0.056 0.928 .25 

4,000 0.988 0.154 0.023 −0.025 0.068 0.898 

        

1,000 0.955 0.290 −0.033 −0.056 −0.011 0.938 

2,500 0.979 0.201 0.009 −0.051 0.064 0.910 .50 

4,000 0.983 0.186 0.018 −0.052 0.083 0.848 

        

1,000 0.919 0.380 −0.046 −0.131 0.032 0.908 

2,500 0.951 0.295 0.008 −0.093 0.101 0.820 .75 

4,000 0.961 0.271 0.028 −0.078 0.127 0.762 

 

Figure 10. Excerpt of Table 3 from Bolt and Lall (2003). 

 
 

 Figure 10 is an excerpt from Table 3 from Bolt and Lall’s (2003) study that estimated a 1-

parameter noncompensatory model. Comparing the Figure 10 50-item RMSE values to the comparable 

sample size and correlation level conditions in Table 8, it is obvious that the RMSE values for the current 

study’s estimation method were substantially smaller than the values using Bolt and Lall’s technique. For 

example, Bolt and Lall’s RMSE for N = 1,000 with a latent trait correlation of .60 was 1.06. The RMSE 

value from the present research for N = 1,000 and a latent trait correlation of .75 was 0.380. Given that 

the current study had the additional complexity of estimating a 2-paramter model instead of just a 1-

parameter model, the current methodology of parameter estimation appears to be an improvement over 

Bolt and Lall’s previous attempt. The current study also did not require knowing the true item parameter 

mean and standard deviation parameters, unlike Bolt and Lall’s equating estimation technique. 
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 Table 9 contains the results for the θ estimates. Sample size had very little impact on the 

correlations between the true and estimated parameters, the RMSE values, and the coverage rates. The θ 

parameters were slightly biased in the N = 1,000 conditions for the highest true θ correlations. The biases 

were near zero in all other conditions. Increasing the correlation between the true θs slightly increased the 

correlations between the true and estimated θs, decreased the RMSE, had a negligible effect on bias, and 

slightly increased the coverage rate. The increase in the performance of θ as the correlation between the 

true θs increased is probably due to the closeness of the θ vectors in multidimensional space. If the θ 

vectors are close in unidimensional space and the model arrives at a θ metric that is in a somewhat 

incorrect orientation or rotation, the estimated θ values will still be close to the true values, assuming that 

the correlation between the estimated θs is reasonably close to the true correlation. The correlations 

between the estimated θs when using six unidimensional items were consistently closer to the true θ 

correlations than when using only two unidimensional items. The correlations between the estimates 

decreased as the sample size increased. It is possible that the data are overwhelming the prior correlation. 

Table 9 

Mean θ Results, Six Unidimensional Items on Each Dimension 

 

True θ 

Correlation 
N Correlation RMSE Bias Coverage 

Est. θ 

Correlation 

1,000 0.903 0.431 −0.001 0.952 0.276 

2,500 0.904 0.429 0.001 0.952 0.259 .25 

4,000 0.905 0.426 0.001 0.952 0.246 

       

1,000 0.912 0.412 0.017 0.958 0.558 

2,500 0.910 0.414 0.003 0.958 0.506 .50 

4,000 0.911 0.412 −0.002 0.958 0.491 

       

1,000 0.924 0.385 0.011 0.968 0.769 

2,500 0.924 0.384 0.003 0.968 0.736 .75 

4,000 0.924 0.382 0.006 0.968 0.726 

 

Summary of Results for Six Unidimensional Items on Each Dimension 

 Going from two to six unidimensional items per dimension greatly helped with the estimation of 

this model. The correlations between the true and estimated parameters and the RMSE values for the 

multidimensional a parameters were closer to the range desired for this parameter. The multidimensional 

b parameters had correlations with true parameters that were nearly comparable to that of a 

unidimensional model. The θ parameter also showed better performance, including much higher 
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correlations between the estimated θs. Although the recovery of the item parameters might be less than 

optimal when the correlation between the true θs is high, the noncompensatory model showed more 

promise in this condition compared to the previous study utilizing this model (Bolt & Lall, 2003).   

Ten Unidimensional Items on Each Dimension 

 Table 10 contains the unidiminensional item parameter results using ten unidimensional items 

on each dimension. Similar to the six-item conditions, the model estimated the unidimensional item 

parameters quite well. There was a slight negative bias among the a parameters and a slight positive bias 

among the b parameters, but the biases were not large. Correlations with the true parameters increased, 

and RMSE and bias decreased, as sample size increased. Unidimensional parameter estimation was 

slightly worse when the correlation between the true θs was high as seen by slightly greater RMSE 

values. Overall, however, the recovery statistics were quite consistent with unidimensional recovery 

statistics from previous studies using comparable numbers of items and Ns (e.g. Stone, 1992; 

Swaminathan, & Gifford, 1985). 

Table 10 

Mean Unidimensional Results for 20 Unidimensional Item Parameters, 

Ten Unidimensional Items on Each Dimension 

 

  a  b 

True θ 

Correlation 
N Correlation RMSE  Bias  Correlation RMSE  Bias 

1,000 0.937 0.158 −0.021  0.997 0.124 0.002 

2,500 0.967 0.110 −0.018  0.999 0.079 0.005 .25 

4,000 0.979 0.092 −0.014  0.999 0.060 0.000 

         

1,000 0.933 0.166 −0.057  0.998 0.135 0.028 

2,500 0.966 0.120 −0.040  0.999 0.089 0.006 .50 

4,000 0.978 0.101 −0.040  0.999 0.076 0.006 

         

1,000 0.936 0.180 −0.103  0.998 0.166 0.020 

2,500 0.969 0.131 −0.073  0.999 0.114 0.009 .75 

4,000 0.981 0.107 −0.063  0.999 0.094 0.007 

 

 Table 11 contains the multidimensional a results. The pattern of results was quite similar to the 

results using six unidimensional items. Correlations between true and estimated values increased and 

RMSE, bias, and coverage decreased as sample size increased. Similar to the six unidimensional item 

conditions, the a parameter had a slight positive bias, mostly resulting from the low a values being 

positively biased. A higher correlation between the estimated θs again led to poorer estimation as seen by 
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lower correlations and higher RMSE values. Comparing these results to the results using six 

unidimensional items, the additional unidimensional items did not greatly improve parameter estimation. 

Table 11 

Mean Multidimensional a Parameter Results, Ten Unidimensional Items on Each Dimension 

 

Bias 
True θ 

Correlation 
N Correlation RMSE 

Overall High Low 
Coverage 

1,000 0.628 0.273 0.066 0.023 0.094 0.961 

2,500 0.798 0.190 0.048 0.031 0.060 0.954 .25 

4,000 0.815 0.164 0.039 0.024 0.056 0.932 

        

1,000 0.596 0.271 0.046 −0.026 0.094 0.974 

2,500 0.750 0.198 0.020 −0.011 0.041 0.956 .50 

4,000 0.793 0.166 0.017 −0.009 0.045 0.950 

        

1,000 0.542 0.280 0.034 −0.049 0.090 0.974 

2,500 0.666 0.226 0.011 −0.045 0.048 0.950 .75 

4,000 0.704 0.189 −0.006 −0.061 0.054 0.936 

 

 Table 12 contains the results for the multidimensional b values. The pattern of results was again 

the same as the six unidimensional item conditions with greater sample size leading to better estimation, 

higher true θ correlation leading to slightly worse estimation, and the bias values going from negative to 

positive as sample size increased. Unlike the a parameter, the multidimensional b parameters showed 

consistent estimation improvement in terms of RMSE and interval coverage over the six unidimensional 

item condition. The bias values, however, were better only for the lowest true θ correlation conditions. It 

appears that the additional unidimensional items only slightly improved the estimation of the b parameter. 

Table 12 

Mean Multidimensional b Parameter Results, Ten Unidimensional Items on Each Dimension 

 

Bias 
True θ 

Correlation 
N Correlation RMSE 

Overall High Low 
Coverage 

1,000 0.966 0.252 −0.031 −0.038 −0.024 0.947 

2,500 0.986 0.162 0.002 −0.023 0.026 0.943 .25 

4,000 0.990 0.138 0.006 −0.025 0.034 0.930 

        

1,000 0.958 0.291 −0.053 −0.050 −0.055 0.956 

2,500 0.979 0.195 −0.018 −0.039 0.001 0.930 .50 

4,000 0.984 0.171 −0.009 −0.030 0.010 0.908 

        

1,000 0.932 0.355 −0.068 −0.111 −0.028 0.933 

2,500 0.963 0.257 −0.021 −0.081 0.033 0.872 .75 

4,000 0.969 0.222 0.034 −0.035 0.097 0.830 
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 Table 13 contains the results for the θ parameter. The overall trends of the effects of sample size 

and true θ correlation were virtually identical to the conditions with six unidimensional items. It is no 

surprise that the additional items led to higher correlations with the true parameters and lower RMSE 

values. The biases and coverage rates were relatively unaffected by the additional items. The correlation 

between the estimated θs was slightly farther away from the true correlation in this condition when the 

true correlation was .50, but the other correlation results were quite similar. 

Table 13 

Mean θ Results, Ten Unidimensional Items on Each Dimension 

 

True θ 

Correlation 
N Correlation RMSE Bias Coverage 

Est. θ 

Correlation 

1,000 0.926 0.380 0.002 0.951 0.286 

2,500 0.927 0.376 −0.001 0.951 0.255 .25 

4,000 0.928 0.373 −0.002 0.951 0.247 

       

1,000 0.931 0.368 0.013 0.957 0.555 

2,500 0.931 0.366 0.007 0.957 0.533 .50 

4,000 0.932 0.364 0.004 0.955 0.527 

       

1,000 0.939 0.350 0.016 0.964 0.770 

2,500 0.939 0.349 0.005 0.966 0.749 .75 

4,000 0.938 0.348 0.003 0.965 0.735 

 

Summary of Results for Ten Unidimensional Items on Each Dimension 

 The patterns of results seen in this condition were almost identical to the patterns of results seen 

in the six unidimensional item condition. When comparing the two conditions, the MCMC model 

estimated unidimensional item parameters and the multidimensional a parameters with virtually the same 

accuracy. There was a very slight improvement in the b parameter as seen by lower RMSE values. The 

estimation of θ improved, but that was no surprise. Adding additional items nearly always improves the 

estimation of the person parameters. The increase from six to ten unidimensional items on each 

dimension did not make a large difference. 

Analyses of Variance 

 Table 14 contains the ANOVA table for the a parameters. The main effect of sample size 

accounted for about 43% of the variation in the correlations. The correlations between the true θ 

parameters accounted for 23% of the variation in the a parameter correlations. The number of 

unidimensional items contributed only 6.5% of the variance, and none of the interactions contributed 
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more than 2%. Sample size and the correlation between the true latent traits affected the correlation 

between estimated and true a parameters, with higher N and lower true θ correlations leading to better 

estimation. 

Table 14 

ANOVA Effect Sizes for the a Parameters 

 

Correlation Between True and Estimated a Parameters 

Variable DF Sum of Squares η
2 

No. of Unidimensional Items (U) 2 0.697 0.065 

N 2 4.600 0.431 

True θ Correlation (r) 2 2.450 0.230 

U × N 4 0.020 0.002 

U × r 4 0.143 0.013 

N × r 4 0.063 0.006 

U × N × r 8 0.016 0.001 

Residual 648 2.682  

Total 674 10.671  

    

RMSE 

Variable DF Sum of Squares η
2 

U 2 0.780 0.283 

N 2 0.926 0.336 

r 2 0.337 0.122 

U × N 4 0.046 0.017 

U × r 4 0.198 0.072 

N × r 4 0.043 0.016 

U × N × r 8 0.046 0.017 

Residual 648 0.382  

Total 674 2.758  

    

Bias 

Variable DF Sum of Squares η
2 

U 2 1.900 0.649 

N 2 0.003 0.001 

r 2 0.037 0.013 

U × N 4 0.103 0.035 

U × r 4 0.519 0.177 

N × r 4 0.018 0.006 

U × N × r 8 0.090 0.031 

Residual 648 0.259  

Total 674 2.929  
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Table 14 also contains the ANOVA table for the a parameter RMSEs. The main effect of sample 

size again accounted for the most variance, about 34%. The number of unidimensional items, however, 

had a much greater impact on RMSE than the correlations, accounting for over 28% of the variance. The 

true θ correlation accounted for about 12% of the variance, and the interaction between N and the true θ 

correlation accounted for about 7% of the variance. Increasing sample size and decreasing the correlation 

between the latent traits again had a positive effect on parameter estimation, and increasing the number of 

unidimensional items decreased the distance between the true and estimated a parameters. 

In terms of a parameter bias, Table 14 shows that the number of unidimensional items was 

clearly the major factor for bias, accounting for nearly 65% of the variance of this dependent variable. 

The interaction between the number of unidimensional items and the true θ correlation captured about 

18% of the variance. For the least biased a parameters, modelers should use a large number of 

unidimensional items. The additional unidimensional items were particularly important when there was a 

high correlation between the latent traits. 

Table 15 contains the ANOVA table for the b parameter correlations. The correlation between 

the latent traits accounted for about 38% of the variance. The number of unidimensional items 

contributed 21% of the variance, N contributed about 12% of the variance, and the interaction between 

the number of unidimensional items and the latent trait correlation contributed about 15% of the variance. 

These same factors also accounted for the most variance of  the b-parameter RMSE in Table 15, although 

the interaction term accounted for less variance and the main effect of N accounted for more. For an 

accurate ordering of the b parameter estimates, modelers will do well to use data where the correlation 

between the latent traits is relatively low. Modelers should also use a large number of unidimensional 

items and large sample sizes. 

 Table 15 also contains the bias results for the b parameters. The number of unidimensional items 

accounted for 38% of the variance, N accounted for 24% of the variance, and the interaction between the 

number of unidimensional items and the latent trait correlation accounted for 7% of the variance. The 

least amount of b-parameter bias required a large number of unidimensional items with large sample 

sizes. 
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Table 15 

ANOVA Effect Sizes for the b Parameters 

 

Correlation Between True and Estimated b Parameters 

Variable DF Sum of Squares η
2 

U 2 0.193 0.210 

N 2 0.108 0.118 

r 2 0.356 0.387 

U × N 4 0.000 0.000 

U × r 4 0.138 0.150 

N × r 4 0.004 0.004 

U × N × r 8 0.001 0.001 

Residual 648 0.120  

Total 674 0.919  

    

RMSE 

Variable DF Sum of Squares η
2 

U 2 1.627 0.235 

N 2 1.033 0.149 

r 2 2.934 0.423 

U × N 4 0.108 0.016 

U × r 4 0.572 0.083 

N × r 4 0.006 0.001 

U × N × r 8 0.033 0.005 

Residual 648 0.622  

Total 674 6.936  

    

Bias 

Variable DF Sum of Squares η
2 

U 2 0.697 0.382 

N 2 0.440 0.241 

r 2 0.007 0.004 

U × N 4 0.013 0.007 

U × r 4 0.135 0.074 

N × r 4 0.032 0.017 

U × N × r 8 0.012 0.007 

Residual 648 0.492  

Total 674 1.827  

 

 The ANOVA results for the θ parameters were simple and intuitive, so these results will simply 

be described and not included in a table. The main effect of number of unidimensional items contributed 

over 90% of the variation for both the correlation between estimated and true parameters and RMSE. This 

is not surprising, because more test items generally lead to θ estimates with lower standard errors. No 

other independent variable or interaction contributed more than 5% of the variance. No effect or 
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interaction contributed more than 3% of the variance to θ bias. The variation within conditions for bias 

was much larger than any systematic effects that occurred due to the independent variables. 

Summary of ANOVA Results  

 The ANOVA results reinforce and focus the conclusions drawn from the tables of means. 

Sample size and the correlation between the true θs had major effects on the correlational dependent 

variables. The number of unidimensional items contributed the most variance to the bias dependent 

variable. The number of unidimensional items, N, and the correlation between the latent traits all 

contributed greatly to the RMSE variables. The number of unidimensional items positively affected the 

estimation of the θ parameters, which is a result that falls in line with a great deal of previous IRT 

research. 

All Unidimensional Items, 31 Items on Each Dimension 

 In evaluating the performance of the noncompensatory model, it is important to compare the 

within-item multidimensional approach to an approach that has between-item multidimensionality. 

Individual items in the between-item multidimensionality approach discriminate on only one dimension 

(see Figure 4). As a comparison to the previous models using within-item multidimensionality, a series of 

simulations were conducted using only between-item multidimensional items (unidimensional items). 

The total number of items used was equal to the conditions using six unidimensional items per dimension. 

In that condition, there were 50 multidimensional items plus six unidimensional items on each dimension 

for a total of 62 items. The two dimensions in the between-item multidimensionality comparison each had 

half of the items, 31 items total, for each dimension. Because the item parameter recovery of 

unidimensional versus multidimensional items has already been examined, the comparison between the 

model types included only the θ parameters. The person parameters are comparable across the different 

model types, so the comparison is useful and informative. 

 Table 16 contains the means for the recovery results of the between-item multidimensionality 

model. The between-item multidimensional model performed better than the simulated test with within-

item multidimensional items (compare to Table 9). The correlation between the true and estimated θs 

were higher and the RMSE values were all much lower than the within-item multidimensional model. 

The estimated correlation between the latent traits was somewhat low for the lowest true θ correlation 
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conditions, but the prior was not designed for optimal performance in this model. The correlations 

between the other estimated θs were quite close to the true θ correlation. The estimated correlations were 

also less variable across sample size condition compared to the models that had within-item 

multidimensionality. The between-item multidimensionality model performed just slightly better than the 

model that used 10 unidimensional items on each dimension, despite the fact that the 10 unidimensional 

item model used 8 more items (see Table 13). If the multidimensional item parameters used in this study 

were representative of real item parameters, it appears that between-item multidimensionality might be 

preferred to a larger number of within-item multidimensional items. If test developers have a choice 

between using a large number of items that measure two traits at once or a large number of items that 

only measure one of the traits, test developers might want to use more items that measure only one of the 

traits in question. 

Table 16 

Mean θ Results, Between-Item Multidimensional Items Only, 62 Items Total 

 

True θ 

Correlation 
N Correlation RMSE Bias Coverage 

Est. θ 

Correlation 

1,000 0.932 0.362 0.000 0.953 0.219 

2,500 0.933 0.362 −0.005 0.950 0.221 .25 

4,000 0.933 0.361 0.003 0.950 0.222 

       

1,000 0.934 0.360 0.004 0.956 0.513 

2,500 0.935 0.358 0.000 0.954 0.508 .50 

4,000 0.935 0.357 −0.003 0.955 0.506 

       

1,000 0.938 0.353 0.005 0.960 0.751 

2,500 0.939 0.349 0.003 0.962 0.754 .75 

4,000 0.939 0.348 0.007 0.962 0.755 
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Discussion and Conclusions  

 This study estimated a two-parameter version of Sympson’s (1977) noncompensatory 

multidimensional IRT model using a modified Metropolis algorithm. This work improved substantially 

on a recent attempt to estimate a one-parameter version of the same model by Bolt and Lall (2003). This 

study’s RMSE values for the b parameter were much lower than Bolt and Lall’s values as seen in Figure 

10. Bolt and Lall did not use correlational measures in their study, so it is impossible to compare how the 

two studies compared with regard to the ordering of the parameters. It appears that a confirmatory 

approach to estimating the noncompensatory model is greatly preferred to Bolt and Lall’s technique of 

setting two parameter values as stochastic and equating after the estimation process using the true 

parameter means and variances.  

The results of this study also begin to outline some of the conditions under which this model is 

best estimated using the modified Metropolis algorithm. First, the noncompensatory model requires a 

large sample size. A sample size of 1,000 people is not sufficient to estimate the item parameters in this 

model. A sample size of 4,000 or more is desirable to obtain accurate item parameter estimates. Second, 

the model requires more than two unidimensional items per dimension for satisfactory estimation. A very 

large number of unidimensional items, however, is not necessarily required if the correlation between the 

latent traits is low (e.g., .25). When the correlation between the true latent traits is less than .50, six 

unidimensional items on each dimension seem sufficient to accurately estimate the model. Finally, highly 

correlated θs lead to a parameters that were poorly estimated. This model functioned best when the latent 

traits had a low true correlation. If model user suspects that the latent traits involved in their data are 

highly correlated, it would be wise to use a different item response model, such as a compensatory IRT 

model or the multidimensional interactive IRT model, which will be introduced below. 

 It also appears that a model using only between-item multidimensional (unidimensional)  items 

functions slightly better than a model using items that are mostly within-item multidimensional. The final 

simulation demonstrated that modeling two sets of unidimensional items in a multidimensional way 

works quite well. The reason that the between-item multidimensional items functioned better is because 

the item parameters for these items were estimated much more accurately than the within-item 

multidimensional item parameters. The extremely accurate item parameters led to more accurate person 
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parameters. For the best estimation of θs, it might be best to use fewer within-item multidimensional 

items and more between-item multidimensional items. 

 Based on the results of this study, the noncompensatory model might not warrant more research. 

The model requires quite large sample sizes for acceptable estimation accuracy. Even if sample sizes are 

large, there is no guarantee that the model will be estimated well if the true correlation between the latent 

traits is high. This is a major problem, because a variety of cognitive domains have latent traits that are 

highly correlated. Even setting these issues aside, the estimation technique developed in this research 

required multidimensional priors that were admittedly quite complex. Also, the multidimensional b 

parameters were on a strange scale that makes the item parameters difficult to interpret. Finally, a 

between-item multidimensional model performed much better than the within-item multidimensional 

noncompensatory model in the estimation of latent traits. All of these practical issues can easily lead to 

the conclusion that the noncompensatory model is a bit more trouble than it is worth, at least using 

current estimation methodology. 

The Multidimensional Interactive IRT Model 

 One larger issue with the noncompensatory model is the issue of whether or not the model is 

appropriate for real data. The mathematical form of the noncompensatory model involves multiplying 

individual probability terms together in order to arrive at an overall probability of endorsement for an 

item. This process essentially treats the individual probability terms as if they were independent. The 

probability terms are, however, correlated, because the θs involved in their calculations are correlated. 

Future research should focus on MIRT models that account for this correlation. One way to account for 

the correlation between latent traits is to add an interactive term inside of the logit, resulting in a 

multidimensional interactive IRT model (MIIM). The model is defined as 

 
1 1, ,

1 1, ,

exp

( 1 | , , , ) (1 )

1 exp

J J

ij pj ijk pj pk i

j j k j j k

ip p i i i i i
J J

ij pj ijk pj pk i

j j k j j k

a a b

P x b c c c

a a b

θ θ θ

θ θ θ

= = ≠ <

= = ≠ <

    
+ −    

     = = + −
    

+ + −    
     

∑ ∑

∑ ∑
θ a . (26) 

The distinguishing features of this model are the aijk term and the product of the θs. The new 

discrimination term models the interaction between the two latent traits. The MIIM model explicitly 
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accounts for a relationship between latent traits by using this additional discrimination parameter. Just 

like regression models often have slopes for interaction terms, this new discrimination parameter is the 

log odds slope term for the interaction between two latent traits. This model could potentially be 

estimated by either MCMC or more “traditional” means (i.e., marginal maximum likelihood), because the 

model is still linear within the logit. This model is a variant of various interactive item factor analytic 

models that have been proposed and used in the past (e.g. Cudeck, Harring, & du Toit, 2009; Harring, 

2009; McDonald, 1982). 

 Figure 11 contains a perspective and a contour plot of the probably of response to a MIIM item. 

With this particular combination of item parameters, the item response surface looks similar to a 

noncompensatory item. People who are extremely low on either latent trait have a low probability of 

giving a keyed response. People must be high or moderately high on both latent traits in order to have a 

high probability of response in the keyed direction. Figure 12 is a plot of an item with a smaller 

interaction term. The contours of this item do not curve as much as the contours in Figure 11. It is clear 

that, as the interaction term or terms go to 0, the MIIM model simplifies to a compensatory IRT model. 

Figure 11. Item Response Surfaces for a Multidimensional Interactive IRT Model Item, 

a1 = 1, a2 = 1, a12 = .35, b = 0, c = 0. 
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Figure 12. Item Response Surfaces for a Multidimensional Interactive IRT Model Item, 

a1 = 1, a2 = 1, a12 = .1, b = 0, c = 0. 
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One issue that arises with this model is that item response surfaces can have strange shapes if the 

interaction term is too large or if the interaction term is moderately large and either the difficulty or the 

other discrimination parameters are small. Figure 13 contains an item response surface where the 

interaction term is large. The probability of response in the keyed direction is high when both θ values are 

high, dips, and then begins to rise again when both θs are very low. This is a major issue with this 

particular model. Because of the model’s great flexibility, it might be necessary to place boundaries on 

the interactive discrimination terms. 

 The interesting characteristics of the item response surface could be an advantage, however, if 

the model operates according to how people respond to items. It is entirely possible that extremely easy 

items in cognitive domains function like compensatory items. If a test question is extremely easy, having 

only one high latent trait value might be all that is required to arrive at a correct answer. More difficult 

items, however, could function more like noncompensatory items. Difficult items might require having 

high values of both latent traits. The MIIM model is ideal for this scenario. MIIM items can simplify to 

the compensatory model if the interaction term is 0, but the model can also form item response surfaces 

that are similar to those of the noncompensatory model when items are of above average difficulty 

(compare Figure 10 with Figure 2). A great deal of research using this model is required in order to 
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determine its operating characteristics, such as the range and distribution of the interaction term and how 

well the model would function with a large number of dimensions. 

Figure 13. Item Response Surfaces for a Multidimensional Interactive IRT Model Item, 

a1 = 1, a2 = 1, a12 = .5, b = 0, c = 0. 
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Conclusions 

 This research attempted to estimate the parameters of a noncompensatory IRT model. Using a 

modified Metropolis algorithm, the author successfully estimated the model and outlined some data 

conditions under which the estimation procedure used would function reasonably well. Based on the 

results from this simulation, the dichotomous noncompensatory model is a large-sample model that needs 

six or more unidimensional items on each dimension to anchor its θ scales. The model functions best 

when the latent traits involved are not highly correlated. However, the model was seen as having a 

number of serious practical limitations to its use with real data. As a result, a new type of IRT model, the 

MIIM model was proposed. This model is more flexible than previously proposed MIRT models and 

accounts for the correlation between latent traits by using an interaction term. The MIIM model warrants 

research using both simulated and real data. With further development, multidimensional IRT might 

become a valuable tool in any psychometrician’s statistical toolbox for modeling complex response data. 
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Appendix A 

True Multidimensional Item Parameters for the 50 Multidimensional Items 

Estimated in This Study 

 

Item a1 b1 a2 b2  Item a1 b1 a2 b2 

1 1.21 −2.90 1.03 −1.13  26 0.99 −1.65 1.22 −2.42 

2 1.02 −0.68 1.21 −0.87  27 1.57 −1.35 1.11 −1.59 

3 0.78 −0.51 2.23 −0.46  28 1.07 −0.03 1.14 −1.96 

4 1.57 −2.01 1.07 −1.63  29 0.83 0.16 1.30 −0.43 

5 1.35 −2.95 1.14 −0.64  30 1.36 −0.15 1.45 −0.15 

6 1.18 −2.15 1.54 −1.20  31 1.03 −0.24 1.15 −1.44 

7 1.46 −0.59 1.07 −0.42  32 1.24 0.02 0.82 −1.45 

8 0.98 −0.66 1.16 −2.35  33 0.93 −0.31 1.04 0.03 

9 1.37 −2.02 1.21 −2.42  34 1.08 −0.71 1.21 −1.68 

10 1.19 −1.69 1.09 −2.94  35 1.09 −0.07 1.31 −1.90 

11 1.15 −0.48 1.32 −1.08  36 1.00 −2.27 1.43 −1.07 

12 1.19 −1.30 0.90 −0.49  37 1.17 −0.87 1.70 −1.28 

13 1.44 −0.53 1.06 −0.37  38 1.42 −1.80 1.07 −2.55 

14 1.18 −2.49 1.96 −1.26  39 0.85 −0.10 1.04 −0.89 

15 1.23 −0.29 0.99 −1.02  40 1.13 −1.46 1.44 −1.69 

16 2.14 −0.64 1.17 0.38  41 1.69 −2.27 1.01 −2.80 

17 1.54 −1.66 0.82 −2.16  42 1.44 −0.42 1.41 0.49 

18 1.29 −2.61 1.30 −2.27  43 1.35 −2.60 1.71 −1.34 

19 0.97 −2.55 1.17 −2.66  44 1.36 0.16 1.24 −2.19 

20 1.41 −0.63 1.18 0.01  45 1.09 0.23 1.13 −1.39 

21 1.33 −2.86 1.45 −2.57  46 1.19 0.36 1.16 −1.42 

22 0.95 −1.61 1.37 −1.72  47 1.26 −0.91 1.18 −1.55 

23 1.28 −1.32 1.45 −1.86  48 1.16 −2.94 1.44 −0.23 

24 1.76 −1.76 0.98 −2.81  49 1.14 −2.53 1.14 −0.32 

25 1.58 −0.50 0.98 −0.68  50 1.31 0.12 1.65 −1.17 
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Appendix B: An Evaluation of the Data Simulation Technique 

 

Table B1 

 Model-Predicted Probabilities for Six Items at 13 Different θ Combinations 

 

 Item Parameters 

 a1 1 1 1 2 2 2 

 a2 1 1 1 2 2 2 

 b1 −1 1 −2 −1 1 −2 

 b2 −1 −1 2 −1 −1 2 

        

θ1 θ2       

−3 −3 0.014 0.002 0.002 0.000 0.000 0.000 

−3 0 0.087 0.013 0.032 0.016 0.000 0.002 

−2 −2 0.072 0.013 0.009 0.014 0.000 0.000 

−1 −1 0.250 0.060 0.035 0.250 0.009 0.002 

0 −1 0.366 0.134 0.042 0.440 0.060 0.002 

−1 0 0.366 0.087 0.087 0.440 0.016 0.016 

0 0 0.534 0.197 0.105 0.776 0.105 0.018 

1 0 0.644 0.366 0.114 0.865 0.440 0.018 

0 1 0.644 0.237 0.237 0.865 0.117 0.117 

1 1 0.776 0.440 0.256 0.964 0.491 0.119 

2 2 0.907 0.696 0.491 0.995 0.879 0.500 

0 3 0.718 0.264 0.644 0.881 0.119 0.865 

3 3 0.964 0.865 0.726 0.999 0.982 0.881 

 

 



   69 

 

Table B2 

Observed Probabilities for 6 Items at 13 Different θ Combinations Based On 

10,000 Replications In Each Cell 

 

 Item Parameters 

 a1 1 1 1 2 2 2 

 a2 1 1 1 2 2 2 

 b1 −1 1 −2 −1 1 −2 

 b2 −1 −1 2 −1 −1 2 

        

θ1 θ2       

−3 −3 0.013 0.002 0.002 0.000 0.000 0.000 

−3 0 0.091 0.013 0.033 0.016 0.000 0.002 

−2 −2 0.071 0.011 0.010 0.014 0.000 0.000 

−1 −1 0.248 0.066 0.036 0.256 0.008 0.002 

0 −1 0.372 0.132 0.041 0.443 0.055 0.002 

−1 0 0.377 0.090 0.090 0.443 0.014 0.014 

0 0 0.539 0.198 0.107 0.775 0.101 0.016 

1 0 0.644 0.368 0.110 0.860 0.447 0.020 

0 1 0.650 0.242 0.245 0.868 0.121 0.113 

1 1 0.774 0.444 0.258 0.965 0.489 0.118 

2 2 0.905 0.695 0.495 0.996 0.882 0.504 

0 3 0.717 0.256 0.648 0.877 0.121 0.867 

3 3 0.965 0.868 0.724 0.999 0.982 0.886 

 

 

 

 

 

Table B3 

Descriptive Statistics for the Differences  

Between the Observed Probabilities  

and Model Predicted Probabilities 

 

Statistic Value 

Mean <.001 

Standard Deviation .003 

Maximum .011 

Minimum −.008 
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Appendix C 

R Code for the Modified Metropolis Algorithm 

 
for(i in 1:n.iter){ 

cat("Rep ", rep.n, " ", i, "\n") 

 

 

# Specify vectors to store draws 

a1.previous.draw <- a1.mat[,i] 

a2.previous.draw <- a2.mat[,i] 

b1.previous.draw <- b1.mat[,i] 

b2.previous.draw <- b2.mat[,i] 

theta1.previous.draw <- theta1.mat[,i] 

theta2.previous.draw <- theta2.mat[,i] 

 

old.ll <- loglike(a1.previous.draw, a2.previous.draw, 

b1.previous.draw, b2.previous.draw, theta1.previous.draw, 

theta2.previous.draw, responses) 

old.person.like <- apply(old.ll, 1, sum) 

old.like.items <- apply(old.ll, 2, sum) 

 

 

# Draw both a values 

 

zz <- 0 

drawing1 <- to.estimate[[1]] 

drawing2 <- to.estimate[[2]] 

ndraw1 <- length(drawing1) 

ndraw2 <- length(drawing2) 

sd.can1 <- sds[1] 

sd.can2 <- sds[2] 

item.length <- length(a1.previous.draw) 

                   

while(sum(a1.mat[drawing1,i+1]^2) == 0) { 

zz <- zz+1 

cat(i, " a ", zz, "\n") 

 

# a1 

param.old <- a1.previous.draw 

 

# Draw all of the a values first 

param.candidate <- param.old 

 

for(uu in 1:ndraw1){ 

param.candidate[drawing1[uu]] <- rnorm(1, param.old[drawing1[uu]], 

sd.can1) 

  while(param.candidate[drawing1[uu]] < .01) { 

  param.candidate[drawing1[uu]] <- rnorm(1, param.old[drawing1[uu]], 

sd.can1) 

  } 

} 

 

a1.can <- param.candidate 
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# a2 

param.old <- a2.previous.draw 

 

# Draw all of the a values first 

param.candidate <- param.old 

 

for(uu in 1:ndraw2){ 

param.candidate[drawing2[uu]] <- rnorm(1, param.old[drawing2[uu]], 

sd.can2) 

  while(param.candidate[drawing2[uu]] < .01) { 

  param.candidate[drawing2[uu]] <- rnorm(1, param.old[drawing2[uu]], 

sd.can2) 

  } 

} 

 

a2.can <- param.candidate 

 

 

 

 

# Calculate the new likelihood 

new.ll <- loglike(a1.can, a2.can, b1.previous.draw, b2.previous.draw, 

theta1.previous.draw, theta2.previous.draw, responses) 

 

new.like.items <- apply(new.ll, 2, sum) 

 

# Calculate the prior 

priors <- matrix(0, nrow=item.length, ncol=2) 

new.and.old <- cbind(a1.previous.draw, a1.can) 

 

 

for (zz in 1:2) { 

priors[ (new.and.old[,zz] >= 5), zz] <- .0000000001   

priors[ (new.and.old[,zz] < 5), zz] <- .0000001 

priors[ (new.and.old[,zz] < 3.5), zz] <- .1  

priors[ (new.and.old[,zz] < 2.5), zz] <- .5  

priors[ (new.and.old[,zz] < 1.5), zz] <- 1 

} 

 

priors1 <- priors 

 

 

 

priors <- matrix(0, nrow=item.length, ncol=2) 

new.and.old <- cbind(a2.previous.draw, a2.can) 

 

 

for (zz in 1:2) { 

priors[ (new.and.old[,zz] >= 5), zz] <- .0000000001   

priors[ (new.and.old[,zz] < 5), zz] <- .0000001 

priors[ (new.and.old[,zz] < 3.5), zz] <- .1  

priors[ (new.and.old[,zz] < 2.5), zz] <- .5  

priors[ (new.and.old[,zz] < 1.5), zz] <- 1 

} 
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priors2 <- priors 

 

 

priors <- priors1 * priors2 

priors <- log(priors) 

 

# Calculate the likelihood difference 

likedif <- (new.like.items - old.like.items  + priors[,2] - 

priors[,1]) 

 

#Determine acceptance or rejection 

accept <- likedif > log(runif(item.length, umin, 1)) 

accepted <- which(accept) 

 

new.in <- a1.can[accepted] 

old.in <- a1.previous.draw[-accepted] 

a1.mat[accepted,(i+1)] <- new.in 

a1.mat[-accepted,(i+1)] <- old.in 

 

new.in <- a2.can[accepted] 

old.in <- a2.previous.draw[-accepted] 

a2.mat[accepted,(i+1)] <- new.in 

a2.mat[-accepted,(i+1)] <- old.in 

 

a1.accept[i] <- mean(accept) 

}  # end while statement 

 

################## finished drawing a 

 

# Draw b 

zz <- 0 

drawing1 <- to.estimate[[3]] 

drawing2 <- to.estimate[[4]] 

ndraw1 <- length(drawing1) 

ndraw2 <- length(drawing2) 

sd.can1 <- sds[3] 

sd.can2 <- sds[4] 

                   

while(sum(b1.mat[drawing1,i+1]^2) == 0) { 

zz <- zz+1 

cat(i, " b ", zz, "\n") 

 

 

 

# b1 

param.old <- b1.previous.draw 

 

# Draw all of the a values first 

param.candidate <- param.old 

 

for(uu in 1:ndraw1){ 

param.candidate[drawing1[uu]] <- rnorm(1, param.old[drawing1[uu]], 

sd.can1) 

} 
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b1.can <- param.candidate 

 

# b2 

param.old <- b2.previous.draw 

 

# Draw all of the b values second 

param.candidate <- param.old 

 

for(uu in 1:ndraw2){ 

param.candidate[drawing2[uu]] <- rnorm(1, param.old[drawing2[uu]], 

sd.can2) 

} 

 

b2.can <- param.candidate 

 

 

# Calculate the new likelihood 

new.ll <- loglike(a1.previous.draw, a2.previous.draw, b1.can, b2.can, 

theta1.previous.draw, theta2.previous.draw, responses) 

 

new.like.items <- apply(new.ll, 2, sum) 

 

# Calculate the prior 

priors <- matrix(0, nrow=item.length, ncol=2) 

new.and.old <- cbind(b1.previous.draw, b1.can) 

 

 

for (zz in 1:2) { 

priors[ (new.and.old[,zz] >= 6), zz] <- .00000000000001  

priors[ (new.and.old[,zz] < 6), zz] <- .1 

priors[ (new.and.old[,zz] < 3), zz] <- 1  

priors[ (new.and.old[,zz] < -3), zz] <- .1  

priors[ (new.and.old[,zz] < -6), zz] <- .00000000000001  

} 

 

priors1 <- priors 

 

 

 

priors <- matrix(0, nrow=item.length, ncol=2) 

new.and.old <- cbind(b2.previous.draw, b2.can) 

 

for (zz in 1:2) { 

priors[ (new.and.old[,zz] >= 6), zz] <- .00000000000001  

priors[ (new.and.old[,zz] < 6), zz] <- .1 

priors[ (new.and.old[,zz] < 3), zz] <- 1  

priors[ (new.and.old[,zz] < -3), zz] <- .1  

priors[ (new.and.old[,zz] < -6), zz] <- .00000000000001  

} 

priors2 <- priors 

 

priors <- priors1 * priors2 

priors <- log(priors) 
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# Calculate the likelihood difference 

likedif <- (new.like.items - old.like.items  + priors[,2] - 

priors[,1]) 

 

# Determine acceptance or rejection 

accept <- likedif > log(runif(item.length, umin, 1)) 

accepted <- which(accept) 

 

new.in <- b1.can[accepted] 

old.in <- b1.previous.draw[-accepted] 

b1.mat[accepted,(i+1)] <- new.in 

b1.mat[-accepted,(i+1)] <- old.in 

 

new.in <- b2.can[accepted] 

old.in <- b2.previous.draw[-accepted] 

b2.mat[accepted,(i+1)] <- new.in 

b2.mat[-accepted,(i+1)] <- old.in 

 

b1.accept[i] <- mean(accept) 

 

}  # end while statement 

 

# Draw theta 

ndraw <- N 

drawing <- 1:N 

sd.can <- sds[5] 

 

zz <- 0 

while(sum(theta1.mat[,i+1]^2) == 0) { 

zz <- zz+1 

cat(i, " th ", zz, "\n") 

              

param.old <- theta1.previous.draw 

param.candidate <- param.old 

 

for(uu in 1:ndraw){ 

param.candidate[drawing[uu]] <- rnorm(1, param.old[drawing[uu]], 

sd.can) 

} 

 

theta1.cand <- param.candidate 

 

param.old <- theta2.previous.draw 

param.candidate <- param.old 

 

for(uu in 1:ndraw){ 

param.candidate[drawing[uu]] <- rnorm(1, param.old[drawing[uu]], 

sd.can) 

} 

 

theta2.cand <-  param.candidate 

 

 

# Calculate the new likelihood 
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new.ll <- loglike(a1.previous.draw, a2.previous.draw, 

b1.previous.draw, b2.previous.draw,  

  theta1.cand, theta2.cand, responses) 

 

new.person.like <- apply(new.ll, 1, sum) 

 

# Calculate the prior values 

new.thetas <- cbind(theta1.cand, theta2.cand) 

old.thetas <- cbind(theta1.previous.draw, theta2.previous.draw) 

 

# Use different prior depending on the previous correlation 

coors <- cors[i] 

if(coors > .9) {prev.cor <- coors - .1} else { 

if(coors > .8) {prev.cor <- coors - (1-coors)} else { 

if(coors > .65) {prev.cor <- coors - (1-coors)/1.5} else { 

if(coors > .5) {prev.cor <- coors - (1-coors)/2} else { 

prev.cor <- max(c(coors- (1-coors)/3, 0)) }}}} 

 

variance <- 1 

mu <- c(0, 0) 

SIGMA <- matrix(c(variance, prev.cor*variance, prev.cor*variance, 

variance), byrow=T, nrow=2) 

 

priors.new <-  mvn.density(new.thetas, mu, SIGMA) 

priors.old <-  mvn.density(old.thetas, mu, SIGMA) 

 

priors <- log(cbind(priors.old, priors.new))  

 

# Determine acceptance or rejection 

accept <- (new.person.like - old.person.like + priors[,2] - 

priors[,1]) > log(runif(ndraw, umin, 1)) 

 

accepted <- which(accept) 

 

new.in <- theta1.cand[drawing[accepted]] 

old.in <- theta1.previous.draw[drawing[-accepted]] 

theta1.mat[drawing[accepted],(i+1)] <- new.in 

theta1.mat[drawing[-accepted],(i+1)] <- old.in 

 

 

new.in <- theta2.cand[drawing[accepted]] 

old.in <- theta2.previous.draw[drawing[-accepted]] 

theta2.mat[drawing[accepted],(i+1)] <- new.in 

theta2.mat[drawing[-accepted],(i+1)] <- old.in 

 

theta1.accept[i] <- mean(accept) 

} 

 

 

if(i > 200){ 

# The next prior correlation will be the correlation based on the  

# estimates from the previous 13 iterations after the first 

# 200 iterations 

prev.13 <- (i-12):i 

prev.theta1 <- apply(theta1.mat[,prev.13], 1, mean) 
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prev.theta2 <- apply(theta2.mat[,prev.13], 1, mean) 

  

cors[i+1] <-  cor(prev.theta1, prev.theta2) } else { 

cors[i+1] <- 0} 

 

 

 

# After an initial burn-in, put theta on a z scale for iterations  

# 200 to 1,000 

if(i > 200 & i < 1000) { 

theta1.mat[,(i+1)] <- z.score(theta1.mat[,(i+1)]) 

theta2.mat[,(i+1)] <- z.score(theta2.mat[,(i+1)]) 

cat(i, " theta to z\n") 

} 

 

} ### end algorithm 
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Appendix D 

Selected Multidimensional Results, Separated by Dimension 

 

Table D1 

Mean Multidimensional a Parameter Results, Two Unidimensional Items on Each Dimension 

 

Dimension 1 
 

Dimension 2 
True θ 

Correlation 
N 

Correlation RMSE Bias 
 

Correlation RMSE Bias 

1,000 0.564 0.301 0.114  0.596 0.289 0.073 

2,500 0.754 0.239 0.116  0.749 0.221 0.075 .25 

4,000 0.803 0.200 0.106  0.804 0.186 0.075 

         

1,000 0.491 0.350 0.181  0.563 0.307 0.130 

2,500 0.697 0.296 0.190  0.718 0.243 0.125 .50 

4,000 0.762 0.268 0.196  0.770 0.215 0.122 

         

1,000 0.378 0.376 0.169  0.479 0.318 0.116 

2,500 0.553 0.425 0.316  0.603 0.281 0.149 .75 

4,000 0.632 0.424 0.352  0.645 0.248 0.137 

 

 

Table D2 

Mean Multidimensional b Parameter Results, Two Unidimensional Items on Each Dimension 

 

Dimension 1 
 

Dimension 2 
True θ 

Correlation 
N 

Correlation RMSE Bias 
 

Correlation RMSE Bias 

1,000 0.969 0.258 −0.022  0.953 0.283 0.006 

2,500 0.982 0.205 −0.011  0.978 0.206 0.082 .25 

4,000 0.988 0.179 0.009  0.985 0.181 0.076 

         

1,000 0.951 0.337 −0.062  0.928 0.358 0.127 

2,500 0.971 0.292 −0.040  0.951 0.328 0.175 .50 

4,000 0.975 0.286 −0.012  0.959 0.320 0.183 

         

1,000 0.895 0.501 −0.163  0.878 0.477 0.182 

2,500 0.927 0.451 −0.078  0.891 0.486 0.276 .75 

4,000 0.937 0.447 −0.067  0.896 0.501 0.311 
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Table D3 

Mean Multidimensional θ Parameter Results, Two Unidimensional Items on Each Dimension 

 

Dimension 1 
 

Dimension 2 
True θ 

Correlation 
N 

Correlation RMSE Bias 
 

Correlation RMSE Bias 

1,000 0.859 0.511 −0.001  0.859 0.509 0.007 

2,500 0.862 0.508 0.004  0.865 0.501 0.011 .25 

4,000 0.872 0.489 −0.001  0.864 0.505 0.004 

         

1,000 0.860 0.511 0.014  0.870 0.491 0.003 

2,500 0.855 0.515 −0.003  0.872 0.489 0.002 .50 

4,000 0.865 0.500 0.002  0.866 0.500 0.000 

         

1,000 0.877 0.475 0.006  0.894 0.449 0.009 

2,500 0.837 0.542 −0.002  0.874 0.480 0.001 .75 

4,000 0.841 0.540 0.002  0.873 0.486 −0.002 

 

 

 

Table D4 

Mean Multidimensional a Parameter Results, Six Unidimensional Items on Each Dimension 

 

Dimension 1 
 

Dimension 2 
True θ 

Correlation 
N 

Correlation RMSE Bias 
 

Correlation RMSE Bias 

1,000 0.609 0.263 0.076  0.635 0.274 0.056 

2,500 0.773 0.203 0.069  0.787 0.204 0.060 .25 

4,000 0.834 0.159 0.060  0.832 0.168 0.055 

         

1,000 0.595 0.267 0.058  0.599 0.281 0.060 

2,500 0.748 0.197 0.047  0.749 0.216 0.059 .50 

4,000 0.800 0.164 0.050  0.800 0.172 0.043 

         

1,000 0.516 0.285 0.052  0.522 0.302 0.066 

2,500 0.637 0.223 0.047  0.613 0.230 0.025 .75 

4,000 0.714 0.184 0.037  0.700 0.201 0.023 
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Table D5 

Mean Multidimensional b Parameter Results, Six Unidimensional Items on Each Dimension 

 

Dimension 1 
 

Dimension 2 
True θ 

Correlation 
N 

Correlation RMSE Bias 
 

Correlation RMSE Bias 

1,000 0.972 0.248 −0.031  0.963 0.249 −0.029 

2,500 0.986 0.181 0.003  0.982 0.173 0.023 .25 

4,000 0.989 0.161 0.023  0.988 0.144 0.023 

         

1,000 0.965 0.281 −0.034  0.947 0.296 −0.031 

2,500 0.982 0.202 −0.006  0.977 0.198 0.024 .50 

4,000 0.984 0.195 0.015  0.982 0.174 0.022 

         

1,000 0.932 0.376 −0.052  0.908 0.383 −0.040 

2,500 0.958 0.298 −0.002  0.945 0.291 0.018 .75 

4,000 0.964 0.289 0.023  0.960 0.252 0.033 

 

 

Table D6 

Mean Multidimensional θ Parameter Results, Six Unidimensional Items on Each Dimension 

 

Dimension 1 
 

Dimension 2 
True θ 

Correlation 
N 

Correlation RMSE Bias 
 

Correlation RMSE Bias 

1,000 0.906 0.426 −0.001  0.900 0.436 0.000 

2,500 0.906 0.426 −0.003  0.902 0.433 0.005 .25 

4,000 0.911 0.412 0.002  0.899 0.438 0.000 

         

1,000 0.914 0.406 0.014  0.909 0.417 0.021 

2,500 0.913 0.408 0.002  0.908 0.420 0.004 .50 

4,000 0.918 0.398 0.001  0.905 0.426 −0.006 

         

1,000 0.926 0.381 0.011  0.922 0.390 0.010 

2,500 0.930 0.369 0.006  0.918 0.398 0.001 .75 

4,000 0.929 0.369 0.006  0.918 0.395 0.006 
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Table D7 

Mean Multidimensional a Parameter Results, Ten Unidimensional Items on Each Dimension 

 

Dimension 1 
 

Dimension 2 
True θ 

Correlation 
N 

Correlation RMSE Bias 
 

Correlation RMSE Bias 

1,000 0.633 0.274 0.076  0.631 0.269 0.056 

2,500 0.780 0.194 0.055  0.823 0.184 0.041 .25 

4,000 0.812 0.164 0.041  0.827 0.163 0.037 

         

1,000 0.591 0.271 0.063  0.609 0.270 0.029 

2,500 0.740 0.202 0.035  0.771 0.193 0.005 .50 

4,000 0.812 0.156 0.026  0.785 0.174 0.008 

         

1,000 0.544 0.278 0.049  0.547 0.280 0.020 

2,500 0.664 0.226 0.029  0.677 0.224 −0.008 .75 

4,000 0.722 0.181 0.017  0.699 0.196 −0.029 

 

 

Table D8 

Mean Multidimensional b Parameter Results, Ten Unidimensional Items on Each Dimension 

 

Dimension 1 
 

Dimension 2 
True θ 

Correlation 
N 

Correlation RMSE Bias 
 

Correlation RMSE Bias 

1,000 0.971 0.255 −0.050  0.963 0.245 −0.012 

2,500 0.989 0.156 −0.004  0.983 0.167 0.009 .25 

4,000 0.991 0.142 −0.002  0.990 0.132 0.013 

         

1,000 0.965 0.292 −0.076  0.954 0.285 −0.029 

2,500 0.982 0.199 −0.035  0.977 0.189 −0.001 .50 

4,000 0.985 0.182 −0.030  0.985 0.156 0.011 

         

1,000 0.946 0.353 −0.100  0.925 0.354 −0.036 

2,500 0.971 0.258 −0.065  0.959 0.254 0.022 .75 

4,000 0.976 0.241 −0.051  0.969 0.222 0.034 
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Table D9 

Mean Multidimensional θ Parameter Results, Ten Unidimensional Items on Each Dimension 

 

Dimension 1  Dimension 2 True θ 

Correlation 
N 

Correlation RMSE Bias  Correlation RMSE Bias 

1,000 0.924 0.385 0.001  0.929 0.374 0.002 

2,500 0.925 0.380 0.003  0.929 0.371 −0.004 .25 

4,000 0.928 0.371 −0.006  0.927 0.375 0.003 

         

1,000 0.930 0.372 0.009  0.932 0.365 0.018 

2,500 0.930 0.368 0.006  0.932 0.363 0.008 .50 

4,000 0.933 0.359 0.001  0.930 0.368 0.007 

         

1,000 0.938 0.351 0.016  0.940 0.348 0.016 

2,500 0.937 0.352 0.003  0.940 0.345 0.006 .75 

4,000 0.940 0.344 0.004  0.937 0.353 0.003 

 

 

 

 

 


