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The Coleman Report’s (Coleman et al. 1966) influence on education, even to this day, cannot be 

understated.  As the largest, most well known and most influential educational study conducted 

in the U.S, the Coleman Report laid the foundation for how we look at equality in education and 

what we know about the effects of various influences within education.
 
 Its central findings 

underline two of the most intractable problems the field of education faces: (1) family 

background or SES is the prime predictor of achievement and (2) large achievement gaps 

between groups of students from different SES backgrounds.  The finding that family 

background, or SES, is the main predictor of educational outcomes was a direct contradiction to 

what many were expecting the Coleman Report to find, which was that disparity in inputs or 

resources was the main cause for the existing minority achievement gaps.  And while the study 

did also find some support for the effects of teachers and the student body composition, these 

were much smaller than those of family background.   

 

After its release the study was widely discussed and criticized by some.  Much of the criticism 

focused on a number of problems including the quality of the independent variables, the 

methodology used and the implications of non-responses for the data (Coleman, 1966; Coleman, 

1968a; Coleman, 1968b; Bumas, 1968; Bowles & Levin, 1968a; Bowles & Levin, 1968b; Cain 

& Watts, 1968; Smith, 1968; Cain & Watts, 1970; Coleman, 1970).  Regardless of how the data 

was reanalyzed or what criticisms were leveled at the Report the conclusions ultimately did not 

change (Smith, 1968; Coleman, 1968; Mosteller and Moynihan, 1972; Jencks, 1972).
1
  In 

addition to its findings on the importance of family background or SES and its influence on 

controversial policies such as busing, the Report was influential in other ways, which included 

shifting the focus from studying school inputs to a focus on student outcomes.  The Coleman 

Report was the first study to use test data to measure educational disparities between students of 

different races rather than resources or inputs.   

 

Since the Coleman Report there has been no shortage of money and resources devoted to 

identifying ways of closing achievement gaps, yet widespread change has not occurred.  

                                                             

1 In addition to the re-analyses and recalculations there are a number of additional findings from Coleman et al. 

(1966) in support of the Reports main conclusion of the importance of family background compared to school 

inputs.  First, only 15-20% of variance in student test scores is between schools; therefore, most of the differences 

are not between schools but within schools.  This reflects the underlying finding of the minor role that differences in 
schools play in student achievement.  If schools in fact did exhibit strong effects then the variation within schools 

would be expected to be much lower since students at good schools would all perform well and students at bad 

schools would all perform poorly due to the quality of the school however measured.   Second, the pattern of 

between school variance at different grades does not suggest strong school effects.  Beginning at grade 1 the 

difference in between school variance represents only the difference in entering student bodies and their respective 

family backgrounds.  Therefore, one would expect between school variance to increase over the years of school if 

school effects are strong and positively correlated with family background or decrease if school effects are strong 

and uncorrelated with family background.  Neither, however, is the case.  Instead, between school variance does not 

change much across grades, which Coleman et al. (1966) suggest shows that the initial differences between students 

remain when they leave school  unaffected by the impacts of “good” or “bad” schools.  This again contradicts the 

notion of strong school effects.  Finally, the correlation between SES and achievement does not diminish across 

grades.  The Coleman Report’s data shows that the correlation between SES and achievement actually grows 
throughout school, which again contradicts the theory of strong school effects.  Even considering the possibility of 

measurement error with the early grades, which may have lessened the quality of the earlier estimates; the results 

from 6th to 12th grades shows that the correlation between SES and achievement does not diminish.  As the Coleman 

Report suggests, this is further support showing the relative weakness of school effects when compared to family 

background.   
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Assessment programs like NAEP, both the main and the long term trend version, make verifying 

these findings quite easy.  As Figure 1 and 2 below show there is no indication that the size of 

the gap has changed fundamentally over the previous three decades.2  These figures show that 

the achievement gap has remained relatively unchanged since at least 1978 and that the 

achievement gap is also relatively unchanged from age 13 to 17.   

 

Figure 1 and 2: NAEP Math Long Term Trend Average Scale Scores for 13 and 17 Year Old 

Students by Parental Education Level 1978 to 20008 

 
(Figures from Rampey et al., 2009, p. 41) 

 

Data from the regular version of NAEP confirms how little has changed since Coleman et al. 

(1966)’s landmark study.  The size of the gap does not diminish as students progress through 

school and that the gap is very similar in effect size or percent of standard deviation between 

grades and subjects.    Take for example, the size of the SES related gap in either math or reading 

                                                             

2 Unfortunately due to a change in the questioning the data for Reading is not comparable from 2008 to previous 

versions but data up through 2004 LTT show that the graphs are very similar to those presented although the 

Reading scores are even flatter and contain more recent declines. Also Age 9 results by parental education are not 

reported by NAEP due to the volatility in student responses.    
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at any grade level as measured by the NAEP test.
3 
 The SES gap is remarkably consistent and 

stabile across grades and even subjects when expressed as an effect size or percent of standard 

deviation.
4
  For reading it is about .75 standard deviations at 4

th
, 8

th
, and 12

th
 grade while for 

math it is between .75 and .80 standard deviations and then increases to almost a full standard 

deviation at 12
th
 grade, when measured as the difference between the highest and lowest SES 

groups.  For example, between Free or Reduced Eligible (FRL eligible) and non-Free or Reduced 

Eligible (Non-FRL) students or “Did not finish high school” and “College Graduate”.
5
   

 

Table 1: Scale Score and Standard Deviation Differences for 4
th
, 8

th
, and 12

th
 Grade Students in Reading 

and Mathematics on the NAEP 

 

  Difference S.D. 
% of 
S.D.   Difference S.D. % of S.D. 

Reading 4th Grade       Math 4th Grade       

Gap Between FRL and Non-FRL 27 36 0.75   22 29 0.76 

Reading 8th Grade       Math 8th Grade       

Gap Between FRL and Non-FRL 24 35 0.69   26 36 0.72 

Reading 8th Grade       Math 8th Grade       

Gap Between Did Not Finish HS 
and Graduated College 

26 35 0.75   29 36 0.80 

Reading 12th Grade       Math 12th Grade       

Gap Between Did Not Finish HS 
and Graduated College 

29 38 0.76   34 36 0.95 

Reading 12th Grade       Math 12th Grade       

Gap Between FRL and Non-FRL 19 38 0.51   26 36 0.71 

  

Given the lack of progress in closing achievement gaps, more focused and broader approaches 

have been adopted.  Specifically, the U.S. Congress has adopted the No Child Left Behind Act 

(NCLB), which requires that all students, regardless of SES group, reach “proficient” level in 

reading and math by 2013-2014.   It is still too early to judge the effectiveness of the approach 

although there are reasons to believe that like the myriad of other approaches, NCLB will not 

                                                             

3 Due to questions over accuracy 4th graders are not asked about parental education.  Similarly there are many 

problems with using 12th graders FRL eligibility since the rates at which students sign up are drastically lower than 
other grades.  Also there is a high degree of students for which there is not information.  Therefore, data is available 

for 4th, 8th and 12th graders by FRL status and for 8th and 12th graders by parental education levels.  Only the 12th 

grade FRL status data diverges a bit and it is likely due to the large differences in students who sign up for the 

program at the later grades and the high percent of students for which information is unavailable.  Still the results 

show quite large gaps for both math and reading for the 12th grade FRL data.   

4 The most common effect size measurement used is Cohen’s d (1988).  This measure is scale-free and shows the 

difference between two groups expressed as a percent of standard deviation.  For example, calculating d for two 

groups requires subtracting the mean difference in scores in the numerator and dividing by either the average 

(pooled) standard deviation or the control group standard deviation in the denominator.  Thus, a d of .15 is 

interpreted as a .15 standard deviation difference between the two group’s mean scores.   
5 Although researchers tend to criticize Coleman for the use of proxy variables such as newspapers, books, or 

encyclopedias in a child’s house rather than work to improve measures used or to update them with things like 
computers owned, access to high speed internet, etc researchers have shifted towards using Free-reduced lunch 

status as a proxy for SES. But FRL status is often not verified, whole schools are signed up for the program 

regardless of individual child status, older children refuse to be signed up given the social stigma, and frequent 

movement into or out of poverty.  For example, more than 25% living in poverty one year had incomes above 

poverty the next year.  Also 60% of poverty spells last less than 3 years (Lerner, 2003).   
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succeed.
6
  NCLB does take a rather novel approach to achievement gaps by implicitly including 

all children in the discussion of achievement gaps regardless of their SES level.  This reflects 

that there is variation both between SES groups but also within SES groups.  Take for example 

the 4
th

 grade NAEP reading results.  The average difference between FRL eligible and non-

eligible students is 27 points, while the variation within each group from the 10
th
 to 90

th
 

percentile is 88 and 79 points for FRL eligible and non-eligible respectively.  That is there are 

some high scoring FRL eligible children and some low scoring non FRL eligible children.   By 

setting the goal that each child, regardless of background, will reach a specific achievement 

level, NCLB takes a very forward thinking approach to what it would mean to close the 

achievement gap for children.  

 

Despite the lack of overall progress exhibited in the NAEP data over the past 30 years, it is 

important to be able to identify promising educational reforms or programs that lead to 

meaningful changes in children’s achievement and have a significant impact on achievement 

gaps.  Identifying effective programs and interventions is an important part of the research 

process. Often times, however, the findings are not presented in a manner that allows for easy 

interpretation both in the practical meaning of the gains and also in their likely effect on the 

existing achievement gaps.  The literature on interpreting the magnitude of program effects (e.g., 

Cohen, 1988; Valentine & Cooper, 2003; Hill et al. 2007; Harris, 2009) provide some guidance 

for interpreting the impact of an intervention or program, although the current literature falls 

short in providing a means of (1) quickly and easily determining the practical impact of 

education reforms or programs (2) determining the relative size of the impact of a program or 

reform compared to the size of achievement gaps.  Therefore, in this paper I propose the 

development of a common empirical benchmark for interpreting effect sizes in respect to their 

meaningful impact and their effectiveness in closing the achievement gap.   

 

This paper begins by examining the existing methodologies for interpreting the magnitude and 

meaning of educational interventions.  This is followed by the explanation of the proposed 

methodology for interpreting the practical impact and progress towards closing achievement 

gaps.  This methodology allows for the interpretation of effect sizes from any number of 

programs or reforms.  As an example, the paper then examines the six studies to date on the 

popular Teach for America program to determine the impact of the program on student learning.
7 
  

The final section analyzes the results from the TFA studies using the methodology developed 

                                                             

6 It is possible for 100% of children to reach “proficient” and for NCLB to fail at closing the achievement gap.  

Under NCLB each state defines what “proficiency” means, which means that while each state generally utilizes the 
same achievement level descriptions (e.g., not proficient, partially proficient, proficient, and above proficient), the 

achievement level descriptions vary dramatically in their meaning when they are compared on a common measure.  

For example the U.S. Department of Education has attempted to map the state’s definitions of proficiency onto the 

NAEP scale finding that the results vary tremendously across states (McLaughlin et al. 2008a, 2008b, 2008c, 2008d; 

NCES, 2007).  For example NCES (2007) shows that when state tests are mapped onto NAEP their definition of 

proficient ranges from Below Basic to above Proficient on the NAEP scale.  Additionally, as Appendix B explains 
there are concerns over test inflation due to the high stakes of the assessment.     

7 In addition to the six studies included in this analysis there is an additional study by Kerr & Berliner (2002) that 

was excluded due to its weak methodological design.  The study examined the effectiveness of TFA teachers in 

Arizona with data aggregated at the class level rather than individual level.  There were also no controls for student 

level differences across schools and teachers examined. Results generally showed that students of TFA teachers did 

not perform significantly different when compared to students from other under-certified teachers.   
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within this paper in respect to the practical impact and the progress made towards closing the 

achievement gap.   

 

Existing Methodologies for Measuring Progress in Closing the 

Achievement Gap 
 

Given the size and strength of the achievement gaps associated with SES it is important to be 

able to easily get a sense of the progress that different reforms or programs have made or have 

the potential to make towards closing the achievement gap.  What options exist to help a 

researcher interpret the size of the effect from a given intervention or program?  Valentine and 

Cooper (2003) suggest three different approaches to interpreting the magnitude of an 

intervention’s effect.  Statistical significance of the effects, practical significance based on raw 

score mean differences, and relative size of the effects based on effect size.  An examination of 

these options shows their relative shortcomings.   

 

First, statistical significance is considered a means of analyzing the magnitude usually through 

the following type of analysis; statistically significant results are considered big and important 

whereas those that are not statistically significant are viewed as small and unimportant.  Relying 

on statistical significance does not provide much help for interpreting effect sizes since the same 

effect can be highly significant or non-significant based purely on the sample size (Valentine & 

Cooper, 2003).  Additionally, this approach does not provide much interpretation about the true 

size in terms of the practical or educational significance of the results.   There are also concerns 

related to over-rejection of the null hypothesis when there are multiple statistical tests (e.g., see 

Anderson, 2008).   

 

The second approach is to interpret the magnitude of the intervention through the raw mean 

differences.  This approach may have utility for certain analyses; for example, it is quite clear 

what the practical difference in different levels of income is in terms of an outcome.  But when 

the outcome is a test score, of which the scale is generally unfamiliar to most of the population or 

the researcher, the meaning of the raw mean difference is less clear.  For, example, how big is a 

15 point difference on the Iowa Test of Basic Skills (ITBS) or the Stanford Achievement Test 

(SAT), two commonly used assessments?  Familiarity with the score distribution would help add 

meaning to the results, but for the researcher or audience unfamiliar with the score distribution or 

the test in general the ability to interpret the magnitude of the effect by considering the raw mean 

difference is limited.   

 

Unfortunately the ease of which a researcher can access the requisite information to interpret the 

practical meaning of the effect varies tremendously across tests.  This stems from a number of 

data challenges. The tests used in program effectiveness analyses are typically state level student 

achievement tests, used for NCLB compliance, or a private test such as the SAT.  For example, if 

a study uses test results for state X, the researcher has to find a myriad of data pieces to identify 

the meaning of the effect on student achievement and its implications for the achievement gap. 

This includes the achievement level descriptions for that test, the standards or curriculum 

standards that the achievement levels are based on, and information pertaining to cut scores for 

each achievement level, standard deviations for different student populations, etc.  In some cases 

this is just a time-consuming process, while in others the data is not broken down in a desirable 
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way; for example, the NYC test results are not presented by SES, but instead are presented by 

gender, disability, race/ethnicity, and ELL status.  This makes calculation of the SES gap for the 

test near impossible.  Recent changes to the tests, many prompted by NCLB requirements, also 

provide significant challenges for the researcher (e.g., see description of NYS test in sections 

below).  These changes make it even more difficult to track down the requisite information for 

the appropriate version of the test.  This whole process can be quite time consuming for the 

researcher when he or she is comparing and analyzing the results from multiple different tests or 

even from just one test.   Again, as is the case with statistical significance, it is clear that this 

method will not provide much meaning to the interpretation of program effects, especially with 

achievement tests as outcomes.   

 

The third approach is the size of the effects based on an effect size.  To help interpret the 

meaning of effect sizes, Cohen (1988) defined effect sizes of .2, .5 and .8 as small, medium and 

large, although he was hesitant to define these since outcome measures and the importance of 

them can differ dramatically between disciplines.  These interpretations alone, however, do not 

provide any greater depth of understanding of the practical meaning of an effect.  Thus, with just 

knowing the effect size of multiple studies it is possible to judge the relative effect of a program 

or the general magnitude of a program but not possible to understand the practical effect on 

student outcomes or the achievement gap without further analysis.  There are many benefits to 

the effect size approach including the ability to compare results across studies even when the 

results are not measured on the same scale, although there are a considerable number of 

important limitations and potential flaws in the measure.  Nonetheless, it remains one of the key 

methods for comparing results across studies.     

 

First, there may be differences in standard deviation of scores at different grade levels or across 

different tests that make it seem like an equivalent effect with one grade or test is considerably 

smaller or larger than the equivalent effect with a different grade or different test (Harris, 2009).  

Also, since the standard deviation of the students involved is commonly used; departure of the 

standard deviation from the entire population standard deviation may lead to a misinterpretation 

of the effect when analysis includes only a subset of students (Harris, 2009).   For example, the 

standard deviation for a narrowly defined group of students will likely have a smaller standard 

deviation compared to the whole sample, which would lead to seemingly larger effect sizes.   

 

In addition, simply relying on the effect size poses problems for interpreting the outcomes of the 

program.  For example, simply looking at the effect size does not indicate how each program 

group performed.  In an experiment with a control and treatment group design the effect size 

may indicate that the treatment group’s score increased, stayed the same or decreased while the 

control group’s score may have increased, stayed the same or decreased.  Whether a program’s 

effects are due to the experimental group’s scores increasing or due to the control group’s scores 

decreasing is an important piece of information for understanding the potential of a program or 

intervention, since a program that simply maintains student scores while the control group’s 

scores decrease would not be judged the same as a program that led to an increase in scores.   

 

Finally, researchers typically do not report the confidence intervals for effect sizes.  Although 

many studies simply report the effect size as an exact estimate, in reality effect sizes are subject 

to confidence intervals like any estimate.  A confidence interval refers to the range of values the 



8 

 

outcome variable can take over a series of trials.  That is if there is a 95% confidence interval of 

.12 to .18 that means 95% of the time the value is expected to be between .12 and .18.   

Confidence interval reporting provides a wealth of information concerning the variable of 

interest, although reporting is not the norm and when it is done the results are less than 

impressive.  Cohen (1994) suggests the infrequency in which confidence intervals are reported 

has to do with how ridiculously large they are.  Wide confidence intervals of effect sizes or not 

reporting confidence intervals lead to inconclusive studies and knowledge bases about what is 

known to produce reliable results.  Maxwell, Kelley, and Rausch (2008) give the example of a 

typical experiment set up that yields an effect size of .5, which according to Cohen’s standards is 

medium.  The trouble is that the confidence interval for this effect size is .15 to .85 which spans 

from an effect size smaller than small or a bit larger than large using Cohen’s conventions 

(Maxwell, Kelley, & Rausch, 2008).    Effect size, sample size, power, and significance level are 

all interrelated so that increasing or decreasing one impacts the other variables.  If strict attention 

is not paid to minimize the confidence interval any parameter estimate is likely to vary widely 

and even positive seeming results will be passed aside as resulting from chance.  

 

Despite the potential problems with effect sizes researchers have recently focused on developing 

methods for interpreting the magnitude of effect sizes in the context of education interventions 

beyond the basic guidelines set forth by Cohen (1988).  Hill et al. (2007) bring together three 

different types of empirical benchmarks to aide in interpreting effect sizes in the evaluation of 

education programs.  First, they note that the rate at which students grow, as measured by the 

difference in test score (in effect size), from grade to grade can provide additional meaning to an 

effect size estimate.  For example they show that at the kindergarten level children grow an 

average of 1.5 standard deviations per year, while at 8
th
 grade the rate of growth is only about .25 

standard deviations; this decreasing pattern is quite consistent from grade to grade.  Second, they 

suggest comparing effect sizes to the achievement gaps (expressed in effect size) for policy 

relevant groups.  For example, in Table 1 above, it shows that the 4
th
 grade reading gap is about 

.75 standard deviations.  The final benchmark they suggest is that of the observed effect sizes for 

similar interventions.  Hill et al. (2007) produce a meta-analysis of sorts to identify the average 

effect size of all interventions geared towards elementary age children, middle school age 

children, and high school age children.  

 

Hill et al. (2007) argue that each of these benchmarks can be used to provide additional 

interpretive meaning to an effect size estimate.  Unfortunately these measures, while adding 

some interpretive context, fall short of the type of interpretation necessary for analyzing if 

achievement gaps are closing gaps and what the practical results of the effect size is.   The first 

approach highlighted that the size of learning gains in effect size decreases by grade and 

therefore smaller effect sizes may have different meaning for different grades.  Utilizing this 

benchmark could very easily lead to lowered expectations for certain grades.  For example, Hill 

et al. (2007) show the average annual gain in 12
th

 grade of .06 standard deviations.
8
  This 

approach then implies that a gain of .05 or .10 is quite large for 12
th
 grade students compared to 

for kindergarteners, when further analysis would show that a change of that magnitude for 12
th
 

graders would be barely noticeable.  In effect this method ignores the question of what the gain 

in .05 or .10 represents in practical terms.  The second approach is informative and familiarizes 

                                                             

8 As the authors address in the article such a small size of learning gain may have to do with how well the test 

measures the content of the courses the student took.   
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one with how large the gap is in effect size between different demographic groups, but does not 

provide insight into the practical meaning of , for example, a .05 standard deviations gain aside 

from the percent decline in the gap.  Additionally, it ignores the level of achievement that the 

higher scoring demographic group is at; for example, if FRL eligible and non-eligible students 

are being compared and the non-eligible students are scoring at below grade level or below 

proficient on a state test than the practical meaning of the gap between the two groups is less 

clear. In this example judging the effectiveness of a program based on the gap between two 

groups can be misleading, since closing the gap may not lead to the desired educational result, in 

this case bringing students up to grade level or proficient.   The third approach by Hill et al. 

(2007) assumes that the status quo of best practices should serve as a benchmark for evaluating 

the results of programs, which given the history of education reforms and their inability to lead 

to meaningful changes in education outcomes on a large scale is problematic.  This approach 

while providing information about the impact of the program relative to other similar programs, 

information that is indeed useful, falls short in that like the other two approaches does not 

determine the practical impact of the intervention or program in question.  That is the programs 

that the reform or program are being compared to may have all been very successful or very 

unsuccessful but without knowing or understanding what the meaning of the results are it is 

difficult to say if the effect size of an examined program is meaningful.   

 

Harris (2009) proposes a method for developing cost effectiveness benchmarks that take into 

account cost and effect sizes to allow for comparison of programs with respect to their cost and 

impact.  This methodology, while useful in terms of analyzing the relative effectiveness of a 

program especially given its cost, like the others reviewed in this paper does not provide any 

kind of interpretive meaning to the effects of a program.  As a result programs may still be 

implemented that have little practical effect on a child’s education or on the achievement gaps.      

 

While some mixture of the above three approaches (statistical significance, mean differences, 

and effect sizes) will likely provide some information for interpreting the impact of the 

intervention (e.g., Valentine and Cooper (2003) suggest using both raw mean differences and 

effect sizes when interpreting differences), none of the three alone or in combination provide the 

interpretive value for determining (1) the practical impact on a child’s education and (2) the 

effect of the intervention on closing achievement gaps.   Given the shortcomings of the above 

approaches, I propose the development of a common empirical benchmark for interpreting effect 

sizes in respect to their meaningful impact and their effectiveness in closing achievement gaps.  

The proposed benchmark is the NAEP assessments.  The approach uses the effect size as the 

starting point of analysis, but incorporates the NAEP assessments as a benchmark to interpret 

what a given effect size means for changes in student competencies so that a user has an 

understanding for the practical effects of an intervention or program on student learning and their 

impact on achievement gaps.     

 

An Empirical Benchmark Methodology Based on NAEP for 

Measuring Program Effectiveness  
 

Given the challenges associated with compiling the requisite information for each test used and 

the inability of current approaches to determine the practical meaning and the effect of an 
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intervention on achievement gaps, the methodology described below is designed to provide a 

means of comparing the approximate impact of different interventions, programs, or reforms on 

a common empirical benchmark, the NAEP test.  This brings an estimate of practical meaning to 

the effect size estimates of educational reforms and it allows a researcher to determine about how 

long a program or intervention would take to close various achievement gaps as defined on 

NAEP, which in effect helps determine the relative impact of the program or reform.   

 

The first step is to decide which grade and subject combination is the most appropriate 

comparison.  The following example uses 4
th
 grade reading achievement.  The next step is to 

choose what the desired gap is to be analyzed; this could be bringing all students up to the Basic 

or Proficient achievement level.  Upon making these two decisions it is necessary to identify how 

many students are at each achievement level (or score level) to see how far students will need to 

progress to close the desired gaps.  It will then be clear about how much improvement is needed 

by what percent of the student population to achieve the desired goal of the policy maker 

whether it is Basic, Proficient or Advanced achievement level.  (See Appendix A for 

achievement level descriptions).   

 

It is also helpful to have an estimate of the percent of children at each achievement level.  These 

are provided below by FRL eligibility for 4
th
 grade reading achievement.  As expected FRL 

eligible students perform at a lower level than non eligible students, but also there are still 21% 

of not eligible students at the lowest level, Below Basic.  The percent of the total population that 

FRL eligible and not eligible represent is also shown.  The table also shows the percent of total 

population at each achievement level in the bottom row, since this figure is the one needed for 

determining how many total students are at a given achievement level.   

 

Table 2: Percent of Free or Reduced Lunch (FRL) eligible and non-eligible 4
th

 Grade Students at 

Each Achievement Level 

 

Percent of Each FRL Status at a Given Achievement Level 

  Percent of 
Total 

Population 

Below 
Basic 

Basic Proficient Advanced 

  Below 208 208 to 238  238 to 268 
268 and 
Above 

Eligible 41% 50% 33% 14% 2% 

Not eligible 52% 21% 35% 33% 12% 

Info not available 7% 20% 33% 33% 13% 

Total At Each Level  100% 33% 34% 25% 8% 

 

The next step is to get a sense for how much improvement is required to move a full achievement 

level.  This addresses the first consideration in determining the magnitude of the effect i.e., 

determining quickly and easily the practical impact of an education reform or program.  This 

information provides quick practical information about the size of the effect relative to NAEP 

achievement levels.  Again the 4
th
 grade NAEP reading data is used.  The table below shows the 

distance in standard deviations between each achievement level.  
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Table 3: Distance Between Achievement Levels in Standard Deviations for the 4
th
 Grade NAEP 

Math Test
9
 

 
Change in Achievement 
Level Standard Deviations 

Below Basic --> Basic 3.0 

Basic --> Proficient 0.8 

Proficient --> Advanced 0.8 

 

For example, to move from Basic to Proficient one takes the threshold score of the Basic level, 

208 and subtracts it from the threshold level of the Proficient category, 238; this difference is 

divided by the standard deviation of the group to yield an estimate in standard deviations of the 

distance between a given set of achievement levels, 0.8.  As an example, if a program’s effect is 

.75 standard deviations it is immediately clear that the practical effect is quite large.   The data in 

the table is additive so the distance from Basic to Advanced, for example, is 1.6 standard 

deviations. This information allows one to see quite quickly and easily the magnitude of the 

effect.   

 

The next step is to address the second piece of information required, the relative size of the 

impact of a program or reform compared to the size of achievement gaps.  In dealing with 

achievement gaps many students are included in the analysis and naturally they are distributed 

across the achievement distribution.  For example, consider the gap between Basic and Proficient 

for 4
th
 grade Reading.  Some students in the Basic category will be down near 210 points while 

some will be closer to the Proficient level of 238 points.  These sets of students have different 

amounts of the gap to make up but we would expect that on average the number of students at 

the bottom of the Basic category is similar to the number at the top and thus the average gap to 

make up for the average student in the Basic category is the distance from the middle of the 

Basic category to the threshold of the Proficient achievement level.
10 

 Thus, in examining the 

relative effect of a program on achievement gaps the distance between achievement levels will 

be represented as the distance from the midpoint of one achievement level to the threshold of the 

next highest achievement level.  The gap between achievement levels is calculated for most 

levels as the distance from the midpoint of one achievement level to the threshold of the next 

highest achievement level.  Using the threshold of the category provides a more conservative 

estimate of the amount of the gap since it is the minimum score needed to be considered 

competent at the desired level.  The gaps in points can then be converted to effect sizes by 

dividing them by the standard deviation for the appropriate student population.    

                                                             

9 The estimated low point is calculated in this instance as a score of 100.  Given the cumulative distributions shown 

in McLaughlin, et al. (2008b), McLaughlin, et al. (2008d), and National Assessment Governing Board (2002), this 

seems to be a reasonable assumption. 

10 For the lowest category, Below Basic, the process differs.  The range in scores is difficult to determine since the 

scores are not likely equally distributed across the range of 0 to the basic achievement level.  Thus the scale score 

where a meaningful number of students appear is used as the lower bound of the Below Basic category.  For 

example for 4th grade reading very few students score below 125.  Thus given that students scoring below 208 are 
Below Basic the number of points to bring students up from Below Basic to Basic is then calculated as 

approximately 41.5 points (i.e. 208-125=83 divided by 2 is 41.5).  This assumes that about half of the students need 

more than 41.5 points and about half need less.  Given the distributions shown in the McLaughlin, et al. (2008b), 

McLaughlin, et al. (2008d), and National Assessment Governing Board (2002), this seems to be a reasonable 

assumption.   
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The table below shows the percent of students, regardless of SES status, at each achievement 

level.  It also shows the effect size that each group needs to improve by to reach all of the 

possible achievement levels.  For example, the second row, “Bring up to Proficient” shows the 

number of standard deviations required to move the average Below Basic student up to Proficient 

(2.5 standard deviations) and the number of standard deviations required to move the average 

Basic student up to Proficient (.5 standard deviations).  The second panel provides the years 

needed to close the gap; this is the size of the gap in effect size from panel one divided by the 

effect size estimate of the program’s impact.  In this example a program effect size estimate of 

.05 standard deviations was used.  Therefore, the second row in panel two was calculated by 

taking number of standard deviations required to move the average Below Basic student up to 

Proficient, which is 2.5 standard deviations, divided by .05 standard deviations yielding an 

estimate of 42 years to close the gap.  And the number of standard deviations required to move 

the average Basic student up to Proficient, .5 standard deviations, divided by .05 standard 

deviations yields the estimate of 8 years seen in row two.   

 

Table 4: Size of Achievement Gap between Achievement Levels in Effect Size and Years to 

Close the Gap for 4
th
 Grade Reading 

 

  
Below 
Basic 

Basic Proficient Advanced 

  

Below 
208 

208 to 
238  

238 to 
268 

268 and 
Above 

Total at each level 32.8% 34.1% 25.2% 7.9% 

Size of Gap in Standard Deviations   
  

  

Bring up to Basic 1.4 N/A N/A N/A 

Bring up to Proficient 2.5 0.5 N/A N/A 

Bring up to Advanced 3.4 1.4 0.5 N/A 
Years needed to close gap assuming .05 standard deviation 
decrease per year   

  
  

Bring up to Basic 24 N/A N/A N/A 

Bring up to Proficient 42 8 N/A N/A 

Bring up to Advanced 57 23 8 N/A 

Note: Effect Size calculated with the standard deviation of all students, 35.73 

 

Therefore, if the desired goal is to bring all students in the Below Basic group up to the Basic 

level then it would require moving 32.8% of students up about 1.4 standard deviations.  At a rate 

of .05 standard deviations this would require about 24 years to accomplish.  Therefore, a 

researcher could quite quickly see both the practical meaning of the effect size and also the 

impact on achievement gaps.  In this case .05 standard deviations is quite small, even when 

compared to any of the gaps expressed in the first panel of the table above and as a result the 

time needed to close the gap would be quite long.   

 

For making rough estimates of the practical meaning of a given effect size and determining the 

program’s effectiveness in closing achievement gaps a common benchmark like this is very 

useful.  As the above examples in Table 3 and 4 illustrate a researcher can get a very quick and 

easy estimate of the practical meaning of a given effect size by seeing how much it would move 
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a student along the achievement levels and the relative magnitude of the effect size compared to 

the appropriate achievement gap, indicating about how long that magnitude of effect would need 

to eliminate the achievement gap as defined.   

 

Additionally, the methodology described overcomes the shortcomings of the methods examined 

above.  This approach requires the retrieval of achievement level information and achievement 

gap calculations for only one test rather than numerous tests.  It also analyzes achievement gaps 

with respect to a desired achievement level rather than the relative position of the higher scoring 

comparison group (i.e. non FRL eligible). This methodology also reflects the underlying goal 

and intent of NCLB, i.e. to bring all students, irrespective of background, up to a defined level of 

achievement and acknowledges the variation both between and within SES groups.
11 

 The 

flexibility allows the researcher to define the achievement gaps based on whatever criteria he or 

she sets; for example, bringing students up from Below Basic to Basic or from Basic to 

advanced, etc.  It is up to the policy maker to determine what level of achievement is desired.  It 

is also possible to analyze the results in different ways.  For example, if one takes the size of the 

effect, in this example .05 standard deviations, and multiplies it by the standard deviation of the 

test used, 35.73, one arrives at the number of NAEP scale score points that the student score 

would change by, 1.8.  It is then possible to use the descriptions in Appendix A to see roughly 

what impact the program would have on specific student competencies.  

 

The choice of NAEP as an empirical benchmark is a logical one given its history and design.  

The design of NAEP is seen as higher quality as compared to other tests; it is generally agreed 

upon to be the “gold standard” for testing.  The reason has a lot to do with the construction of the 

test.  The test focuses on competencies that children should be able to use as designed by a 

diverse group of people reflect the linkage to real-world outcomes so that if a student does well 

on a test you can be certain it will translate into higher scores on other tests as well as open up 

opportunities for future options.  The National Assessment Governing Board (NAGB) is 

responsible for setting the achievement levels and they use panels of teachers, educators, policy 

makers and members of the general public to identify “what students should know and be able to 

do”.  The framework is guided by considerations such as a “focus on important outcomes of 

reading instruction rather than on specific reading skills, address the increasing level of literacy 

needed for employability, personal development, and citizenship” (NAGB, 2006).   NAEP 

Reading exams are based on ideas of individuals and organizations involved in reading 

education, “In developing the framework for the national assessment of reading, researchers, 

policymakers, teachers, business representatives, and other experts have specified behaviors of 

proficient readers who are active, strategic, knowledgeable, and motivated to read” (NAGB, 

2006).   

 

State standards, in comparison, are driven by grade level expectations and the curriculum.  Using 

Minnesota as an example, the MCA-II’s are set in accordance with the Minnesota Academic 

Standards by Minnesota teachers.  Thus each grade’s achievement levels pertain to the degree by 

which a student is able to meet the academic standards for that grade level.  For example, levels I 

through IV correspond to inconsistently, frequently, consistently, and very consistently 

                                                             

11 It is important to note that “Proficient” on NAEP and “Proficient” on state level tests used for NCLB compliance 

are not equivalent due to differences in how each are defined.  The closest comparison is NAEP’s “Basic” and state 

level test’s “Proficient”.  See Stoneberg (2007) for discussion.   
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demonstrating the required skills for each grade’s academic standards as laid out in the 

Minnesota Academic Standards.    The tests focus on four areas including: word recognition, 

analysis, and fluency; vocabulary expansion; comprehension; and literature.   This reflects 

differences in how NAEP and state tests are constructed, with NAEP focusing on things children 

should be able to do as judged by panels of citizens and educators while state tests focus heavily 

on the state curriculum of what should be taught at that grade level. 

 

The NAEP also provides a great deal of flexibility for this methodology.  As referenced there are 

NAEP assessments for 4
th
, 8

th
 and 12

th
 grade in Math and Reading which provides flexibility in 

matching the appropriate age and subject to the analyses, although as shown in Table 1, the 

results across grades and subjects are quite similar.  While achievement gaps are quite similar 

across subjects, NAEP offers additional subjects including Science, U.S. History, Economics, 

Geography, Writing, Arts, and Civics for which equivalent analyses can be conducted.
12

  It is 

also possible to conduct the analysis by state for any of the subject grade combination if a 

researcher wants added specificity for the state in question.  Within the framework it is also 

possible to match up effect size estimates from interventions targeting specific groups of students 

(e.g., high or low SES) with estimates of achievement gaps for those specific populations.  For 

example, low SES students are likely moving from Below Basic to Basic or Basic to Proficient 

while high SES would be more likely moving from Basic to Proficient or Proficient to Advanced 

 

The methodology described above is not without limitations, however.  As noted this process is 

to be used as an approximate or rough estimate of the meaning behind effects of varying 

programs.  Naturally, there are a number of methodological challenges to this approach.  For 

example, this method cannot identify the exact material or competencies that students learn as a 

result of the program.  That is while it can help identify if children are learning a little or a lot as 

a result of the intervention or program, it cannot identify the content of that learning.   

 

Perhaps the biggest challenge is the question of how similar gains are when compared across 

tests.  That is if a student gains .10 standard deviations on a state math test would that equal a 

similar gain of .10 standard deviations on the NAEP math test?  This is also the case for 

comparisons made between different locations on the achievement distribution for the same test.  

For example, is a gain of .10 standard deviations at the bottom of the achievement spectrum is 

bigger, smaller or similar to a gain of .10 standard deviations at the top of the achievement 

spectrum?  This refers to whether or not a scale is interval, or whether or not a gain of equivalent 

points or effect size is similar at different points of the distribution. Whether or not test scales are 

truly interval is a question researchers are still considering (see Appendix B for broader 

discussion on interval scales).  While it is likely that scales are not truly interval the question of 

how much this matters is still unresolved.   

 

Fortunately, there are a number of reasons to believe that a rough estimate will be accurate 

despite this limitation.  First, given the perception that NAEP is a more challenging test since it 

is not confined to assessing grade level competence in most cases comparing an effect from a 

non-NAEP test should overestimate the effect of the test rather than underestimate it.  Also, the 

interpretations and comparisons suggested are big picture ones; for example does the program’s 

                                                             

12 For example, 8th grade gap between parents who did not finish high school and those that graduated college for 

Science and U.S. History for NAEP are about 1 standard deviation.   
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effect lead to a move from Basic to proficient rather than trying to analyze the exact distance in 

improvement the effect would lead to on NAEP.  It is also not always feasible to calculate 

achievement gaps for each test as the example of NYC above shows.  Fortunately, the general 

size and pattern of achievement gaps is quite stable across grades, states, and tests.  For example, 

the 2007 NAEP 4
th

 grade Reading test results by state show achievement gaps ranging from .50 

to 1.16 standard deviations with a median of .75 and an average of .80.  These results are similar 

for NAEP 4
th
 grade Math as well as both tests for 8

th
 grade.  The MCA-II tests given annually in 

Minnesota produce very similar achievement gaps between FRL eligible and non-eligible 

students; these range from .68 to .77 standard deviations across math and reading grades 3-8.  

Also analyses can be matched so that the effect of a program is matched to the most appropriate 

subject/grade NAEP test to ensure a more accurate comparison.  Finally, in addition to using the 

above methodology to assess the practical meaning and effectiveness at closing the achievement 

gap, this paper analyzes, whenever possible, the practical significance of the reforms and their 

effect on the achievement gap on the actual test used.  This provides a check on the ability of the 

above methodology to answer the questions it was designed for.   

 

Teach for America
13

 
The paper will now analyze the six studies that have examined the effectiveness of Teach for 

America, which includes analyzing the methodology of the study as well as the results in terms 

of their practical impact and their effect on achievement gaps.  Within the analysis for each study 

the effectiveness of TFA on student outcomes for that particular test will be examined, while in 

the final section of the paper the impact of TFA programs will be examined with the 

methodology developed above.   

 

Teach for America is an organization dedicated to eliminating the inequity in America’s 

education system.  TFA began in 1990 and has grown from 500 teachers in 6 regions to 6,200 

TFA teachers teaching in 29 urban and rural areas.  Almost 2,900 new corps members began in 

2007 and growth projections indicate that by 2010 the number will be about 4,200.  Wendy Kopp 

created the program in her undergraduate thesis in belief that many in her generation would 

chose to teach if there was a prominent teacher corps that allowed teachers to make a difference 

in the world.  The organization recruits college graduates of all majors and career interests to 

work at least two years teaching in disadvantaged urban and rural public schools.  Corps 

members are hired through state approved alternative certification programs that require specific 

requirements and proficiency in the grade and subject areas they will teach.  Often corps 

members receive full certification by the end of the two years given the ongoing coursework 

required by the alternative certification programs.  Currently TFA corps members impact nearly 

400,000 students annually in 1,600 schools.  There are also 14,000 alumni of the program.  Many 

of the alumni have roles in education as teachers, principals, superintendants, etc with over 60% 

of the alumni working full time in education in some facet.   

 

TFA’s placement strategies focus on placing corps members in the regions that are most 

profoundly affected by the achievement gap.  More than 80% of the students taught are FRL 

eligible and about 95% are African American or Hispanic.  All of the districts that TFA teaches 

                                                             

13 All data pertaining to Teach for America taken from www.teachforamerica.org  
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in are classified as “high-need” by the federal government.   TFA succeeds because of the 

dedication of its teachers.  As stated on the TFA website:  

 

Our mission is to build the movement to eliminate educational inequity by enlisting our 

nation’s most promising future leaders in the effort… Our teachers, also called corps 

members, go above and beyond traditional expectations to lead their students to 

significant academic achievement, overcoming the challenges of poverty despite the 

current capacity of the school system. Additionally, in succeeding with their students, 

corps members show that children in low-income communities and children of color can 

achieve at high levels, thus influencing the prevailing ideology.   

 

TFA acknowledges that finding and encouraging teachers to go above and beyond to compensate 

for the challenges facing disadvantaged children is not the ultimate solution.  Instead, they assert 

that, “the best hope for a lasting solution is to build a massive force of leaders who have the 

insight and conviction that comes from teaching successfully in low-income communities.”  

During their time corps members develop an understanding of the inequity problem and how to 

solve it.     

 

Strangely, despite the mission of the program and the claims made by its advocates much of the 

analysis takes a defensive stance; much of the posturing is that TFA teachers do not harm student 

achievement compared to other teachers or to see if students do at least as well with TFA 

teachers as with other teachers.  Glazerman et al. (2006) study notes that one of the main 

questions for analysis is, “Do TFA teachers improve (or at least not harm) student outcomes 

relative to what would have happened in their absence?”   

 

Given the stated program goals of leading students to significant academic achievement and the 

increased publicity surrounding the program it is important for policy makers to have an 

understanding of what exactly TFA accomplishes in terms of student achievement.   

 

Results from TFA Studies 
This section will examine the different studies that have analyzed the impact of TFA on student 

achievement.  There are naturally many questions about the ability of the TFA program to 

sustain and accomplish its mission, including how sustainable is the program given its high rate 

of teacher attrition.  But the focus of this analysis will be TFA’s effectiveness at closing 

achievement gaps.   These analyses will help provide a structure for determining the overall rigor 

of the studies and any serious problems that would limit the inferences drawn from the given 

study.  The analysis of the six studies on TFA will include descriptive information including 

information such as the size of the study, the grade range of the student population, the tests 

used, etc.  The analysis will also include information on the methodology used by the authors 

and any concerns related to the methodology and the accuracy of the estimates produced.   For 

example, there have been six studies examining the TFA program most of which use different 

methodologies in isolating the effect of the TFA program.  Given the complexity of the 

education process and the many different inputs it is important to consider the likelihood that the 

results produced by a given methodology are reliable and accurate.  Most of the studies employ 

Value Added Models (VAM), which are explained in greater depth in Appendix C.  The basic 

idea approach of the VAM is to model the unique contribution of a teacher (or school) over a 
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short period of time, such as a year, to a student outcome such as an achievement test while 

controlling for all of the other sources of variation in student outcomes.  Also, as mentioned 

earlier the TFA effect estimates will be interpreted when possible in the context of the test from 

which the results are based to help show the accuracy of the methodology developed in this 

paper.   

 

Decker, Mayer, & Glazerman 2004 & Glazerman, Mayer, & Decker 2006 (Mathematica 

Policy Research) 

Mathematica Policy Research (Decker, Mayer, & Glazerman 2004; Glazerman, Mayer, & 

Decker 2006) is the only study that utilizes an experimental design, incorporating random 

assignment of students within schools to teachers in order to analyze the impact of the TFA 

program on student outcomes.  The study measures the impact of TFA on 1
st
 through 5

th
 grade 

students using math and reading exams from the Iowa Test of Basic Skills (ITBS), a norm-

referenced test administered at the beginning and end of the school year.  An abbreviated form of 

the math and reading subtests form the ITBS was used.    Data for the ITBS and its resulting 

measurement error (i.e. reliability or SEM) estimates are not readily available.  The sample 

consists of 17 schools, 100 classrooms, and about 2,000 students, which includes 44 TFA 

teachers.  Geographically the study began as a pilot in Baltimore, MD and then expanded to five 

other regions (Chicago, Los Angeles, Houston, New Orleans, and the Mississippi Delta); these 

were six of the 15 regions TFA placed teachers at the time of the study.  This makes the study 

the most geographically representative of the studies conducted to this point in time and the 

study with the highest degree of external validity.  However, as discussed below it is less certain 

how the reported effects translate to higher achieving students or the U.S. school population at 

large.   

 

Within each region the authors randomly selected schools (assuming they had the appropriate 

staffing) to participate.  Within the schools, students were randomly assigned to a teacher at the 

beginning of the year effectively ensuring that TFA and non-TFA teachers analyzed had similar 

classroom characteristics.   Control groups then consisted of classes taught at the same schools 

and same grade level of the classes taught by TFA teachers, this helps to control for differences 

across grades and schools.  The authors utilized an “intent-to-treat” approach to help control for 

differences resulting from student and teacher mobility.  So even if students changed classrooms, 

left their school or their teacher left they were included in their initial control or treatment group.  

The crossover rate between treatment and control was less than 3% and similar in both directions 

and overall attrition from the study about 11%.  Two TFA teachers left during the year and 

results were calculated with and without them.  The rate at which students left their schools was 

higher than 11% but the authors were able to track the students who did not leave the district.  

About 89% took the spring test; the 11% were mostly due to students moving out of district.  A 

non-response adjustment weight was created to proxy for the missing test scores based on the 

demographics of the missing student.  The completion rates are given by demographics and there 

do not appear to be meaningful differences between the control and TFA students in terms of 

completion rates.  The authors found that neither student nor teacher mobility affected the 

results.    

 

The base student level model for estimating the “post-test-on-pretest” regression includes a 

vector of student characteristics (FRL eligibility, Hispanic, gender), a dummy variable for the 
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block, a dummy variable for TFA and an error term.   Since students are randomly assigned to 

classrooms within grades within schools each grade within a school is represented as a block and 

can be viewed as a mini experiment.  There are 37 blocks in the data made up of the 100 

classrooms. Typically each block is comprised of one TFA class and two control classes.   

Overall, there are 37 block specific impact estimates of the TFA effect, which combined 

determine the overall impact of TFA.    

 

The study compares all non-TFA teachers regardless of experience level and certification path to 

TFA teachers; the study also compares other novice (i.e. less than 3 yrs experience) teachers to 

TFA teachers, discussed below.   The authors describe the control teachers as varied in their 

training, experience and credentials.  Almost all had bachelor’s degrees about half had a degree 

in education.  About 38% of the novice controls had certification, while about 51% of TFA 

teachers were certified at the time of the survey and 67% of control teachers were certified.  The 

results of the study are shown in Table 5 below.  The difference between the regression-adjusted 

spring TFA and control scores is shown as the TFA impact and is also represented as an effect 

size.  There was a positive statistically significant gain in mathematics for students with TFA 

teachers of 2.43 NCE or .15 standard deviations, while there was no statistically significant 

effect for reading (the size of the effect was .56 NCE or .03 standard deviations).
14 

   These gains 

are also translated into national percentile rank (NPR) by the authors.  The students in the 

treatment group moved from an average of the 14
th

 percentile in math to the 17
th
 percentile, 

while students in reading moved from the 14
th
 to 15

th
 percentile in reading.   The authors also 

note that the gain in math is equivalent to an additional month of math instruction or 10% of a 

grade equivalent.  This interpretive information helps to determine the practical impact of the 

TFA program in this instance.   

 

Table 5: Fall and Spring ITBS Scores in NCE for Math and Reading for Treatment and Control 

Students 

 

  
Fall Scores   

Regression Adjusted 
Spring Scores 

    

  

Control 
Mean 

TFA 
Mean 

S.D. 
Control 
Mean 

TFA 
Mean 

TFA Impact (difference 
in spring scores TFA 

and control) 

Effect Size (i.e. 
percent of a 

standard 
deviation) 

Math 28.1 27.4 15.9 28.01 30.44 2.43 0.15  

Reading 25.6 26.7 17.1 27.61 28.17 0.56 0.03  

 

There were no statistically significant differences at baseline between treatment and control 

groups.  Test scores in the spring were regression-adjusted to account for baseline test scores, 

gender, race, ethnicity, free/reduced lunch eligibility, overage, and percent in the class not in the 

research sample.   

 

Additionally, the study compared TFA teachers to other novice teachers, although the sample 

size is about a fourth of the total sample.  Results for reading are still insignificant while those 

                                                             

14 The data and study is reported in Normal Curve Equivalents (NCE) which has an average score nationally of 50 

and a standard deviation of 21.06 and is a division of the normal curve into 100 equal pieces.   
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for math are a bit larger, 4.13 NCE (0.26 standard deviations) than the main results.  The 

estimates are sensitive to small changes in specifications and assumptions; the impact varied 

from 3.0 to 6.2 NCE (0.19 to 0.39 standard deviations) in these situations.  The authors note that 

while the results suggest that the size of the effect is at least as large as the comparison of all 

control teachers, “the small sample size and the sensitivity of the estimate to model specification 

reduce our confidence in a particular point estimate” (Decker et al. 2004, p32).   

 

The authors use many other specifications including TFA vs veteran controls, 1
st
 year TFA vs all 

controls, All TFA vs certified controls, and all TFA vs uncertified controls. All of the resulting 

gains were similar to those reported above; a range of 1.81 to 3.12 NCE gains for math and no 

statistically significant gains for reading.   The analysis is also conducted with a number of 

specifications including stayers only, adjustment for floor effects and using the gain score instead 

of the spring score as the dependent variable.  Using the gains scores as the dependent variable is 

more restrictive, but overall the results obtained are very similar, 2.87 NCE for math and -.35 

NCE for reading.  Results utilizing school fixed effects were also similar to the main estimates 

2.0 and -.08 NCE for math and reading respectively.    Estimates were also determined for first-

year TFA teachers (1.8) but the precision is low given the small sample size. The estimate for 

second-year teachers is a bit higher than the overall estimate 2.5 compared to 2.4.   

 

The authors explore the impact of TFA on different subgroups of students, but are limited due to 

small sample sizes and the fact that there is no specific analysis by SES.  This is possibly due to 

the homogenous population in terms of free/reduced lunch eligibility—over 95% are eligible.  

The subgroups the authors analyzed included gender, race, grade level, initial achievement, 

overage, and mobility status.  There is some slight variation in impacts for various subgroups.  

For African Americans and Hispanics the math estimates were lower than the overall impact 

(1.75 and 1.89 compared to 2.43 NCE).  Also those who are overage gained fewer NCE than 

those not overage in math (1.23 compared to 1.93).  The results by grade level do not suggest 

any special benefit by children in certain grades from TFA.   

 

The schools in the analysis are predominantly FRL eligible, over 95% of students are in this 

category; additionally, about 2/3 black and about ¼ Hispanic, and about ¼ are overage.  These 

are much larger percentages that the nation as a whole.  So the estimates for TFA effectiveness 

are valid within these schools, while the ability to generalize to less disadvantaged schools is 

difficult to gauge.  The initial achievement subgroups were formed by splitting the sample into 

three groups, high, middle and low, based on the initial exam scores.   Results for math were 

very similar to the overall impact estimate of 2.43 NCE ranging from 2.1 to 2.3 for the three 

groups suggesting that gains in this study at least were relatively evenly distributed among ability 

levels.  Results for reading fluctuated randomly around the impact of 0 as would be expected.  

Although has discussed earlier the three levels of achievement are all below the average for the 

U.S.; the low group started at 19 NCE, the middle at 24, and the high at 33 compared to a U.S. 

average of 50.  Thus, while there are similar results across the low end of the distribution, it is 

not possible to determine if the results would be similar.   

 

Now the most important question for the analysis, what do these gains mean practically and in 

terms of closing the achievement gap?  This question can first be answered by examining the 

impact on scores of the actual test and then in the final section of this paper when the results are 
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compared to the NAEP achievement gap.  As noted above, the 2.43 NCE or .15 standard 

deviation math effect is equivalent to about an additional month of math instruction or 10% of a 

grade equivalent.  That is to make up a grade in math would require about 10 years of a TFA 

teacher effect.   

 

Further, the norm-referenced test (ITBS) used in this study includes a criterion-referenced 

interpretation added by the ITBS to help meet federal Title 1 reporting requirements.  Below are 

the achievement level descriptions for various ranges of national percentile rank (NPR).  Note 

the results are in NPR not NCE. There is a 3 level system and a more detailed 6 level system.   
 

Table 6: Math Achievement Level Descriptors for Forms A/B Grade 4: Achievement Level 

(NPR range) 3 Levels and 6 Levels 
 

Low (1-40): Sometimes can understand math 
concepts, but seldom is able to solve word 
problems. Rarely is able to use estimation 
methods or interpret data from graphs and 
tables. 

Weak (1-9): Seldom can understand math concepts or solve word problems. 
Rarely can use estimation methods or interpret data from graphs and tables. 

Marginal (10-40): Sometimes can understand math concepts but seldom is 
able to solve word problems or use estimation methods. Sometimes can 
interpret data from graphs and tables. 

Intermediate (41-89): Usually can understand 
math concepts and solve word problems. 
Sometimes is able to use estimation methods 
and usually can interpret data from graphs and 
tables. 

Moderate (41-75): Sometimes can understand math concepts and solve word 
problems. Sometimes is able to use estimation methods and interpret data 
from graphs and tables. 

Skilled (76-89): Sometimes can understand math concepts and usually is able 
to solve word problems. Often can use estimation methods and interpret data 
from graphs and tables. 

High (90-99): Understands math concepts, 
solves word problems, and often is able to use 
estimation methods. Can interpret data from 
graphs and tables. 

Accomplished (90-94): Usually can understand math concepts and solve word 
problems. Often can use estimation methods and interpret data from graphs 
and tables. 

Distinguished (95-99): Understands math concepts and is able to solve word 
problems. Can use estimation methods and interpret data from graphs and 
tables. 

(University of Iowa, 2003).   

 

First we can see that students from both the treatment and control group start off and remain in 

the low category of the 3 level system or the marginal category in the 6 level system.  This 

implies that students “Sometimes can understand math concepts but seldom is able to solve word 

problems or use estimation methods. Sometimes can interpret data from graphs and tables”.    

 

Since, NPR are not equal interval i.e. the distance between the 2
nd

 and 3
rd

 percentile is not the 

same as from the 45
th
 to 46

th
 percentile it is often preferable to see the data in NCE which are an 

equal interval conversion of NPR.  Thus, after converting the NPR to NCE’s it is easier to 

interpret the achievement levels of the ITBS and the TFA impact on the ITBS scale.  Table 7 

below shows the different achievement levels and the NPR and NCE for each of them side by 

side.  Remember that the TFA pre-test score was 27.4 NCE or 14
th
 percentile and the post test 

was 30.4 NCE or 17
th
 percentile.   

 

Table 7: Summary of Achievement Levels for ITBS Math in NPR and NCE 
 

  Percentile Rank NCE 
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Low 1 40 1.0 44.7 

Intermediate 41 89 45.2 75.8 

High 90 99 77.0 99.0 

      
 

  

Weak 1 9 1.0 21.8 

Marginal 10 40 23.0 44.7 

Moderate 41 75 45.2 64.2 

Skilled 76 89 64.9 75.8 

Accomplished 90 94 77.0 82.7 

Distinguished 95 99 84.6 99.0 

 

The way that Iowa interprets its ITBS test results for compliance with NCLB is that a score of 

intermediate or better is considered proficient.  Therefore, we can first examine on the ITBS the 

time it would take to close various achievement gaps.  To bring students up to intermediate on 

the ITBS framework would require about 18 NCE to go from 27.4 to 45.2.  This implies that it 

would take about 7 years of a TFA size (i.e. 2.43 NCE/year) impact to bring the students in the 

study up to the proficient level on state exams, which is still below the national average of 50.
15

  

Further improvement, e.g., moving a student to the high level, would take even longer, about 20 

years.  In reading the results from this study suggest that no gain would be made in closing the 

achievement gap.     

 

Xu, Hannaway & Taylor (2008) (Urban Institute) 
Xu et al. (2008) analyze End of Course (EOC) exam data for eight different subjects in North 

Carolina high schools to determine the impact of TFA.  The analysis includes 69 TFA teachers 

and about 6000 non-TFA teachers in the 23 Local Education Agencies (LEA) with at least one 

TFA teacher.  There are 115 LEA’s in North Carolina so those with a TFA teacher placed 

represent about a sixth of LEAs.  The data set is from 2001 to 2006 and is the only current study 

to have analyzed high school students.  The exams included were Algebra I, Algebra II, 

Geometry, Physical Sciences, Chemistry, Physics, Biology, and English I all of which are 

criterion-referenced exams required of students taking the respective courses. 

 

Xu et al. (2008) use a student fixed effects model. Including student fixed effects attempts to 

mitigate the problems associated with non-random sorting of students in classes and the resulting 

differences in observed and unobserved characteristics related that are related to achievement. 

Student fixed effects means that students are compared to themselves across years rather than to 

other students, which in effect means that the model ignores between person variation and 

focuses on within person variation.  In this way each student serves as his or her own control.  

Using student fixed effects then controls for all of the observed and unobserved time-invariant 

student characteristics.  Thus, any differences in motivation, self-efficacy, parental support, etc 

that are fixed are controlled for in the analysis as are differences pertaining to FRL status or race.  

This makes student fixed effects very attractive to researchers with longitudinal data since the 

                                                             

15 It is important to note that calculations of years required to close gaps assume that program or teacher effects do 

not decay significantly after the initial exposure of a child to the teacher or program.  This is a subject that is still 

being investigated empirically.  In order to provide a rough estimate the program or reform is given the benefit of 

the doubt and it is assumed that the effect does not decay significantly.   
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approach does require multiple years of complete data (e.g., usually 3-4 years of test scores).  

The model also does not account for time variant variables.  Thus if variables change over time 

they are not accounted for by the model.  The ability of student fixed effects models to eliminate 

bias from non-random sorting of students is still being examined, although some of the 

preliminary evidence shows that it may not in fact be able to account for bias from non-random 

sorting (Rothstein, 2008; Koedel & Betts, 2007; Harris, 2008).  For the purposes of TFA 

analyses this issue is less of a concern since if bias is introduced due to the inability to control for 

the non-random assignment it is likely to affect non-TFA and TFA teachers similarly, unless all 

TFA teachers are assigned a similar type of class.  For example, if TFA teachers are typically 

given the lowest or highest achieving class in a school.  There is currently no research available 

on how TFA teachers are assigned within schools.   

 

The methodology used in this study is a slight variation of the student fixed effects model. In this 

specific model instead of using within student variation over time this fixed effect model uses 

within student variation across different subjects since the data available is not annual test data 

but scores from EOC exams often in the same year.  Thus, achievement on a test is measured 

against achievement on other tests.  By not including a lagged achievement variable (in this case 

it is not available given the specific nature of the courses) the assumption is made that the initial 

knowledge that a student has about the subject is negligible.  Overall ability or achievement is 

captured through the student fixed effect assuming it is time invariant.   

 

The base model includes the student’s test score as a function of a vector of individual, family 

and teacher characteristics.  It also contains an indicator variable for whether or not the teacher is 

in the TFA program.  Classroom variables (class size and peer average achievement) are used to 

control for the classroom factors outside of the teacher.  Teacher characteristics include teacher 

experience, gender, race/ethnicity, and education attainment in addition to the TFA indicator 

variable.  All models also include subject by grade, year and some include school fixed effects.  

Results are estimated with and without classroom variables and with and without school fixed 

effects. This means that estimates in some cases are restricted to comparisons within schools, 

within the same year, and within the same grade mitigating some of the concern over non-

random assignment across schools.   The teacher’s credentials are measured relative to average 

credentials of all of the teachers a student had and student test performance is measured relative 

to other exams taken.    

 

The key to a cross-subject student fixed effect model like the one used here is that the student-

specific error term does not vary by subject.  The authors make the assumption that the student’s 

ability does not vary by subject; a student’s general ability in math or reading is similar to their 

specific ability in any of the eight EOC tests they take.  If this is true than there is no bias, but if 

ability differs than there can be bias in the estimate of the impact of the teacher if it is correlated 

with teacher assignment.   That is if the specific ability differs from general ability a student may 

be sorted based on the ability and this could distort the teacher estimates.   

 

The authors cite Clotfelter, Ladd and Vigdor (2007a), who examine whether or not student 

ability differs across subjects in the North Carolina data, in support of their use of the model.  

Clotfelter et al. (2007) examine if students with high ability in general, measured by 8
th

 grade 

reading and math scores, take advanced classes more than those with lower ability.  There is a 
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strong positive correlation between 8
th
 grade test scores and taking advanced classes (i.e. those 

with EOC exams).  They then examine the impact of relative ability defined as the difference in 

test score in either math or reading compared to the average of scores in advanced algebra and 

advanced English.  For absolute ability, high absolute ability in a given subject leads to a 2 to 3 

times higher probability of taking an advanced class.  The authors show that students of low, 

middle, and high relative ability are no more likely to be in an advanced class except for 

advanced English where high relative ability leads to a higher probability of taking an advanced 

English class and those with high relative ability in math are less likely than those of low ability 

to be in an advanced class.  As noted though even if this occurs it only leads to bias if teachers 

are sorted in a systemic way.  Xu et al. (2008) also conduct a direct examination of the 8 subjects 

included using principal component analysis.  They found that all tests are loaded predominantly 

on a single underlying dimension indicating that students performing well in one subject should 

perform well in others.  This suggests that students will be sorted similarly across subjects.  As 

suggested, if the students are sorted based on ability and ability differs by subjects, teachers may 

be unfairly credited or punished by the student population they teach.   

 

There are potential concerns regarding missing data in student fixed effect methodologies.  In 

this study about 84% of students were matched to their teachers.  The missing data likely stem 

from both difficulties with matching as well as student mobility, absences, etc especially given 

the higher data demands that come with the student fixed effect model; they require more than 

two years of data while covariate adjustment methods require just two.  In order to analyze the 

data the authors had to match the student test data to their respective teachers, since the 

administrative data listed the proctor of the exam, who was not always the teacher. The authors 

use a method developed by Clotfelter et al. (2007) for the North Carolina data specifically 

(explained further in Clotfelter, Ladd & Vigdor, (2007a) and Xu, et al. (2008)).   Given the 

nature of the matching in this instance it is difficult to determine if the data missing is missing at 

random.  There is also data missing due to students being excluded for not having multiple test 

observations from the eight courses.  It is difficult to interpret the likely direction of bias due to 

data missing for multiple reasons (e.g., not taking enough courses with EOC exams, not being 

able to match student to a teacher).   

 

Xu et al. (2008) address the possibility of bias due to missing student data as a result of not being 

able to match students to teachers through the analysis of different samples.  As a precaution, Xu 

et al. (2008) use two different samples to ensure that data inclusion/exclusion does not alter 

results.  One sample includes all the teachers who are either matched on ID and verified or 

matched by class demographics only.  Since there is less confidence in the cases where proctors 

and instructors are matched only on the basis of class demographics the second sample includes 

teachers who are matched on ID and verified by class demographics.  Results are similar .064 

and .089 standard deviation of student test scores for the larger and more restrictive sample 

respectively.   

 

The external validity of this study is limited even within disadvantaged schools due to the way in 

which the fixed effects specification works (i.e. by excluding students without multiple test 

records in the eight courses examined).  Also assignment strategies may differ by state or region 

affecting result estimates.  There is some information provided about the demographics and 

student characteristics of the students taught by TFA and non-TFA teachers although separate 
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estimates are not available stratified by SES.  The students of TFA teachers are more 

homogenous in terms of parental education than non-TFA classes; 78% having parents with less 

than a bachelor’s degree education level while the comparable figure for the teachers examined 

in non-TFA classes is 54%.   

 

The authors transform the scale standardizing the scores of the EOC tests by subject and year so 

that they have a mean of 0 and a standard deviation of 1.  This allowed them to put all tests on 

the same scale and is required given the model used that compares a score on a given test to all 

other tests taken.  Since the scores are standardized within the included districts the standardized 

scores thus represent a student’s performance compared to all other test takers in the 23 LEA’s 

included in the data.   Given the propensity for TFA to place teachers in lower achieving schools 

it implies that the distribution of test scores on these tests would be from the lower portion of the 

overall results.  It is difficult to say how the combination of standardizing scores and only 

including the 23 LEA’s affects the estimates.  While the LEAs included are likely to be from the 

most disadvantaged areas, the nature of the courses analyzed and the structure of the fixed effect 

model the student population would be expected to be higher performing than average.  The 

eight courses included are made up of many advanced level courses that may be attended at 

higher rates by higher performing students, college bound students and/or by those less likely to 

dropout.  Additionally the student fixed effect specification requires that a student have multiple 

test observations implying that the student needs to take multiple classes from the eight included. 

By excluding students without multiple test records this would seem to lower the number of 

lower achieving or students more likely to dropout.  The way in which these two factors interact 

and impact TFA estimates is difficult to estimate.   

 

This study examines the overall effectiveness of TFA teachers compared to non-TFA teachers. 

There is both a comparison between TFA teachers and all other non-TFA teachers and between 

TFA teachers and novice non-TFA teachers (i.e. those with less than three years experience).  

Teacher experience, however, is included as a control variable.  The impact of TFA is evaluated 

as effect on student test scores in standard deviations.    The results indicate that having a TFA 

teacher is associated with a .06 standard deviation difference in EOC scores when controlling for 

classroom level variables and a .12 standard deviation difference in EOC scores when classroom 

level controls are not controlled for.  These estimates include all eight EOC tests and school 

fixed effects.  As is the case in other studies results tended to be stronger for math and science 

compared to English.  The results for Math only with school fixed effects with classroom 

variables is .113 standard deviations.  The estimate without English I included is .07 standard 

deviations with class effects for the school fixed effects model.  Finally, differences in the 

sample used produced minor differences; when the more restrictive criteria for matching students 

to teachers are used the effect was .09 standard deviations. All of the above estimates are 

significant at the .05 level.   

 

To determine the practical meaning of the estimate from this study the score ranges in scale 

points are shown below for each of the eight EOC tests included in the analysis.  The 

achievement level definition for each subject can be found at the NC State Board of Education 

website, although in general they correspond to not proficient, partially proficient, proficient and 

above proficient.    
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Table 8: Standard Deviation, Average Score and Scores by Achievement Level for the Eight 

EOC Tests Included in Xu et al. (2008) Study 

 

Subject S.D. 
Average 
Score 

Level I Level II Level III Level IV 

Algebra 10.1 63.3 Less than 45 45-54 55-65 66 and above 

Algebra II 10.5 66.6 Less than 46 46-57 58-68 69 and above 

Geometry 9.2 61.2 Less than 46 46-56 57-66 67 and above 

English I 7.5 58.3 less than 43 43-51 52-60 61 and above 

Biology 7.8 57.3 Less than 46 47-54 55-64 65 and higher 

Physics 9.3 61.1 Less than 42 43-51 52-62 63 and higher 

Chemistry 8.3 61.7 Less than 47 48-55 56-64 65 and higher 

Physical Science 6.4 56.4 Less than 43 44-53 54-63 64 and higher 

          (Data from: Public Schools of North Carolina, 2009) 
 

The average score for English I for example was 58.3 in 2005-2006, which is for all students 

taking the exam; it is unknown what the average is for the 23 districts included in the analysis or 

how if at all it differs from the NC average.  A change of .06 standard deviations, the main result 

of the analysis, is equivalent to between 0.38 and 0.63 scale points on the EOC exams depending 

on the subject’s specific standard deviation.  Moving a student from the middle of level II to 

level III in English I for example would require an increase of about 5 points (from 47 to 52) 

which at a rate of .45 points per year (.06 standard deviation gain multiplied by standard 

deviation of 7.5 for English I) would take about 11 years.  Even if the effect from TFA is closer 

to the 0.12 (the estimate that does not include class level controls) the change in scale points is 

only 0.90, requiring about 6 years to make the move from middle of level II to level III.  The 

achievement level descriptions for the English I tests shown below provide additional 

interpretation for the size of the .45 point per year effect.   

 

Table 9: Achievement Level Descriptions for North Carolina English I End of Course Exam 

 
Achievement Level I (Less than 43)- Students performing at this level do not have sufficient mastery of knowledge and skills 
of the course to be successful at a more advanced level in the content area.  Students performing at Achievement Level I 
demonstrate the need to develop the composition and reading comprehension skills required in the English I North Carolina 
Standard Course of Study. Students inconsistently identify and correct rudimentary language convention errors (such as 
incorrect verb usage, end punctuation errors, double negatives, capitalization errors, and non-standard verb forms). Students 
show little to no evidence of reading skills and strategies required to comprehend a variety of ninth-grade level expressive, 
informational, argumentative, critical, and literary texts. 

Achievement Level II (43-51) - Students performing at this level demonstrate inconsistent mastery of knowledge and skills of 
the course and are minimally prepared to be successful at a more advanced level in the content area. Students performing at 
Achievement Level II demonstrate inconsistent application of the composition and reading skills required in the English I North 
Carolina Standard Course of Study. Students inconsistently apply knowledge of grammar and language usage to identify and 
correct language convention errors in spelling, punctuation, and simple sentence structure. Students show an initial 
understanding of basic literary devices and elements (such as symbolism, plot structure, and figurative language). Students 
may also inconsistently apply strategies such as determining the meaning of unfamiliar vocabulary through context clues and 
identifying the main idea and supporting details. Students show inconsistent literal comprehension of a variety of ninth-grade-
level expressive, informational, argumentative, critical, and other literary works. 
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Achievement Level III (52-60)- Students performing at this level consistently demonstrate mastery of the course subject 
matter and skills and are well prepared for a more advanced level in the content area. Students performing at Achievement 
Level III typically demonstrate composition and reading comprehension skills required by the English I North Carolina Standard 
Course of Study. Students typically demonstrate an understanding of conventional written expression by editing sentences for 
correctness, clarity, and style. Students can infer, generalize, draw conclusions, and make connections between texts. 
Students can analyze the impact of details and literary elements and devices (such as characterization, dialect, imagery, 
symbolism, main idea, purpose, context, and figurative language) on the work as a whole. Students are typically able to 
comprehend and analyze a variety of ninth grade-level expressive, informational, argumentative, critical, and other literary 
texts. 

Achievement Level IV(61 and Higher) - Students performing at this level consistently perform in a superior manner clearly 
beyond that required to be proficient in the course subject matter and skills and are very well prepared for a more advanced 
level in the content area.  Students performing at Level IV demonstrate a strong command of the composition and reading 
comprehension skills required by the English I North Carolina Standard Course of Study. Students consistently demonstrate an 
understanding of conventional written expression by editing various sentence types for correctness, clarity, and style. By 
inferring, generalizing, drawing conclusions, and making connections between texts, students comprehend with breadth and 
depth a variety of ninth-grade-level texts. Students can analyze the impact of details and more complex literary elements and 
devices (such as style, diction, and tone) on the work as a whole. Students can analyze and evaluate purpose, audience, 
context, and elements of communication particular to expressive, informational, critical, argumentative, and other literary texts. 

(North Carolina Public Schools, 2009b).   

 

Boyd Et al (2006)  
Boyd et al. (2006) analyzes New York City (NYC) and New York State (NYS) English 

Language Arts (ELA) and Math test scores for 4
th
 through 8

th
 graders in New York City from 

1999 to 2005 to determine the impact of TFA teachers on student achievement.  The study 

includes 782 TFA teachers in the analysis and focuses on students and teachers in New York 

City.  Boyd et al. (2006)’s base model is a linear function of the student’s prior year achievement 

with prior year achievement squared, characteristics of the student, characteristics of the other 

students in the same grade with the same teacher in that year, the teacher’s teaching experience, 

and the teacher’s pathway included.   The model includes fixed effects for schools, grade and 

year. Student characteristics include gender, race/ethnicity, poverty status, days absent during the 

prior year, and suspensions in the prior year. The aggregate (teacher by grade by school by year) 

student characteristics include race/ethnicity, poverty status, average attendance in the prior year, 

average suspensions in the prior year, average student test scores in the prior year, and the 

standard deviation of student test scores in the prior year. Teaching experience is measured with 

a dummy variable for each year of experience from one to twenty and one for more than twenty 

years.  Teaching pathway, including TFA, is measured with a dummy variable.  

 

As was the case with the previous study, the authors had to match student data to teacher data.   

There is not an original identifier to link students to teachers but using school and course 

identifiers the authors link most students to teachers; NYCDOE staff recommended that the 

authors link elementary students to homeroom teacher and grades six through eight based on 

section of the course.  Some middle schools do not use the middle school performance 

assessment system (MSPA) so course section is not linked to teachers.  Thus, matches are much 

lower in middle school grades especially 6
th

 grade.  Specifically, 96-98 percent of elementary 

students are matched, only about half of sixth graders and about two thirds of sixth through 

eighth graders total for a total of 80% of all students.     

 

The authors report that the data is similar for those included and excluded students and report 

some of the major differences.  For example 6
th
 and 7

th
 grade achievement gains differed for 
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matched and unmatched students .019 standard deviations compared to .105 and .055 compared 

to .061 respectively.  Achievement scores for sixth graders who were matched were .212 

compared to .159 for unmatched.  Matches were likely to include Black and Asians and less 

likely to include Hispanics.  The remaining variables (i.e. 7
th
 and 8

th
 grade achievement scores, 

absences, suspensions, white students, home language, gender, free lunch status) were frequently 

statistically significant but did not differ by more than 5%.  Analysis by grade resulted in small 

differences across 6
th
 through 8

th
 grade.  Unless the unmatched are systemically one type of 

teacher (i.e. TFA or non-TFA) the missing data may not impact results, but if they were then it 

could have biased the results up or down depending on the distribution of students.   

 

There are some challenges pertaining to student and teacher mobility, although the authors are 

able to explore some of the possible effects.  For example, limiting the sample to teachers who 

taught in the same school all year does not change the results, but there is no equivalent data for 

students.  Thus it is not possible to identify the students who only had a teacher for a small 

amount of time.  If students who were not in the same school the prior year are removed the 

sample shrinks so much that Teaching Fellow and TFA estimates in middle school cannot be 

identified.  The 4
th

 and 5
th
 grade results, however, are similar to other estimates.  Substantial 

number of free lunch program participation data is missing; the authors run the analysis with the 

reduced sample and with the missing data assumed to be not eligible.  Students had to have a 

score in consecutive years for the same subject to be included in that part of the analysis.  When 

a student took the test for the same grade two years in a row are excluded as are the times when a 

student skipped a grade.   

 
NYS assessed 4

th
 and 8

th
 grade students in ELA and math during the time period analyzed 1999 

to 2004, while NYC assessed students in 3
rd

, 5
th
, 6

th
, and 7

th
 grade during that time span.  The 

first year of newly designed tests for NCLB purposes was 2005-2006, just outside of the date 

range included.  Both NYS and NYC used the same TerraNova test series from CTB/McGraw 

Hill with scores reported on a vertical scale.  Boyd et al. (2006) note that the format and 

dimensions of the exams differ in some ways and there were changes to the item pools over time.  

This and other difficulties and differences during the time period studied, 1999 to 2004 create 

potential issues for comparability.
 
 Boyd et al. (2006) states that these differences led them to 

standardize the scores by grade and year.   Normally there is a trade-off in standardizing by grade 

and year though as that process makes the scale non-interval across grades, unless variance is 

constant across grades (Rothstein, 2008).   However, the comparisons in a covariate adjustment 

model is only made from a student’s prior grade to current grade and in combination with 

separate grade and year fixed effects the determination of teacher estimates should only be 

within grade which mitigates the impact of differences in variances across grades.  Additionally, 

standardizing scores should also help with scaling issues due to the changes in test scoring.    

 

The main results for Boyd et al. (2006) compare TFA teachers to traditionally certified teachers 

(i.e. teachers referred to as “college recommended” in Boyd et al. 2006) controlling for teacher 

experience and shows that the impact of   Effects by years of experience are also presented for 

Grades 4-8 with the only significant finding for the former is a negative effect on 1
st
 year TFA 

teachers compared to college recommended teachers in Reading.  The authors also present the 

data by subject taught broken down by grades 4-5 and 6-8.  The only positive significant 

difference between TFA and college recommended is for grades 6-8 math where first year TFA 
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teachers improve scores by .07 standard deviations compared to first year college recommended 

teachers.  There are three instances where TFA teachers perform significantly worse than college 

recommended teachers; first year reading teachers grades 6-8, and first and second year reading 

teachers grades 4-5; all three are in comparison to first year college recommended teachers.  The 

sample sizes for 3 years of experience for TFA is quite small and thus the authors warn to 

interpret with caution.   

 

Alternative specifications show qualitatively similar results, including those with less than or 

equal to 3 years experience, using student fixed effects, school/year/grade fixed effects, and 

using two stage least squares. The authors also estimated models that attempt to control for 

difference in the timing of tests between grades and years with results very similar to those 

presented.  The authors examined pathways by cohort to see if changes to the selection criteria, 

training, etc that programs like Teaching Fellows and TFA have adopted make a difference; 

unfortunately small samples make it difficult to interpret the results although it does not appear 

to make a difference.  Specifications were also used that take into account mobility of teachers 

by limiting those included to teachers teaching from October to the exam date in the same 

school.  Again the results were similar to the main results.  Data for students who move mid-year 

is more difficult to analyze, although removing students who were not in the same school the 

year before is one way of getting an estimate of the effect of mobility.  This reduced sample sizes 

dramatically making it infeasible to estimate a separate effect for TFA in middle school but the 

results for elementary are similar to the main results.  The authors did not find any differences in 

the return to experience across different teacher pathways.  Finally the authors explored 

differences in effectiveness by class characteristics to see if certain teachers were more effective 

with certain students.  By interacting student characteristics with pathway it was possible to 

explore this dynamic; results were similar to the main results.    

 

Finally the authors run a simulation to examine how teachers’ effects differ once attrition is 

taken into account.  The simulation supposes that a school hires only teachers from a given 

pathway (e.g., TFA, traditionally certified) and then replaces those leaving with teachers from 

that same pathway.  This means that after 3 years, for example, the effectiveness of TFA teachers 

is essentially a mix of 1
st
, 2

nd
 and 3

rd
 year TFA teachers.

16
  The results below show the average 

effectiveness of a group of teachers in a given pathway at different points in time relative to a 

first year college recommended teacher.   

 

Table 10: Simulation of Value Added for College Recommended (CR) and TFA Teachers by 

Year, Grade and Subject 

 

  4th and 5th Grade 6-8th Grade 

  Reading Math Reading Math 
Simulation 
Year CR TFA CR TFA CR TFA CR TFA 

1 0 −0.055 0 −0.034 0 −0.03 0 0.046 

2 0.03 −0.019 0.041 0.035 0.027 0.027 0.042 0.056 

                                                             

16 Note that since the number of TFA and fellows with more than 3 years experience is small the authors assume 

that after 3 years student achievement gains remain equal and constant across pathways and retention differences 

remain constant and reduce overall quit rate for 4 years and higher 
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3 0.044 −0.035 0.065 0.052 0.022 0.021 0.032 0.085 

4 0.054 −0.026 0.071 0.046 0.017 0.018 0.044 0.081 

5 0.059 −0.027 0.073 0.048 0.025 0.022 0.047 0.082 

 

For example, looking at Reading 4
th
 and 5

th
 grade TFA teachers in their first year have an 

average effect of -.055 and in their second year it is -.015.  Thus the top panel which shows the 

year of the simulation shows that in the first year all of the teachers are first year teachers so the 

effect would be -.055 but the second year when many of the teachers are 2
nd

 year teachers and a 

few new 1
st
 year teachers have replace those that left the average effect is -.019 which is a bit 

higher than the -.015 estimate for 2
nd

 year teachers reflecting the lower effect of those newly 

hired 1
st
 year TFA teachers whose average effect is -.055.  Thus, after five years the average 

effect of 4
th

 and 5
th

 grade TFA reading and math teachers is -.027 and .048 respectively while for 

6-8
th

 grade reading and math it is .022 and .082 respectively.  Some of these are lower and some 

are higher compared to the college recommended results of the same simulation.  For example, 

for 4
th
 grade reading college recommended result in .059 standard deviations while TFA results 

in -.027 standard deviations, while for 6
th
-8

th
 grade math TFA results in .082 standard deviations 

while college recommended lead to a .047 standard deviation effect compared to a first year 

college recommended teacher.  

 

Looking now at the impact of the results on the test used in the study the results show that the 

practical impact on the test is very small.  Remember that the main results did not show a 

positive significant effect for math or reading, while the latter actually was negative and 

significant.  Looking then at the one isolated case where TFA teachers led to statistically 

significant higher student scores, 6-8
th
 grade Math scores for 1

st
 Year TFA teachers compared to 

first year College Recommended teachers, one can analyze the impact of TFA teachers.  The 

average grade 4 Math score was 648 with a standard deviation of 36.7. The .07 standard 

deviation difference in scores would be equivalent to about 2.6 scale points on the exam since 

the standard deviation is 36.7.  Grade 4 is used to reflect the closest starting point for the gap in 

math for 6
th

 to 8
th
 grade students.   

 

There are four levels to describe student achievement on the NYS/NYC tests.  Level I shows 

minimal achievement of the standards; demonstrates no evidence of proficiency in one or more 

of the standards.  Level II shows partial achievement of the standards; some knowledge and skill 

for each standard or full proficiency on some but not all of the standards.  Level III shows full 

mastery of all standards shows knowledge and skill for all standards.  Level IV shows superior 

performance; superior knowledge and skill for all standards for the grade level.  The standards to 

which these apply to can be found on the New York State Department of Education website 

although they are too complex to reproduce here.  The ranges for scale scores for each 

proficiency level for Math scores are shown below.   

 

Table 11: Range in Scale Scores for NYS/NYC Math Test by Proficiency Level 
 

Proficiency 
Level 

Grade 3 Grade 4 Grade 5 Grade 6 Grade 7 Grade 8 

1 385-571 448-601 430-628 477-641 487-661 517-680 

2 572-606 602-636 629-663 642-681 662-694 681-715 
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3 607-637 637-677 664-691 682-709 695-727 716-759 

4 638-740 678-810 692-797 710-820 728-850 760-882 
(New York State Department of Education, 2009; New York City Department of Education, 2009). 

 

 Looking at the scale score ranges for Grade 4 it is immediately clear that the impact of a TFA 

teacher is very small.  To move a student from the middle of level 1 to level 2 or middle of level 

2 to level 3 would require increases of 77 points and 18 points respectively, which would be 

equivalent to about 30 years and 7 years of TFA intervention, respectively, given an annual 

change of about 2.6 scale points as calculated above.  Thus, the data here shows that the 

achievement gap in reading would likely increase, while there would not be a change in the math 

achievement gap.   

 

Kane et al. (2008) 

Kane et al. (2008) utilizes NYC and NYS English/Language Arts and math test scores for 4
th
 

through 8
th

 graders in New York City from 1999 to 2005 to determine the impact of TFA 

teachers.  Kane et al. (2008)’s work is very similar to the analysis performed by Boyd et al. 

(2006) with the major differences including an additional year of data, an examination of how 

Teaching fellows are selected, and estimation of the signal variance (i.e. the within group 

variance) of different groups of teachers.  Kane et al. (2008) has 1,544 TFA teachers included in 

the analysis.   

 

Kane et al. (2008)’s base model includes student characteristics, class characteristics, and school 

characteristics.  Also included are fixed effects for grade and year.  The student characteristics 

are cubic polynomial of prior-year math and reading scores, gender, ethnicity, receipt of 

free/reduced price lunch, special education and ELL services, and prior-year absences and 

suspensions) with each of these interacted with grade level.   The class-level and school level 

variables include the class and school levels of the characteristics above and class size and 

average class size respectively and each was also interacted with grade level.    

 

The authors again had to match students to their teachers with 95% of elementary and 82% of 

middle school students being matched to their math and reading teachers.  The lower rate of 

middle school matches is because about 20% of middle schools do not enter information on 

teacher codes in the database.  The authors tested for differences between the schools that 

reported the data and those that did not, finding no statistically significant differences between 

the groups of schools.  The authors then cleaned the data to remove classrooms that had fewer 

than 7 or more than 45 students which is about the 1
st
 and 99

th
 percentile of classes, classrooms 

where the teacher was not there for the full year, classrooms with teachers listed as working in 

more than one school during the year, classes where 75% or less of the students were matched, 

and classrooms with more than 25% special education.  This removed over 95% of special 

education children from the database.  Also, students without a prior year test score for a given 

year are dropped given the need for these to conduct the analysis.  These deletions resulted in 

25% of the sample being dropped.  The authors note that most of these are due to students not 

being matched to a teacher, always missing observable characteristics, or attending special 

education classes.  25% of teachers matched with students were also removed primarily because 

of teaching all special education classes (19%) or not remaining in the school for the full year 

(5%).  Given that most of the missing data has to do with students missing information (i.e. 



31 

 

characteristics) or not being able to be matched to a teacher means that missing data may not be 

missing at random.  As far as teachers who did not spend the full year in one school they are 

excluded in Kane et al. (2008).   

 

The results from Kane et al. (2008) show that TFA teachers have a .018 standard deviation 

impact on math scores and no statistically significant effect on reading scores (-.003 standard 

deviations).  Comparisons are made to regularly certified teachers and results are adjusted for 

years of teaching experience.   

 

Under a number of different specifications the results do not vary.  Specifications including 

student fixed effects (.024 standard deviations in math and -.009 standard deviations in reading) 

or gains in test scores i.e. difference in pre and post scores (.020 and -.002) did not affect the 

results.  The results for just student level controls (.012 math and -.018 reading), adding 

classroom and school level variables to student level controls—the results mentioned above 

(.018 math and -.003 reading), adding school fixed effects to student, school, and classroom level 

controls (.031 math and -.000 reading), or adding fixed effects for school by grade and by year in 

addition to the student and class level controls (.023 math and .005 reading) do not alter the 

results  qualitatively.  Additional specifications focusing on just elementary students (.015 math 

and -.012 reading), middle school (.027 math and -.001 reading), schools with above median test 

scores (.038 math and .002 reading), and schools below the median test scores (.016 math and 

.001) reading do not change the results substantially either.  Results are also presented showing 

the impact of TFA teachers with differing levels of experience of 2, 3, 4 and 5 plus years for 

math and reading.  The range of effects for math was -.001 to -.135 while for reading it was .012 

to .037.  The authors also analyze the impact of turnover on effectiveness and determine that the 

loss from the higher rates of attrition of TFA teachers is only about .02 standard deviations 

which is roughly the gain the additional gain they generate.  In general they find that initial 

certification status does not have much predictive power.     

 

The tests used are the same as described in the section on Boyd et al. (2006).  Looking at the 

same example again, the average grade 4 Math score was 648 with a standard deviation of 36.7.  

This means that the .018 standard deviation gain is equivalent to about .66 scale points on the 

NYC exams. Moving a student from the middle of level 1 to level 2 or middle of level 2 to level 

3 would require increases of 77 points and 18 points respectively, which would take 117 and 27 

years respectively.  As was the case with the other studies presented there was not a positive 

significant finding related to reading scores thus the gap is assumed to stay at the same level as 

existed without intervention.   

 

Raymond, Fletcher, Luque (2001)  

Raymond, et al (2001) examine 4
th

 through 8
th
 grade student level data from Houston, TX from 

1996 to 2000 to determine the impact of having a TFA teacher on student achievement.  The test 

used is the Texas Assessment of Academic Skills (TAAS), a criterion referenced test used across 

the state of Texas from 1994 to 2002. The authors sought to answer two questions.  First, they 

considered the average performance of TFA teachers compared to non-TFA teachers.  Second, 

they compared the best and worst TFA teachers to the best and worst non-TFA teachers to see 

how variation differed by teacher type.   
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Raymond et al. (2001)’s basic model presents achievement (current test score) as a function of a 

number of school, class, teacher, and child variables.  School characteristics are percentage of 

students in a school that are African American, Latino, and percent receiving free/reduced lunch,  

while class characteristics include percent receiving free/reduced lunch, percent scoring below 

state mean on prior year TAAS.  Teacher characteristics include years of teaching experience 

while student characteristics were race, free/reduced lunch eligibility, and previous year TAAS 

score. Class variables were used for 4-5
th
 graders when the authors were able to match at least 5 

students with a teacher.  For grades 6-8 in math the data was used as a teacher level rather than 

class level variable since it was not possible to identify the class that students belonged to only 

the teacher they belonged to.  The class variables were not used for grade 6-8 reading given the 

small percent of students who could be matched with a unique teacher.  

 

Unlike the other studies, Raymond et al. (2001) do not utilize school fixed effects, which would 

have potentially mitigated the threat to bias from non-random assignment; instead they rely on 

school level covariates.  This makes it difficult to control for across school differences not 

contained in the school level covariates, teacher level covariates, and most importantly student 

level covariates used.  Kane et al. (2008) presents results for specifications with school level 

covariates (.018 standard deviations) and with school fixed effects (.031 standard deviations) and 

while results are similar it is difficult to know if this is always the case..  The results for reading 

are much closer -.003 compared to -.000 for school level covariates and school fixed effects in 

Kane et al. (2008)’s results.   

 

Information on missing data is not provided i.e. the percent of students matched to teacher data.  

Data may also be missing due to missing test scores, covariate information or other reasons.  

Most of the studies examined here had significant losses of data due to these problems.  Grades 

6
th

 through 8
th

 presented a unique analytical problem since most students have more than one 

teacher for reading.  Only 12% of students had one reading teacher for the year.  The authors 

used an intensity variable to approximate the impact of TFA.  For example, if a child had three 

teachers and one was TFA the variable would be 33% indicating that the child was exposed to a 

TFA teacher about one-third of the year.  Data for 6
th
 through 8

th
 grade are presented for both the 

model using the intensity variable and a model using only the students with one teacher for the 

year.  For math the problem was less severe 80% had only one teacher during the year; therefore, 

those with only one teacher were included in the analysis while the other 20% was not.  The 

number of teachers a student has in a given year is determined in part by the curriculum and 

potentially biasing factors such as students changing schools or classes, teacher job-sharing, new 

teacher leaving during the year, etc.   

 
Raymond et al. (2001) standardize the test data by year and grade to a mean of 0 and a standard 

deviation of 1.  This is done to make the test comparable across years since there is variation in 

the average score by grade and year.  The authors also note that by standardizing the scores it is 

possible to compare gains across the achievement distribution unlike with percentiles where an 

equal gain at different parts of the scale is not equivalent.  

 

In addition to the lack of school fixed effects, there are a number of additional methodological 

concerns with the study conducted by Raymond et al. (2001).  The study was not subjected to 

peer-review.  Other researchers such as Darling-Hammond et al. (2005) have not been allowed 
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access to the data used in the Raymond et al. (2001) analysis being told it is “proprietary”.  

Darling-Hammond responded to the initial Raymond et al. (2001) study in Darling-Hammond 

(2002).  She notes that the Raymond et al. research design compared TFA teachers to an 

extremely unqualified group of teachers rather than comparing them to certified teachers since 

the data was available for the analysis.  Darling-Hammond (2002) states that about 50% of 

Houston’s new teacher hires were uncertified and many, perhaps as many as 35%, did not even 

have Bachelor’s degrees.  This suggests that the findings would be inflated for TFA teachers 

given the reference group used.  The study also contains a small sample of TFA teachers, 117 are 

included in the analysis with between 19 and 36 each year.  This is much smaller than the near 

800 and 1,500 shown in the studies for NYC.  The sample sizes for this study and the Darling-

Hammond et al. (2005) study are the smallest of the group of studies analyzed, which given the 

number of subject and grade level breakdowns leaves a very small sample size for certain 

groups.  Additionally, there are legitimate concerns over score inflation in the TAAS test and the 

implication it has for teacher effect estimates. (See Appendix B).  The small sample size 

exacerbates the threat from score inflation in the estimate of teacher effects.  Since there are very 

few TFA teachers if some of them were in schools or classrooms susceptible to test score 

inflation the estimates of their effect may be biased.   

 

Raymond et al. (2001) compared TFA teachers both to other new non-TFA teachers and to all 

other non-TFA teachers.  The authors control for teacher’s experience given its importance in 

explaining student achievement.  The main results as a percent of standard deviation are shown 

below.   

 

Table 12: Effect Size for TFA Teachers for Elementary and Middle School Reading and Math 

Students 
 

  Elementary School Middle School 

  

Reading Math 

Reading 

Math 

  

One 
Teacher 

All 
Teachers 

TFA vs other 
new teachers 

0.058  0.12*   0.139*  0.017 0.044 

TFA vs all 
other 
teachers 

0.007 0.029  0.11*  0.036  0.109*  

*p<.05           

 

The comparison of most interest would be TFA compared to all other teachers since the viable 

way of improving the achievement gap would be to replace any teacher regardless of status with 

a TFA teacher.  Since the authors do not make clear whether scale scores were used or the Texas 

Learning Instrument (TLI) was used, as is the case in Darling-Hammond et al. (2005), it is not 

possible to analyze the direct impact on the TAAS.  Although the size of the effects all fall 

within the range of those already analyzed in other studies.    

 

Darling-Hammond et al. (2005) 
Darling-Hammond et al. (2005) examine the effectiveness of TFA teachers compared to teachers 

traditionally certified teachers.  The authors examined student achievement data for 3
rd

 through 
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5
th

 grade from Houston, Texas schools from 1996-1997 to 2001-2002.  The overall number of 

TFA teachers in this analysis ranged from 23 to 42 per year with a total of about 190 over the 

entire dataset.  The student tests used include the TAAS, Aprenda and SAT 9.    The TAAS is a 

criterion referenced test used across the state of Texas from 1994 to 2002, while the SAT 9 and 

Aprenda (Spanish version of SAT 9) are a norm-referenced tests that was given to students 

beginning in 1998-1999 and thus is only given during part of the study.   Given the concerns 

over the accuracy of the TAAS test the researchers used the SAT9 and Aprenda test results in 

addition to TAAS.   

 

Darling-Hammond et al. (2005)’s study replicates and adds to the Raymond, et al. (2001) study 

by adding additional controls, examining more achievement outcomes, examining an additional 

year of data, and examining teacher certification pathways more generally.  Unlike Raymond et 

al. (2001) the authors do not estimate teacher effect estimates for middle school students given 

the problems with matching students to a single teacher.  The additional covariates added by 

Darling-Hammond et al. (2005) not used in Raymond et al. (2001) are English proficiency status, 

teacher degree level, and a proxy for class size.  Raymond et al. (2001) did not examine whether 

or not TFA teachers were differentially effective when compared to non-TFA teachers who 

underwent traditional training and certification pathways.  It is important to understand this in 

order to be able to generalize the results of the study the authors suggest.  TFA teachers in 

Houston are compared to an extremely under-qualified group of teachers.  Darling Hammond et 

al. (2005) notes that Houston’s teachers are traditionally under qualified and fewer certified than 

most cities.  For example in 1999-2000 about 50% of the new teachers and one third of all 

teachers were uncertified while many of new teachers did not have a Bachelor’s degree.  

Nationally at this time about 5% of teachers were new while in the HISD the percentage ranged 

from 15 to 23 during this time.  The authors suggest that Raymond’s et al. (2001)’s results thus 

may have overstated the impact of TFA since TFA teachers were compared to a very under-

qualified teacher population in Houston rather than certified teachers.  

 

The basic model used is a linear model of achievement where the dependent variable is 

achievement (current test score) as a function of a number of student, teacher, class, and school 

characteristics analyzed with OLS.  At the student level: student prior achievement, English 

proficiency status, race/ethnicity, free lunch eligibility; at the teacher level: teacher degree levels 

and teachers years of experience; at the class level: class’s average prior year score, a proxy for 

class size; and at the school level the percent race/ethnicity and percent free lunch eligible 

students.    

 

About 95% of students were linked to their teachers (223,086 records for grades 4 and 5 with 

212,724 links made), which suggests that missing data was less of a problem for this study 

compared to other TFA studies.   For analysis of the TAAS, Darling-Hammond et al. (2005) uses 

the Texas Learning Index (TLI) a continuous score allowing for cross-year and grade 

comparisons.  The TLI is a score that describes how far above or below a student’s score is from 

the passing standard. That is if the scores from one year to the next is the same, for example in 

4
th

 grade 4-76 and 5
th
 grade 5-76 then the student has learned one year’s typical progress and his 

or her performance is about the same in respect to all other 4
th
 and 5

th
 graders in the given year.  

The minimum expectations or passing scores is a TLI of 70 which is approximately 70% of the 

items correct.  The SAT 9 is considered a more rigorous test focused on higher level thinking 
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than the TAAS and it is not a high stakes test like the TAAS.  The authors note that the models 

predicted more of the variance for the SAT 9 than the TAAS.  The data for SAT 9 and Aprenda 

were NCE since scale scores were not provided by the district.   

 

As is the case with Raymond et al. (2001) there are a number of methodological concerns with 

this study.  Abigail Smith then the VP of Research and Public Policy for TFA issued a rebuttal to 

the study (Smith, 2008), which highlights most of these.  Much of the dispute was over the 

apparently small sample sizes for many of the categories especially the Aprenda exams. Sample 

sizes for each analysis were not provided in the paper.  Although data on sample sizes was not 

provided with the study Smith (2008) through the study and internal data found that in many 

instances such as the Aprenda, results were based on sample sizes of just 2-3 teachers.  Smith 

argues that without the Aprenda results the overall results show that TFA teachers are at least as 

effective as non-TFA teachers.   

 

Smith (2008) also claims that the effect of teacher experience is misinterpreted as the effect of 

certification given the high proportion of first year TFA teachers who are uncertified and the 

high proportion of second year TFA teachers that are certified combined with the gains typically 

seen in teacher’s effects on student outcomes during the first couple of years teaching.  Since the 

study essentially found that certified TFA teachers, usually 2
nd

 year or later, do well compared to 

certified teachers those TFA teachers who are uncertified, mostly 1
st
 year teachers, do not do as 

well.  

 

The study also does not utilize school fixed effects to eliminate any bias due to unobserved or 

observed characteristics not included that may affect student achievement or teacher 

effectiveness.  Thus, teachers are compared to teachers across the system rather than within the 

same school.  Additionally, there are concerns over the TAAS test described in Appendix B.  

Although, Darling-Hammond et al. (2005) acknowledges the problems with TAAS and for that 

explicit reason uses additional tests, the SAT 9 and Aprenda, although these tests were only 

administered for part of the study.  The overall results are similar to those of Raymond et al. 

(2001) in respect to TAAS; the effect on TAAS math is positive and significant, .066 standard 

deviations and the effect on reading is not significant, -.003 standard deviations.  Results for the 

SAT 9 and Aprenda diverge from other reported results.    The SAT 9 Math effect size is 

significant and -.046 while the Reading effect size is not significant and a bit smaller, -.03.  For 

Aprenda the results are much more negative with significant effect sizes of -.174 and -.156 for 

math and reading respectively.  

 

The authors then present the results for TFA and non-TFA teachers by certification status.  

Results are in reference to standard certified non-TFA teachers.  The results are shown below: 

 

Table 13: Coefficient and Effect Size by TFA Status and Teacher’s Certification Status 

 

    
TLI Math 

TLI 
Reading 

SAT Math 
SAT 

Reading 
Aprenda 

Math 
Aprenda 
Reading 

TFA Teacher Uncertified 
or nonstandard certified 

Unstandardized 
Coefficient 

-0.288 -1.22*** -1.89*** -1.09** -4.06** -5.09*** 

Effect Size -0.028 -0.099 -0.099 -0.055 -0.246 -0.301 
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TFA Teacher Standard 
Certified 

Unstandardized 
Coefficient 

1.18*** 0.437 -0.008 -0.458 -2.55~ 0.839 

Effect Size 0.113 0.035 -0.0004 -0.023 -0.154 0.051 

Non-TFA Teacher 
Uncertified 

Unstandardized 
Coefficient 

-0.488*** -0.550*** -0.341** -0.519*** -1.33*** -0.014 

Effect Size -0.047 -0.045 -0.018 -0.026 -0.080 -0.001 

Non-TFA Teacher Non 
Standard Certified 

Unstandardized 
Coefficient 

-0.284 -0.605** -1.54*** -0.051 -2.45*** -1.26~ 

Effect Size -0.027 -0.049 -0.081 -0.003 -0.148 -0.076 

 

TFA uncertified or nonstandard certified  produced negative significant effects on student test 

scores on five of the six tests, while TFA standard certified teachers produced one positive 

significant effect, one negative significant effect, and four insignificant effects on test scores.  

Comparisons are to standard certified teachers controlling for teacher experience.  An alternative 

specification utilizing HLM was estimated producing similar results.   

 

Given the high rate of turnover and current composition of TFA teachers (i.e. most do not have 

standard certification) it is logical to consider the overall effect estimate for TFA teachers, which 

is .066 standard deviations in math and -.003 standard deviations in reading.  Note, however, that 

the estimates for TFA standard certified teachers of .113 and .035 also fall in the range of 

estimates presented in this paper.  Looking at the implications for the achievement gap the only 

significant TFA effect was a .066 standard deviation effect for math.  The effect on the TAAS 

would be very minimal.  As explained the score range is approximately 100, varying slightly by 

subject and year, but the .066 standard deviation effect implies a change due to TFA of about .69 

points (.066 multiplied by a standard deviation of 10.45).  The breakdown of scores by 

percentiles is shown below.  

 

Table 14: TAAS Scores by Grade and Percentile for Math 2001-2002 

 
  Scores at Differing Percentiles for Math TAAS 2001-2002 

 Grade 3 to 4 4 to 5 5 to 6 6 to 7 7 to 8 

Minimum 3-1 4-9 5-10 6-14 7-13 

P10 3-66 4-73 5-75 6-74 7-72 

P25 3-77 4-80 5-82 6-81 7-80 

Mean 3-81 4-83 5-85 6-84 7-84 

P50 3-84 4-85 5-87 6-87 7-86 

P75 3-89 4-88 5-90 6-90 7-90 

P90 3-91 4-89 5-92 6-91 7-92 

Maximum 3-93 4-91 5-93 6-92 7-93 

   (Texas Education Agency, 2009).  

 

The results above show that most students passed the test at each grade a result that is not 

surprising given the discussion in Appendix B on score inflation on the TAAS.  Nonetheless, 

looking at the impact of TFA on these results show for example that a student at the 10
th

 

percentile in fourth grade, 4-73, would need to improve by 12 points to reach the 50
th
 percentile 

score of 4-85.  At a rate of .69 points per year this would require 17 years.  The same gap would 

take about 10 years to close with an effect of .113, the estimate for TFA standard certified.  For 

reading the effect was negative and non-significant, while for the SAT 9 reading and math and 
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Aprenda the effects were negative and significant indicating that the gap would actually widen 

for these tests and subjects.   

 

Measuring Program Effectiveness with the NAEP Benchmark  
 

The results from these TFA studies should not come as much of a surprise.  Going all the way 

back to Coleman et al. (1966) the estimates of teacher effects on student achievement have been 

quite small especially compared to other influences such as SES.  The majority of research 

follows this pattern showing quite small effects by any definition.  For example, while there is 

evidence of teacher experience levels leading to improvement in student outcomes these results 

are usually confined to the first couple of years after which there is not a substantial return to 

additional years of experience in terms of impacts on student achievement.  Clotfelter, et al. 

(2007) found that 1-2 years of experience equaled about .06 standard deviations while the peak 

of 21-27 years of experience led to .09 standard deviations in math with similar results for 

reading.  Hanushek, et al. (2004) shows similar findings of a pattern of increasing value of  

experience in the first few years of teaching.  Rockoff (2004) found slightly different patterns for 

different subjects, but overall the results showed that results ranged from 0.0 to .20 at ten years.   

 

Additionally, insignificant or negative findings related to teacher education levels are the norm 

across the literature (Hanushek et al. 2004; Hanushek & Rivkin, 2003; Rivkin et al. 2005; 

Clotfelter, et al. 2007).   Even licensure fails to lead to large differences in student outcomes 

(Cavalluzzo, 2004; Goldhaber & Anthony, 2004; Clotfelter et al. 2007).  In North Carolina 

Clotfelter et al. (2007) found that a teaching license led to a .02 and .012 standard deviation 

higher test scores in math and reading respectively. Kane et al. (2008) finds that there is not 

much difference between different teacher groups such as certified, uncertified, alternatively 

certified, etc.  As far as the overall impact of teachers, the estimates are quite consistent.  Most 

findings show that a change in one standard deviation in teacher effectiveness (i.e. if all teachers 

are ranked by effectiveness and teacher effectiveness is normally distributed) leads to about a .10 

standard deviation change in student test scores (Rockoff, 2004; Rivkin, et al. 2005; Kane et al. 

2008).  Kane et al. (2008) found sizes of .10 and .13 for reading and math for elementary 

students with smaller effects of .06 and .08 for middle school students.   

 

The results of the six studies analyzed above are summarized in Table 15 below.  The size of the 

TFA effect in standard deviations is shown for math and reading when available.  For one-third 

of the studies there were statistically significant negative effects of TFA teachers implying that 

the achievement gap would expand with TFA teachers.  Generally, the results in the table below 

are grouped in order or their methodological rigor thus the random assignment study by 

Glazerman et al. (2006) is the most rigorous followed by Xu et al. (2008), Kane et al. (2008) and 

Boyd et al. (2006) in no particular order, followed by Raymond et al. (2001) and Darling-

Hammond et al. (2005) studies also in no particular order.    

 

Table 15: Summary of Effect Size Estimates for TFA Studies
17

 

                                                             

17 The above results are the main results from the indicated study.  As discussed earlier often times the analysis was 

broken down into specific grade and subject combinations.  All of the effects not listed in this table, but reported in 

the studies or elsewhere in this paper fall within the range of effects shown. Also the estimates from Glazerman et 

al. (2006) shown above are based on comparisons to all non-TFA teachers, not adjusted for experience.  Raymond et 
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Size of TFA Effect in 
Standard Deviations 

Study Reading Math 

Glazerman et al. (2006)  0.03 0.15* 

Xu et al. (2008) N/A 0.113* 

Kane et al. (2008) -0.003 0.018* 

Boyd et al. (2006) -0.044* 0.011 

Raymond et al. (2001) 4th-5th Grade 0.007 0.029 

Raymond et al. (2001) 6th-8th Grade N/A 0.109* 

Darling-Hammond et al. (2005) -0.003 0.066* 

   *significant 
 

While there is a small effect consistently shown on the math scores this result is quite small 

practically and in terms of closing the achievement gap as will be shown below.  The median 

gain was .109 and the average gain .091 standard deviations. The results were quite similar 

across studies despite covering different geographic regions, methodologies (e.g., experimental 

design and non-experimental design), teacher reference groups, subjects, age ranges, 

specifications (e.g., gain scores, covariate adjustment, and HLM), treatment of certification 

status, tests, etc.  Also, there is no evidence that the TFA program will close the achievement gap 

in reading; in fact, there is more evidence within these studies that the gap would widen.   
 

There are differences in reference groups for many of the estimates.   Darling-Hammond et al. 

(2005), Boyd et al. (2006), and Kane et al. (2008) compared TFA teachers to traditionally 

certified teachers.  Glazerman et al. (2006), Xu et al. (2008) and Raymond et al. (2001) 

compared TFA teachers to non-TFA teachers without accounting explicitly for certification.  

Although Xu et al. (2008) note that in alternative specifications they restrict comparisons to 

teachers who are traditionally and fully certified the TFA advantage they found still held. 

Glazerman et al. (2006) argue that the control teachers educational experience and background 

more appropriately matches that of TFA teachers than a control group comprised only of fully 

certified traditionally trained teachers.  The concern of some including Darling-Hammond et al. 

(2005) is that the control group of teachers are disproportionately untrained and uncertified 

teachers, which would lead one to expect inflated estimates of TFA effects.  If this is indeed true 

than the results from these studies can be viewed as the upper limit of the TFA effect.  This also 

fits with the estimate compared to the other studies; Glazerman et al. (2006) and Raymond et al. 

(2001) are among the highest estimates of the studies examined.   

 

The available evidence then points to a program whose impact is ranges from negligible to .15 

standard deviations a year in magnitude.  The next step is to analyze the results of the studies. It 

is easy to plug in the effect estimates from each study to see how they vary from the lowest 

                                                                                                                                                                                                    

al. (2001), Xu et al. (2008), Kane et al. (2008), Boyd et al. (2006), and Darling-Hammond et al. (2005) all control 

for teacher experience in their analyses.  The results from Xu et al. (2008) are for a specification including math 

only, while there was no estimate for English only resulting in a N/A.  The result for 6th-8th grade Reading for 

Raymond et al. (2001) was N/A given the use of the TFA intensity variable as described above.    
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significant estimate of .018 form Kane et al. (2008) to the highest estimate of .15 from 

Glazerman et al. (2006).  To simplify the methodology will only be shown for one study; the 

Glazerman et al. (2006) study in part since it represents the upper boundary of effect estimates 

and in many ways is the most rigorous study evaluated with its experimental design.  

 

As suggested at the outset of this paper the methodology developed with NAEP used as an 

empirical benchmark can (1) quickly and easily determine the practical impact of education 

reforms or programs (2) determine the relative size of the impact of a program or reform 

compared to the size of achievement gaps.  Since most of the results were analyzed in the 

previous section in the context of the tests they were derived from the results will not likely be 

very surprising.   

 

The first part of the analysis is the practical impact of the reform on a child.  The table below 

shows the distance between each achievement level expressed as effect sizes or achievement 

levels.  Therefore, in the case of a .15 standard deviation effect the effect on moving a child to a 

higher achievement level is quite small; about a tenth of the distance needed.   The practical 

impact for a child at any given achievement level is very little change from their current 

achievement level 

 

Table 16: Distance Between Achievement Levels in Standard Deviations for the 4
th
 Grade NAEP 

Math Test 

 

Change in Achievement Level 
Standard 

Deviations 

Below Basic --> Basic 2.2 

Basic --> Proficient 1.2 

Proficient --> Advanced 1.2 

  

The second part of the analysis is the relative size of the impact compared to achievement gaps.  

The table below provides a wealth of information about the likely impact of the program on the 

achievement gap.  Table 17 below is similar to Table 4 presented earlier aside from the use of 

NAEP 4
th
 grade Math data instead of Reading data.  The table shows the size of the gaps 

between achievement levels in effect sizes as well as the number of years required to close a 

particular gap given an effect size of .15 for the NAEP 4
th
 grade math test.   

 

Table 17: Size of Achievement Gap between Achievement Levels in Effect Size and Years to 

Close the Gap for 4
th

 Grade Math 
 

  Below Basic Basic Proficient Advanced 

  
Below 214 214 to 248 249 to 281 

282 and 
Above 

Total at each level 17.9% 43.2% 34.3% 5.6% 

Size of Gap in Standard Deviations    
  

Bring up to Basic 1.1 N/A N/A N/A 

Bring up to Proficient 2.3 0.6 N/A N/A 

Bring up to Advanced 3.5 1.8 0.6 N/A 

Years needed to close gap assuming .15 standard deviation decrease per year   
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Bring up to Basic 7 N/A N/A N/A 

Bring up to Proficient 16 4 N/A N/A 

Bring up to Advanced 23 12 4 N/A 

 

In terms of closing achievement gaps panel two shows that if TFA was applied it would take 

about 7 years to close the gap from Below Basic to Basic.  This entails closing about a 1.1 

standard deviation gap between Below Basic and Basic scores which at a rate of .15 standard 

deviations would be expected to take at least 7 years.  Currently, TFA is utilized in the poorest 

performing schools suggesting that students will predominantly be at this initial Below Basic 

level.  Depending on the policy maker’s goals (i.e. what level of achievement does one wish to 

bring student’s up to) the above data can be added to determine the length of time needed to 

move multiple achievement levels up the scale (See Appendix A for achievement level 

descriptions and item map for 4
th
 grade Math NAEP).   

 

For example say the policy maker wants to see all children at the proficient level on NAEP this 

implies moving the children who are below Basic not only up to Basic but then up to proficient 

as the table above shows this would take the TFA program approximately 16 years.
18

  For the 

median and average effect estimate above, .109 and .091 standard deviations respectively, the 

Below Basic to Basic gap would take 10 and 12 years to close respectively, while with the lower 

estimate of Kane et al. (2008) it would take 62 years.  Remember that even just bringing students 

up to the Basic level from below Basic only means that students are able to “show some 

evidence of understanding the mathematical concepts and procedures in the five NAEP content 

areas”.   The practical impact and the impact on achievement gaps then is clear.  In terms of 

practical impact the TFA effect barely shifts a student along the achievement distribution.  The 

effect on achievement gaps is also quite small depending on what gap is to be closed.   Or put 

another way, as Glazerman et al. (2006) state a year with a TFA teacher leads to the equivalent 

of an additional month of math instruction or 10% of a grade equivalent. 

 

The impact of the potential problems discussed in the opening sections (e.g., differences in 

variance across tests, differences in content across tests) is difficult to assess especially 

collectively.  However, there are a number of precautions used with this methodology.  First, the 

results of the analysis of the TFA effects on the actual tests used show similar results to those 

with the NAEP benchmark; they indicate a very minute practical impact and a slow closing of 

the achievement gap.   Second, the methodology determines the gap between achievement levels 

as the points needed to just meet the threshold of a higher achievement level, which provides a 

favorable view of effectiveness for reforms.  Third, many of the tests used in the studies have 

shown evidence of score inflation, yet results still translate into quite small gains on NAEP.  

With score inflation the gains on NAEP would likely be even smaller.  There is some evidence of 

this with the SAT 9 test results from Darling-Hammond (2005) as they are much smaller than the 

TAAS test results which are suspected of score inflation.   

 

Finally, the analysis of time needed to close the gap provides the most favorable interpretation 

for interventions or reforms since the evidence indicates that teacher effects decay significantly 

                                                             

18 For reference the gap in 4th grade mathematics for FRL eligible and non-eligible on this NAEP test is .76 

standard deviations or 22 points, FRL eligible students score on average at 227 while non eligible score at 249.  This 

.76 standard deviation gap would require a little over 5 years to close.    
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after the initial time period.  Until recently there was not much evidence showing how the effects 

of teachers decay or accumulate.  The most cited has been Sanders and Rivers (1996), which 

claims that a student taught by the least effective teachers for three consecutive years would 

score 52-54 percentile points below those students taught by the most effective teachers.  This 

report, however, remains unpublished and has not undergone peer-review.  Given the ad-hoc 

methods employed the methodology has been difficult to discern and evaluate (McCaffrey et al. 

2003).  Fortunately, the recent interest in VAM has spawned a growing literature studying the 

permanence of teacher effects.  The subject of decay is also still being considered empirically but 

research shows that teacher effects decay significantly after a year (McCaffrey, et al. 2004; 

Rothstein, 2008b; Andrabi et al. 2008; Jacob et al. 2008; Konstantopoulos, 2007).   The estimates 

range from 50-80%.  For example, Jacob et al (2008) conclude, “We find that the vast majority 

of the contemporary test score effect attributed to teacher value-added is transitory. This suggests 

that the teacher value-added literature overstates the effect of teachers on long-run learning and, 

therefore, the ability of policies that target teacher value-added to change ultimate student 

outcomes” (p.1).  In this paper estimates are provided for the number of years needed to close the 

gap with a given intervention.  While it seems likely that decay prevents such a simple additive 

analysis, the estimates provide both a best case scenario for the potential effects of the program 

as well as simple means of determining the approximate magnitude of the effect vis a vis the size 

of the achievement gap.   

 

The overall results of the TFA program currently do not provide much evidence that the program 

can provide meaningful changes to student achievement nor help close gaps in a short period of 

time.  For Reading there is no evidence to date that the program is able to improve student 

outcomes, while for math there is evidence of a small effect.  

 

As the results from the analyses of each study show the methodology developed within this 

paper based on NAEP provides a similar conclusion about the program in a fraction of the time. 

As emphasized the methodology developed within this paper can be used to (1) quickly and 

easily determine the practical impact of education reforms or programs and (2) determine the 

relative size of the impact of a program or reform compared to the size of achievement gaps for 

any number of different reforms, interventions or programs.  Given these properties the empirical 

benchmark based on NAEP used in this paper shows promise of being a valuable tool for 

researchers and policymakers alike when interpreting the effects of education programs.   
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Appendix A: Achievement Level Descriptions 

 
4th Grade NAEP Reading Achievement Level Descriptions 

Basic (208) – Fourth-grade students performing at the Basic level should demonstrate an understanding of the overall meaning 
of what they read. When reading texts appropriate for fourth graders, they should be able to make relatively obvious connections 
between the text and their own experiences and extend the ideas in the text by making simple inferences.  For example, when 
reading literary text, they should be able to tell what the story is generally about—providing details to support their 
understanding—and be able to connect aspects of the stories to their own experiences.  When reading informational text, Basic-
level fourth graders should be able to tell what the selection is generally about or identify the purpose for reading it; provide 
details to support their understanding; and connect ideas from the text to their background knowledge and experiences. 

Proficient (238) – Fourth-grade students performing at the Proficient level should be able to demonstrate an overall 
understanding of the text, providing inferential as well as literal information. When reading text appropriate to fourth grade, they 
should be able to extend the ideas in the text by making inferences, drawing conclusions, and making connections to their own 
experiences. The connection between the text and what the student infers should be clear.  For example, when reading literary 
text, Proficient-level fourth graders should be able to summarize the story, draw conclusions about the characters or plot, and 
recognize relationships such as cause and effect. When reading informational text, Proficient-level students should be able to 
summarize the information and identify the author’s intent or purpose. They should be able to draw reasonable conclusions from 
the text, recognize relationships such as cause and effect or similarities and differences, and identify the meaning of the 
selection’s key concepts. 
Advanced (268) – Fourth-grade students performing at the Advanced level should be able to generalize about topics in the 
reading selection and demonstrate an awareness of how authors compose and use literary devices. When reading text 
appropriate to fourth grade, they should be able to judge texts critically and, in general, give thorough answers that indicate 
careful thought. For example, when reading literary text, Advanced-level students should be able to make generalizations about 
the point of the story and extend its meaning by integrating personal experiences and other readings with the ideas suggested by 
the text.  They should be able to identify literary devices such as figurative language.  When reading informational text, 
Advanced-level fourth graders should be able to explain the author’s intent by using supporting material from the text. They 
should be able to make critical judgments of the form and content of the text and explain their judgments clearly. 
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4th Grade NAEP Math Achievement Level Descriptions 

Basic (214) – Fourth-grade students performing at the Basic level should show some evidence of understanding the 
mathematical concepts and procedures in the five NAEP content areas.  Fourth-graders performing at the Basic level should be 
able to estimate and use basic facts to perform simple computations with whole numbers, show some understanding of fractions 
and decimals, and solve some simple real-world problems in all NAEP content areas. Students at this level should be able to 
use—though not always accurately—four-function calculators, rulers, and geometric shapes. Their written responses will often 
be minimal and presented without supporting information. 
Proficient (249) – Fourth-grade students performing at the Proficient level should consistently apply integrated procedural 
knowledge and conceptual understanding to problem solving in the five NAEP content areas.  Fourth-graders performing at the 
Proficient level should be able to use whole numbers to estimate, compute, and determine whether results are reasonable. They 
should have a conceptual understanding of fractions and decimals; be able to solve real-world problems in all NAEP content 
areas; and use four-function calculators, rulers, and geometric shapes appropriately. Students performing at the Proficient level 
should employ problem-solving strategies such as identifying and using appropriate information. Their written solutions should be 
organized and presented both with supporting information and explanations of how they were achieved. 

Advanced (282) – Fourth-grade students performing at the Advanced level should apply integrated procedural knowledge and 

conceptual understanding to complex and nonroutine real-world problem solving in the five NAEP content areas.  Fourth-graders 
performing at the Advanced level should be able to solve complex and nonroutine real-world problems in all NAEP content 
areas. They should display mastery in the use of four-function calculators, rulers, and geometric shapes. The students are 
expected to draw logical conclusions and justify answers and solution processes by explaining why, as well as how, they were 
achieved. They should go beyond the obvious in their interpretations and be able to communicate their thoughts clearly and 
concisely. 

 

 

 

 
All items in Appendix A from Lee et al. (2007).  
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Appendix B: Challenges of Using Achievement Tests as Outcomes 
 

There are multiple difficulties related to using achievement tests to measure the effectiveness of 

a program.   

 

Test inflation 

Test inflation refers to gains in test scores that are larger than the actual gains in learning they 

represent (Koretz, 2008).  There is growing evidence of test scores inflating under high stakes 

situations (Koretz & Barron, 1998; Klein et al. 2000; Jacob, et al. 2002).  As Klein et al., (2000) 

state examples of activities leading to test inflation include: 

 

students being coached to develop skills that are unique to the specific types of 

questions that are asked on the statewide exam (i.e., as distinct from what is generally 

meant by reading, math, or the other subjects tested); (2) narrowing the curriculum to 

improve scores on the state exam at the expense of other important skills and subjects 

that are not tested; (3) an increase in the prevalence of activities that substantially 

reduce the validity of the scores; and (4) results being biased by various features of 

the testing program (e.g., if a significant percentage of students top out or bottom out 

on the test, it may produce results that suggest that the gap among racial and ethnic 

groups is closing when no such change is occurring). 

 

More troubling though is the potential for a shift in focus of learning so that student’s learning is 

geared towards a single achievement test that may not be sufficiently aligned with the 

competencies desired.   There have been documented cases of score inflation whereby scores on 

state tests used to document gains made towards the NCLB Act do not translate into similar 

gains on national tests such as NAEP.  The most troublesome results have occurred in Texas.   

 

Following what appeared to be dramatic increases in state test scores and shrinking achievement 

gaps the progress made in Texas in the 1990’s was deemed the “Texas Miracle”.  Many though 

believe that these gains are inflated or biased due to the rewards and sanctions attached to the 

testing program.  Teaching to the test occurs more frequently in low-income classrooms 

compared to more affluent classrooms and that test preparation is detrimental to other curriculum 

components (Carnoy, et al. 2000, McNeil and Valenzuela 2000 and Hoffman et al. 2001). 

Hoffman, et al. (2001) finds that teachers in the low-performing schools indicate that they spend 

more time on test preparation than teachers from higher-performing schools.  Haney (2000) 

examines the TAAS test as well showing that other gimmicks such as selective retention in later 

grades and increases in special education exemptions helped inflate scores. Other concerns 

include inappropriate test preparation and some cases of outright cheating (Johnston, 1999).  

Most will agree that gains on the TAAS are attributable to the accountability system put into 

place, but the question becomes what if anything did students actually learn or is the progress 

made the equivalent of an accounting gimmick.  Klein et al. (2000) found that the gap between 

whites and students of color in Texas according to NAEP is large and increasing slightly, while 

the results on the TAAS show that the gap is much smaller and decreasing greatly. 

 

NYC is another example where gains on state tests do not match up to gains shown on NAEP for 

the NYC students.  Mayor Bloomberg and School Chancellor Joel Klein in congressional 
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testimony claimed that the achievement gaps between white and minority students have been cut 

in half during the 2002-2008 period in some cases.  Looking at the NYC Department of 

Education data the 4
th
 grade math gap exhibits the largest decline.  The gap is defined as the 

difference in percent of students at levels 3 or 4 (i.e. proficient of higher on NYS tests) for whites 

and Hispanics or whites and blacks.  So for example in 2002 there were 75.8% of white students 

at levels 3 or 4 while there were 45.3% of Hispanics.  This gap shrank from 30.5% to 15.3% in 

2008 when 91.1% of white students scored at level 3 or 4 and 75.8% of Hispanics did.  The drop 

from 30.5% to 15.3% is a 50% decline.  There was a similar decline for the white-black gap at 

this age and subject.
19 

    

 

There are two points worth making here.  It is possible to compare the NYS test results by which 

Bloomberg and Klein claim the gap has closed to that of NAEP over the same period given the 

recent release of NAEP results by major city.
20

 Looking at NAEP the 4
th
 grade math 

achievement gaps between white-black and white-Hispanic the gaps in 2003 were 25 and 24 

points respectively and declined to 22 and 19 points respectively over the four year period.  

Thus, the trend is similar although the magnitude is quite different.    Second, the use of changes 

in percent at a given achievement level does not always provide the same story as looking at the 

scale scores.  For example, for these same gaps the scale score differences are nearly identical in 

2002 and 2008; there are gaps of 30.1 and 29.5 for the white black gap in 2002 and 2008 and 

27.0 and 26.4 for the white-Hispanic gap respectively.  Instead of a decline in 50% there is no 

change.   

 

Given the extraordinary pressure that schools are under to increase scores on NCLB assessments 

like the NYS tests it is not surprising to see rising scores, but when scores are measured on 

NAEP the results seem to be quite modest and given the measurement in race/ethnicity gaps 

rather than SES gaps may be at least in part if not largely driven by changes in SES among 

race/ethnicity groups.  The existence of test inflation admittedly makes the results of studies 

utilizing the tests more difficult to interpret since a large gain on a test like the TAAS may only 

be equivalent to a gain of a much smaller magnitude on a test such as NAEP.  Also as discussed 

above test inflation is most likely in low income schools or classrooms the very ones that TFA 

teachers are likely to teach in.  Use of school fixed effects can help control for differences in test 

preparation across schools.  In general results from studies utilizing tests suspected of test 

inflation should be viewed with caution. For the purposes of this paper, where four of the six 

studies utilize Texas or NYS/NYC tests, it warrants consideration when interpreting the results.  

The results from these four studies should be viewed as an upper bounds of the possible TFA 

effect given the findings of test inflation.      

 

Interval Scale  

                                                             

19 It is unclear if the declines cited by the NYC Department of Education took into account changes in 

demographics during the time; for example, if fewer blacks or Hispanics were in poverty during the time then scores 

would have changed due to the increased SES of children not due to a decline in the achievement gap.   
20 While an exact comparison is not possible since there are differences in the data such as the years are slightly 

different 2002 to 2007 compared to 2003 to 2007 and there are differences in the tests meaning that the changes in 

the gap may not align exactly.  Also given the mix of race and SES examining race achievement gaps is less 

desirable since increases in SES for different race groups as a whole can lead to changes in the race achievement gap 

rather than actual progress.  Nonetheless, the race data is more readily available to examine.  
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One of the most important issues and one that affects nearly all tests regardless of type is the 

notion that the scale of the test used is an interval scale.  This is also an important issue for 

analyzing the results of programs through measures like effect sizes.  An interval scale means 

that the same difference between two numbers is equal regardless of where on the scale they are 

located.   For example, for temperature there is an exact one degree difference between 37 and 

38 degrees Fahrenheit and 81 and 82 degrees Fahrenheit.  Likewise, the assumption on a test is 

that any difference is score is the same regardless of where on the scale it is, although we do not 

know if this is true or not.  For example, this implies that on a test with 30 points an 

improvement from 14 to 15 points represents the same amount of improvement as the move from 

27 to 28 points.  This implies that the underlying amount of knowledge needed to move from 14 

to 15 is the same as the amount needed to move from 27 to 28.   

 

Ballou (2008) directly addresses the questions pertaining to the interval nature of many 

achievement tests especially those of the Item Response Theory (IRT) variant.  There is still 

much debate in the field of psychometrics as to whether or not IRT or other test scaling methods 

produce interval scales.  There is no real consensus on whether the IRT ability trait is measured 

on an interval scale.  Some believe that IRT scales are interval, some believe the underlying trait 

is ordinal, some believe the choice of scale is arbitrary, and some unsure (Ballou, 2008).    

Unfortunately, there is a lot of discussion but not a lot of consensus in the measurement world on 

whether it is possible for a test to have an interval scale. 

 

If the scale of the test used in not interval does not hold it is likely that false conclusions will be 

drawn about the relative effectiveness of teachers (Ballou, 2002; Koretz, 2008).  The degree of 

these false conclusions would depend on how great of a difference there is between different 

parts of the scale and whether or not the groups of children being compared are heterogeneous or 

homogenous with respect to their location on the achievement scale.    

 

The degree to which a scale is not interval or to which two different scales are not interval will 

also impact the type of analysis conducted in this paper.   For example, the gain on one test of 

.10 standard deviation for example may be equivalent to either less or more on another test.  The 

amount, however, is likely to be close so rough comparisons should suffer less.   For example, if 

a program shows a gain of .10 standard deviations while it is possible that the gain may really 

equate to .05 or .15 standard deviations on another test the likelihood that it is equivalent to 1.0 

standard deviations is quite small.   

 

Teacher Effectiveness Linearly Related to Student Achievement 

In addition to assuming that test scales are interval VAM models also assume that teacher 

effectiveness is linearly related to student achievement; that is does a teacher affect growth 

similarly across different types of students.  Effectively then the assumption is not only that the 

achievement scale is interval but that achievement and teacher effectiveness are linear so that the 

teacher scale of effectiveness is also interval.  Again McCaffrey et al. (2003) argue that this is 

certainly wrong at least at times.  They give the example of two 6th grade reading classes: 

  

One comprises mostly students at or above grade level, and it makes an average amount 

of gain over the year. The second includes a large number of students who are far below 

grade level, many reading at the second grade level, and it makes well under the average 
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amount of gain over the year. Is it reasonable to conclude that the second teacher is less 

effective?”  Many teachers who have taught remedial reading (including one of the 

present authors) maintain that this is an extremely difficult type of teaching and that 

improving the performance of a sixth-grader reading at the second-grade level is much 

harder than improving the performance of a sixth-grader at the sixth-grade level by a like 

amount. There are several reasons for this. One is that students who have failed to keep 

pace in reading have done so for a reason, and some of those reasons (e.g., dyslexia, 

visual disabilities, or attentional deficits) persist over time. A second reason is that 

students who have failed in reading often develop counterproductive habits that are 

difficult to break. A third is that many students who have not been able to learn to read 

proficiently develop an intense aversion to reading instruction because it becomes 

strongly associated with failure, embarrassment, and intense frustration. Therefore, even 

though the two teachers may have been identically effective if they had taught students 

with similar distributions of initial proficiency, they may obtain much different gains 

from these two classes (p.101-102). 

 

This nonlinearity between teacher effectiveness and student achievement may occur at certain 

points on the scale, may be the result of interactions between student characteristics, or 

idiosyncrasies of specific teachers in what type of class they are most effective with.  This 

extends to the assumption that all teachers are equally effective with all types of students is 

problematic to the extent that teachers do not control which students are assigned to them.  

 

It seems likely, as seen in anecdotal evidence, that teacher effectiveness is not always linearly 

related to student scores.  How often and the degree to which this is true needs to be empirically 

examined.  For the purposes of evaluating TFA programs the concern is that if TFA teachers are 

being assigned students who differ tremendously from the students of non-TFA teachers in 

observed or unobserved ways and there are differences and teacher effectiveness is not linearly 

related to achievement than TFA’s effectiveness may be under or overstated.  With no real 

evidence on how students are assigned to TFA teachers it is difficult to assess whether or not this 

is a concern.   

 

Measurement error 

There are potential concerns with measurement error in student test results and their influence on 

the estimates of the effectiveness of TFA teachers, since measurement error is higher in the tails 

of the distributions.  Thus, if TFA teachers systemically teach higher performing (or lower 

performing) students in a school the estimates of their effectiveness may be biased from 

measurement error.   Boyd, et al. (2008) analyzed the impact of measurement error.  Using 

student test scores from NYC from 1999 to 2007 Boyd et al. (2008) analyze how measurement 

error varies across students.  Their empirical work find estimates of measurement error to be at 

least 17% of the variation in test scores in NYS tests compared to published rates of about 10%.  

The impact on the results of teacher effects seems quite small.  For example the effect sizes for 

various teacher attributes on 4th and 5th grade Math scores in NYC from 2000 to 2005 are .065 

for the first year of experience and .162 for all observable attributes of teachers, while the 

estimates adjusted for measurement error are just a fraction larger .072 and .179 respectively; 

this is a difference of .007 and .017 respectively.  In general the larger the sample is the greater 

the likelihood that the measurement error will cancel out in many cases.  The degree of the 
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problem would depend on the size of a teacher’s class and the differences in the class’s score 

distribution between the teacher and other teachers in that school.  Measurement error is most 

likely to cause a problem then in instances when the sample size is small and the type of students 

that two teachers teach are consistently at different points on the achievement distribution.  

 

Transformations of Scores 

Transformations to test score scales may create problems for the accuracy of teacher effect 

estimates depending on what kind of transformation is used.  In many of the studies examined 

here the test scores are standardized or normalized by grade and year.   The terms standardize 

and normalize are used interchangeably in much of the literature although there can be quite 

different definitions.  Often standardizing and normalizing are used to mean the same thing, 

while other times standardizing refers to the linear transformation of subtracting the mean from 

the score and dividing by the standard deviation and normalizing refers to the process by which 

scores are non-linearly transformed to fit the normal distribution.   This paper will refer to the 

distinct definitions for each term when discussing.   

 

When standardizing scores, as is done in many of the studies here, a linear transformation is used 

that does not change the rank or distance between scores.  In most instances standardizing scores 

should not alter the results of the analysis.  Many researchers consider it easier to interpret scores 

as a percent of a standard deviation rather than a number of scale points given the vast number of 

different scales and score ranges.  If a scale is interval a linear transformation will preserve the 

interval property (McCaffrey, et al. 2003).  It makes it easier to compare results across tests.  

When test scores are standardized by grade and year and the result can minimize changes in the 

difficulty of exams over time.   

 

In the context of similar studies standardizing has not been found to affect the results compared 

to using the original scale scores (Rothstein, 2009).   The primary threat with standardizing is 

when comparisons are made across years or grades since differences in relative scores could lead 

to inaccurate assessment of a teacher’s effectiveness.  In these cases standardizing scores can 

lead to bias in the results since it would lead to the scale being non-interval across grades, unless 

the variance in achievement is constant across grades.
21 

 For example, Boyd et al. (2006) 

standardized scores by grade and year.  Standardizing makes the scale non-interval across grades 

unless the variance of achievement is constant across grades. Since the standard deviations are 

within five percent Boyd et al. (2008) decide to standardize their data.  The comparisons made in 

the models used in this paper generally include grade fixed effects meaning that the comparisons 

are made to within, not across, grades so whether or not there are differences in variance across 

grades should not affect the accuracy of data that has been standardized.   

 

 
 

 

                                                             

21 A vertical scale is a test scale that is constructed in a way that it includes multiple grade levels for the same 

subject.  The design allows a user to determine how much a child has learned in each grade in a comparable manner.  

In the case of teacher effects this makes it possible to compare student progress across grades.  Vertical scales are 

usually interval across grades making it possible to theoretically compare progress across grades.  That is if a student 

improves 10 points on the test in 3rd grade and 5 points in 4th grade it is possible to say that the learning was twice as 

much as in 3rd grade.   
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Appendix C: Value Added Models (VAM) 
 

The typical model used in the TFA Evaluations is a form of the education production function, 

commonly referred to as a Value-Added Model (VAM).  The model specifies the current score 

as a function of the past year score and other covariates (e.g., family SES, race/ethnicity, 

gender).  The model in essence shows the value added, i.e. percent of a standard deviation, 

higher or lower a student’s score is as a result of having been assigned that teacher.  For 

example, in the context of the TFA programs perhaps a study shows that TFA teachers lead to 

.05 standard deviation higher student test scores compared to regularly certified college trained 

teachers.   These models while existing for the last few decades have seen a dramatic increase in 

their use in part because of the increased availability of annual test data in response to the NCLB 

requirements and in belief that the models can be used to hold schools and teachers accountable 

for student achievement.  States and other municipalities have begun to measure teacher and 

school value added annually in attempts to use it for personnel decisions and pay decisions.   

 

In light of the recent resurgence of the VAM and its increased use in high stakes situations, 

researchers have begun to analyze the underlying assumptions and other methodological 

concerns with VAM to help determine if VAM can accurately and reliably be used to identify 

teacher effects on student outcomes.  Many of the fundamental concerns related to the 

specification of VAMs are expressed in the literature (Hanushek, 1979; Hanushek, 1986).  

Recently, there has been a greater emphasis on examining the likelihood of the assumptions 

holding in commonly used data sets.  Studies by Rothstein (2008, and 2008b) Reardon & 

Raudenbush (2008) McCaffrey et al. (2004) Todd & Wolpin (2003, 2007), and Andrabi et al. 

(2008) in part or fully examine whether or not data meets the assumptions required by various 

VAM models.  These studies range in their findings with the general message being caution in 

using VAMs to make important decisions regarding schools or teachers, such as merit pay or 

hiring and firing decisions especially until more information is known on how accurate these 

models are and more precise measurements of the magnitude of bias when assumptions are not 

met.      

 

Empirically estimates of teacher’s value added are estimated in a variety of different ways. There 

are many different statistical models used under the rubric of VAM.  Kane et al. (2008), Boyd et 

al. (2006), Raymond et al. (2001) and Darling-Hammond, et al. (2005) all use covariate-

adjustment models, while Xu et al. (2008) use a levels with fixed effects approach.  Many of the 

studies employ multiple different specifications to test the robustness of their results. Covariate 

adjusted models contain many unrealistic assumptions regarding the effects of past teachers, how 

students are assigned to classes, and whether the current inputs and lagged achievement can 

proxy for the past history of a child (McCaffrey, et al 2003; Rothstein, 2008b; Todd & Wolpin, 

2007).  The estimates of the potential bias for many of these assumptions have not yet been 

quantified.   

 

Perhaps the biggest possible concern for VAMs is the effect of non-random assignment of 

students to classrooms.  Fortunately one of the studies reviewed in this paper uses random 

assignment of students to classes taught by TFA and non-TFA teachers.  In other studies the 

concern is at multiple levels: (1) teachers, including TFA teachers, are not randomly assigned to 

schools; (2) Parents and students are not randomly assigned to schools; (3) within schools 
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students are not randomly assigned to teachers.  When not controlled for properly any of these 

could lead to bias in estimates of the effects of TFA teachers on students.   

 

One way that many of the studies attempt to control for non-random assignment of students to 

schools is through the use of school fixed effects.  School fixed effects means that comparisons 

are made between teachers at the same school so that influences related to the school the teacher 

teaches at or the students attending the school are mitigated.  These differences may include 

differences in how teachers work together or interact, the principal’s leadership, curriculum 

alignment with tests, etc.  While this method ignores variation between schools, most of the 

variation in student outcomes is within schools not between schools (Coleman et al. 1966; 

Hanushek et al., 2004; Rivkin et al. 2005; Nye, Konstantopoulos and Hedges, 2004; Koedel 

Betts 2007).  Focus on within school variation helps remove the effects of the non-random 

sorting of students to schools.  The effect on teacher estimates is likely a downward bias since by 

ignoring between school differences in teacher effectiveness this part of the variation that may be 

attributed to teachers is assigned to schools instead (i.e. if there is a difference in teacher quality 

across schools it will be attributed to schools rather than teachers) (Hanushek, et al. 2005).  

Therefore, taking into account school effects will lead to erroneous results if teachers of 

differential effectiveness cluster at the school level.  On the other hand ignoring or not including 

school effects leads to the effect of schools being subsumed by teacher effects which will bias 

estimates of teacher effects (McCaffrey et al. 2003).   

 

The last of the three concerns, students not being randomly assigned to teachers within schools, 

however, is more difficult to analyze since there is not much known about how principals across 

schools assign students to TFA teachers let alone non-TFA teachers.  There has been some 

examination of how students are assigned to classes and teachers (Jacob and Lefgren, 2007; 

Monk, 1987).  Unfortunately very little has been written about how students are assigned to TFA 

teachers or that is how TFA teachers are assigned to classrooms within schools.  It would be 

interesting to know if TFA teachers are typically assigned the lowest performing classes within a 

school or the highest performing or some combination of the two.  Systematic assignment of the 

former or the latter could lead to concerns over bias since the former would lead to lower 

estimates of TFA effects while the latter would lead to higher estimates. This in combination 

with the fact that there is nearly as much variation in student achievement within schools as there 

is across schools leads to difficulties in controlling for non-random assignment.   

 

It is traditionally assumed that students are assigned teachers within a school based on permanent 

characteristics that can be controlled for in models (e.g., prior test score). Recent research casts 

doubt on that assumption.  Rothstein (2008a; 2008b) finds that class assignment responds 

dynamically to annual achievement gains rather than permanent characteristics which are 

modeled in many VAMs.   Rothstein also shows that students with large gains in 4th grade have 

small gains in 5th grade and vice versa.   This even holds upon adding controls for student 

race/ethnicity, gender, FRL status and varying the way the test is scaled.  This inability to control 

for class assignment combined with the mean reversion in annual gains leads to bias in the 

estimation of teacher effects.  Bias is about 20% of the size of teacher effects for both math and 

reading.  When elements of unobservables such as grades are figured into the estimates of bias, 

the bias increases to a range of 33-60% depending on the assumptions.  Rothstein finds quite 

plausible the estimate of about 35-40% bias.  This is bias in estimating the effect of a given 
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teacher.  This does not necessarily cause a problem for the analysis of all TFA teachers together, 

unless TFA teachers are systemically assigned students in different ways than non-TFA teachers.   

 

 
 


