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In conclusion, let me warn you to beware of two 

opposite errors; of letting your imagination soar 

unballasted by fact, and, on the other hand, of 

shackling it so stolidly that it loses all incentive to rise.  

You may come to grief through the first process; you 

will never get anywhere by the second.  Take general 

mechanical principles for compass and then follow 

your observations.  Imagination is as vital to any 

advance in science as learning and precision are 

essential for starting points. 

 

Percival Lowell, The Solar System: Six Lectures 

Delivered At The Massachusetts Institute Of 

Technology In December, 1902 (1) 
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1 Introduction 

 

 Complex networks of biochemical and biophysical reactions occurring 

within cells are the basis of all forms of life.  Understanding the interplay between 

the thousands of chemical components within cells – proteins, lipids, 

carbohydrates, nucleic acids, etc. – is currently a field of rapid scientific progress.  

This dissertation focuses on the development and application of new 

computational methods and tools for the in silico simulation of the behavior of 

these networks of biochemical interactions with a particular focus on synthetic 

gene regulatory networks. 

 In gene regulatory networks the protein product of one gene regulates the 

expression of one or more genes.  With simple positive or negative feedback or 

feedforward regulatory relationships, biological phenotypes of astonishing 

complexity naturally emerge. 

 Gene regulatory networks are also of particular interest in the field of 

synthetic biology.  This is a new discipline that is influenced by both engineering 

and biological sciences.  Synthetic biology efforts focus on the construction of 

new gene regulatory networks that give rise to controllable phenotypic behavior.  

Synthetic biology is fueled by an ever-increasing body of genetic knowledge and 

the technologies to read and write DNA sequences quickly and inexpensively.  

As in any forward-engineering discipline, modeling can play a catalytic role in the 

rational design of synthetic gene regulatory networks.  Detailed mechanistic 

models of these networks are able to capture design rules that can guide the 

construction of new synthetic gene regulatory networks and predict the behavior 

of proposed changes to existing networks. 

 The construction of mathematical models of gene networks can provide far 

more than a simple summary of experimental data.  The models constructed in 

this dissertation are highly detailed and follow from first-principles.  That is, a 

“reductionist” approach is followed, whereby a potentially complex network of 
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gene expression (including all of the fundamental steps of transcription, 

translation, regulation, etc. of each gene) is reduced to a large series of 

elementary chemical reactions.  Since there is always a simple mathematical rate 

expression associated with each elementary reaction, no empirically fit formulae 

are required to build such a model (provided that the rate constant of each 

individual elementary reaction can be obtained).  This methodology is discussed 

in detail in Chapters 2 and 3. 

 The fact that the resulting models are dependant only on the kinetic data 

of individual elementary reactions and thus somewhat independent of data 

specific to any particular gene network has several consequences.  First, detailed 

models may be used to study systems that, while already extant, are only 

partially characterized, or for which limited in vivo data are available.  The first 

study of the genetic oscillator is such a case: while the oscillating gene network in 

question was first constructed and demonstrated in vivo by Elowitz and Liebler in 

2000 (2), their report only described a single implementation of the oscillator with 

a particular set of promoters, operator sites, etc.  To more thoroughly investigate 

this network paradigm, a detailed gene network model was constructed and then 

systematically modified to probe the sensitivity of the oscillator!s behavior to 

perturbations in various kinetic parameters and conditions (3).  In Chapter 4 we 

present design rules for these synthetic oscillatory gene regulatory networks. 

 With detailed models of oscillating gene regulatory networks, we employed 

global optimization strategies to study how accurately network behavior could be 

controlled (4).  That is, in the case of the oscillator, if a particular oscillation 

period were desired, what changes at the molecular level could accomplish this 

goal?  To address this question, Fast Fourier Transforms (“FFT”) were used to 

quantify a network!s period of oscillation and how it changed with the prescribed 

molecular modifications and compare this predicted period to a specified “goal” 

period.  If the two periods were not equal, the kinetic parameters of the oscillator 

– representing such physical quantities as repressor/operator affinity, promoter 
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strength, etc. – were altered and the behavior of the new system evaluated.  All 

of this work was conducted automatically in the context of a simulated annealing 

algorithm.  With an in vivo system, it is relatively difficult to accurately modify 

DNA sites or protein configurations to produce a particular, pre-specified binding 

affinity.  Repeating the process dozens to hundreds of times over, as required to 

converge at the desired period of oscillation, would have been impossible in vivo.  

We discuss this method in Chapter 5. 

 Since the kinetic data employed in model construction relates only to 

elementary reaction steps and not complete gene networks, models may be 

constructed of systems that have not yet been realized in vivo, or for which 

insufficient in vivo data are available to fit an empirical model.  This gives the 

models a predictive character – a property that is exploited in our work with the 

AND gate.  The AND gate project was an attempt – largely successful – to 

experimentally construct a hybrid promoter that integrates two signals (Isopropyl 

"-D-1-thiogalactopyranoside or “IPTG” level and anhydrotetracycline or “aTc” 

level) and produces an output signal only when both input signals are 

simultaneously present.  This work is described more thoroughly in Chapter 6.  

Since the resulting design was to be constructed in vivo by other students of Prof. 

Kaznessis, it was vital to predict the potential of each proposed design to 

produce the desired function.  This was accomplished through the use of detailed 

kinetic models. 

 While empirically-fit parameters are often not necessary, they can be used 

as supplements when sufficient elementary reaction kinetic or thermodynamic 

data are unavailable in the literature.  Beyond simply making the models fit the 

experimental data better, since the rest of the model represents known physical 

interactions, fitting a missing piece can be used as a way to uncover new 

interactions or measure the strength of known but uncharacterized interactions.  

For instance, in the later work with the AND gate system, after in vivo data had 

been obtained, it was discovered that the lactose repressor protein (“LacI”) 
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provided much weaker repression than would be expected, based on its affinity 

for its operator site (“LacO”) and other system parameters.  To address this 

discrepancy, a new reaction – previously not described in the literature – was 

added to the model.  This new reaction described the possibility of an RNA 

polymerase molecule (“RNAp”) binding to a promoter that was already bound by 

LacI, thus dislodging the LacI from its binding site.  The addition of this reaction 

with its unknown rate constant provided a degree of freedom that could be used 

to match the model results to experimental data.  As described in Chapter 6, a 

satisfactory match was obtained – not just for one synthetic promoter but for 

several.  While this fit with experiment does not prove that such a reaction is 

occurring in vivo, it does suggest that possibility. 

 Stochastic (as opposed to deterministic) simulations are applied 

throughout most of this work, and their use is rooted in sound theoretical 

arguments.  Chapter 7, however, empirically evaluates the contribution of 

stochasticity to model behavior using the three-gene oscillator system described 

in Chapters 4 and 5.  An oscillator model is evaluated using both stochastic and 

deterministic methods, and the results compared.  Additionally, while most of the 

simulations discussed in prior chapters assume a single plasmid copy per cell, 

multiple plasmid models are also pursued in this chapter.  The introduction of 

multiple plasmids provides a mechanism by which intermediate levels of 

stochasticity may be obtained, as multiple gene copies contributing to a common 

pool of mRNA serve to reduce the effects of transcriptional bursting (5). 

 Generating detailed mechanistic models can be challenging – potentially 

much more so than simpler one or two equation models.  To address this issue, 

several members of the Kaznessis group, myself included, have worked to 

simplify the process of building and evaluating these models through the creation 

a suite of three new software tools: the Synthetic Biology Software Suite 

(“SynBioSS”) (6).  SynBioSS is publicly available at synbioss.sourceforge.net and 

contains several tools for the systematic storage of reaction parameters, the 
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nearly automatic generation of models from simple descriptions, and the 

evaluation / execution of models using advanced stochastic-kinetic algorithms.  

All of these tools are presented in detail in Chapter 8. 
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2 Background Information and Methods 
 

2.1 Examples of Synthetic Gene Regulatory Networks 

 

 In any living cell, many gene regulatory networks occur naturally, with the 

protein product of one gene regulating (directly or indirectly) the expression of 

another gene.  Gene regulatory networks can also be created synthetically, and 

this work focuses primarily on these synthetic gene regulatory networks.  As the 

volume of literature surrounding synthetic gene regulatory networks is vast and 

increasing at a prodigious rate, this section is not intended as a comprehensive 

review.  Nevertheless, some background information on this field is warranted. 

 To date, the network paradigms that have been most thoroughly studied 

are the bistable switch (7-10), the oscillator (2, 9), and various logic gates (11-

17).  These are also paradigms that are common in the field of electronics: 

bistable switches are analogous to “flip-flops,” critical components of computer 

memory.  Oscillators, likewise, are critical components of many electronic 

circuits.  Logic gates are the foundation of digital electronics, computing a 

Boolean output state as a combination of input states. 

 The year 2000 was a particularly productive year for synthetic gene 

networks, as several pioneering papers were published then.  One, by Becskei 

and Serrano (10), described relatively simple circuits in which negative regulation 

(repression of a promoter by its own protein product) increases the stability of 

gene expression and decreases the effect of stochastic “noise.”  More recent 

studies of such systems have also been undertaken (18).  Farmer and Liao!s 

paper on the synthesis of an entire enzyme synthesis pathway also was 

published in 2000 (19). 

A particularly noteworthy gene network implementation comes from 

Elowitz and Leibler who, also in 2000, constructed an oscillator in a single E. coli 

cell and verified its function using a fluorescent reporter protein (2).  This design, 
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called the “repressilator,” makes use of three genes, each of which represses the 

expression of the next gene in the series, forming a loop.  The repressilator is a 

design that forms the basis for much of the modeling work documented in this 

dissertation.  Figure 2.1.1 depicts the design and in vivo function of Elowitz and 

Leibler!s oscillator. 

 While the oscillator described by Elowitz and Leibler uses monocistronic 

transcriptional units, the model described in the following chapters assumes 

polycistronic units.  This is not without precedent in synthetic systems, however 

(20).  Finally, Gardner et al. constructed a bistable switch in E. coli using two 

genes, each of which represses the expression of the other (8).  More recently, in 

2003 Atkinson et al. created a two-gene circuit that was capable of producing 

both oscillations or bistable switch behavior (9). 
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Figure 2.1.1 – (a) A schematic diagram depicting the repressilator plasmid and 

the accompanying reporter plasmid.  (b) A resulting bacterium whose 

fluorescence oscillates in time.  Figures are adapted from Elowitz and Leibler (2). 

 

 Logic gates are also an important part of this dissertation.  In their 1997 

paper, Lutz and Bujard describe a synthetic promoter that contains operator sites 

that bind two different inducible repressor molecules (21).  While they do not treat 

this construct as an AND gate, it has the potential to function as one, only 

allowing transcription of the attached gene when two different inducers have 

cleared the promoter of both repressor molecules. This promoter is depicted in 

Figure 2.1.2.  More recently Cox and Elowitz (22) employed a powerful, 

combinatorial method for quickly generating single-promoter motifs (not unlike 

those of Lutz and Bujard) with a wide variety of logical gate phenotypic behavior.  

Additionally, other groups have created logic gates as networks of genes as 
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opposed to single hybrid promoters (12).  It is the single promoter scheme, 

however, that is most widely addressed in this dissertation. 

 

 

Figure 2.1.2 – Four promoters designed by Lutz and Bujard.  Note that the fourth 

sequence – Plac/ara-1 – contains sites that bind two different repressor proteins.  

This design inspired the single-promoter AND gate described in Chapter 6.  

Figure adapted from Lutz and Bujard (21). 

 

While amplifiers are not discussed extensively in this document, they are 

an important class of electronic components that have also been constructed as 

in vivo genetic devices – for instance by Karig and Weiss (23) or Nagaraj and 

Davies (24, 25). 

Finally, in 2002 Elowitz et al. (26) used expression of fluorescent reporter 

proteins in E. coli to verify that single-cell gene expression is an inherently 

stochastic process.  That is, their experiment showed that even in two cells with 

identical quantities of RNAp, ribosomes, etc., the rate of expression of a given 

gene would still vary between cells.  While not a “synthetic gene regulatory 

network” per se, this experimental result is particularly important as it shows, in 

vivo, the necessity of a stochastic approach to the modeling of gene expression.  

It should also be noted that most of these synthetic circuits focus on the temporal 

as opposed to spatial control of gene expression products.  This will mirror the 

focus of this document, and spatial homogeneity within a cell is generally 

assumed (though, in principle, this need not be the case). 
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2.2 Examples of Gene Network Models 

 

 Mathematical models and simulations are an integral part of most of the 

physical sciences.  Not only do models serve the valuable purpose of 

summarizing and testing the current understanding of a given system, they can 

prove to be useful tools for the design and engineering of new systems.  Due to 

the complexity of the processes involved, detailed quantitative models of gene 

expression and regulation are a fairly recent development, but such models have 

matured significantly in the past decade and promise to become even more 

valuable as engineering tools in the field of synthetic biology. 

 The terms “model” or “simulation” can be interpreted to cover a wide 

variety of qualitative or quantitative constructs.  At its simplest, a model may 

consist of a network of interactions and effects without any mathematical detail 

whatsoever.  Such models populate the pages of most textbooks and can prove 

useful in qualitatively understanding and summarizing a system.  Models can 

also be quantitative, generating mathematical predictions of some output state or 

variable as a function of input parameters.  Models of this type vary widely in 

complexity and in the type of physics and mathematics employed.  For instance, 

Cox et al. (22) generate a number of synthetic promoters and provide a steady-

state mathematical description of promoter activity as a function of inducer level.  

This model contains a handful of parameters and involves only a single algebraic 

equation. 

Somewhat more complex is the 2-equation model of a bistable switch that 

accompanies Gardner and Collins! in vivo realization of such a switch in E. coli 

(8).  This model consists of a pair of ordinary differential equations (ODEs) that 

describe the production rates of a pair of repressor proteins as functions of 

existing repressor level and a few constant parameters.  This model is more 

sophisticated in the sense that it predicts the dynamic behavior of the system, but 

the empirical form of the model is still largely disconnected from the physical 
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mechanisms of gene transcription and translation.  For this reason, model 

parameters must be fit to experimental data collected after the system has been 

constructed in vivo and studied, preventing the model from being employed in a 

predictive manner.  Furthermore, models of this type are not generic, but are 

uniquely tied to the system being studied, and must be constructed anew for 

each new gene network.  That is, Gardner and Collins! model of a switch system 

cannot be applied to Cox et al.!s synthetic promoters. 

The most complex models are of the type pioneered by Arkin et al. (27, 

28).  Rather than one or two equations, Arkin!s models of the lambda phage virus 

consist of a complex network of many equations (on the order of 30), most of 

which correspond to a single, particular biochemical reaction event.  That is, (for 

the most part) the model consists of elementary chemical rate equations, with the 

exception of a statistical-thermodynamic model of promoter availability (29).  

These models not only predict the time-course of gene expression, but they do 

so in a way that relates each equation and parameter in the model to a real, 

physiological parameter that could (and often must be) measured independently 

or obtained from prior studies published in the literature.  Furthermore, in Arkin!s 

work the resulting kinetic equations are simulated stochastically using a 

stochastic simulation algorithm as developed by Gillespie (30, 31), as opposed to 

a deterministic simulation using ODEs.  The rationale, methods, and application 

of this modeling paradigm are the subjects of the balance of this dissertation. 
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2.3 Stochasticity: Reaction Networks Far From the Thermodynamic Limit 

 

 Once the gene network under study has been rendered as a set of 

chemical reactions with individual rate laws, those reactions must be evaluated to 

determine what phenotype the model predicts.  This is generally accomplished by 

assigning an initial condition to the system at t=0 and propagating the 

concentration of each species forward until some desired ending time.  The 

resulting set of concentration vs. time data describes the behavior – the 

phenotype – of the system.  Traditionally, ordinary differential equations (“ODE”s) 

have been used for this task.  For example, given the second order reaction: 

 

 A + B ! C k = 0.1 (2.3.1) 

 

the rate law r = k[A][B] would describe the rate of the reaction.  In the 

thermodynamic limit (large system, large concentrations), the rates of change of 

each species can then be taken to be (for example): 

 

 

! 

d A[ ]
dt

= "r = "k A[ ] B[ ]  (2.3.2) 

 

with similar expressions for d[B]/dt and d[C]/dt.  This treatment is known as 

“mass action” kinetics, as the rate of the reaction is determined uniquely and 

unambiguously by the amount (mass) of reactants present.  The resulting ODEs 

are comparatively easy to integrate (though, given that the rate constants and 

concentrations can vary over many orders of magnitude, systems of ODEs in the 

context of gene expression are usually stiff, which complicates the situation), but 

they are only valid in the thermodynamic limit. 

 In situations that are far from the thermodynamic limit – when the reacting 

volume is very small or the concentration of reacting species is very small (or 
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both) – the simple rate laws of mass action kinetics cannot be applied.  One can 

imagine the extreme case of a single molecule that is liable to degrade.  It would 

make no sense to talk about the “rate” of its degradation – a single molecule will 

either have degraded or not, and the degradation will happen at a discrete instant 

in time. 

 An alternate way to model reactions involving arbitrarily dilute reactants is 

to treat the system kinetics as a Markov chain (32).  A Markov chain is a 

stochastic (or “random”) process whose future behavior depends solely on its 

current state, not on its past history.  In particular, it will be a Markov chain with a 

discrete set of possible states, or “state space”, occurring in continuous time.  

Here, states refer to numbers of molecules present in the system.  In general this 

will be a vector: 

 

 Xi(t)  !  number of molecules of the ith unique chemical  (2.3.3) 

  species present in the system at time t, where  

  i = 1…N (for N total chemical species) 

 

Transitions between states of the Markov chain occur when a chemical reaction 

occurs.  Reactions in biological systems may include covalent reactions, 

bindings, conformational changes, transcriptional elongation events, etc.  If the N 

chemical species engage in M distinct reactions, then the reactions are described 

by a stoichiometric matrix: 

 

 !ij  !  the M x N reaction matrix describes the change  (2.3.4) 

  in the number of species i after the execution of  

  reaction j. 

 

Macroscopic rate constants are replaced by a vector of reaction propensities: 
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 aj(X)dt !  the probability that the jth reaction will occur in  (2.3.5) 

  the system in a differential unit of time, dt, given  

  the current concentrations of all reactants. 

 

 Thus, starting from a particular initial state at t0, at some later time there 

exists a probability distribution of possible states, with some states being more 

likely than others.  The time-evolution of this probability density is described by 

the “Master Equation,” a first-order differential equation that is usually intractable.  

This equation can be obtained by calculating the probability of the system being 

at state X and not jumping elsewhere during dt time, and adding the probability of 

jumping to X from an adjacent state during dt.  In equation form, this becomes: 

 

! 

P X,t + dt | X
0
,t
0( ) = P X,t | X

0
,t
0( ) 1" a jdt

j=1

M

#
$ 

% 
& & 

' 

( 
) ) + P X " v j ,t | X 0,t0( ) * a jdt

j=1

M

#  (2.3.6) 

 

Simplifying this equation gives the master equation: 

 

! 

dP X,t | X
0
,t
0( )

dt
= a j X " v j ,t( )P X " v j ,t | X 0,t0( ) " a j X,t( )P X,t | X 0,t0( ){ }

j=1

M

#  (2.3.7) 

 

If the master equation could be solved, one would know the probability of each 

state at as a function of time, and the probabilistic behavior of the system would 

be completely characterized.  Unfortunately, this is rarely possible with systems 

of even modest complexity.  As the number of species grows larger, the number 

of potential states grows in a combinatorial sense. 

 Rather than attempting to calculate the time-dependant probability density 

function, it is often necessary to calculate individual reaction trajectories in state 

space.  Each such trajectory represents a possible set of concentration-versus-

time values for the system, and calculating a large ensemble of such trajectories 
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allows one to sample the time-dependant probability density function.  A 

numerical stochastic simulation algorithm (SSA) to calculate these trajectories 

was described by Gillespie (30, 31).  Gillespie!s algorithm uses the system 

dynamics to simulate the occurrence of each individual reaction event.  The 

details of precisely how this is done vary with the implementation, and several 

implementations of varying efficiency have been described, including Gillespie!s 

“direct” and “first reaction” variants, and Gibson and Bruck!s “next reaction” 

variant (33).  In general, given the current state of the system, the SSA seeks the 

time until the next reaction occurs.  It then executes that reaction, updates the 

state of the system, and increments the simulation time to the new value. 

 Intuitively, it is easy to see that an algorithm which attempts to track each 

molecular-level reaction event in a system will not scale well as the size of the 

system (and, hence, the number of reaction events) increases.  In a system with 

billions of reaction events occurring, the SSA will calculate the dynamics 

accurately, but very slowly.  For this reason, Salis and Kaznessis have developed 

a hybrid method that combines stochastic differential equations (SDEs) with the 

SSA (34).  This scheme functions when there are sufficient numbers of reactant 

molecules present that the state space may be viewed as continuous – at least 

with respect to the plentiful species. 

 Many of the model simulations described in this work make use of the 

hybrid method developed by Salis (34).  This method has a distinct speed 

advantage when modeling a system where some reactions that meet two criteria: 

 

a) the reaction occurs many times in a short time interval 

b) the species involved in the reaction are present in relatively large 

numbers, so that the effect of each reaction event on the total number of 

reactant molecules is small 
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If these conditions are met, the reaction is classified as “fast.”  Fast reactions are 

assumed to occur in a continuous state space rather than a discrete state space.  

That is, due to condition (b), it is possible to allow concentrations that take values 

that would correspond to non-integer numbers of reactant molecules without 

introducing significant error.  If a system consisted only of fast reactions, it could 

be modeled with chemical Langevin equations (35), or SDEs, of the form: 

 

 

! 

dXi t( ) = v jia j X t( )( )
j=1

M

" dt + v ji a j X t( )( )
j=1

M

" dW j  (2.3.8) 

 

In Equation 2.3.8, all of the variables are as they were described in Equations 

2.3.3-2.3.5 with the addition of the Wiener process, W.  A Wiener process is a 

continuous-time Gaussian stochastic process in continuous state space, i.e., if 

N(#,$) is a Gaussian random number of mean # and standard deviation $, and 

0<s<t, then: 

 

 

! 

W
t
"W

s
~ N 0,t " s( ) (2.3.9) 

 

The Wiener process is the source of randomness in the chemical Langevin 

equation. 

 Langevin equations are useful for modeling systems that occur in a 

continuous state space, but still possess a stochastic character.  This makes 

them ideal for simulating chemically-reacting systems of intermediate size: too 

small to be near the thermodynamic limit where ODEs would apply, but large 

enough that an exact stochastic treatment would be infeasible or simply 

unnecessary.  Near the thermodynamic limit, where reaction propensities 

become very large, the stochastic (or “diffusion”) term becomes negligible relative 

to the deterministic (or “drift”) term due to the square root, and Equation 2.3.8 

reduces to an ODE.  Salis! algorithm works by decomposing the system of 
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reactions into two groups: fast/continuous and slow/discrete reactions.  The 

slow/discrete reactions are modeled as a jump Markov chain in discrete state 

space while the fast/continuous reactions are modeled with chemical Langevin 

equations between the jumps.  Of course, it should be noted that other hybrid 

and accelerated methods are possible but will not be employed in this 

dissertation. 
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2.4 Visualizing Stochastic Kinetics 

 

In order to clearly demonstrate the necessity of stochastic simulations in 

an intuitive way, an example system will be presented.  Consider a volume of   

10-18 liters containing two chemical species, A and B.  These two species engage 

in the following reactions: 

 

 A ! B k = 0.3 s-1 (2.4.1) 

 B ! A k = 0.2 s-1 (2.4.2) 

 

If this system is initialized with 100,000 molecules of A and 0 molecules of B, the 

system dynamics will be as shown in Figure 2.4.1. 

 

 

Figure 2.4.1 – Dynamic profile of species A concentration with A0=100,000 

molecules. 

 

This figure contains two plots, although they are difficult to distinguish.  One is a 

plot of the reaction network dynamics as simulated by ODE integration (via a 4th 
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order Runge-Kutta method), and the other is a simulation using Salis! hybrid 

algorithm.  In this concentration regime, the ODE model does a very good job of 

describing the dynamics of the system. 

 

 

Figure 2.4.2 – Dynamic profile of species A concentration with A0=1000 

molecules. 

 

 If the system is now initialized with 1000 molecules, the plot changes 

somewhat.  The two solutions are now easily differentiated.  Initializing the 

system with 75 molecules of A creates an even greater deviation from the 

traditional ODE solution. 
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Figure 2.4.3 – Dynamic profile of species A concentration with A0=75 molecules. 

 

Finally, the system is initialized with only 3 molecules of A – not unrealistic if A 

represents a protein binding site on cellular DNA. 
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Figure 2.4.4 – Dynamic profile of species A concentration with A0=3 molecules. 

 

Clearly, the ODE solution and the stochastically-simulated solution of Figure 

2.4.4 differ considerably.  The discrete nature of a system containing only 3 

molecules is also evident in the stochastic simulation, yet ordinary differential 

equations make no allowance for this subtlety. 

 Figures 2.4.1-2.4.4 each show only one potential trajectory of the system 

in state space.  While an ODE yields the same solution every time it is integrated, 

each trajectory simulated with a stochastic algorithm is different.  To fully 

characterize a stochastic system it is necessary to perform many simulations and 

view the ensemble.  In Figure 2.4.5, a histogram of 1000 independent simulations 

is presented; each simulation starts with 3 molecules of A as in Figure 2.4.4.  

This is (an approximation of) the type of information that would be obtained by 

solving the master equation in cases where that is possible. 
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Figure 2.4.5 – Time dependant histogram of species A concentration with A0=3 

molecules (1000 simulations).  While the plot is presented as a continuous 

surface for easier viewing, it must be noted that only integer numbers of 

molecules are possible, and thus only integer values along the “Number of 

Molecules” axis are being represented. 

 

Initially, at t=0, the histogram shows all of the systems containing 3 

molecules of A.  Since this initial condition is specified, it is deterministic with a 

probability of 1.  By the time 20 seconds have elapsed though, the distribution is 

much less uniform, with the largest number of systems containing 1 molecule of 

A and relatively few systems containing 0 or 3 molecules.  Although it may not be 

immediately apparent, Figure 2.4.5 shows the same trend as the ODE solution 

plotted in Figure 2.4.4.  The fact that 1 molecule is the most common state at 

t=20 seconds can be predicted by noting that in Figure 1.5.4, the ODE solution is 

nearest to the value that corresponds to 1 molecule (though Figure 1.5.4 makes 

use of concentration units, rather than numbers of molecules). 

As the initial concentration of A is increased, the stochastic effects begin 

to fade.  Figure 1.5.6 shows a histogram of 1000 simulations initialized with 

A0=75 molecules. 
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Figure 2.4.6 – Time dependant histogram of species A concentration with A0=75 

molecules (1000 simulations). 

 

Again, these systems all begin at the same initial condition at t=0, but rapidly 

attain a distribution of states.  Also, the crest of the distribution already clearly 

shows the structure of the ODE solution.  Finally, in Figure 2.4.7, 1000 systems 

are started with A0=1000 molecules. 
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Figure 2.4.7 – Time dependant histogram of species A concentration with 

A0=1000 molecules (1000 simulations). 

 

Although the edge of the surface shows that at 20 seconds, the system is not 

confined to a single state, the histogram is much more sharply peaked near the 

mean value than it is in Figure 2.4.5 or Figure 2.4.6.  As the initial number of A 

molecules present in the system is further increased, this sharpening of the 

probability distribution continues until the solution is essentially deterministic. 

 The histogram for A0=100,000 molecules is not presented because it 

would be so sharply peaked as to be virtually identical to the solution obtained 

with ordinary differential equations.  Essentially all of the systems would have 

concentration values near the ODE predicted value.  For larger systems, the 

calculation of an ensemble of trajectories is simply unnecessary since the 

probability of them deviating significantly from mass-action kinetics is essentially 

zero.  On the other hand, Figure 2.4.5 clearly indicates that for systems 

consisting of only a handful of reacting molecules, a probabilistic treatment is 

necessary, as the true histogram of states bears little resemblance to the ODE 

solution.



! 26 

3 Multiscale Methods and Models 

 

3.1 Gene Networks as Chemical Reactions 

 

 The process of creating a detailed kinetic model of a gene regulatory 

network, as described in the bulk of this work, follows a systematic method.  

First, it is recognized that the process of gene expression generally follows the 

“centeral dogma of molecular biology”.  That is, an existing DNA sequence is 

transcribed by RNAp into messenger RNA (“mRNA”).  That mRNA is then 

translated into protein by the ribosomes.  The resulting protein can then perform 

many functions in the cell, potentially including the regulation of further 

transcriptional activity.  This regulation can then be used to create networks of 

multiple genes regulating one another in a wide range of network motifs.  The 

chemical mechanisms and elementary steps in this chain of processes are well 

known, and, taken individually, each step is quite simple – either a 1st or 2nd order 

elementary reaction.  The fact that each elementary step is known implies that a 

step-by-step kinetic model can be created by simply assigning an elementary 

rate expression to each individual step in the process and evaluating the resulting 

network of reactions as a whole.  Examples of these networks can be found 

throughout Chapters 4 through 7 (e.g., Figure 5.2.1). 

 The regulated expression of a single gene can be modeled as follows 

(with variations discussed later).  First, RNA polymerase must find an open 

promoter.  If this promoter contains operator sites that bind repressor proteins, 

then these operator sites must be clear of repressor at the moment of RNAp 

binding or RNAp!s binding will be sterically hindered.  Therefore, the reaction 

stoichiometry takes the following form: 

 

RNAp + P + O1 + O2 ! RNAp:P (3.1.1) 

RNAp:P ! RNAp + P + O1 + O2 (3.1.2) 
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Here, the promoter (“P,” the -35 and -10 sequences to which the RNAp binds) 

and the operator sites are represented individually as independent species for 

bookkeeping reasons (and there may be an arbitrary number of operators, 

though two are used in this example: O1 and O2).  This is one of the few cases 

where the rate equation does not obviously follow directly from the reaction 

stoichiometry since, in reality, the operator sites are physically attached to the -35 

and -10 sequences.  The order of the reaction is not 4th order, but 2nd order, as 

the RNAp must find the DNA in solution.  On the other hand, if one tracks the 

number of molecules per cell as opposed to the molarity of reactants, then the 

“concentration” of free promoter and operator site will always be either 1 or 0 

molecules per cell.  Therefore, in this particular case, a 4th order rate equation will 

still give accurate results: 

 

r = k[RNAp][P][O1][O2] (3.1.3) 

 

where Equation (3.1.3) is equivalent to: 

 

r = k[RNAp] (3.1.4) 

 

in the case of [P] = 1, [O1] = 1, and [O2] = 1, or Equation (3.1.3) is equivalent to 

 

 r = 0 (3.1.5) 

 

if [P] = 0 or [O1] = 0 or [02] = 0.  The rate constant “k” may be obtained from the 

literature.  In particular, deHaseth et al. give a value on the order of 1 x 107 M-1s-1 

for an in vivo system (36), though the particular value is highly variable and 

depends on the strength of the promoter in question.  The number of free (as 

opposed to total) RNAp molecules per cell is also a key variable that must be 

obtained from literature.  While estimates for this parameter can vary 
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significantly, deHaseth et al. give a value of 30 nM, which translates to about 18 

free RNAp molecules per 1 x 10-15 liter E. coli cell (36). 

 Once RNAp has successfully bound to the promoter as a closed complex, 

it must form an open complex (assuming it does not dissociate from the promoter 

first) before it can begin transcription in earnest.  In general this is a slow step.  

Raffaelle et al. give a half-life of about 7 seconds (37).  This is equivalent to: 

 

 RNAp:P ! RNAp:P* k = ln(2)/7 % 0.1 s-1 (3.1.6) 

 

Here, RNAp:P* represents the open complex. 

 After forming an open complex, the RNA polymerase will move off of the 

promoter region onto the coding DNA, and then proceed through transcriptional 

elongation, forming mRNA.  In the case of prokaryotes, this mRNA requires no 

further modification (no splicing or capping, etc.) and emerges ready for 

translation.  Transcription is represented by Equations 3.1.7 and 3.1.8. 

 

 RNAp:P* ! P + O1 + O2 + RNAp:DNA (3.1.7) 

 RNAp:DNA ! RNAp + mRNA (3.1.8) 

 

Note that these reactions have the effect of “regenerating” all of the species 

“consumed” by prior reactions.  In both cases, the rate of RNAp moving down the 

DNA is taken to be about 30 nucleotides/second (28), however the number of 

nucleotides is variable and depends on the gene in question.  A stochastic-kinetic 

model accommodates this fact by treating transcriptional elongation (and 

translational elongation) as a gamma-distributed process.  That is, the amount of 

time taken to transcribe a single nucleotide is taken to be an exponentially 

distributed random variable with a rate of 30 s-1, therefore the amount of time 

taken to transcribe n nucleotides is a gamma-distributed random variable with a 

rate (“scale”) parameter of 30 s-1 and a “shape parameter” of n. 
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 In models of prokaryotic systems, the mRNA created by transcription is 

immediately ready for ribosome-binding and translation.  This process is 

described by reactions 3.1.9, 3.1.10, and 3.1.11. 

 

 mRNA + rib ! mRNA:rib (3.1.9) 

 mRNA:rib ! mRNA + mRNA*:rib (3.1.10) 

 mRNA*:rib ! rib + protein (3.1.11) 

 

Reaction 3.1.9 describes the ribosome binding to the ribosome binding site 

(“RBS”).  The rate constant of this step is quite variable depending on the 

particular RBS chosen (and may be an important “fitting” parameter), but the rate 

equation is taken to be of second-order form.  Reaction 3.1.10 describes the 

movement of the ribosome off of the RBS and onto the coding RNA.  This frees 

other ribosomes to bind the RBS while the first ribosome continues translation.  It 

is often modeled as either a 1st order reaction with a rate constant of 33 s-1 or a 

gamma-distributed reaction with a rate parameter of 33 s-1 and a small number of 

bases corresponding to the RBS length (28).  Reaction 3.1.11 describes 

translational elongation.  Like Reaction 3.1.8, its rate is also modeled as being 

gamma-distributed, though with a rate parameter of 33 s-1.  It should also be 

noted that the “shape” parameter used in Reaction 3.1.11 is 1/3 that of the 

“shape” parameter, n, described in connection with Reaction 3.1.8.  This is 

because there are 1/3 as many steps (codons) in the translation of a gene as 

there are in its transcription.  These 8 reactions make up the core of the gene 

expression process, but do not describe any aspect of its regulation. 

 In a promoter that is negatively regulated, the operator sites described in 

Reaction 3.1.1 may be occupied by repressor proteins that sterically hinder the 

binding of RNAp.  This calls for the following set of reactions (where “R” 

represents repressor): 
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 R + O1 ! R:O1 (3.1.12) 

 R:O1 ! R + O1 (3.1.13) 

 

with a similar set of reactions for each operator site in the promoter.  If an 

inducer, “I,” is present, then the additional reactions must be added (with each 

possible operator site being represented): 

 

 R + I ! R:I (3.1.14) 

 R:I ! R + I (3.1.15) 

 R:O1 + I ! R:O1:I (3.1.16) 

 R:O1:I ! R:O1 + I (3.1.17) 

 R:I + O1 ! R:O1:I (3.1.18) 

 R:O1:I ! R:I ! O1 (3.1.19) 

 

In all cases, these are treated as elementary reactions with first- or second-order 

rate expressions.  The rate constants are highly dependant on the particular 

system of operator site / repressor protein / inducer molecule employed, and the 

literature only contains complete data for a relative handful of systems.  For 

instance, Dunaway et al. give a table of values for the lactose operon (lactose 

repressor, lacI, etc.) (38).  For most other systems, only some of these rate 

constants will be available in the literature, or only thermodynamic (affinity) data 

may be available. 

 It is also important to account for the fact that DNA-binding proteins (such 

as lacI) will bind nonspecifically to any DNA as well as to their specific, intended 

binding sites.  In the case of a repressor protein like lacI, the affinity for 

nonspecific DNA is much lower than the affinity for the correct operator site, but 

given the much larger quantity of nonspecific DNA available in a cell, this affinity 

is not negligible.  To account for nonspecific binding, each species that can bind 

DNA specifically is also given a nonspecific binding equation.  For example, the 
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generic “R” and “R:I” species described in Equations 3.1.14-3.1.19 call for the 

following additional non-specific binding reactions: 

 

 R + nsDNA ! R:nsDNA (3.1.20) 

 R:nsDNA ! R + nsDNA (3.1.21) 

 R:I + nsDNA ! R:I:nsDNA (3.1.22) 

 R:I:nsDNA ! R:I + nsDNA (3.1.23) 

 

These are also treated as elementary first or second order equations.  Their rate 

constants are generally not available in the literature, but nonspecific DNA 

binding affinities are available for the most studied of the repressor proteins.  For 

instance, Revzin and von Hippel give affinity data for the lac system (39).  In such 

cases, one rate constant of a pair must be estimated, while its reverse constant 

is calculated based on the available affinity data. 

 Finally, after gene expression, repression, induction, and nonspecific 

interactions have been accounted for, it is necessary to account for the 

destruction of the products of the gene expression process.  This is generally 

accomplished by assigning a simple 1st order degradation reaction to each 

species that may be degraded (e.g., protein degrades, but not DNA).   

Additionally, as the cell grows, its volume increases.  This implies that 

even species that are not actively degraded may be diluted (if they are not 

replenished by some other mechanism), thus reducing their concentration.  In 

stochastic models, dilution is handled by allowing the cell!s volume (which is 

tracked explicitly) to double over a period of time, and then halving it to simulate 

mitosis.  The time at which cell division occurs is distributed normally with a 

specified mean and standard deviation.  At this moment, the species that “split on 

division” are divided equally between the two daughter cells.  Other species 

(such as DNA or ribosomes) that are actively reproduced prior to mitosis are 

unaffected.  In deterministic ODE models, dilution due to cell growth is handled in 
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the same way as true degradation: as a simple, continuous 1st order degradation 

reaction (concentration, as opposed to molecule-count, is continuously 

decreasing as cell volume increases and does not go through a step-change 

upon division). 

 These reactions, taken together, describe the regulated expression of a 

single gene.  Arranging gene regulatory networks from sets of such reactions 

simply involves a duplication of the reaction set and the appropriate identification 

of repressor proteins and operator sites.  For instance, a 2-gene bistable switch 

is created by arranging two genes, “a”, and “b”, such that the expression of gene 

“a” is repressed by protein “B”, while the expression of gene “b” is repressed by 

protein “A”.  Such a system will then contain two complete sets of the 

transcription and translation reactions outlined above. 
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3.2 The Stochastic Simulation Algorithm 

 

 The exact stochastic simulation algorithm (“SSA”) was developed over 

thirty years ago by Gillespie (30, 31) and has since been reviewed and studied by 

many others such as Cao, Li, and Petzold (40).  While several different (but 

mathematically equivalent) computational algorithms have been devised to speed 

up the SSA, this section will describe the “next reaction” variant of the SSA as 

developed by Gibson and Bruck (33).  This algorithm simulates every individual 

chemical reaction event within a system and is accurate over all regimes of 

system size.  Using the reaction propensities, the “next reaction” times for each 

potential reaction are calculated and the reaction with the nearest time is 

executed.  The state of the system is then updated to reflect the changes 

affected by this reaction, and the process is repeated. 

 Reaction propensities, defined in Equation 2.3.5, are obtained from 

traditional mass-action kinetic parameters, although the method for doing this 

varies with the order of the reaction.  In general, the propensity for a given 

reaction, ai, is the product of the average specific reaction propensity, ci, and the 

number of potential distinct combinations of reactant molecules, hi. 

 

 

! 

a
i
= h

i
c
i
 (3.2.1) 

 

The definitions of hi and ci for the most common reaction types are presented 

below.  In these definitions, A and B represent the total number of A and B 

molecules, respectively, present in the system and V and Na represent the 

system volume and Avogadro's number, respectively. 

 

 1st order reaction, A ! B 

 
 (3.2.2) 

 
 (3.2.3) 
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 2nd order monomolecular reaction, A + A ! B 

 
 (3.2.4) 

 
 (3.2.5) 

 

 2nd order bimolecular reaction, A + B ! C 

 

! 

h
i
= A " B  (3.2.6) 

 
 (3.2.7) 

 

 Consider a chemically reacting system as described in Section 2.3.  In 

such a system, a joint probability density, Pi("), describes the probability at time t 

that the ith reaction has not occurred within (t, t+") and that it will occur in the 

differential time interval (t+", t+"+d").  This conditional probability, defined as the 

product of probabilities, is given in Equation 3.2.8. 
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P
i
"( )d" = exp #a

i
"( )aid"  (3.2.8) 

 

Here, the exponential term is the probability that the reaction has not yet 

occurred, and the aid" term is the probability that the reaction will occur in a 

differential unit of time.  In order to determine which reaction occurs next (and its 

identity) we integrate this joint probability density from zero to & and find the joint 

probability distribution, Fi("). 

 

 Fi(")  probability at time t that the ith reaction will occur  (3.2.9) 

  within the interval (t, t+") 
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As a probability distribution, Equation 3.2.10 will take values between zero and 1.  

By equating it with a uniform random number with a domain of (0,1) and adding 

the current simulation time, we obtain the absolute time at which the next ith 

reaction occurs. 
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If this value is calculated for each potential reaction, the smallest value of " will 

give the time and identity of the next reaction to occur. 

 The “next reaction” variant makes use of some time saving steps to 

increase the speed of the simulation without sacrificing accuracy or introducing 

bias.  By remembering reaction stoichiometry after performing a reaction, only 

relevant propensities need to be updated between iterations.  That is, if there are 

100 species in the system and a reaction occurs that involves only 2 of them, 

only propensities that depend on the concentration of those two species need to 

be updated in the next simulation round.  The other enhancement makes use of 

random variable transformation to avoid drawing M new random variables during 

each iteration. 
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A new random variable will still have to be drawn for the executed reaction, but 

rescaling the times of the unexecuted reactions dramatically reduces the number 

of random variables needed. 

 This algorithm allows for the stochastic simulation of very dilute systems 

that do not obey deterministic kinetics, but that is not to say that it is without any 
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assumptions.  This scheme assumes that the reaction volume is homogeneous.  

This means that reactant molecules are distributed randomly and uniformly.  It 

also assumes that noncreative molecular collisions occur much more frequently 

than reactive collisions, producing a Maxwell-Boltzmann distribution of velocities.  

It should be noted, however, that this is a much weaker set of assumptions than 

are required for deterministic mass-action kinetics. 
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3.3 A Stochastic Hybrid Method 

 

 While the stochastic simulation algorithm as described in the previous 

section is generally accurate over all regimes of concentration and reaction rates 

(given that the noted assumptions hold), it is not always appropriate.  If one 

considers two variables: species counts (i.e., how many molecules of the 

reactants are present in the system) and reaction rate (i.e., how fast do those 

species react), one can imagine a 2-dimensional plane that includes these two 

dimensions as its axes.   

 

 

Figure 3.3.1 – The space of possible regimes into which a particular chemical 

reaction will fall.  A reaction network may contain reactions in multiple regimes. 
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 Since the stochastic simulation algorithm tracks each occurrence of every 

reaction, as the rate of a reaction and the possible number of reacting molecules 

increase, the number of reaction occurrences increases correspondingly, and the 

scheme becomes progressively slower and more computationally intensive.  For 

this reason, when possible – when additional assumptions can be made about a 

particular reaction, such as large numbers of reacting molecule and fast reaction 

rates – the SSA is abandoned or modified and various assumptions and 

approximations are used to reduce the computational demand.  These modified 

methods are “approximate” in the sense that they neglect some details of the 

original system in favor of computational speed.  The results thus differ from the 

“exact” SSA of Gillespie as described in Chapter 3.2. 

 Many such approximate methods have been described.  Examples include 

the chemical Langevin equation – appropriate for large systems with fast 

reactions that aren!t large enough for a deterministic ODE treatment (35).  

Gillespie has also proposed a “!-leap” method (41), appropriate for systems 

between the ranges of the exact SSA and Langevin treatments.  In the case of 

systems of reactions where there is a clear separation between fast and slow 

reactions – particularly when molecular populations are small – and the fast 

reactions reach a quasi steady state rapidly, a method known as the “PSSA” or 

“probabilistic steady state” approximation may be used (42).  Various “hybrid” 

algorithms have also been proposed, for instance by Samant, Ogunnaike, and 

Vlachos (43), that combine other methods into a single algorithm.  Accelerated, 

approximate methods are a field of active and vigorous research, but for the 

balance of this dissertation, the hybrid method of Salis and Kaznessis will be 

employed. 

The multiscale simulation algorithm developed by Salis (34, 44) has been 

described in general terms in the introduction to this dissertation.  As mentioned, 

this method combines the “next reaction” variant of the stochastic simulation 

algorithm with the chemical Langevin equation to simulate a system of equations 



! 39 

that occurs over a wide range of rate-scales.  A short mathematical justification 

will be described before presenting the full multiscale algorithm.  This begins by 

changing coordinates from numbers of chemical species to reaction occurrences. 

 

 

! 

X = X
0

+ v
T

r (3.3.1) 

 

As before, X is an N vector describing the number of molecules of each chemical 

species (and X0 is the initial condition), v is an M'N matrix describing the 

reaction stoichiometry, and r is an M vector describing the number of reaction 

occurrences. 

 In this set of coordinates, the chemical master equation takes the form 

given below. 
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Here, P(r,t) is the probability of the system being at state r at time t, ak(r)dt is the 

probability that the kth reaction occurs in the next dt time interval, and #k is the kth 

column of the identity matrix of dimension M. 

 Each of the M reactions is now classified as fast or slow, producing Mfast 

fast ones and M-Mfast slow ones.  The other terms are partitioned also, as shown 

below. 
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Here, rf and rs are the subsystems of fast and slow reactions, respectively, and #f 

and #s are the Mfast'Mfast and (M-Mfast) '(M-Mfast) identity matrices, respectively.  
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Substituting this partitioned system into the master equation gives Equation 

3.3.4. 
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This differential equation describes the evolution of the joint probability 

distribution over time.  This joint probability is then separated into the conditional 

probability of a slow reaction occurring, P(rs|rf,t), and the marginal probability of a 

fast reaction occurring, P(rf,t). 
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This equation can be differentiated with respect to time to produce Equation 

3.3.6. 
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If one makes the assumption that the probability of a slow reaction occurrence 

does not change over a short enough time interval, Equation 3.3.7 is obtained. 
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Thus, the master equation can be partitioned. 
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Thus far, the system is still being described as a discrete state space jump 

Markov process, however Equation 3.3.8 may be approximated as continuous if 

there are enough states and the random walk between them occurs fast enough. 

 This approximation is performed by defining a characteristic size 

parameter, $, and substituting rf!=rf/$ and performing a Kramers-Moyal 

expansion on the master equation in terms of rf! and $.  As $ goes towards 

infinity, the chemical master equation may be approximated by its first two 

differential moments using the continuous Fokker-Planck equation. 
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The Itô solution to Equation 3.3.9 is given in Equation 3.3.10. 
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This is the chemical Langevin equation discussed by Gillespie (35) and may be 

somewhat familiar from Section 2.3 of this dissertation.  Changing from reaction 
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occurrence coordinates back to molecular number coordinates gives the more 

familiar version. 
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Unlike the version of the chemical Langevin equation given earlier, Equation 

3.3.11 describes the trajectories of the state vector, X(t), as affected by the fast 

reactions only. 

 The slow reactions that do not fit the assumptions necessary for the 

application of the chemical Langevin equation must also be accounted for, but 

they are coupled to the fast reactions: both fast and slow reactions will likely 

involve some common reactants.  While the fast reactions are assumed to occur 

in continuous state space, the slow reactions must still be examined in discrete 

state space.  This is accomplished by applying a somewhat modified version of 

the stochastic simulation algorithm described previously.  In that algorithm, as 

described above, the joint probability function defines the probability that the ith 

reaction has occurred in ! relative time.  Both the first and next reaction variants 

define this probability by Equation 3.3.12. 
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Using the stochastic simulation algorithm, the next step would be to solve for the 

time of the next reaction: 
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This can be converted into integral form to give Equation 3.3.13. 
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This system of Mslow integral equations has solutions that give "j for j=1…Mslow.  

Since the probabilities of reaction occurrences are always positive (or at least 

non-negative), the integrals of the probabilities will never decrease.  This gives 

Equation 3.3.14. 
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In Equation 3.3.14, the pj!s are independent uniform random numbers on (0,1).  

Thus, finding the minimum " is equivalent to finding the integral equation that 

equals or exceeds zero first.  By monitoring zero crossings of Equation 3.3.13 

during integration, one can identify which integral equation has equaled or 

exceeded zero.  As with the “next reaction” variant of the SSA, efficiency may be 

improved by rescaling the random variables for unexecuted reactions. 

 Partitioning the system of reactions between fast and slow must be 

performed automatically.  This process must also occur throughout the 

simulation, as reaction rates are dependent on the changing composition of the 

system.  Gillespie gives two necessary and sufficient conditions for the jump 

Markov process to be approximated as a continuous one. 

 

1) the reaction occurs many times in a short time interval 

2) the species involved in the reaction are present in relatively large 

numbers, so that the effect of each reaction event on the total number of 

reactant molecules is small 

 

The first condition is described quantitatively by Equation 3.3.15. 
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Here, the (t is the time step of the chemical Langevin equation numerical 

integrator.  The constant % is an empirical constant that defines the cutoff 

frequency.  It must be set high enough (%>>1) that “many” reactions will occur 

within the time step.  The second condition is satisfied if all species involved in 

the reaction (reactants and products) are present in quantities above a second 

empirical parameter, &. 
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The parameters used for the simulations described in this work were %=10 and 

&=100.  There is no upper bound on these limits – as they increase towards 

infinity, the approximation becomes exact.  If these parameters are chosen too 

low, however, the algorithm will produce inaccurate results. 

 While much of this discussion has been focused on the justification for the 

partitioning of the master equation, practical numerical methods are required in 

order to conduct actual simulations.  Particularly, a stochastic differential 

equation (SDE) numerical integration technique is required to integrate the 

chemical Langevin equation.  The integration of stochastic differential equations 

is an interesting topic in its own right, and many methods have been developed.  

The one employed in this work is the Euler method, shown below using the 

variables as previously discussed. 
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Here, Nj(0,(t) represents a Gaussian random variable with a mean of 0 and a 

variance of (t. 

 The actual algorithm consists of numerically integrating the Langevin 

equations to compute the effects of the fast reactions.  The slow reaction 

propensities are then evaluated using the new state of the system.  The integral 

form of the “next reaction” variant is then integrated, observing occurrences of 

slow reactions (zero-crossings of Equation 3.3.13).  If no slow reactions occur, 

the simulation proceeds forward.  If two slow reactions occur, the state of the 

system is “rewound” to its previous value.  The time step is reduced, and the 

simulation proceeds again.  If a single slow reaction occurs, the time at which it 

occurs is computed.  This scheme is implemented in Fortran 90/95, and it is the 

stochastic hybrid method that is used to simulate the majority of the gene circuits 

in this dissertation.  Some networks, by virtue of their kinetics and initial 

conditions, will not have any fast reactions.  In those cases, the algorithm 

reduces to the “next reaction” variant of the SSA. 

 The accuracy of this method is documented by Salis (34).  This accuracy 

is dependant on the values chosen for & and %, though the default values used in 

this work are conservative.  Since these two parameters both define conditions 

that must be met for the hybrid method to be invoked, there are still 

computationally-intensive cases that this hybrid method will not accelerate (high 

reaction rate, but small molecular populations – Equation 3.3.15 satisfied, but not 

Equation 3.3.16).  That is to say that the upper-left hand corner of Figure 3.3.1 is 

computationally demanding and not addressed by Salis! SSA/SDE hybrid 

method.  Furthermore, this regime is an important one.  Particularly in the case of 

DNA / protein binding, reaction rates are often fast and protein concentrations are 

often small.  Other methods are currently under development to adequately 

handle this regime (42). 

 The fourth regime: that of slow rates but high reactant molecule counts, 

requires no additional assumptions or methods.  While the state space may be 
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approximated as continuous in this case, there is little practical advantage to 

doing so.  Since the reaction rate is slow, the classical SSA is not particularly 

computationally demanding, and this is not affected by the number of molecules 

present. 

 Finally, it should be noted that the plane described in Figure 3.3.1 can be 

broken down into more than four regions if the rates of a particular network of 

reactions happen to be naturally separated into more than two groups (e.g., fast, 

medium, and slow).  Additional algorithms exist that are optimized for these 

cases, but they are not addressed in this dissertation. 
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3.4 Global Optimization and Simulated Annealing 

 

 The Metropolis Monte Carlo / simulated annealing algorithm (45, 46) is a 

global optimization technique that is well-suited to complex systems with many 

parameters.  In short, the algorithm, as applied to a chemical kinetic system, 

consists of the following steps: 

 

1) Perturb the reaction kinetics of the current model, ki, to form a new k'. 

2) Calculate concentration trajectories X'(t) based on kinetic constants k'. 

3) Evaluate the fitness of the X'(t) trajectories. 

4) a)  If the X'(t) trajectories are an improvement over the previous 

iteration, Xi(t), accept them and set Xi+1(t) = X'(t) and ki+1 = k'. 

 b)  If the X'(t) trajectories are not an improvement over the previous 

iteration subject to the Metropolis criterion), discard  X'(t) and k'. 

5) Return to (1) unless some stopping criterion is met. 

 

We describe each of these steps, as they apply to the repressilator, below.  In 

general, the algorithm is applicable to any gene network, provided that the 

desired behavior can be described quantitatively.  This would amount to 

changing the model in step (2) to describe the new network and modifying step 

(3) to describe the desired function of the new network. 

 

Step 1: Generation of Perturbations 

Perturbation of the kinetic parameters of the most recent accepted model 

is accomplished by choosing with uniform probability a parameter from the list of 

parameters that are subject to perturbation.  A Gaussian-distributed random 

variable is then added to this parameter.  If this results in a negative kinetic 

parameter, the move is discarded and a new random variable is chosen.  This 
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procedure may be repeated in order to create perturbations in more than one 

dimension of parameter-space. 

Since unbiased perturbations are important (46), the mean value of these 

random variables is always zero.  The variance is determined by multiplying the 

original kinetic parameter by some constant.  For instance, ( = 0.2 k0, where both 

sigma and k are vectors whose dimension corresponds to the number of kinetic 

parameters subject to perturbation.  Ultimately, sigma is a vector whose values 

must be empirically determined in order to yield convergence with the fewest 

number of iterations. 

 

Step 2: Calculation of Reaction Trajectories 

 Stochastic or multiscale simulation algorithms (described above) are used 

to calculate concentration or reactant-molecule number versus time data for the 

model.  Usually, many independent trajectories will be calculated for each 

iteration of the simulated annealing algorithm. 

 

Step 3: Evaluation of the Fitness of the Trajectories 

 The trajectories are examined for their quality.  In the case of a genetic 

oscillator, a Fourier transform (described below) is used to obtain the dominant 

period of the oscillator.  The absolute value of the difference between the 

dominant period and the desired period is designated as the virtual “energy” of 

the system. 

 

Step 4: Selection 

 The decision of whether to accept or reject the model in question is made 

using the Metropolis criterion with simulated annealing (46).  Once the ensemble 

average energy has been obtained, a random number is drawn, U ~ 

Uniform[0,1].  The model is then accepted if Equation 3.4.1 is satisfied. 
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kT          (3.4.1) 

 

If Equation 3.4.1 is not satisfied, the model is discarded; otherwise the model is 

accepted and recorded. 

 While the temperature is not defined in its usual physical sense, it is used 

in Equation 3.4.1 to adjust the tolerance for accepting unfavorable moves; a 

temperature of 0 would require each move in parameter space to decrease the 

ensemble average energy of the system.  In that sense, it plays the same role as 

the energy kT in a physical system of particles.  To implement simulated 

annealing, the thermal energy value, T, is decreased monotonically according to 

an empirically determined annealing schedule. 

 The selection step contains one of the most significant differences 

between the optimization of stochastic dynamics and deterministic dynamics.  

Since the quantity <Ei> is a random variable, the accept/reject decision is made 

without knowledge of the exact fitness of the current model.  If the dynamics were 

simulated deterministically, Ei could be calculated exactly and the ensemble 

average would be unnecessary. 
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3.5 Fourier Transform Analysis of Oscillators 

 

 Once a set of reaction trajectories have been calculated, they must be 

evaluated for fitness.  When dealing with an oscillator, this is done via discrete 

Fourier transform (“DFT”), as this allows the direct computation of the period of 

the oscillator.  In the case of an oscillatory gene network such as that of Elowitz 

and Liebler (2), any product protein!s level may be analyzed versus time.  Since 

the genes of the repressilator are expressed in sequence, the oscillator as a 

whole can have only one period, so this choice of a representative protein is 

somewhat arbitrary. 

 The discrete (forward) Fourier transform is given by Equation 3.5.1 (47). 

 

  

! 

j = 0,...,N "1 (3.5.1) 

 

In the code developed for this work, the FFTW package was used to perform 

Fourier transforms (48). 

 Additionally, before computing the DFT, X is transformed by subtracting its 

mean value and then padded with zeros to increase the length and smoothness 

of the resulting transform.  In the case of a biochemical oscillator, the vector X is 

of length N (plus the length of the padding zeros) and contains protein 

concentrations as a function of time, spaced evenly by time (t.  The output 

vector, f, is complex and of the same length as the input vector X.  After 

computing the Fourier transform, the power spectrum is obtained as the real 

vector P given in Equation 3.5.2. 
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The indices of this vector, j, correspond to periods of oscillation N·(t/j, and the 

value of Pj describes the contribution of this period to the total signal.  To locate 

the dominant period of the oscillator, the index of the maximum value of P is 

determined and the dominant period N·(t/jmax is calculated.  Calculating the 

energy, Ei, of the trajectory in question is then a matter of calculating the square 

(L2 norm) or absolute value (L1 norm) of the difference between the observed 

dominant period and the desired period.  This work uses the L1 norm to calculate 

energy.  The overall energy of the model consists of an ensemble average of 

these individual energies, <Ei>.  The accept/reject decision is based on this 

ensemble average energy. 
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4 Model-Driven Designs of an Oscillating Gene 

Network 
 

4.1 Background 

 

 In this chapter, we present design rules for constructing a robust 

oscillating gene network, or repressillator.  Our objective is to quantify the effects 

of molecular level interactions on the period and variability of the oscillating 

protein concentrations.  Oscillatory gene networks are prevalent in nature, 

especially ones that generate circadian rhythms (49, 50).  Given the naturally 

oscillatory levels of many chemicals in the body, it will be useful to have well 

controlled oscillating protein levels for use in applications such as in 

chronopharmaceutics (51).  

Previous work has studied naturally oscillating systems using deterministic 

models and techniques from the study of non-linear dynamics, including 

bifurcation analysis.  The Drosophila circadian rhythm (52), a simplified model of 

circadian rhythm combining positive and negative regulation (53, 54) and the 

entrainment of a synthetic oscillator to a bacterial cell cycle (55) have been 

mathematically modeled and analyzed.  However, deterministic methods make 

multiple approximations on the continuity and differentiability of the reaction 

events that occur within a biological system.  These approximations have been 

shown to be invalid for many biological processes, especially gene expression 

(26).  Here, we describe the system!s dynamics using a fully stochastic 

representation and use stochastic simulations to compute an ensemble of  

trajectories.  

Following the work of Elowitz and Leibler, we connect three genes in a 

cycle of negative feedback loops.  The protein products of each gene repress the 

expression of the next gene in sequence, creating the possibility of sustained 

oscillations.  We quantitatively model the repressilator by extracting components 
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from the well-characterized lac, tet, and ara operons, using kinetic parameters 

from the literature (56-62), and inserting them in the network configuration of the 

repressilator.  Besides the natural components, a wide variety of lac and tet DNA 

sites and repressor proteins have been created through extensive 

mutatagenesis, each with altered kinetic characteristics (63-66).  These mutants 

provide a basis for examining variations on the wild-type kinetic constants. 

In this chapter, we propose multiple configurations of network 

connectivities and their kinetic parameters that result in a robust repressilator.  

We begin the design work with two configurations, each creatable from currently 

existing molecular parts, and show that these configurations do not result in 

sustained oscillations.  We then pinpoint multiple mutations that will exhibit more 

robust oscillations.  Finally, we perform a sensitivity analysis of each design 

parameter of the system, showing the effects of the number of operators, the 

operator-repressor affinities, the mRNA and protein half-lives, and the numbers 

of ribosome and RNA polymerase on the period of oscillation.  The information 

should be useful to any synthetic biologist hoping to construct an oscillating gene 

network. 
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4.2 The Repressilator Model in Detail 

 

The lac-tet-ara system is an experimentally realizable gene network with 

many possible combinations of individual molecular components.  The network 

connections are constructed so that sustained oscillations are possible, but not 

guaranteed.  The production of LacI monomers is repressed by AraC2 proteins 

bound to promoter-overlapping I1/I2 sites, the production of TetR monomers is 

repressed by LacI4 tetramers bound to one or more promoter-overlapping lac 

operators, and the production of AraC monomers is repressed by TetR2 dimers 

bound to one or more promoter-overlapping tet operators. 

The lac, tet, and ara operators may be moved, replicated with one or more 

adjacent copies, or replaced with mutant variants.  The 5! UTR region of the 

repressor mRNAs may be altered to increase or decrease their degradation 

rates.  The repressor proteins may also be fused with ssrA peptides to increase 

their degradation rates.  One configuration, consisting of one wild type operator 

regulating each gene and using wild type repressor proteins and mRNAs, is 

shown in Figure 4.2.1.  Its corresponding mechanistic system of reactions is 

detailed in Table 4.2.1.  While there are many possible configurations, we will first 

focus on ones that are synthesizable from currently available molecular 

components, including ones using the inducible promoters created by Bujard (21, 

67) and another using a simpler, single operator design. 
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Figure 4.2.1 – The network connectivity for a lac-tet-ara oscillating gene network 

and the sequences of the promoter regions using a single, promoter-overlapping 

operator per gene. 
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Table 4.2.1 – Base reactions and kinetic rates for the lac-tet-ara system.  Units 

on k: 1st order reaction:  s-1, 2nd order: (M·s)-1. Reactions with two kinetic 

constants are ) – distributed events, where the first number is the rate of each 

step and the second is the number of steps. 
 

Rxn  Reaction k Ref. 

1 2 LacI --> LacI2 1.00E+09 (68) 

2 LacI2 --> 2 LacI 10 (68) 

3 2 LacI2 --> LacI4 1.00E+09 (68) 

4 4: LacI4 --> 2 LacI2 10 (68) 

5 LacI4 + lacO1 --> LacI4:lacO1 5.00E+09 (62) 

6 LacI4:lacO1 --> LacI4 + lacO1 3.85E-04 (62) 

7 2 tetR --> tetR2 1.00E+09 § 

8 tetR2 --> 2 tetR 10 § 

9 tetR2 + tetO2 --> tetR2:tetO2 2.98E+06 (59) 

10 tetR2:tetO2 --> tetR2 + tetO2 2.13E-02 (59) 

11 2 araC --> araC2 1.00E+09 § 

12 araC2 --> 2 araC 10 § 

13 araC2 + araI1/I2 --> araC2:araI1/I2 1.00E+07 (57) ¶ 

14 araC2:araI1/I2 --> araC2 + araI1/I2 4.00E-03 (57) ¶ 

15 RNAp + lacP:lacO1 --> RNAp:lacP:lacO1 2.00E+06 (62) 

16 RNAp + tetP: tetO2 --> RNAp:tetP:tetO2 8.60E+05 (58) 

17 RNAp + araP:araI1/I2 --> RNAp:araP:araI1/I2 2.00E+08 (56) ¶ 

18 RNAp:lacP:lacO1 --> RNAp:lacP* 0.01 (62) 

19 RNAp:tetP:tetO2 --> RNAp:tetP* 0.13 (58) 

20 RNAp:araP:araI1/I2 --> RNAp:araP* 0.167 (56) 

21 RNAp:lacP* --> lacP:lacO1 + RNAp:DNAlac 30 (61) 

22 RNAp:tetP* --> tetP:tetO2 + RNAp:DNAtet 30 (61) 

23 RNAp:araP* --> araP:araI1/I2 + RNAp:DNAara 30 (61) 

24 RNAp:tetP:tetO2 --> RNAp + tetP:tetO2 0.1 (58) 

25 RNAp:araP:araI1/I2 --> RNAp + araP:araI1/I2 0.06 (56) ¶ 

26 RNAp:lacP:lacO1 --> RNAp + lacP:lacO1 0.01 (62) 

27 RNAp:DNAlac --> RNAp + tet_mRNA 30 1/sec, 660 nt (61) 

28 RNAp:DNAtet --> RNAp + ara_mRNA 30 1/sec, 660 nt (61) 

29 RNAp:DNAara --> RNAp + lac_mRNA 30 1/sec, 660 nt (61) 

30 lac_mRNA + rib --> rib:lac_mRNA 1.00E+05 † 

31 tet_mRNA + rib --> rib:tet_mRNA 1.00E+05 † 

32 ara_mRNA + rib --> rib:ara_mRNA 1.00E+05 † 

33 rib:lac_mRNA --> rib:lac_mRNA_1 + lac_mRNA 33 (60) 

34 rib:tet_mRNA --> rib:tet_mRNA_1 + tet_mRNA 33 (60) 

35 rib:ara_mRNA --> rib:ara_mRNA_1 + ara_mRNA 33 (60) 

36 rib:lac_mRNA_1 --> rib + LacI + Dlac 33 1/sec, 220 aa (60) 

37 rib:tet_mRNA_1 --> rib + tetR + Dtet 33 1/sec, 220 aa (60) 
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38 rib:ara_mRNA_1 --> rib + araC + Dara 33 1/sec, 220 aa (60) 

39 LacI --> 2.31E-03 (2) 

40 tetR --> 2.31E-03 (2) 

41 araC --> 1.93E-04 ‡ 

42 Dlac --> 3.85E-04 ‡ 

43 Dtet --> 3.85E-04 ‡ 

44 Dara --> 3.85E-04 ‡ 

45 LacI2 --> 2.31E-03 (2) 

46 LacI4 --> 2.31E-03 (2) 

47 tetR2 --> 2.31E-03 (2) 

48 araC2 --> 1.93E-04 ‡ 

49 lac_mRNA --> 2.00E-03 † 

50 tet_mRNA --> 2.00E-03 † 

51 ara_mRNA --> 2.00E-03 † 

Notes on sources:  †values were adjusted to give approximately 20 proteins per mRNA.  ‡based 

on typical protein degredation half lives §values were estimated for tet and ara parameters based 

on literature values for the lac system. ¶ the forward and backward reaction rates were estimated 

from a given Kd value. 

 

When replacing wild type DNA sites, proteins, or mRNA molecules with 

mutant variants, we modify the system of reactions with the altered kinetics.  

However, if we replicate one or more copies of an operator and place them 

adjacent to an existing one, we instead add more reactions to the system, 

including the new operators! interactions with repressors and RNA Polymerases.  

A brief list of experimentally well-characterized mutant DNA sites and repressor 

proteins from the lac and tet operons is shown in Table 4.2.2.  By using a 

detailed mechanistic model, we can accurately simulate the effects of adding new 

genetic elements without making possibly invalid approximations.  All kinetic 

simulations are then performed with the stochastic hybrid algorithm as described 

in prior sections of this dissertation. 
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Table 4.2.2 – A brief list experimentally measured repression strengths in the 

case of operator site mutations for the lac and tet operons.  The expression 
levels of tet operator:repressor variants are measured in relative "-galactosidase 

activity (r"), where 100% expression occurs when repressor is absent. 

lac Variants (65) tet Variants (64) 

Osym:wt Keq = 1e11 [M
-1

] wt:wt  r"
†
 = 0% 

O4a:wt   Keq = 1.1e8 [M
-1

] O2T:KA33  r" = 28% 

O5a:wt   Keq= 5.8e8 [M-1] Owt:TA27 r" = 45% 

O5c:wt   Keq = 8.1e7 [M-1] O3C:wt r" = 68% 

O4a5c:wt    Keq = 5.2e6 [M
-1

] O5G:wt  r" = 87% 

 

To connect the simulation results to experimentally observable phenotypes, the 

coding sequence for a fluorescent protein, such as GFP, YFP, or CFP, is 

bicistronically added after each repressor coding sequence.  The production of 

each fluorescent protein will be under the same control as the corresponding 

repressor and their concentration may be quantitatively measured, at the single 

cell level, with optical microscopy.  In the model, the half-lives of the fluorescent 

proteins, which are also fused with the ssrA peptides, are kept constant at 30 

minutes.  For future applications, the fluorescent proteins may be replaced with 

other functional proteins, such as enzymes.  We will refer to the fluorescent 

proteins as Dlac, Dtet, and Dara, referring to the repressor protein with which 

they are co-expressed. 

 This model contains a number of implicit assumptions.  First, it is assumed 

that other genes expressed in the reaction volume (the cell) do not interfere with 

the studied gene networks, or that any of these effects are accounted for in the 

experimentally measured kinetic parameters.  It is also assumed that there is no 

significant DNA binding of the monomer forms of LacI, TetR, and AraC and of the 

dimer form of LacI.  Additionally,  the small molecules lactose, tetracycline, and 

arabinose, often associated with these systems, are not included in the model.  

The repressor proteins are always capable of binding their cognate DNA sites 

and, once bound, sterically prevent the RNA Polymerase from binding the 

promoter region.  While araC is an activator protein in the wild type operon, one 
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may convert it to a repressor protein by positioning its DNA binding sites so that 

the bound araC2 overlaps with the promoter region. 

For all trials, the initial numbers of free and available molecules for RNA 

polymerases and ribosome are 270 and 900, respectively.  All present promoter 

and operator sites are initialized at 1 molecule.  All other present chemical 

species are not initially present.  Cell division is a discrete event that occurs 

every 30±4 minutes (Gaussian distributed).  The volume of the cell is initially 10-15 

liters and is linearly increased.  The system volume is then halved as the cell is 

assumed to split into equal two daughter cells.  Except for those species 

involving DNA sites, RNA polymerase, and ribosome, the numbers of molecules 

in the system are halved.  The reported concentrations are on a per cell basis. 
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4.3 Simulation Results and Discussion 

 

While the kinetic model depicted in Table 4.2.1 does not produce 

sustained oscillations, an ad hoc intuitive process was able to generate an 

oscillating network by modifying various kinetic parameters.  The resulting 

dynamic behavior is presented as Figure 4.3.1. 

 

 

Figure 4.3.1 – An oscillating gene regulatory network.  The reaction network that 

generated this behavior is the network of Table 4.2.1 modified by the creation of 

a promoter region containing 3 lac operators.  The three lac operators now have 

a decreased affinity to the LacI4 tetramer with a Keq of 5.2e11 [M-1] and a 

dissociation kinetic constant of 1.93e-3 [sec-1], which is similar to the lacOsym 

variant.  The two tet operators now have an increased affinity to the TetR2 

repressor with a Keq of 1.4e10 [M-1] and a dissociation kinetic constant of 2.13e-2 

[sec-1].  The half life of the TetR protein is also decreased to 5 minutes. 

 

While oscillations were easily obtained, the true power of in silico 

modeling, as opposed to in vivo work, lies in the ability to conduct exhaustive 

searches in parameter space and evaluate many potential variations on a given 

network paradigm.  In order to determine the width of the envelope of oscillation, 

a thorough exploration of the parameter-space is necessary.  The initial 

concentrations of available RNA polymerases and ribosomes and the 

degradation rates of all proteins and mRNAs are varied.  The effect of the 
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number of operators and the repressor-operator affinity on the period of 

oscillation is also investigated.  To isolate the effect of the particular variable 

under investigation, the asymmetric wild-type lac, tet, and ara operons were 

balanced by constructing a symmetric “survey model” in the same form as 

described in Table 4.2.1.  This survey model contained between one and three 

operator sites per promoter regulating the production of each repressor. The 

model!s rate constants are symmetric between all three promoters and genes 

and consistent with the range of available molecular components, including both 

wild types and mutant variants. 

The affinity of the repressor for the operator sites is investigated by 

varying the equilibrium binding constants in the survey model through 

modification of the half-lives of the bound repressor-operator complexes.  Since 

many DNA-protein associations have forward rate constants near the diffusion 

limit of ~108 M-1s-1 (69), this rate constant is fixed. The degradation rate of the 

complex was varied so as to give affinities between 1013 and 107 M-1.  This 

corresponds to half-lives between 19 hours and 7 seconds.  The results of the 

sensitivity analysis reveal the design rules for a three-gene repressilator. 

The most basic of these rules is that total repression must be neither too 

strong, nor too weak.  The symmetric survey model with three operator sites per 

regulated gene shows marked oscillations over a range of repressor-operator 

affinity of 109 to 1011 M-1.  The period of the oscillation also depends on this 

affinity – at 109 M-1, the period is 3.39 hours, at 1011 M-1, the period increases to 

11.55 hours.  When one operator site is removed from each gene, the resulting 

2-operator model shows marked oscillations over a somewhat wider range, 

giving periods from 20.04 hours at an affinity of 1012 M-1 to 2.94 hours at an 

affinity of 109 M-1.  With only a single operator per gene, the envelope of 

oscillation is very narrow near an affinity of 1011 M-1, and the oscillations are 

irregular. Overall, higher repressor-operator affinity leads to a longer period of 

oscillation. 
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In order to investigate the effects of asymmetry, a similar series of models 

is constructed with the repressor-operator affinity fixed at 1010 M-1 for all of the 

operator sites of 2 genes while the affinities of the sites on the third gene is 

varied.  When all genes have three operator sites, the asymmetric model 

oscillates over a somewhat wider range of affinities than the symmetric case, 

giving a period of 4.93 hours at 109 M-1 (vs. 3.39 hours for the symmetric case) 

and 11.25 hours at 1012 M-1 (vs. no oscillations at this affinity in the symmetric 

case).  With two active operator sites per gene, the model oscillates with periods 

from 3.85 to 7.78 hours over this same range of affinities.  With only a single 

operator site per gene, the system gives no regular oscillations.  These results 

are summarized in Figure 4.3.2. 

 

Figure 4.3.2 – A plot of period of oscillation versus repressor-operator affinity for 

models with (A, B) 2 operators per genes and (C, D) 3 operators per genes. (A, 

C) The affinities of only one set of operators are modified while the other two sets 

of operators are held at an affinity of 1010 M-1.  (B, D) The affinities of all operator 

sites in all genes are symmetrically altered.  The forward kinetic constant is 

always 108 M-1s-1. 
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These models show that a system may oscillate with repressor-operator 

affinities that differ by up to 2 orders of magnitude between the regulatory regions 

of each gene, provided that all genes contain the same number of operator sites.  

Excessive asymmetry in the amount of repression quenches the oscillations.  

The effect of increasing period with increasing affinity is also observed, although 

the trend is not as strong when the operator sites of only a single gene are 

varied.  We observe that the oscillator!s period is the sum of the pulse widths of 

all three fluorescent protein concentrations, where the pulse width is the amount 

of time required for each gene to express its repressor, become repressed by 

another repressor, and have both the repressor!s mRNA and protein degrade to 

zero molecules. Asymmetries in the number of operators and the repressor-

operator affinity will cause asymmetric pulse widths. In Figure 4.3.3, the model 

depicted at right is a symmetric model: repressor-operator affinities at both 

operator sites on all three operons are 1010 M-1.  In the model at left, the 

repressor-operator affinities of both operator sites on one operon were increased 

to 1012 M-1.  Only one marker protein is shown, as the other two were unaffected 

by the change. 
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Figure 4.3.3 – Repressor-operator affinity asymmetry causes asymmetric pulse 

widths. (Left) The dynamics of the Dlac protein from a model with 2 operators per 

gene, with one operator having a repressor-operator affinity of 1012 M-1 and the 

others with repressor-operator affinities of 1010 M-1. (Right) The dynamics of the 

Dlac protein from a model with 2 operators per gene, each having repressor-

operator affinities of 1010 M-1. 

 

Variations in the forward rate constant were also briefly investigated.  In 

the preceding trials, forward rate had been held constant at 108 M-1s-1.  Although 

some repressors, including the lac one, are known to exhibit forward binding 

rates greater than 1010 M-1s-1 (69), which is greatly in excess of the diffusion limit, 

such systems are rare.  Several models are constructed with the more 

conservative value of 106 M-1s-1 and are investigated over the same range of 

affinities and symmetries as the previous models.  In general, these models do 

not oscillate well, even when the degradation rate of the repressor-operator 

complex is adjusted to give the same range of affinities.  When oscillations do 

occur, they tend to have longer periods than systems with the same affinity but 

higher forward rate.  For example, a three operator-per-gene symmetric model 

with an operator-repressor affinity of 109 M-1 gives a period of 3.39 hours and 

5.89 hours with forward rates of 108 M-1s-1 and 106 M-1s-1, respectively.  
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Therefore, the rate of forward binding of a repressor to its operator is shown to be 

as important as its affinity to the operator. 

Other parameters of interest are also investigated.  The concentrations of 

free, functional RNA polymerase and ribosome are difficult to experimentally 

control.  Gene network designs should therefore be robust to variations in these 

values.  The concentration of RNA polymerase in E. coli is known to vary with 

bacterial doubling time.  This quantity is not accessible to direct experimentation, 

however models indicate values on the order of 100 to 1000 molecules per cell 

(70).  Within this range, 5 models are evaluated.  An initial concentration of RNA 

polymerases of 100 molecules per cell yields a period of oscillation of 5.66 hours 

whereas 1000 molecules per cell decreases the period to 5.33 hours, which is a 

difference of only 6%.  Variation in initial available ribosome concentration has a 

somewhat greater affect.  With 300 ribosomes per cell, the model oscillates with 

a period of 4.95 hours.  When this number is increased to 1000 molecules per 

cell, the period increases by 19% to 5.89 hours.  Neither of these quantities leads 

to a loss of oscillation within the range of values tested.  Interestingly, while 

increasing the number of RNA polymerase molecules in a cell leads to a 

decrease in period, increasing the number of ribosomes has the opposite effect, 

which is shown in Figure 4.3.4. 
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Figure 4.3.4 – The effect of initial ribosome and RNA polymerase numbers on 

the period of oscillation. The number of initial RNA polymerases and ribosomes 

is, respectively, varied from 100 to 1000 and 300 to 1000 molecules.  

 

The effect of protein degradation rate may also play a role in oscillator 

design.  When the protein products of all three genes are assigned half-lives of 

10 minutes, the period of oscillation is 3.57 hours.  When the half-lives are 

increased to 60 minutes, the period increases to 9.08 hours.  The same trend is 

observed when the half-lives of the products of two operators are held constant 

at 20 minutes and the half-lives of all of the protein products of the third operator 

are varied.  In this asymmetric case, a half-life of 10 minutes leads to a period of 

4.88 hours (versus 3.57 hours in the symmetric case) and a half-life of 60 

minutes leads to a period of 6.39 hours (versus 9.08 hours in the symmetric 

case).  Variation of protein half-life does not lead to a loss of oscillation within the 

range of values tested. 

Finally, the effect of mRNA half-life on system oscillation is investigated.  

As mRNA half-life is varied from 5 minutes to 15 minutes for all three mRNA 

species, the period of oscillations increases from 5.30 to 6.56 hours.  Fixing the 
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half-lives of 2 species at 5 minutes while varying the half-life of the third over the 

same range yields the same trend, but to a lesser degree.  As the third half-life is 

varied from 5 minutes to 15 minutes, the period increases from 5.36 to 5.85 

hours.  Figure 4.3.5 summarizes the data. 

 

Figure 4.3.5 – The effects of protein and mRNA half-lives on the period of 

oscillation. (A) The half-lives of all mRNA species are symmetrically varied from 5 

to 15 minutes. (B) The half-lives of 2 mRNA species are fixed at 5 minutes while 

the half-life of the third species is varied from 5 to 15 minutes. (C) The half-lives 

of all protein species are symmetrically varied from 10 to 60 minutes. (D) The 

half-lives of all protein products of 2 genes are kept constant at 20 minutes while 

the half-lives of all protein products of the third gene are varied from 10 to 60 

minutes. 

 

The modified lac-tet-ara system described here demonstrates that a gene 

network created from molecular parts not normally associated with each other 

nor naturally oscillatory can lead to the expression of robustly periodic protein 

product.  More interestingly, with the help of inexpensive simulations, a simple 

set of design rules is created that can guide a first cycle of experiments.  The 

design rules compact the results of these simulations into a few concise 
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statements, which may then be used to more easily construct robust oscillating 

gene networks. 

All of the investigated design parameters affect the period of oscillation.  

First, increasing the repressor-operator affinity results in a longer period of 

oscillation.  Increasing the number of operators regulating each gene also 

increases the period of oscillation and makes the repression of each gene more 

sensitive to the number of repressors, which is abstractly referred to as 

cooperativity.  However, if the operators of the three genes differ in their affinities 

by larger than two orders of magnitude, then sustained oscillations are not 

possible.  To obtain a desired period of oscillation, one may increase the number 

of operators and decrease the repressor-operator affinity or vica verca.  

However, using only one operator generally results in unsustained oscillations 

and inserting more than three promoter-overlapping operators is difficult.  

Second, increasing the half-life of the mRNA or protein of any repressor will 

increase the period of oscillation.  Finally, increasing the number of available 

RNA polymerases or ribosomes respectively decreases and increases the period 

of oscillation.  Because the RNA polymerases directly compete with repressors 

for binding to promoter sites, the increase in the number of RNA polymerases 

has a similar effect as decreasing the repressor-operator affinity.  However, 

because only transcriptional regulation is utilized, increasing the number of 

ribosomes has a similar effect as increasing the half-lives of the repressors 

themselves.  While experimentally altering the expression of RNA polymerase 

and ribosome is not practical, it is important to know how the period of 

oscillations will change as a result of global shifts in the metabolism of the cell.  

For example, the period of oscillation is predicted to change when switching from 

the exponential to stationary growth phases, due only to changes in RNA 

polymerase and ribosome numbers. 

Constructing and testing the variant models described here would be 

enormously costly.  Instead, we use stochastic simulations of a detailed 
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mechanistic model.  Although the simulations are subject to multiple 

assumptions, stochastic modeling of the known interactions should provide a set 

of verifiable and falsifiable rules.  Using the results of a first cycle of targeted 

experiments, the model may be directly refined to correct invalid assumptions or 

kinetic parameters.  Because the model uses a detailed, mechanistic system of 

reactions, it is much easier to modify the kinetic characteristics of a particular 

molecular interaction, which may be directly measured from experiments.  

Alternative models, which includes the extensive use of course grained or 

lumped interactions, are more difficult to modify according to new experimental 

data because they group together multiple biological processes whose 

independent actions are not fully accounted. 

In the near future, toolboxes will be created of known DNA sequences and 

protein molecules that exhibit a wide spectrum of well-characterized kinetic 

parameters.  First successful attempts are already being reported (32).  The 

combination of these molecular components into synthetic gene network will 

create novel and useful functions.  As these networks become more complex, our 

ability to intuitively predict their behavior will fail.  By using detailed mechanistic 

models and stochastic simulation techniques, one can more quickly determine 

the necessary molecular components and network connectivities that produce a 

desired dynamical behavior. 
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5 Optimization of a Stochastically Simulated Gene 

Network Model via Simulated Annealing 
 

5.1 Background 

 

 Past work in designing and optimizing these gene regulatory networks has 

focused primarily on a completely rational approach to design (71), or on 

optimization methods and bifurcation analysis utilizing deterministic mass-action 

kinetics (72, 73).  While the bifurcation theory of deterministic systems is 

convenient and well developed, these models suffer from an inability to 

accurately describe the truly stochastic nature of many of the regulatory species 

involved. 

 This chapter presents an optimization method based on simulated 

annealing (SA) to locate combinations of kinetic parameters that produce a 

desired dynamic behavior in a genetic network of a specified connectivity.  

Simulated annealing (45, 46) is an optimization scheme first developed in the 

early 1980!s by Kirkpatrick et al. for systems with many degrees of freedom.  In 

the years since its creation, it has become one of the most popular and widely-

used optimization algorithms due to its versatility and wide-applicability.  

Simulated annealing draws an analogy between a multi-dimensional optimization 

problem and the minimization of energy that occurs within a metal as it cools and 

its atoms optimize their positions to minimize Gibbs free energy.  In simulated 

annealing, perturbations to the model replace atomic vibration, a problem-specific 

quality metric takes the place of energy, and a virtual temperature is lowered to 

“anneal” the system towards the optimal value of that quality metric. 

 Since gene expression is an inherently stochastic process, the simulation 

component of SA optimization is conducted using an accurate multiscale 

simulation algorithm (34) to calculate an ensemble of network trajectories at each 

iteration of the SA algorithm.  The optimization of simplified models using 
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ordinary differential equations has been well studied (72, 73).  This paper 

attempts to use a mechanistic, stochastically-integrated model of a gene network 

as the foundation for a Metropolis Monte Carlo / simulated annealing optimization 

scheme.  On the other hand, we recognize that locating the global optimum 

behavior of a gene network is of little value if the resulting set of optimum 

parameters do not correspond to the kinetic parameters of genetic components 

available to the experimentalist.  Therefore, we will seek to use our optimization 

scheme in combination with a particular gene network model to locate many sets 

of parameters that correspond to many different optima.  The experimentalist will 

then be presented with a larger “menu” of putative systems that yield a desired 

network dynamic behavior, within a certain tolerable error.   

 The network that will be used as an example will be the three-gene 

repressilator of Elowitz and Leibler (2).  Using simplified models and ODEs, the 

bifurcation analysis of such systems have been investigated (74).  Prior modeling 

investigations using mechanistic models and stochastic simulation have 

determined that this system gives rise to oscillations over certain ranges of 

kinetic parameters as discussed in the prior section of this dissertation (3).  

These studies by Tuttle et al. have also revealed which kinetic parameters of the 

model give the best control over the period of oscillations.  This makes the 

repressilator an ideal candidate for testing optimization schemes that can then be 

applied to less well-studied systems.  The goal of the optimizations will be to 

obtain an oscillator that oscillates at or near a specified period.  The models 

obtained will be tested for quality by comparing the periods of their oscillations to 

the specified goal period.  In applying simulated annealing to other gene 

networks, this is the only aspect of the described SA algorithm itself that would 

need to be altered.  Indeed, the definition of fitness or quality will be different with 

each new network-function (switch, filter, etc.) under consideration and will 

depend on the use to which the network is to be put. 
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5.2 Modeling Details and Simulated Annealing Implementation 

 

 The Metropolis Monte Carlo / simulated annealing algorithm (45, 46) is a 

global optimization technique that is well-suited to complex systems with many 

parameters.  In summary, the algorithm, as applied to a chemical kinetic system, 

consists of the following steps: 

 

1) Perturb the reaction kinetics of the current model, ki, to form a new k'. 

2) Calculate concentration trajectories x'(t) based on kinetic constants k'. 

3) Evaluate the fitness of the x'(t) trajectories. 

4) a)  If the x'(t) trajectories are an improvement over the previous 

iteration, xi(t), accept them and set xi+1(t) = x'(t) and ki+1 = k'. 

 b)  If the x'(t) trajectories are not an improvement over the previous 

iteration (subject to the Metropolis criterion), discard  x'(t) and k'. 

5) Return to (1) unless some stopping criterion is met. 

 

 We describe each of these steps, as they apply to the repressilator, below.  In 

general, the algorithm is applicable to any gene network, provided that the 

desired behavior can be described quantitatively.  This would amount to 

changing the model in step (2) to describe the new network and modifying step 

(3) to describe the desired function of the new network. 

 

Gene expression as Chemical Reactions 

 The example network that is used here is a repressilator consisting of 

three genes (2).  This work refers to the lac (lactose), ara, (arabinose) and tet 

(tetracycline) operons, as these operons are well characterized and code for 

proteins that are not essential for cellular function.  Only a limited subset of 

naturally occurring genetic components are available in constructing a gene 



! 73 

network, since a circuit that relies on repressing or over-expressing critical 

proteins will be incompatible with living cells. 

While the lac, ara, and tet operons function very differently, the theoretical 

framework that is used to express each gene in silico is quite similar.  Each 

interaction between individual, distinct chemical species is described as a 

chemical reaction with a particular rate constant.  In this network, the lac operator 

controls the expression of tet repressor, the tet operator controls the expression 

of the ara repressor, and the ara operator controls the expression of the lac 

repressor.  Table 5.2.1 lists the full three-gene network used to dynamically 

model the repressilator. 

The mechanism of the expression of a single gene, as embodied in our 

model, is also shown schematically in Figure 5.2.1.  With this model we have 

attempted to capture a reasonable amount of mechanistic detail.  The DNA is 

modeled as having an RNAp binding site (labeled “P” in Figure 5.2.1), one or 

more repressor binding sites (labeled “O2” in Figure 5.2.1), and one or more 

coding regions that code for protein production (labeled “lac” in Figure 5.2.1 – in 

this case for lac repressor monomer).  When a repressor dimer or tetramer (AraC 

in Figure 5.2.1) is bound to an operator site, it obstructs the RNAp from binding 

and prevents transcription.  On the other hand, when no repressor is bound, 

RNAp may bind, initiate transcription, and produce protein.  Additionally, most 

reactions are reversible – as indicated in Table 5.2.1. 

 Although specific kinetic and thermodynamic parameters are available for 

the wild-type lac (62, 68, 75-77) , ara (56, 78, 79), and tet (58, 80) systems, the 

reference-model that serves as a starting point for most optimizations in this work 

is constructed symmetrically.  That is, kinetic parameters for repressor-operator 

binding, RNAp-promoter binding, repressor degradation, mRNA degradation, etc. 

are set to the same value across the three different gene-systems.  These initial 

parameters were chosen to be consistent with the order-of-magnitude of values 

reported for the wild-type forms of these genes, as referenced in Table 5.2.1.  By 
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using a model that is initially symmetric, we insure that the system will oscillate 

during the first round of optimization and provide a convenient base-line for 

observing the changes made during the progression of the optimization 

algorithm.  Ultimately, as the optimization proceeds, the symmetry will break 

down among the parameters subject to optimization. 



! 75 

Table 5.2.1 – The complete network of reactions used as a starting point for 

gene network optimizations.  References refer to actual kinetic data; initial data 

depicted below has been reduced to order-of-magnitude estimates and made 

symmetric across all three-gene systems. 

 

Rxn. Reaction k Ref. 

Repressor Protein Dimerization / Tetramerization 

1 2 araC ! araC2 109 § 

2 araC2 ! 2 araC 10 § 

3 2 LacI ! LacI2 109 (68) 

4 LacI2 ! 2 LacI 10 (68) 

5 2 LacI2 ! LacI4 109 (68) 

6 LacI4 ! 2 LacI2 10 (68) 

7 2 tetR ! tetR2 109 § 

8 tetR2 ! 2 tetR 10 § 

Repressor / Operator Binding# 

9 LacI4 + lacO1 ! LacI4:lacO1 108 (77) 

10 LacI4:lacO1 ! LacI4 + lacO1 10-2 (77) 

11 tetR2 + tetO2 ! tetR2:tetO2 108 (80) 

12 tetR2:tetO2 ! tetR2 + tetO2 10-2 (80) 

13 araC2 + araI1/I2 ! araC2:araI1/I2 108 (57) 

14 araC2:araI1/I2 ! araC2 + araI1/I2 10-2 (57) 

RNAp / Promoter Binding 

15 RNAp + lacP + lacO1 ! RNAp:lacP:lacO1 2 ' 108 (76) 

16 RNAp:lacP:lacO1 ! RNAp + lacP + lacO1 10-1 (76) 

17 RNAp + tetP + tetR2 ! RNAp:tetP:tetR2 2 ' 108 (58) 

18 RNAp:tetP:tetR2 ! RNAp + tetP + tetR2 10-1 (58) 

19 RNAp + araP + araI1/I2 ! RNAp:araP:araI1/I2 2 ' 108 (56) ¶ 

20 RNAp:araP:araI1/I2 ! RNAp + araP + araI1/I2 10-1 (56) ¶ 

Bound RNAp Conformationlal Change 

21 RNAp:lacP:lacO1 ! RNAp:lacP* 10-2 (76) 

22 RNAp:tetP:tetR2 ! RNAp:tetP* 10-2 § 

23 RNAp:araP:araI1/I2 ! RNAp:araP* 10-2 § 

RNAp moving to coding DNA 

24 RNAp:lacP* ! lacP + lacO1 + RNAp:DNAlac 30 (28) 

25 RNAp:tetP* ! tetP + tetR2 + RNAp:DNAtet 30 (28) 

26 RNAp:araP* ! araP + araI1/I2 + 

RNAp:DNAara 

30 (28) 

Transcription 

27 RNAp:DNAlac ! RNAp + tet_mRNA 30 nt/s, 600 

nt 

(28) 

28 RNAp:DNAtet ! RNAp + ara_mRNA 30 nt/s, 600 

nt 

(28) 
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29 RNAp:DNAara ! RNAp + lac_mRNA 30 nt/s, 600 

nt 

(28) 

mRNA / Ribosome Binding 

30 lac_mRNA + rib ! rib:lac_mRNA 105 † 

31 tet_mRNA + rib ! rib:lac_mRNA 105 † 

32 ara_mRNA + rib ! rib:lac_mRNA 105 † 

Ribosome Moves Off of Ribosome Binding Site 

33 rib:lac_mRNA ! rib:lac_mRNA_1 + 

lac_mRNA 

33 aa/s (28) 

34 rib:tet_mRNA ! rib:lac_mRNA_1 + lac_mRNA 33 aa/s (28) 

35 rib:ara_mRNA ! rib:lac_mRNA_1 + 

lac_mRNA 

33 aa/s (28) 

Translation 

36 rib:lac_mRNA_1 ! rib + lacR + Dlac 33 aa/s, 220 (28) 

37 rib:lac_mRNA_1 ! rib + lacR + Dlac 33 aa/s, 220 (28) 

38 rib:lac_mRNA_1 ! rib + lacR + Dlac 33 aa/s, 220 (28) 

Protein and mRNA Degradation 

39 LacI ! 5.78 ' 10-4 ‡ 

40 LacI2 ! 5.78 ' 10-4 ‡ 

41 LacI4 ! 5.78 ' 10-4 ‡ 

42 tetR ! 5.78 ' 10-4 ‡ 

43 tetR2 ! 5.78 ' 10-4 ‡ 

44 araC ! 5.78 ' 10-4 ‡ 

45 araC2 ! 5.78 ' 10-4 ‡ 

46 Dlac ! 5.78 ' 10-4 ‡ 

47 Dtet ! 5.78 ' 10-4 ‡ 

48 Dara ! 5.78 ' 10-4 ‡ 

49 lac_mRNA ! 2 ' 10-3 † 

50 tet_mRNA ! 2 ' 10-3 † 

51 ara_mRNA ! 2 ' 10-3 † 
Units on k: first order reaction, s

-1
; second order reaction, (M s)

-1
.  Reactions that appear to be 

third or higher order are treated as second order.  Reactions with two kinetic constants are )-

distributed events.  In these cases, the first constant is the rate of each step (first order) and the 

second constant is the total number of steps.  Cell volume is taken to be 10
-15

 liters.  Initial 

conditions are 1 molecule for all DNA species, 0 for all RNA and protein species. 

# Each of these reactions is duplicated as appropriate to give 2 or 3 operator sites per promoter 

region.  Multiple operator sites are distinguishable. 

† Values were adjusted to give ~20 proteins per mRNA. 

‡ Constant is based on typical protein degradation half-lives. 

§ Values were estimated for tet and ara parameters based on literature values for the lac system. 

¶ The forward and reverse reaction rates were estimated from a given Kd value. 
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Figure 5.2.1 – The model of the gene expression process used in this work. 

 

 Determining which of these parameters are subject to optimization is 

critical.  Only some of the rate constants in this model are experimentally 

accessible to modification, and of those, some will have little effect on the 

behavior of the system.  From prior experiments, it is known that repressor-

operator affinity has a marked effect on the period of oscillations (3).  

Furthermore, this parameter must be changed, as the perfect symmetry of the 

initial model discussed above is constructed far more easily in silico than in vivo.  

Since many DNA-protein reactions have forward rates near the diffusion limit of 

~108 M-1 s-1 (69), this rate is considered to be fixed and inaccessible to 

optimization.  Only the unbinding rate constants, reactions 9, 11, and 13 in Table 

5.2.1, are modified.  Since the model system has two operator sites controlling 

each gene (omitted in Table 5.2.1), this gives 6 degrees of freedom in the 

optimization. 

 

Generation of Perturbations 

Perturbation of the kinetic parameters of the most recent accepted model 

is accomplished by choosing with uniform probability a single parameter from the 
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list of parameters that are subject to perturbation.  A Gaussian-distributed 

random variable is then added to this parameter.  If this results in a negative 

kinetic parameter, the move is discarded and a new random variable is chosen.  

This procedure may be repeated in order to create perturbations in more than 

one dimension of parameter-space.  In fact, in all experiments conducted in this 

work, two of the six available parameters were perturbed during each 

optimization iteration. 

Since unbiased perturbations are important (46), the mean value of these 

random variables is always zero.  The variance is determined by multiplying the 

original kinetic parameter by some constant.  For instance, $ = 0.2 k0, where both 

sigma and k are vectors whose dimension corresponds to the number of kinetic 

parameters subject to perturbation.  Prior experiments have revealed that 

repressor-operator affinities may be varied over roughly 2 orders of magnitude 

without quenching oscillations.  Setting the perturbation standard deviation at 

±20% of a parameter!s original value gives a good coverage of the parameter 

space without making moves that are so aggressive as to destroy the system!s 

oscillations in one move.  Ultimately, sigma is a vector whose values must be 

empirically determined in order to yield convergence with the fewest number of 

iterations.  This effect is among those explored below. 

 

Multiple Identical Optimization Experiments 

 Since multiple combinations of kinetic parameters will produce the same 

overall system period, multiple independent optimizations must be performed to 

collect a representative sample of optimized parameter sets.  Each optimization, 

if started with identical kinetic parameters and using identical initial conditions, 

will proceed differently due to the stochastic nature of the SA algorithm and may 

reach different a set of kinetic parameters. 

 For the results of the optimization to be useful in constructing a network in 

vivo, it is critical that all of the optimized parameters match those of the genetic 
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components used by the experimentalist.  Since the number of real, available 

genetic components is finite, not every optimization will yield a system that would 

be easy to construct.  By performing the optimization many times, we seek not 

just one set of kinetic parameters that yield the desired oscillation period, but 

many sets of kinetic parameters that may be employed to give oscillations at or 

within some tolerance of the desired period.  For this reason, the majority of the 

data described below deal with sets of optimizations that start from identical 

locations in state and parameter space and have identical goals. 
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5.3 Optimization Results and Discussion 

 

 In the trials that follow, the rate constants under investigation are the rates 

of the dissociation of repressor complex and operator site, shown in Table 5.2.1 

as Reaction types 9, 11, and 13.  These constants were chosen because they 

are known to have a significant effect on the period of the system when varied 

within reasonable bounds (3).  Since two operator sites are available in each of 

the three genes present, there are six parameters that are independently subject 

to perturbation.  All six dissociation rate constants are initially equal.  At each 

step of the optimization algorithm, 2 of these 6 parameters are altered 

independently by 10-30% of their original value in order to quickly explore the 

parameter space. 

 The first aspect of the stochastic-model simulated annealing algorithm to 

be investigated is the size, *, of the ensemble of trials that is used to compute 

the average energy of the model.  This parameter is one that is unique to the 

optimization of stochastic dynamical systems.  When optimizing a system of 

ordinary differential equations, one computes the fitness of the model after only a 

single integration.  

 To investigate this parameter, a period of 6 hours was first chosen as the 

goal of the optimizations.  This value is known to be well within the envelope of 

achievable oscillations (3).  The initial period of the oscillator reference-model is 

4.3 hours.  At each iteration of the simulated annealing algorithm, * trajectories 

were calculated for the same set of kinetic parameters and used to compute the 

ensemble average energy <E>k at that iteration.  The parameter * was varied, 

and 20 identical optimizations were conducted at each * value.  The results are 

summarized in Table 5.3.1 and depicted in Figure 5.3.1. 
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Table 5.3.1 – The effect of varying ensemble size on performance of the 

optimization 

Ensemble 

Size [trials] 

Average Best 

Energy [hours] 

St. Dev of Best 

Energy [hours] 

Average 

Acceptance 

Ratio 

CPU Time 

Expended 

Per 

Optimization 

[hours] 

1 0.714 0.462 0.149 24 

2 0.539 0.466 0.208 48 

6 0.426 0.340 0.300 144 

10 0.374 0.132 0.334 240 

16 0.426 0.135 0.382 384 

 

 
Figure 5.3.1 – The mean value of the best energy obtained by twenty 

optimizations as a function of the size of the ensemble (*) used to compute mean 

energy within the SA algorithm.  The error bars represent ±1 standard deviation. 

 

Each of these optimizations was given 24·* CPU hours to run, after which they 

were terminated.  The ensembles for each optimization were computed in parallel 

using * Intel Itanium 2 CPUs at 1.5 GHz.  The energies listed in Table 5.3.1 are 

computed with the L1 norm, i.e., the absolute value of the difference between the 

goal period and the ensemble-average period.  Figure 5.3.2 shows the oscillator 



! 82 

before (A and C) and after (B and D) optimization using the initial kinetics and a 

set of optimized kinetics obtained using * = 2. 

 

Figure 5.3.2 – Plots of the number of molecules of Dlac (a marker protein co-

expressed with lacR) in a sample cell in the time domain and their associated 

power spectra in the period domain.  The plots at left (A, C) are the oscillator at 

its initial configuration while the plots at right (B, D) show it after optimization.  

The objective of the optimization was a period of 6 hours. 

 

 As the value of * increases, the uncertainty in <E>k at each iteration of the 

SA algorithm is reduced, with the greatest reductions in errors occurring at small 
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*-values.  Table 5.3.2 also shows that acceptance ratio (the number of moves in 

parameter space that are accepted, divided by the total number that are 

attempted) monotonically increases with ensemble size.  In essence, using a 

given amount of CPU time, one may sample many points in parameter space, 

moving from point to point with only a cursory examination of the resulting 

network quality at each point.  Alternatively, one may use the same amount of 

CPU time to sample fewer points in parameter space while determining the 

fitness of each point more thoroughly.  In Figure 5.3.1 and Table 5.3.1, the 

number of optimizations at each value of * was held constant, so the amount of 

CPU time expended increases linearly with the value of *.  As Figure 5.3.1 

depicts, as the size of the ensemble increases, the mean best energy of the 

optimizations generally decreases and the error in the estimate shrinks. 

 Additionally, a single optimization was performed using an ensemble size 

of * =100.  This would consume the same amount of CPU time as 10 

optimizations using an ensemble size of *=10.  By computing a larger ensemble 

of trials with the same kinetics, this optimization has a more accurate estimate of 

<E>k at each iteration of the SA algorithm than * =10 would, but may only sample 

a relatively small number of points in parameter space, relative to the 10 

optimizations of *=10.  After 24* CPU hours, the lowest energy achieved is 

0.353 hours.  In contrast, performing 10 independent optimizations with *=10 

uses the same number of CPU hours, but provides a set of 10 optimized systems 

with minimum energies of 0.388 ± 0.144 hours.  The best energy obtained in 

these 10 optimizations is 0.258, better than the 0.353 of single large-ensemble 

optimization.  Additionally, having 10 sets of parameters would provide a larger 

“menu” of possibilities for the experimentalist to select from.  Therefore, it is more 

productive to devote a given amount of CPU time to running more trials, rather 

than evaluating each trial precisely. 

 Because of the large amount of CPU time required to compute ensembles 

of stochastic trajectories, the amount of CPU time consumed was used as the 
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stopping criterion, rather than the number of iterations, accepted models, energy 

improvement, or other traditional metrics of convergence.  This is a concession to 

practical necessity.  On the other hand, it is important that each optimization run 

long enough to converge to a reasonable degree.  To demonstrate that this is 

occurring within 24·* CPU hours, 5 of the optimizations described in Table 5.3.1 

for *=6 were continued for an additional 96·* CPU hours.  These results are 

shown in Figure 5.3.3 below.  While improvement would (and does) continue to 

occur, the rate of improvement is substantially slower than during the initial 24·* 

CPU hours.  This is reflected in the acceptance ratio, which drops from 0.300 in 

the initial interval to 0.077 in interval depicted in Figure 5.3.3. 

 

 
Figure 5.3.3 – Optimization continued for 576 (96·*) CPU hours after the initial 

144 (24·*) CPU hours.  Initial period is about 1.6 hours. 

 

 The parameters investigated next were the initial “temperature” and the 

annealing schedule.  The simplest annealing method is the proportional method, 

whereby Ti+1 = +·Ti, where + is an empirically chosen number with 0 < + <1.  

Table 5.3.2 presents the results of trials with this optimization scheme.  Again, 
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the initial period was 4.3 hours, the goal was 6.0 hours, and an ensemble of 6 

trials was used to evaluate the average energy.  Table 5.3.2 also depicts a data 

point at a low initial temperature and with no annealing (i.e., + = 1.000).  This 

series of trials generally performed more poorly than the simulated annealing 

trials. 

 

Table 5.3.2 – Effects of initial temperature and annealing proportionality 

constant. 

T0 + 

Average 

Best 

Energy 

[hours] 

St. Dev 

of Best 

Energy 

[hours] 

Initial 

Acceptance 

Ratio 

Average 

Acceptance 

Ratio 

Number of 

Optimizations 

that Reached 

E , 0.25 (of 

20 total) 

6'10-2 0.900 0.47 0.31 0.85 0.27 3 

6'10-2 0.975 0.43 0.34 0.76 0.30 5 

6'10-2 0.990 0.37 0.16 0.81 0.32 3 

9'10-2 0.975 0.36 0.26 0.85 0.33 8 

1'10-2 1.000 0.63 0.48 0.67 0.18 4 

 

 The size of the attempted steps in parameter space is also critical to the 

optimization process – too large a step could cause the system to cease 

oscillations altogether (leading to rejection of the attempt with probability ~1), 

while steps that are too small will require an excessive number of iterations for 

convergence.  As described above, the standard deviation of attempted step size 

is defined by multiplying the original value of the kinetic parameter in question 

with an empirical proportionality constant:  $i = c·k0,j.  This step size does not 

change as the optimization progresses.  The proportionality constant, c, is 

investigated in Table 5.3.3; all other parameters, including an ensemble size of 6, 

were held constant.  These data show that results improve as steps are larger 

and more aggressive, even up to standard-deviations of 3/10 of a parameter!s 

original value. 
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Table 5.3.3 – Variation of step size and its effect on convergence. 

c 

Average 

Best 

Energy 

[hours] 

St. Dev of 

Best Energy 

[hours] 

Initial 

Acceptance 

Ratio 

Average 

Acceptance 

Ratio 

Number of 

Optimizations 

that Reached E 

, 0.25 (of 20 

total) 

0.1 1.31 0.39 0.79 0.30 0 

0.2 0.43 0.34 0.76 0.30 5 

0.3 0.30 0.11 0.73 0.24 8 

 

 The final series of trials investigates the effect of varying the initial rate 

constants, k0.  This also implies that the size of the steps in parameter space 

changes, since their standard deviations were defined as $i = c·k0,i.  The two 

sections of Table 5.3.4 show this effect.  The trials in the upper section (Table 

5.3.4, lines 1-3) allow the step-size to change with initial condition, while the trials 

in the lower section (Table 5.3.4, lines 4, 5) use steps with the same standard 

deviation as line 2, $ = 0.2·10-2 1/sec. 

 

Table 5.3.4 – The effect of variation of initial conditions.  Lines 1-3 also vary step 

size, while lines 4 and 5 use step-sizes identical to those of line 2. 

 

k0 

[1/se

c] 

Averag

e Initial 

Period 

[hours] 

Averag

e Final 

Energy 

[hours] 

St. 

Dev of 

Final 

Energy 

[hours] 

Initial 

Acceptanc

e Ratio 

Average 

Acceptanc

e Ratio 

Number of 

Optimizations 

that Reached 

E , 0.25 (of 20 

total) 

1 10-1 2.81 2.25 0.54 0.88 0.31 0 

2 10-2 4.33 0.43 0.34 0.76 0.30 5 

3 10-3 8.29 1.07 0.22 0.70 0.14 0 

4 10-1 2.80 2.93 0.07 0.80 0.30 0 

5 10-3 8.50 0.16 0.04 0.67 0.20 20 

 

 The initial condition is furthest from the goal in lines 1 and 4, and indeed, 

neither choice of step-size reaches the goal in 144 (24·6) CPU hours.  Lines 3 

and 5, however, show how critical step-size may be.  In line 3, none of the 

optimizations reach the goal period within ±0.25.  Line 5 uses identical initial 

conditions, but all 20 optimizations reach the goal period given an identical 
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amount of CPU time.  In line 3, the steps in parameter space are 0.2·10-3 1/sec = 

0.0002 1/sec.  This is simply too small to sample the parameter space efficiently.  

Line 5, however, uses steps that are an order of magnitude larger, 0.002 1/s.  By 

sampling the region around the solution more efficiently, the results are 

drastically improved.  Curiously, the optimizations summarized on line 5 of Table 

5.3.4 actually outperform those summarized on line 2, though the initial condition 

on line 5 is further from the goal and both sets use steps of the same size. 

 The kinetic constants obtained via optimization for the case of *=2 are 

presented in Table 5.3.5 below.  As discussed above, the parameters that are 

subject to perturbation are the repressor complex / operator site unbinding rate 

constants.  Since each of the three operons is modeled as having two operator 

sites, this gives 6 degrees of freedom. 

 

Table 5.3.5 – Actual kinetic constants for repressor complex / operator site 

unbinding obtained for an oscillator using an ensemble size of *=2 trials per set 

of kinetic parameters.  Twenty independent optimizations were conducted.  

Values are given in units of 1/sec and as half-lives.  All rate constants started at 

10'10-3 sec-1 initially. 

 Mean [1/sec] 

Min 

[1/sec] 

Max 

[1/sec] 

Mea

n 

[sec] 

Min 

[sec] Max [min] 

Lac 1 (7.73±4.53)'10-3 0.15'10-3 15.32'10-3 344 45 76.12 

Lac 2 (8.54±3.47)'10-3 1.28'10-3 16.06'10-3 117 43 9.05 

Tet 1 (8.26±4.21)'10-3 0.16'10-3 15.83'10-3 365 44 70.66 

Tet 2 (7.73±4.40)'10-3 0.22'10-3 13.96'10-3 333 50 53.46 

Ara 1 (7.13±4.32)'10-3 0.61'10-3 15.05'10-3 243 46 19.02 

Ara 2 (7.07±5.01)'10-3 0.21'10-3 17.14'10-3 438 40 56.01 

 

Because simulated annealing is a stochastic optimization scheme, the kinetic 

constants obtained by this optimization are themselves random variables.  It is 

also worth noting that there are many ways that this network may approach the 

optimized state.  That is, there are multiple and very different combinations of 

kinetic parameters that yield a given period of oscillation, and in principle, 

multiple energy zeros. 
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 Finally, Table 5.3.6 gives the kinetic constants of a single optimization 

from the group of twenty optimizations represented in Table 5.3.5.  The oscillator 

depicted in Table 5.3.6 had an energy of 0.0249; its period was approximately 2 

minutes away from the desired goal of 6 hours. 

 

Table 5.3.6 – The results of a single optimized oscillator.  This single set of 

kinetics produces oscillations with a period of approximately 6 hours. 

 k [1/sec] 

Lac 1 15.32'10-3 

Lac 2 8.66'10-3 

Tet 1 9.85'10-3 

Tet 2 6.73'10-3 

Ara 1 4.67'10-3 

Ara 2 0.21'10-3 

 

These are within the range of realistic values for a repressor/operator 

dissociation rate constant.  Experiments with one of the best-studied systems, 

the wild-type Lac repressor, show a dissociation rate constant of around 20'10-3 

sec-1 (76).  Assuming a repressor-operator forward binding rate near the diffusion 

limit of ~108 M-1 s-1 (69), this gives affinities in the range of 6.67'109 to 4.76'1011 

M-1.  In the specific case of the Lac system, the forward binding rate constant is 

actually somewhat higher than the theoretical diffusion-limit; Riggs et al. give a 

value of 7'109 M-1 s-1 (75).  This discrepancy is thought to involve the repressor 

sliding along the DNA, thus reducing the dimensionality of the diffusion.  The 

affinities of many mutant operator sites have also been studied.  A selection is 

presented in Table 4.2.2.  Of course, affinities only give the ratio between binding 

and unbinding rate constants.  As more kinetic data are made available by 

experiments, the accuracy and usefulness of modeling will greatly benefit. 

 The simulated annealing algorithm illustrated here demonstrates that gene 

network optimizations can be conducted using a mechanistically realistic model 

integrated stochastically.  While the process is computationally intensive, it does 

have the advantage of using some of the most realistic models of gene 
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expression available – models whose parameters describe actual physical rate 

constants.  Experiments conducted with the optimization parameters show that 

while the simulated annealing algorithm does require several empirical 

parameters, these parameters may be varied within a fairly wide range.  

Furthermore, most of these empirical parameters are not network-specific and 

could be applied to design and optimize other gene networks. 

 The experiments described in Table 5.3.1 and Figure 5.3.1 show that the 

size of the ensemble of trials that must be calculated within the simulated 

annealing algorithm is not especially large.  While computing just a single trial at 

each point in phase space does produce somewhat erratic behavior, a significant 

improvement can be made by computing on the order of 10 trials, rather than 

hundreds or thousands.  In fact, if a given amount of CPU time is available, it is 

shown to be more productive to compute a large number of independent 

optimizations using small ensembles than to compute a small number of 

optimizations using large ensembles. 

 In the end, however, the goal would be to actually construct these 

oscillators with a priori control over their behavior.  This is somewhat more 

difficult due to the general lack of true kinetic data available.  While the ordering 

of reaction-events required for gene expression is very well known, e.g.: binding 

of the RNAp to the promoter, binding of the repressor to the operator, etc, in 

many cases our knowledge stops at this level.  Only a subset of these binding or 

interaction events have been thermodynamically characterized in terms of 

binding affinity, and of those, an even smaller subset have been fully kinetically 

characterized in terms of binding and unbinding rate constants.  Mutant forms are 

even more lacking in kinetic data than are their wild-type counterparts.  It is this 

level of detailed knowledge, however, that is necessary to truly predict and model 

the expression of a single gene or a gene regulatory network. 

 An experimentalist wishing to construct a specific network in vivo would 

select a set of wild-type or mutant genetic components whose kinetic parameters 
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match, as closely as possible, those of an optimized model.  This optimization 

scheme provides a means by which many potential sets of such parameters may 

be located.  The next step towards application is the design or discovery of DNA 

binding components whose kinetics approach at least one of these sets. 
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6 Forward Engineering of Synthetic Bio-Logical AND 

Gates 
 

6.1 Background 

 

In this section of the dissertation we combine multiscale models with in 

vivo synthetic bioengineering experiments to design, build, and characterize a 

high-fidelity logical AND gate in bacteria.  Due to the non-reductionist modeling 

approach, each model parameter is related to a real in vivo reaction event.  The 

models thus acquire a predictive character that renders them well suited for 

engineering purposes.  Because they are stochastic, the models generate 

probability distributions of phenotypes that are directly comparable to 

experimentally observed variation.  Because they are detailed, the models 

provide the opportunity to gain molecular level insight and quantify previously 

undetermined biomolecular interactions. 

Experimentally, Kavita Iyer Ramalingam constructed an in vivo synthetic, 

hybrid system consisting of multiple operators within a single promoter.  The 

operator sequences employed are derived from three unrelated natural regulatory 

elements: the tetracycline (tet), lactose (lac) and !-phage operons arranged 

logically within a single transcriptional unit.  Specifically, we built six single-

promoter regulatory motifs by shuffling tet and lac operator sites (T and L, 

respectively) in and around the PL (#-phage): LLT, LTL, TLL, TLT, TTL and LTT.  

The promoters drive expression of green fluorescent protein (GFP).  The 

regulatory architecture is designed such that each operator!s position efficiently 

interferes with RNA polymerase (RNAp) promoter binding while causing the least 

perturbance to promoter function (81).  To study the fidelity of logical gate 

behavior among the designed variants, the synthetic promoter sequences were 

incorporated in the reporter vector pGlow to direct the transcription of GFP.  We 
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engineer the system in Escherichia Coli that constitutively express lactose 

repressor (LacI) and tetracycline repressor (TetR) proteins. 

The output fluorescence is then dependent on the input of two small 

molecule inducers, anhydrotetracycline (aTc) and iso-propyl-"-thiogalactoside 

(IPTG).  IPTG and aTc interact with LacI and TetR, respectively, which then free 

the operator sites for RNAp to bind and initiate transcription. The simplicity of 

these designs is highlighted by the minimal number of regulatory components 

required to achieve high-fidelity, robust AND gate functionality. 

Prior studies served as a prelude to the construction of “TLT” first (82), in 

which a single lacO is inserted between the -35 and -10 hexamers, reportedly the 

most effective operator position.  More recently, Cox and Elowitz (22) presented 

a powerful, combinatorial method for quickly generating single-promoter motifs 

with a wide variety of logical gate phenotypic behavior.  Compared those of Cox 

et al., the methods presented herein represent a different design philosophy, 

though some of the same promoter designs are ultimately reached.  Rather than 

construct and screen a large library of putative promoters, we apply model-driven 

design principles to rationally construct a small number of promoters in a targeted 

fashion. Importantly, the modeling approach is general enough that it is, in 

principle, applicable to any gene regulatory network, and this work serves to 

validate the approach.  The fact that the synthetic designs are drawn from 

components of previously presented systems is an advantage, since the 

molecular components and their interactions are very well characterized, thereby 

allowing us to construct models with unprecedented detail. 
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6.2 AND Gate Modeling Detail 

 

 Before discussing the model of the AND gate, it should be mentioned that 

this system was studied both in silico and in vivo.  Although the comparison 

between the in silico and in vivo results forms a large part of this chapter, the 

methods used to create the in vivo AND gate are not discussed in detail, as this 

portion of the study was undertaken by another researcher: Dr. Kavita Iyer 

Ramalingam.  A full account of her contributions can be found in the paper co-

authored by Ramalingam and Tomshine (submitted for review). 

A diagram of the synthetic promoter AND gate is provided as Figure 6.2.1.  

The set of reactions modeling the LTT logical AND gate synthetic circuit is 

presented as an example in Table 6.2.1.  More than sixty reactions comprise the 

network of components used to simulate the AND gates.  Many reactions are 

reversible, and these are represented as pairs of irreversible reactions.  All 

reactions are modeled as initially occurring in a well-mixed volume of 10-15 liters 

which represents a cell, and each cell is assumed to contain one copy of the 

simulated plasmid.  That is, the cell contains one “molecule” of each DNA 

species. Cell growth is handled by allowing the reaction volume to double over a 

period of time (60 minutes) followed by an instantaneous halving of volume to 

represent cytokinesis, thus matching the log phase growth maintained in the in 

vivo work. 
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Figure 6.2.1 – Schematic representation of the synthetic bio-logical AND gates. 
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Table 6.2.1 – The complete network of reactions in a synthetic logical AND gate 

model. As an example the reactions of the LTT system are shown. 

 

No. General Transcription and Translation Reactions k Ref. 

1 RNAp  + lacP  + lacO1  + tetO1  + tetO2  ! RNAp:lacP 1.00E+07 (36) 

2 (see below)   

3 (see below)   

4 RNAp:lacP  ! RNAp:lacP*  0.01 (37) 

5 RNAp:lacP  ! RNAp  + lacP  + lacO1  + tetO1  + tetO2  1 (36) 

6 

RNAp:lacP*  ! lacP  + lacO1  + tetO1  + tetO2  + 

RNAp:DNAgfp  30 (28) 

7 RNAp:DNAgfp  ! RNAp  + gfp_mRNA  30 (28) § 

8 gfp_mRNA  + rib  ! rib:gfp_mRNA  100000 ¶  

9 rib:gfp_mRNA  ! rib:gfp_mRNA_1  + gfp_mRNA  33 (28) 

10 rib:gfp_mRNA_1  ! rib  + gfp  33 (28) § 

    

  LacI Repression at Lac Operator     

11 lacI4  + lacO1  ! lacI4:lacO1  2000000000 (38) 

12 lacI4:lacO1  ! lacI4  + lacO1  4.00E-04 (38) 

13 lacI4  + IPTG  ! lacI4:IPTG  4.60E+06 (38) 

14 lacI4:IPTG  ! lacI4  + IPTG  0.2 (38) 

15 lacI4:lacO1  + IPTG  ! lacI4:lacO1:IPTG  1.00E+06 (38) 

16 lacI4:lacO1:IPTG  ! lacI4:lacO1  + IPTG  0.8 (38) 

17 lacI4:IPTG  + lacO1  ! lacI4:lacO1:IPTG  2000000000 (38) 

18 lacI4:lacO1:IPTG  ! lacI4:IPTG  + lacO1  0.4 (38) 

    

  TetR Repression, 1st Tet Operator     

19 tetR2  + aTc  ! tetR2:aTc  100000000 (83) * 

20 tetR2:aTc  ! tetR2  + aTc  0.001 (83) * 

21 tetR2:aTc  + aTc  ! tetR2:aTc2  100000000 (83) * 

22 tetR2:aTc2  ! tetR2:aTc  + aTc  0.001 (83) * 

23 tetR2  + tetO1  ! tetR2:tetO1  100000000 (84) * 

24 tetR2:tetO1  ! tetR2  + tetO1  0.001 (84) * 

25 tetR2:aTc  + tetO1  ! tetR2:tetO1:aTc  100000000 (83) * 

26 tetR2:tetO1:aTc  ! tetR2:aTc  + tetO1  1 (83) *,† 

27 tetR2:aTc2  + tetO1  ! tetR2:tetO1:aTc2  100000000 (83) * 

28 tetR2:tetO1:aTc2  ! tetR2:aTc2  + tetO1  100000 (83) *,† 

29 tetR2:tetO1  + aTc  ! tetR2:tetO1:aTc  100000000 (83) * 

30 tetR2:tetO1:aTc  ! tetR2:tetO1  + aTc  0.001 (83) * 

31 tetR2:tetO1:aTc  + aTc  ! tetR2:tetO1:aTc2  100000000 (83) * 

32 tetR2:tetO1:aTc2  ! tetR2:tetO1:aTc  + aTc  0.001 (83) * 

33 tetR2  + tetO2  ! tetR2:tetO2  100000000 (84) * 

34 tetR2:tetO2  ! tetR2  + tetO2  0.001 (84) * 

35 tetR2:aTc  + tetO2  ! tetR2:tetO2:aTc  100000000 (83) * 
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36 tetR2:tetO2:aTc  ! tetR2:aTc  + tetO2  1 (83) *,† 

37 tetR2:aTc2  + tetO2  ! tetR2:tetO2:aTc2  100000000 (83) * 

38 tetR2:tetO2:aTc2  ! tetR2:aTc2  + tetO2  100000 (83) *,† 

39 tetR2:tetO2  + aTc  ! tetR2:tetO2:aTc  100000000 (83) * 

40 tetR2:tetO2:aTc  ! tetR2:tetO2  + aTc  0.001 (83) * 

41 tetR2:tetO2:aTc  + aTc  ! tetR2:tetO2:aTc2  100000000 (83) * 

42 tetR2:tetO2:aTc2  ! tetR2:tetO2:aTc  + aTc  0.001 (83) * 

     

  Nonspecific DNA Interactions     

43 lacI4  + nsDNA  ! lacI4:nsDNA  1000 (39) * 

44 lacI4:nsDNA  ! lacI4  + nsDNA  0.0041667 (39) * 

45 lacI4:IPTG  + nsDNA  ! lacI4:IPTG:nsDNA  1000 (39) * 

46 lacI4:IPTG:nsDNA  ! lacI4:IPTG  + nsDNA  0.0041667 (39) * 

47 tetR2  + nsDNA  ! tetR2:nsDNA  1000 (39) * 

48 tetR2:nsDNA  ! tetR2  + nsDNA  3.2409 (39) * 

49 tetR2:aTc  + nsDNA  ! tetR2:aTc:nsDNA  1000 (39) * 

50 tetR2:aTc:nsDNA  ! tetR2:aTc  + nsDNA  3.2409 (39) * 

     

  Degradation and Dilution Reactions     

51  ! tetR2  1.00E-11 " 

52 tetR2  !  2.89E-04 " 

53 tetR2:aTc  ! aTc  2.89E-04 " 

54 tetR2:aTc2  ! 2 aTc  2.89E-04 " 

55  ! lacI4  1.00E-09 " 

56 lacI4  !  2.89E-04 " 

57 lacI4:IPTG  ! IPTG  2.89E-04 " 

58 gfp_mRNA  !  1.16E-03 ¶ 

59 gfp  !  3.21E-05 ‡ 

60 lacI4:nsDNA  ! nsDNA  1.93E-04 ** 

61 lacI4:IPTG:nsDNA  ! nsDNA  + IPTG  1.93E-04 ** 

62 tetR2:aTc:nsDNA  ! nsDNA  + aTc  1.93E-04 ** 

63 tetR2:nsDNA  ! nsDNA  1.93E-04 ** 

    

  LacI / lacO Leakiness Reactions     

2 

RNAp  + lacP  + lacI4:lacO1  + tetO1  + tetO2  !  

RNAp:lacP  + lacI4 6.23E+05 " 

3 

RNAp  + lacP  + lacI4:lacO1:IPTG  + tetO1  + tetO2  !  

RNAp:lacP  + lacI4:IPTG 6.23E+05 " 

* The indicated reference provides affinity data, so the forward rate is assumed and the 

reverse rate is calculated to match the data. 

† The affinity at the two distinct levels of aTc induction (a single aTc molecule or two aTc 

molecules bound to tetR) are estimated, based on a single literature value. 

‡ This value is based on a 6-hour half-life.  Effectively, this species does not degrade 

chemically – rather, the rate of dilution through cell growth is much greater than the 

degradation rate. 
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§ This reaction time is gamma-distributed, based on the indicated 1st order constant 

occurring at each step over a span of 600 nucleotides (200 amino acids). 

¶ This value has been adjusted to give ~20 polypeptides per mRNA transcript. 

" These parameters are fit to experimental data obtained in this study – they are not 

obtained from previously published sources. 

** This “degradation” rate matches the rate of dilution due to cell growth.  It is intended to 

represent dilution of DNA-bound species during DNA replication and cell growth. 
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Each of the 60-70 reactions demands at least one kinetic parameter, and 

in some cases (particularly transcriptional or translational elongation), two 

parameters.  These kinetic parameters can be obtained from literature directly or 

reasonably inferred from published thermodynamic data (28, 36-39, 83, 84).  

Indeed, one of the reasons the tetracycline and lactose operon systems were 

chosen is that they are exceptionally well studied, and the kinetic and 

thermodynamic data necessary to populate Table 6.2.1 are available in the 

literature. 

Leakiness of the promoters as a function of the position of the lactose 

operator(s) relative to the -35 and -10 sequences of the promoter (promoter 

topology) is a critical model parameter that is unavailable in literature sources.  

Without additional kinetic information, the behavior of the models would depend 

only on the number of lacO or tetO sites present.  That is, all promoters 

containing two lacO sites and one tetO site would be considered equivalent, 

regardless of topology.  Although the leakiness of promoters with lacO has been 

discussed in the literature (21, 82), there was no existing information available to 

quantify the differences between designs of equivalent composition (number and 

type of operator sites) but differing topology. 

To address this issue, two reactions were added in each model, reactions 

2 and 3 of Table 6.2.1, to capture the finite probability of RNAp binding the 

promoter and initiating transcription by displacing a bound LacI repressor protein 

from the promoter (“leakiness”).  As these two reactions essentially represent the 

same event, they are constrained to have the same kinetic parameter.  This 

parameter was then used to fit the model results to the experimental 

measurements, producing values for the kinetic constants of these reactions as 

explained in the supplement and listed in Table 6.2.2. 
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Table 6.2.2 – Kinetic constants obtained for RNAp displacing operator-bound 

LacI in each of the 3 promoters containing 2 tetO sites (Reactions 2 and 3 of 

Table 5.2.1). 

 

System k [L·mol-1·sec-1] 

LTT 6.23 ' 105 
TLT 4.54 ' 105 

TTL 1.09 ' 105 

 

It should also be noted that, while the kinetic constants for reactions 2 and 

3 (as well as the levels of LacI and TetR expressed by the DH5+Pro cells in use) 

were fit to experimental data after-the-fact and thus not available a priori, the rest 

of the model was constructed before experimental work began.  While the 

absence of these parameters led to some quantitative error in this initial round of 

modeling (data not shown), the general viability of the proposed system was 

verified in advance of any lab work – a significant benefit of “model-driven 

designs”. 
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6.3 Simulation and In Vivo Results and Discussion 

 

Let us first focus on the experimental results (first column of Figure 6.3.1).  

A high fidelity bio-logical AND gate will have high GFP expression levels only at 

high concentrations of both aTc and IPTG. It is clear that none of the designed 

biological gates is of perfect digital fidelity. In the double-tetO systems (promoters 

containing two tetO sites and one lacO site: LTT, TLT, and TTL) there is always a 

GFP signal for non-zero aTc concentrations, even without IPTG present.  This is 

clearly the result of leakiness of promoters containing the lactose operator. 
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Figure 6.3.1 – The x and y axes form a grid of inducer concentrations: aTc (0-

200ng/ml) and IPTG (0-1mM) (all experimental histograms in supplementary 

material).  The z axis in the 3-D plots is the average strength of fluorescence 

from the experiments or the average number of GFP molecules in the 

simulations, scaled by the maximum strength/number of GFP molecules.  The 
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third column of heat maps shows the square of the difference between the 

experiments and the simulations.  These four pairs of profiles depict the modeled 

(left) and observed (center) behavior of four promoter designs: (a) LTT, (b) TLT, 

(c) TTL, and (d) LTL.  Only one representative promoter with 2 Lac operator 

elements is depicted, as none of the 2-Lac designs induces to a significant 

degree.  In all cases, with both experiment and simulation, behavior is depicted 6 

hours after induction.  The plotted model values are the means of 1,000 

independent stochastic kinetic simulations, whereas experimental values are the 

means of 100,000 FACS observations. 

 

Nonetheless, despite the imperfect AND-gate phenotype, the double-tetO 

systems exhibit varying degrees of AND gate functionality with no GFP 

expressed in the absence of inducers and high GFP levels in response to high 

inducer concentrations.  There is a monotonic increase of output signal with 

inducer concentrations at low aTc and IPTG levels.  The output signal strength 

reaches a plateau past low IPTG and aTC levels.  Increasing the concentration 

beyond 0.1 mM to 1 mM IPTG does not result in significantly stronger 

fluorescence signals.  In prior reports, the lacO1 location within a promoter 

sequence has been found to significantly impact promoter repressibility, with a 

centrally placed lacO1 in the core promoter region offering the best repression 

(82).  This trend agrees with the LTT and TLT systems under investigation, with 

the latter expressing tighter control.  However with TTL, lacO1 positioned 

downstream of -10 hexamer provided greater repression than either the TLT or 

LTT systems, an interesting deviation from the observations of Bujard and 

coworkers (82). 

The promoters remained tightly repressed under the following conditions, 

0-1mM IPTG and no aTc and 0-10ng/ml aTc and no IPTG defining the off limit of 

the switch. Induction was observed only above 10ng/ml aTc concentrations, 

indicating the system!s transition from an AND gate to single input switch. 

Interestingly, the fidelity of the AND-gate appears to improve by moving 

lacO downstream in the promoter.  Although the maximum amount of GFP 

expressed under full induction (the plateau regions) is lower as lacO is moved 
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downstream in the promoter, the leakiness effect on the fidelity of the AND gate 

appears to be attenuated – a trend that is also observed in the model (Figure 

6.3.2). 

 

 
Figure 6.3.2 -- A sensitivity analysis of the effect of increasing LacI/lacO 

“leakiness,” whereby RNAp binds to the promoter, displacing lacO-bound LacI.  

At lower leakiness rates, the fully induced (+aTc/+IPTG) level of GFP expression 

is lower, but leaky expression (+aTc/-IPTG) is proportionally lower still.  The 

system is evaluated at 6 hours post-induction with 100 mM aTc and (if present) 1 

mM IPTG.  The three vertical red lines indicate the observed experimental values 

listed in Table 1, with the least active (and least leaky) TTL design at left, the 

most active (and most leaky) LTT design at right, and TLT in the center. 

 

To better understand this effect, the TTL and LTT promoters were investigated 

under identical in vivo experimental conditions, producing the qualitatively 

different histograms in panels (a) and (b) of Figure 6.3.3. 
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Figure 6.3.3 – Experimental Histograms:  Conditions are +/- 100 ng/mL aTc and 

+/- 1 mM IPTG – e.g., +/- refers to 100 ng/mL aTc and 1 mM IPTG.  Panel (a) 

depicts a TTL promoter design which behaves as a true AND gate.  With no 

inducer, or with aTc or IPTG alone (even at fairly high levels), a singe un-induced 

population is observed with minimal leakiness.  Only when aTc and IPTG are 

both present are the cells induced.  Panel (b) depicts an LTT promoter design, 

where the single lac operator site has been moved upstream of the -35 

sequence.  In this case, LacI is no longer able to entirely suppress transcription 

and an intermediate level of induction (leakiness) occurs at conditions of high aTc 

but no IPTG.  The addition of IPTG fully induces the system at a higher level than 

that of the TTL system.  The promoter examined in panel (c) is of an LTL design, 

where lac operator sites have been placed both upstream of the -35 sequence 

and downstream of the -10.  In this case, even high levels of IPTG are unable to 

induce the system, regardless of aTc concentration. Models suggest that this 

design may become feasible if the cells' intrinsic rate of constitutive LacI 

synthesis (and hence steady-state LacI concentration) were lowered.  All data is 

obtained 6 hours after induction. 

 

Under conditions of increasing aTc concentration and IPTG absent, downstream 

positioning of lacO in TTL conferred an order of magnitude tighter control, 

yielding the best AND gate switch among the systems investigated.  Thus lacO-

repressor complex seems to be performing well at maintaining the regulatable 

gene circuit in a repressed state under high aTc concentrations (up to 100ng/ml), 

a condition corresponding to free tetO2 or increased probability for recruitment of 

RNAp to initiate transcription. Consequently TTL displayed an enhanced aTc 

induction threshold concentration compared to LTT or TLT. 

The fuzziness of the AND gate can also be viewed in terms of phenotypic 

diversity in response to inducers.  Phenotypic variation as a result of point 
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mutation or altered connectivity in synthetic circuits has been observed (11-13, 

15, 85). This study indicates that variability in logic behavior can be attained 

through permutations of operator position within a transcriptional unit. 

The double-lacO systems, on the other hand, express no appreciable GFP 

levels even at the highest inducer concentrations.  This can be explained by 

relatively high concentrations of LacI, constitutively expressed in the E. coli strain 

DH5+Pro.  IPTG levels that are high enough to induce these designs may be 

toxic to the E. coli cells.  Such induction may, however, be achieved in the model 

(data not shown) where toxicity is not an issue. 

Figure 6.3.1 demonstrates that the model captures the experimentally 

observed synthetic phenotypes.  The fit of the simulated dynamic behavior of a 

complex network with more than 60 reactions modeled stochastically to 

experimental flow cytometry measurements is remarkable.  The agreement 

between experimental and simulation results is quantified in the third column of 

Figure 6.3.1, where the square of the difference between mean observed and 

simulated GFP expression is presented.  The fit between experimental and 

simulation results is worst at conditions of low but non-zero aTc and non-zero 

IPTG.  In this region, the simulations induce more slowly with increasing aTc than 

do the experimental results, most likely due to an inaccuracy in the parameters 

governing aTc induction.  This is not entirely unexpected, as the kinetic 

parameters governing aTc induction are not as well documented as those 

governing IPTG induction. 

It should also be emphasized that aside from the variation in the kinetic 

parameters of reactions 2 and 3 of Table 6.2.1, the models depicted in Figure 

6.3.1 are identical in every other respect.  This indicates that, given a model of 

60+ individual reactions, the model parameter that should depend on promoter 

configuration is indeed sufficient to account for the observed variability among 

the promoter designs.  Since these rates were unavailable in the literature, they 

were fit empirically by minimizing the sum-of-squares of relative expression levels 
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at 3 conditions: no induction, high aTc/no IPTG, and high aTc/high IPTG.  

Shifting lacO1 location within the hybrid tet-lac promoter changes the values of 

the kinetic constant for reactions 2 and 3, decreasing these k values with more 

favorable lacO1 placement and consequently improved repression under no IPTG 

and high aTc conditions. 

The data generated in this study, both simulated and experimentally 

observed, ultimately consist of quantifications of the behaviors of individual cells.  

Although the most straightforward analysis involves the computation of mean 

values of cell fluorescence or GFP expression level, there is also considerable 

information contained in the distribution of cell behavior – information that cannot 

be obtained through an ordinary differential equation simulation.   

For instance, of the 6 systems simulated, the highest GFP expression 

level of any cell at 6 hours post-induction was 1015 molecules of GFP (for an 

LTT promoter design with 2 mM IPTG and 100 ng/mL of aTc).  At the other 

extreme, zero induction at 6 hours, greater than 95% of cells had exactly zero 

GFP expression for all 6 systems tested.  If one arbitrarily defines the minimum 

“ON” state to be ~5% of the absolute maximum GFP expression level – 50 

molecules per cell – then one can analyze the percentage of cells falling on either 

side of that threshold. 

Even with the most active promoter design, LTT, the model predicts that 

only 85% of cells are “ON” (>50 molecules of GFP) at conditions of 1 mM IPTG 

and 100 ng/mL of aTc at 6 hours post-induction, with 95% of cells expressing 

between 20 and 296 molecules of GFP.  On the other hand, the TTL design – the 

least active of the functional AND gates – gave only 57% of cells in an “ON” state 

(at identical conditions) with 95% of cells expressing between 6 and 217 

molecules of GFP.  Full plots for the simulated fraction of cells in an ON state at 

all induction conditions are provided in Figure 6.3.4.  One can further understand 

the nature of the distributions with histograms, as is done in Figures 6.3.5 and 

5.3.6 (simulation) or 5 (experiment). 
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Figure 6.3.4 – These surfaces represent the fraction of simulated cells that are in 

an ON state at 6 hours post-induction.  Panel (a) is an LTT system, while panel 

(b) is the TTL system.  Here, a cell is described as “ON” if it is expressing greater 

than 50 molecules of GFP per cell.  This threshold is arbitrarily set at 5% of the 

absolute maximum GFP expression observed under any conditions.  While these 

panels bear a resemblance to their mean-value counterparts in Figure 3, it should 

be noted that even with the more active LTT promoter, not all cells are predicted 

to induce.  Indeed, the lower activity of the TTL design is manifested in a very 

significant fraction of cells that are OFF, expressing very low levels of GFP, even 

in the fully-induced plateau region. 
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Figure 6.3.5 – The stochastic-kinetic models pursued in this study generate not 

only mean steady-state values of GFP expression level, but ensembles of trials – 

“virtual cells” exhibiting varied levels of GFP expression.  Moreover, these evolve 

dynamically in time.  Histograms for the LTT (a) and TTL (b) systems plot GFP 

levels versus time for the case of 100 ng/mL aTc and 1 mM IPTG (in the plateau-

region of GFP expression).  The colors are assigned based on the log (base-e) of 

the number of cells per bin (plus one, to avoid taking the log of zero).  Lines 

showing the mean value (white) and a one standard deviation interval (black 

dashed) are also included. 
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Figure 6.3.6 – Model Histograms: Conditions are +/- 100 ng/mL aTc and +/- 1 

mM IPTG – e.g., +/- refers to 100 ng/mL aTc and 1 mM IPTG.  Here, the profile 

of the TTL system (a) is examined in detail at 4 points as marked by the colored 

rings.  Each of the four points circled by a colored ring in (a) corresponds to the 

identically-colored histogram plot as depicted in panel (b).  These histograms can 

be compared to the experimental FACS histograms obtained for the TTL system 

in Figure 5a (the induction levels are identical).  The histograms produced by the 

models, however, are free from the noise (dust, dead cell debris, etc.) present in 

the experimental data at low fluorescence values.  This type of comparison would 

be impossible using simplified or differential equation models. 

 

As with the simulation data, the experimental data can also be viewed as 

individual cellular measurements.  When one applies the same criterion for a cell 

being “ON” – i.e., reaching 5% of the absolute maximum observed fluorescence 

level at 6 hours post-induction – the results are somewhat different.  The real 

cells, unlike the simulations, tend to induce more uniformly, with 97% of LTT 

systems “ON” at conditions of 1 mM IPTG and 100 ng/mL of aTc.  As with the 

simulation, TTL is less active and fewer cells meet the “ON” criterion – 91% – 

though this is still a much higher value than the simulations predict.  Therefore, 

while the model may be able to capture many of the relevant trends between 

promoter designs and provide a quantitative prediction of mean values, there 

remains work to be done in predicting the higher moments of the distributions. 

The mechanistically detailed nature of the model employed in this work 

also provides the opportunity to investigate the effect of changes in kinetic 

parameters that correspond to those of real biochemical reactions.  For instance, 
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the generation rates of LacI and TetR in the DH5$Pro cell line were not known a 

priori, so it was critical to understand how these rates would affect the behavior of 

the system.  Figure 6.3.7 shows one of the resulting sets of simulations: a fully-

induced double-tetO design – in this case with k2 and k3 set to zero.  As would be 

expected, GFP expression is low at higher repressor generation rates (upper-

right) but high at lower rates (lower-left).  The gradient is also much steeper with 

increasing TetR than with increasing LacI, reflecting the tighter binding of TetR 

and the presence of two tetO operator sites rather than one lacO site.  The red 

circle at the top of the figure indicates the rates employed for all other simulations 

in this study.  These parameters were chosen with the aid of similar plots 

evaluated for double-lacO systems and zero induction conditions (data not 

shown). 

 

 

Figure 6.3.7 – This heat map depicts the simulated effect of varying the 

constitutive expression rates of LacI and TetR on GFP expression levels under 

conditions of full induction (1 mM IPTG, 100 mg/mL aTc) in a hypothetical 

double-tetO system that is free of leaky expression.  At higher levels of repressor 

expression (upper-right), cellular concentrations are high enough that even these 

“full” inducer concentrations are insufficient to free the operator sites and allow 

transcription.  The tighter binding of TetR to its operator site, and the fact that 

there are two such sites, produces the steeper gradient along the horizontal axis, 

as compared to the vertical axis.  The red circle at the top of the figure shows the 

rates employed in the rest of the simulations.  These parameters were chosen 

with the aid of similar plots evaluated for double-lacO systems and zero induction 

conditions (not shown). 
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The level of GFP expression is depicted in Figure 6.3.2 as a function of 

the leaky transcription initiation rate (at high aTc values), with lower k2 and k3 

(i.e., kleak) values producing gates that express less GFP overall, but where the 

amount of leaky expression is proportionally low compared to the level of fully-

induced expression.  This trend correlates with in vivo observation as discussed 

previously.  As the rate of leaky initiation increases, the amount of GFP 

expressed ceases to have a strong dependence on the presence or absence of 

IPTG, as one might expect.  At suitably low and commonly employed aTc 

concentrations (example 10 ng/ml), however, all three systems display AND gate 

functionality.  Interestingly, similar leakiness reactions were not necessary for the 

tetracycline operator sites.  That is, the probability of RNAp binding and 

transcribing DNA that is already bound by TetR is negligible, though this 

probability is further reduced by the presence of two TetR sites in each of the 

three functional gates. 

While all three double-tetO synthetic circuits can be considered AND gates 

over some range of inducer concentrations, we observe that knowledge of 

operator placement in the promoter is critical for optimal AND gate behavior. 

Since the three promoters represent all possible placements of a single lacO 

within a three-operator hybrid promoter, and rates of kinetic leakiness have been 

obtained in each case, these results foster meaningful predictions for subsequent 

work. 

 In summary, we show how the integration of computational and 

experimental molecular biology can rationalize the synthesis of novel biological 

functionalities.  We have constructed a bio-logical AND gate from a simple, 

synthetic hybrid promoter module.  From a biological perspective, experimental 

results identify an effective lacO1 position where improved repression results due 

to weak interaction between RNAp and operator bound repressor.  We propose 

that this interaction plays a vital role in transcriptional regulation as supported by 

the matching between models and experiments over a wide range of induction 



! 112 

conditions, having taken into account the inherently stochastic behavior of the 

systems.  Reactions 2 and 3 and their kinetic constants quantify this biological 

behavior for the first time and should prove useful in constructing further 

stochastic kinetic models that involve repression by LacI.   

The models created to study this system predict the system!s feasibility, 

quantify the effect of operator placement and provide an understanding of the 

improved AND gate function demonstrated by TTL.  Certainly, there is not one 

single, direct method of conducting simulations that precisely outlines future 

experimental designs.  Instead, there is an intimate interplay between simulations 

and experiments, where information flows back and forth between both 

computational attempts and experimental ones.  In this work, the first models 

constructed did not include promoter-topology dependant leakiness.  

Nevertheless, they were useful in demonstrating that the designs were promising 

and would likely work as planned.  After the first set of experiments, it became 

clear that Reactions 2 and 3 were required, and that different values for the 

kinetic parameters would lead to correlation with the designed promoters.  What 

was gained was insight into the mechanism of leakiness and a model that 

quantitatively captures it.  It is not clear to us how this biological insight would be 

captured with an a posteriori modeling effort, where minimal models are built to fit 

observed experimental data. 

In conclusion, we believe that this approach of designing and tailoring 

logical regulation of gene expression can be potentially extended beyond 

transcriptional regulation to include other modular genetic elements, search for 

more complex network behaviors and assist in the forward engineering of other 

biological circuits.  
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7 Stochasticity and its Affects in the Mechanistic-

Kinetic Simulation of Gene Expression and Gene 

Networks 
 

7.1 Background 

 

The biosphere does not contain a predictable class of 

objects or of events, but constitutes a particular 

occurrence, compatible indeed with first principles, but 

not deducible from those principles and therefore 

essentially unpredictable. 

 

Jacques Monod (86) 

 

 As Monod and countless others have observed, the critical physical and 

chemical processes at work in living organisms are so complex and operate at 

such regimes of minute size and concentration that these processes contain a 

significant degree of randomness – that is, they are stochastic.  Such stochastic 

effects are of prime importance to synthetic biology, as they can cause properties 

& behaviors to emerge in a system that the designer may or may not find 

desirable.  Any attempt at the prediction or mathematical modeling of such a 

system will, therefore, eventually be presented with the challenge of accounting 

for this stochastic behavior.  While many mathematical modeling paradigms of 

varying intentions have been documented in the scientific literature, we will seek 

to demonstrate an approach that accounts for the inherently stochastic nature of 

gene transcription and translation.  Accounting for this stochastic behavior in a 

meaningful way is accomplished by drawing on “first principles” and accounting 

for the individual elementary reaction steps that, when taken together, describe 

the processes of gene transcription and translation.  Application of appropriate 

stochastic simulation algorithms to these models generates phenotypic 

predictions that can vary markedly with the results obtained through a 

deterministic evaluation of the same models.  The genetic oscillator of Elowitz & 
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Leibler is used as an example to illustrate the types of theoretical analysis that 

may be undertaken and the importance of the application of a stochastic 

simulation. 

 The modeling approaches documented in the synthetic biology literature 

differ considerably in both their goals and their capabilities.  Among the most 

complex models are the type pioneered by Arkin et al. (27, 28).  Rather than one 

or two equations, Arkin!s models of the lambda phage virus consist of a complex 

network of many equations (on the order of 30), most of which correspond to a 

single, particular biochemical reaction event.  That is, (for the most part) the 

model consists of elementary chemical rate equations, with the exception of a 

statistical-thermodynamic model of promoter availability (29).  These models not 

only predict the time-course of gene expression, but they do so in a way that 

relates each equation and parameter in the model to a real, physiological 

parameter that could (and often must be) measured independently or obtained 

from prior studies published in the literature.  Furthermore, in Arkin!s work the 

resulting kinetic equations are simulated stochastically using a simulation 

algorithm developed by Gillespie (30, 31), as opposed to a deterministic 

simulation using ODEs.  While a given model may often be simulated either 

stochastically or deterministically, a stochastic simulation is generally called for in 

the case of models of individual cells and unicellular organisms, as cells are 

small (on the order of 1 x 10-15 liters for E. coli) and far from the thermodynamic 

limit.  Such a stochastic simulation recognizes the inherent phenotypic 

heterogeneity that exists among any population of cells. 

It is this type of model that we have been employing for the last several 

years (3, 4, 87), and with which this work will primarily concern itself: quantitative, 

mechanistic, kinetic models simulated stochastically.  The advantages of such an 

approach are manifold.  By representing each step in the gene transcription, 

translation, and regulation processes as an elementary chemical reaction (and, in 

actuality, these processes are made up of individual elementary reactions), one 
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is spared the difficulty of concocting elaborate, purpose-built rate equations.  An 

elementary reaction always has a simple rate equation defined by its order (1st, 

2nd, etc.), so the challenge is reduced to obtaining one kinetic constant for each 

equation.  Furthermore, while networks of elementary reactions may appear 

large, they are constructed in an entirely systematic way – a significant 

advantage of “first principles”.  This makes the creation of new models – even for 

putative systems that have not yet been characterized – fairy straightforward.  

Regardless of the genes in question, the “central dogma of molecular biology” will 

generally apply: transcription leading to translation leading to active protein, and 

the mechanistic steps in this process are well understood.  This familiarity gives 

the models a predictive quality that is not found in models constructed after-the-

fact from experimental data. 

Additionally, modifications in the model correlate well with modifications in 

the physical system.  For example, if the ribosome binding site (“RBS”) is to be 

altered in vivo, then the RBS/ribosome binding rate constant in the model clearly 

is the parameter to change to reflect the altered RBS.  In models containing 

“lumped” kinetic constants, it is not always clear which parameter(s) of the model 

must be changed to mirror an in vivo change. 

Once constructed, these models – as with Arkin!s lambda phage model – 

are simulated stochastically, using algorithms based on those of Gillespie, but 

extended by the Kaznessis group (6, 34, 42, 44).  This recognizes the fact that 

the behavior of any given single cell (or the model of a single cell) is 

unpredictable: its state is a random variable, even though it follows from and is 

compatible with first principles.  Such situations can only be understood in terms 

of distributions: rather than examining a single cell, one must observe (or 

simulate) a population of cells.  While the behavior of one cell may be 

unpredictable, the behavior of a million cells will reliably follow a particular 

distribution.  The situation is analogous to the flipping of a fair coin, where the 

outcome of a single flip may be unpredictable, but the outcome of hundreds will 
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always closely follow a 50/50 split between -heads! and -tails!.  This behavior 

arises naturally from the small numbers of critical chemical components (such as 

promoter sites or inducer molecules – as few as 1 per cell) and the small volume 

of a cell.  Indeed, it has been shown that gene expression is inherently stochastic 

at the single-cell level (26). 

 The particular system investigated in this work is the three gene oscillator 

first described by Elowitz and Liebler (2) and subsequently subjected to 

mechanistic-kinetic modeling studies by the Kaznessis group (3, 4).  This work 

draws on the models created for these theoretical studies – specifically the model 

described in Table 5.2.1 – but explores the affects of stochasticity through the 

use of stochastic and deterministic / ordinary differential equation (ODE) models. 

Additionally, stochastic multi-plasmid models are constructed with up to 

100 plasmid copies per cell to reduce the affect of transcriptional bursting (5) – 

an effect by which a very small number of DNA molecules leads to erratic 

production of mRNA resulting in “bursts” of protein production.  Increasing the 

available pool of DNA by increasing plasmid copy-number serves to reduce this 

stochastic bursting without eliminating stochasticity from the system entirely. 

Finally, the reactions of Table 1 are simulated using the “Hy3S” stochastic 

simulation code developed by Salis et al (44) and described in detail by the 

Kaznessis group (3, 4, 34, 88, 89).  Deterministic / ODE reactions are simulated 

using a variable order stiff equation solver, implemented as “ode15s” in the 

Matlab software package.  Due to the stochastic nature of the stochastic 

simulations, an ensemble of identical trials – each representing a single virtual 

cell – must be evaluated for each model under investigation.  The predicted 

dynamic phenotype can then be interpreted as the overall behavior of this 

ensemble of virtual cells.  In the case of oscillating protein levels, a discrete 

Fourier transform (DFT) is used to convert the protein level vs. time data in to 

“power spectra” of intensity vs. frequency data as described in more detail in 
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Section 3.5.  This is necessary since the individual oscillating cells will not 

generally oscillate in phase. 
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7.2 Simulation Results and Discussion 

 

 After constructing a detailed, mechanistic model and evaluating it using 

both deterministic and stochastic methods, it rapidly becomes clear that the two 

different approaches yield vastly different predictions.  For instance, Figure 7.2.1 

represents a “base” case – the model described in Table 5.2.1 and in prior 

publications of the Kaznessis group (3, 4). 

 

 

Figure 7.2.1 – Stochastic (a) and deterministic (b) simulations of the model 

described in Table 5.2.1.  The Stochastic simulation oscillates regularly for at 

least 25 hours, whereas damping rapidly terminates oscillation in the 

deterministic simulation. 

 

The data in Figure 7.2.1 show predictions of sustained oscillations over the 

course of more than a day, in the case of the stochastic simulation, or damped 

oscillations that rapidly decay over the course of ~5 hours, in the case of the 

deterministic simulation. 

The damped oscillations in the deterministic system can be explained by 

an analysis of the eigenvalues of the Jacobian matrix of the linearized system 

evaluated at the steady-state solution.  These eigenvalues all contain a negative 
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or zero real part (hence the solution is stable) and some of them contain a non-

zero imaginary part (hence oscillations), as depicted in Figure 7.2.2 (a).  

Similarly, the eigenvalues of the Jacobian matrix of the linearized system, as 

calculated at the points in state-space corresponding to stochastic oscillations, 

also indicate a stable oscillatory solution in Figure 7.2.2 (b). 

 

 

Figure 7.2.2 – In (a), all 51 eigenvalues of the Jacobian matrix of the linearized 

system of deterministic differential equations as evaluated at the steady-state 

solution depicted in Figure 1b.   Part (b) follows these 51 eigenvalues (of the 

linearized deterministic system) throughout the oscillatory stochastic solutions.  

As in part (a), the real parts are all negative, indicating a stable solution.  This 

ensemble of 100 stochastic trials is tracked over the course of 100,000 seconds 

(evaluated every 60 seconds).  With each time-point generating a set of 51 

eigenvalues, about 8.5 million values are plotted in 2(b). 

 

In the case of the sustained oscillations of the stochastic simulation, the 

period of oscillation was determined by calculating a “power spectrum” (Figure 

7.2.3) using a discrete Fourier transform (DFT) of the protein vs. time data, X, as 

described in Section 3.5 and a value of 5.69 hours was obtained.   
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Figure 7.2.3 – Power spectrum of the protein vs. time data depicted in Figure 

7.2.1 (a).  The ordinate is marked in units of frequency as opposed to period: the 

peak at 0.488 x 10-4 Hz corresponds to a period of 5.69 hours.  A similar power 

spectrum for the data depicted in Figure 7.2.1 (b) does not show a single sharp 

peak – that is, the damped oscillations do not exhibit a “dominant period.” 

 

 While these data show that the choice of simulation method – stochastic 

vs. deterministic – may yield conflicting predictions of oscillatory behavior, are 

there combinations of model parameters where both methods predict 

oscillations?  Prior studies (3) indicated that, in this system, the affinity of a 

repressor molecule for its operator site and the number of operator sites per 

promoter are key control parameters that may be used to alter the period of 

oscillation within a certain envelope or suppress oscillations entirely outside that 

envelope.  To this end, repressor-operator affinity was altered both positively and 

negatively by reducing or increasing the number of operator sites in each 

promoter and by reducing or increasing the affinity of repressor-operator binding. 

A decrease in the number of operator sites or in the repressor operator 

affinity does not lead to oscillations in the deterministic simulation (data not 

shown), though the stochastic simulation does oscillate over a broad range of 
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affinities (3, 4).  However, if the repressor-operator affinity is increased by 

decreasing the rate of repressor-operator unbinding (reactions 10, 12, and 14 of 

Table 5.2.1) from k=0.01 s-1 to k=0.001 s-1 while retaining all 3 operator sites in 

each promoter, both stochastic and deterministic simulations predict sustained 

oscillations over the course of a 24 hour period (though the deterministic 

oscillations are still damped).  It should also be noted that this produces a 

repressor-operator affinity of K=1011 which is at the extreme high end of realistic 

affinity values reported in the literature (65).  These data are depicted in Figure 

7.2.4. 

 

 

Figure 7.2.4 – Stochastic (a) and deterministic (b) simulations of the model 

described in Table 1.  Reactions X have been altered from k=0.01 s-1 to k=0.001 

s-1. 

 

These results were also analyzed by computing the discrete Fourier transform of 

the protein vs. time data.  While the dominant period of the stochastic oscillations 

was determined to be 13.00 hours by this method, the period of the deterministic 

oscillations appears to be variable throughout the course of the simulation, so the 

resulting power spectrum did not reveal a clear dominant period (data not 

shown).  Nevertheless, by simply counting the number of complete cycles (11) 
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and the number of hours in the simulation (25), one can compute an approximate 

mean period of 2.3 hours.  Thus, while both simulations predict oscillations, the 

periods that they predict are markedly different. 

 The model described in Table 5.2.1 – detailed though it may be – is still 

approximate in many respects.  Nevertheless, to the extent that there is a 

“correct” answer, which of these simulations – deterministic or stochastic – 

makes the “correct” prediction?  A comparison of these in silico results with 

Elowitz & Liebler!s in vivo experimental oscillator data (2) can shed some light on 

this question.  In Elowitz!s work, it was shown that a three-gene oscillator 

composed of repressor/operator pairs from the lactose, tetracycline, and lambda-

phage systems oscillates over the course of 10 hours.  While these data show 

oscillations in reporter protein level that are superimposed upon a monotonic 

increase, they do not appear to exhibit the significant damping effect observed in 

our deterministic simulations, suggesting that stochasticity may play a role in 

stabilizing oscillations in both the in silico and in vivo systems. 

 It has been shown that gene expression in single cells is an inherently 

stochastic process (26), but stochastic effects may conceivably be reduced by 

increasing the copy-number of the plasmids encoding a synthetic system.  This 

modification is accessible in vivo and would serve to lessen the effect of 

transcriptional “bursting” (5) by increasing and stabilizing the quantity of mRNA 

present in the cell.  Unlike the transition to an ordinary differential equation 

model, however, stochasticity would not be completely eliminated.  To evaluate 

this possibility, the model in Table 5.2.1 was expanded by creating multiple 

copies of all DNA species and all of their associated reactions.  Copy numbers 

from 1 to 100 were evaluated, leading to networks of up to ~3300 reactions. 

Interestingly, the oscillator circuit appears to be fairly robust with respect to 

plasmid copy number.  An increasing numbers of plasmids per cell (over a range 

of two orders of magnitude) shows little tendency to quench or damp oscillations.  

Even the affect on period is quite minor, with periods ranging from 5.69 hours (1 
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copy per cell) to 6.13 hours (100 copies per cell).  Single representative 

trajectories are depicted in Figure 7.2.5 (10 and 100 copies).  The corresponding 

mean power spectra (representing ensembles of 100 identical trajectories) are 

presented in Figure 7.2.6.  These data can be compared with the single-copy 

case presented in Figures 7.2.1 and 7.2.3.  Other than plasmid copy number, 

these models are identical. 

 

 

Figure 7.2.5 – Example trajectories of the three gene oscillator described in 

Table 5.2.1 expanded with multiple plasmids.  Panel (a) depicts a cell with 10 

plasmid copies whereas panel (b) depicts a cell with 100 plasmid copies.  The 

corresponding single-copy case is depicted in Figure 7.2.1 (a). 
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Figure 7.2.6 – Power spectra computed for the multiple plasmid copy systems 

depicted in Figure 7.2.5.  Again, panel (a) depicts a cell with 10 plasmid copies 

whereas panel (b) depicts a cell with 100 plasmid copies.  Both power spectra 

are computed by averaging the spectra of an ensemble of 100 independent 

trajectories.  The corresponding single-copy case is depicted in Figure 7.2.3. 

 

Compared to the single-copy case in Figure 7.2.1 (a), the 10- and 100-

copy cases depicted in Figures 7.2.5 (a) and (b) show generally decreasing 

uniformity and strength of oscillations.  This trend is reflected in the power 

spectra: compared with the single-copy case in Figure 7.2.3, Figures 7.2.6 (a) 

and (b) show increased “background” noise relative to the dominant peak.  

Nevertheless, while the strength and spectral purity of the oscillations decrease 

with increasing plasmid copy number, the system is still clearly oscillatory even 

with 100 plasmid copies per cell.  Thus, while removing stochasticity from the 

models completely tends to destroy its oscillatory behavior, intermediate levels of 

stochasticity – within the range examined – simply lead to oscillations of 

somewhat reduced quality. 
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8 Software Tools for Gene Network Simulation 

 

The Synthetic Biology Software Suite (“SynBioSS”) is an ongoing project 

within the Kaznessis group.  Its goal is to produce a series of connected software 

tools that aid in the construction and analysis of models of chemical reactions 

(and gene networks in particular) using detailed stochastic-kinetic algorithms.  

SynBioSS represents a collaborative effort between all levels of the Kaznessis 

group, from undergraduate students to postdoctoral scientists.  My contributions 

to the project include the algorithm and database design and portions of the code 

of SynBioSS Designer and SynBioSS Wiki.  These applications are described 

below, and the full suite is described in more detail in a recent paper (6) and its 

supplementary material. 

 

8.1 Synthetic Biology Software Suite: Designer 

 

The Synthetic Biology Software Suite (“SynBioSS”) Designer is a web-

based application for the automatic generation of sets of biomolecular reactions. 

This software allows a user to input the molecular parts involved in gene 

expression and regulation (e.g. promoters, transcription factors, ribosomes, etc.).  

The software then generates complete networks of reactions that represent 

transcription, translation, regulation, induction and degradation of those parts 

according to the rules described earlier in this dissertation. 

The BioBricks Foundation provides a database of genetic parts 

(http://www.partsregistry.org) — standardized DNA sequences that may be 

composed into arbitrarily complex synthetic networks through standardized 

ligation and cloning procedures (90).  The expanding use of these BioBricks 

provides a particularly interesting avenue for application of de novo gene network 

modeling.  To facilitate the creation of detailed kinetic models of synthetic gene 

networks composed of BioBricks, we have adapted SynBioSS Designer to 
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automatically generate a kinetic model from a construct composed entirely of 

BioBricks. 

SynBioSS Designer functions by allowing the user to input a sequence of 

BioBricks along with the appropriate information to completely describe each 

brick.  That is, a brick may consist of a promoter, a ribosome binding site (“RBS”), 

a sequence encoding a particular protein, or a terminator.  Bricks may also be 

“composite” bricks – large bricks composed of other bricks.  The Designer 

software analyzes this sequence, searching for complete transcriptional units – 

that is, a promoter followed by an RBS followed by one or more coding regions 

followed by a terminator.  For each transcriptional unit that is found, a gene 

expression model is automatically constructed in a fashion that is analogous to 

the (manually-created) models described earlier in this dissertation.  Additionally, 

since certain protein products may repress or activate the promoters present in 

the proposed construct, the appropriate regulatory reactions are added – much 

like the regulatory reactions described in Chapter 6.  Figure 8.1.1 depicts the first 

of three forms that a user must complete to generate a model.  In this example, a 

single promoter brick has been added to the construct. 
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Figure 8.1.1 – The first of SynBioSS Designer!s three user interface forms.  In 

this example, a single promoter brick has been added to the construct. 

 

This process is implemented as a web application, using the PHP and 

Python scripting languages.  The resulting gene network model is constructed in 

a Systems Biology Markup Language (SBML) (91) or NetCDF (92) file for the 

user to download.  Initial conditions and kinetic constants are assigned based on 

order-of-magnitude estimates.  The integration of SynBioSS Designer with 

SynBioSS Wiki will allow for the automatic assignment of appropriate kinetic 

constants to the relevant reactions, but this link has not yet been established. 

Additionally, at present, the user must provide all of the information 

describing each brick in the construct.  In principle, much of the necessary 

information (which protein is produced by a given coding sequence, what 

proteins activate or repress each promoter, which small molecules modulate the 
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affinity of those transcription factors for their DNA sites, etc.) is contained within 

the database of genetic parts mentioned above.  If SynBioSS Designer accessed 

this database directly, the process of constructing a model would be faster and 

less error-prone.  Establishing such a link is another future goal of the SynBioSS 

project. 
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8.2 SynBioSS Wiki 

 

The generation of detailed mechanistic gene network models requires 

appropriate rate constants for each of the dozens of constituent reactions.  This 

data is currently contained within hundreds of scientific papers published by 

dozens of research groups over the span of several decades – a factor that 

complicates the generation of models.  We address this barrier by creating a 

web-accessible database curated by users in a “Wiki” format (93).  SynBioSS 

Wiki is a significant extension of the open-source Mediawiki software 

(http://www.mediwiki.org).  Database structures and special pages have been 

added to Mediawiki to support the storage, retrieval, viewing and editing of 

species and reaction data.  The Wiki stores reaction kinetic data in a formatted 

and searchable scheme with references to the relevant literature.  This 

framework also allows for the input of reactions whose rates are described either 

by elementary first and second order rate equations or any arbitrarily complex 

rate equation defined using MathML (e.g. Hill type reactions). 

Since species are identified not only by name (a given molecule may have 

many names), but also by unique identification numbers, the automated 

identification and search of the chemical species database is simple and robust.  

Reactions can be searched via participating species, which may be proteins, 

DNA sequences, small molecules, etc.  Once located, reactions of interest (along 

with their associated kinetic data) can be collected into a reaction network model.  

The completed model can be exported in SBML format for additional editing or 

simulation in SynBioSS simulation packages.  An example page from SynBioSS 

Wiki (describing the tetracycline repressor – TetR – protein and all of the 

reactions in which it participates) is provided in Figure 8.2.1. 
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Figure 8.2.1 – An example page from SynBioSS Wiki describing the tetracycline 

repressor – TetR – protein and all of the reactions in which it participates. 

 

It is also through the SynBioSS Wiki databases that SynBioSS Designer 

can access and proliferate kinetic information related to the simulation of 

BioBricks, thus extending the utility of the database for the benefit of the 

modeling community.  To jump-start the process, we have entered the known 

biomolecular interactions in the expression and regulation of well-studied 

operons, such as the lactose, the tetracycline and the arabinose operons (3, 4, 

87). 
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9 Conclusions 

 

 The research detailed in this dissertation combines methods and 

techniques from many different scientific disciplines: stochastic mathematical 

methods, global optimization, Fourier transforms, and, of course, elements of 

biochemistry and molecular biology.  Finally, all of this material is realized in 

various forms of computer code (Fortran, Matlab, PHP, Python, etc.).  While the 

material and techniques may have been wide-ranging, the focus and guiding 

question remained consistent.  How can the exponentially increasing power of 

computers be harnessed to supplement the limited human ability of scientists and 

engineers to intuitively design complex biological systems? 

 In the models of the three-gene oscillator – the earliest work that I 

undertook – that question was addressed in two different ways.  First, we 

constructed a model of biochemical reactions that was probed by making 

systematic changes to the kinetic constants of the reactions (Chapter 4).  This 

systematic approach indicated a number of design rules and general principles, 

such as the idea of “balanced” repression, which can assist in the construction of 

similar in vivo circuits. 

 The oscillator was also used as the basis of a study aimed directly at the 

problem of design (Chapter 5).  That is, given a desired period of oscillation 

(probably the most important parameter that characterizes an oscillator), can a 

proposed set of kinetic constants be generated that corresponds to a particular 

set of genetic parts, and which can yield the desired oscillation period?  While the 

large number of kinetic constants employed in a mechanistic model makes the 

problem difficult, it is not intractable, and optimized results were obtained.  

Although this work used the oscillator as an example system, its focus was on 

the method of optimization itself – simulated annealing – and how that method 

might best be applied to a stochastic gene network model.  Integrating global 

optimization with an underlying stochastic model in the context of finite 
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computational resources is not a trivial problem, but the results obtained in this 

study show that it is possible and provide context and direction for future gene 

network designers and modelers. 

 The work leading up to this point was interesting, but with limited in vivo 

context, models alone have little value.  For this reason, it was decided to 

thoroughly investigate a simple system using both our in silico modeling 

methodology as well as the techniques of in vivo molecular biology (Chapter 6).  

The system that was chosen for this work was the AND gate – a simple, single 

hybrid promoter that contained elements of the tetracycline and lactose operons.  

Many different variations of this promoter design were produced in vivo (and 

inserted into a plasmid encoding GFP).  Each variation was then investigated by 

applying various levels of aTc or IPTG and observing the amount of GFP 

fluorescence via flow cytometry.  This produced an abundance of data that could 

be used to calibrate and validate the corresponding models.  Not only did this 

result in a single model that described the AND gate system, but it revealed a 

possible molecular event (the direct displacement of LacI repressor by RNA 

polymerase) that had not previously been considered.  This work demonstrated 

that not only can modeling be used to guide design, but in vivo data can be used 

to “close the loop” by reinforcing, correcting, or supplementing the models.  In 

this way, the combination of in silico and in vivo methods advances both fields. 

 In Chapter 7 the oscillator model of Chapters 4 and 5 was revisited to 

explore and empirically justify the use of stochastic simulations in gene network 

modeling.  This work also revealed the relative insensitivity / robustness of the 

oscillator model with regards to plasmid copy numbers, showing sustained 

oscillations in cells containing from one to one hundred plasmid copies. 

 Finally, although the benefits of detailed models were clear, it was also 

clear that they were time-consuming and difficult to construct without prior 

experience.  This realization led to the development of two new tools – the 

Synthetic Biology Software Suite (“SynBioSS”) Designer and Wiki – that simplify 
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the construction of detailed models (Chapter 8).  SynBioSS Designer allows a 

user to automatically generate a kinetic model “framework” – a list of reactions – 

from a physical description of a proposed construct of BioBricks.  SynBioSS Wiki 

provides users with a central repository for the kinetic data that a detailed model 

requires.  In concert, the two tools significantly simplify the generation of kinetic 

models for users who may not be accustomed to creating them from scratch. 

 As with most scientific endeavors, a myriad of new directions and 

questions arose from each of these projects.  The oscillator model, for instance, 

was among my earlier work and does not take into account the effect of 

transcription factors binding nonspecifically to genomic DNA.  Accounting for this 

interaction may have a significant effect on the behavior of the oscillator, but this 

effect has not been investigated.  The optimization work, while interesting, could 

be significantly expanded upon: how does simulated annealing compare with 

other global optimization schemes?  What is the best way to implement other 

objective functions?  Can optimization be made more user-friendly and tied into 

SynBioSS Wiki in order to limit proposed designs to known and documented 

components? 

The SynBioSS Suite also provides a number of avenues for future work.  

SynBioSS Designer and Wiki should be tied together so that a model created by 

Designer employs the kinetic values stored in SynBioSS Wiki.  Additionally, 

SynBioSS Designer should be able to directly access the Registry of Standard 

Biological Parts (http://www.partsregistry.org) in order to minimize the amount of 

user-input required.  Finally, with regards to the AND gate, more designs should 

be tested.  Kavita Iyer Ramalingam and I investigated all six possible 

combinations of three lactose or tetracycline operons (at least one of each type of 

operator site) placed between and on either side of the -35 and -10 sequences, 

however more combinations are possible.  Promoters could be created with 

fewer than three operator sites, or with only lactose or only tetracycline operator 
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sites.  The additional data from these experiments would help to further constrain 

and refine the models. 

Detailed kinetic models of gene regulatory networks and the tools needed 

to accurately simulate them provide many exciting directions for future research.  

As this dissertation illustrates, they have already proven useful in understanding 

and designing simple synthetic systems, but much work remains to be done.  

The further development of accurate and biologically relevant models, the 

improvement of tools to create those models, and the construction of faster 

algorithms to simulate them: all of these directions deserve further work.  Indeed, 

the stochastic-kinetic modeling of synthetic gene regulatory networks is a 

promising field whose surface has barely been scratched. 
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