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ABSTRACT 

With the completion of the U.S. National Historical Geographic Information System 

(NHGIS), it is now feasible to assemble a large dataset of historical census tract population 

statistics and boundary data in order to investigate patterns in long-term urban population 

trends. The present study makes use of this new resource to achieve a broad but concise 

overview of population trend patterns throughout major U.S. urban areas since 1950. This 

work thereby makes both methodological and substantive contributions to multiple fields of 

research, with much of the work dedicated to the development and assessment of new 

techniques to address two key methodological challenges. 

The first challenge is to construct a time series of census tract data, which requires 

linking data through time even where tract boundaries have changed. I present a few 

relatively simple areal interpolation techniques that can be used to address this problem. 

Two case studies indicate that a novel technique, cascading density weighting, should be 

effective both in the present setting and potentially elsewhere. 

The second methodological challenge is to identify an effective visualization strategy 

for investigating patterns in long-term trends. I present here a new conceptual framework 

that identifies a group of mapping techniques—trend summary maps—that should be most 

useful for visualizing patterns in trends. I provide an overview and assessment of several 

types of trend summary mapping techniques, and I introduce a novel technique, 

bicomponent trend mapping, which combines principal component analysis with bivariate 

choropleth mapping. This technique has several useful advantages not only for visualizing 

urban population trends but potentially in many other settings of spatio-temporal data 

visualization as well. 

Applying the new techniques to historical census tract data enables the central 

substantive contribution of this research: an overview of population trend variations 

throughout major U.S. urban cores. This overview supports the standard narrative of recent 

urban population dynamics—growth on the outskirts, decline in the cores, and some 

regrowth in centers—but it also reveals many regionally and locally unique patterns, 

indicating both divergence among cities and increasing heterogeneity within them.
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Chapter 1 
INTRODUCTION 

1.1  A Window on Urban Population Dynamics 

City populations vary spatially and temporally, in size and in composition, within 

cities and among cities. In the United States, urban populations are usually dense around city 

centers and dispersed in suburbs, growing rapidly on the urban fringe and growing slowly or 

declining in central cities, and in some places growing again after a steep decline, or now 

falling off after decades of growth. These variations are important as both outcomes of and 

influences on the economic, social, and environmental conditions in cities and in the regions 

to which cities are connected. Often, however, because of the complex relationships 

between city populations and the entire human-environment system, variations in urban 

populations and their causes and effects are difficult to explain, predict, or influence (to the 

chagrin of urban analysts and policymakers everywhere). Complicating matters, many 

important variations in urban populations have also not been easy to measure, describe, or 

visualize, and if we cannot accurately characterize a condition (through measurement, 

description, or visualization), we will of course struggle to explain or influence it effectively. 

In the U.S., for instance, we know that the populations of most neighborhoods in 

older central cities were highly dense in the early 20th century and then declined significantly 

after World War II, but lately, many of these neighborhoods are growing again, while others 

have continued to decline and may now be virtually deserted (Berube and Forman 2003). On 

the other hand, neighborhoods in inner-ring suburbs generally boomed after World War II, 

but lately, many of these places have been in decline, while some are maintaining their 

populations or have actually continued to grow (Lucy and Phillips 2003). Although we can 
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easily determine that trends like these have occurred by examining census data or by hearing 

the accounts of witnesses, how can we effectively summarize what has happened? How can 

we assess which types of trends have been most prevalent within a given urban area or 

among several urban areas? How can we compare the spatial extents and patterns of 

different trends in different urban areas? Are there possibly some important variations in 

long-term neighborhood population trends that we have not yet observed, and if there are, 

how can we discover them? 

These are the basic types of questions with which this study is concerned. The 

primary motivating research questions are therefore exploratory and descriptive: 

1. How did population trends tend to vary within major U.S. urban areas since 

World War II? 

2. What important regularities and anomalies exist in the spatial distribution of 

these variations? 

Past research on urban population density structure and dynamics provides some 

answers to these questions, both theoretically and empirically, but no prior work has directly 

addressed these questions over a broad spatial and temporal scale. This may in part be due to 

the technical difficulties of assembling data covering multiple urban areas over multiple 

decades. Fortunately, however, the National Historical Geographic Information System 

(NHGIS) has recently made available in digital format most aggregate U.S. census data, from 

1790 through 2000, along with boundary data for historical county and census tract 

definitions (Minnesota Population Center 2004). In the present study, I make use of this new 

resource to map long-term population trends throughout major U.S. urban areas, providing 

a broader overview of urban population dynamics than has previously been feasible. 
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Doing so should prompt many new questions (and may suggest many answers to 

questions) about why trends have varied in the ways they have. Although I provide some 

preliminary interpretations of the possible causes and implications of the patterns this study 

uncovers, I leave many interpretive questions unanswered. Instead, I focus here on the basic 

methodological question: how can spatial patterns in long-term urban population trends 

be identified and visualized effectively? Even with historical census tract data now readily 

available in digital format, there remain several obstacles for measuring long-term trends in 

these data and for summarizing and illustrating trend variations. Therefore, much of this 

study is dedicated to introducing and assessing new techniques for analyzing patterns in 

trends generally. In effect, the work contributes not only substantively to urban studies but 

also methodologically to the field of spatio-temporal data analysis. 

I do not aim to re-tell the entire story of American urban structure and dynamics 

since World War II. That story is vast in scope, containing many subplots that are still 

unfolding and not yet well understood, and it is told elsewhere in breadth and depth that 

cannot be achieved here (e.g., Hart 1991, Anas et al. 1998, Yeates 1998, Katz and Lang 2003, 

Knox and McCarthy 2005). My primary aim is instead to present a concise visualization of this 

vast story. The most important contribution, I believe, is not the findings I draw from the 

maps presented here, nor the novel methodology I use to produce the maps, but rather, it is 

the maps themselves, which should stand alone as a valuable window onto changes in U.S. urban 

populations, aiding both researchers and students of urban geography and, hopefully, 

enabling a richer, broader understanding among map readers than can be communicated 

within the text of this study. 
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1.2  Research Outline 

I outline here the structure and main points of the study. Section 1.3 opens the body 

of the work by discussing the significance of two key distinguishing features of the analytical 

approach used here. First, whereas most prior summaries of spatio-temporal patterns in 

urban populations have focused on trends in patterns (for example, changes in the “density 

gradient”), the present study instead emphasizes patterns in trends, which should provide a 

valuable new perspective on urban dynamics. (I also argue that this distinction between 

patterns in trends and trends in patterns has important implications not only for the present 

study but also for spatio-temporal data analysis generally.) A second distinguishing feature of 

the present study is its focus on a broad cartographic analysis, which may effectively reveal both 

general patterns and unique particularities. In contrast, prior studies that have focused on 

aggregate statistics or model fitting may smooth over important local patterns and anomalies. 

Chapter 2 provides a literature review to summarize current understandings of 

patterns in urban population trends. I discuss three relevant modes of research: density 

distribution modeling, neighborhood life-cycle modeling, and studies of differentiation 

(which distinguish unique local or regional patterns from broader trends). Each of these 

research areas suggests certain types of patterns that we should be able to identify in an 

overview of U.S. urban population trends, but in order to achieve an effective overview, 

there are two methodological challenges that must first be overcome. Chapters 3 through 6 

are dedicated to explaining these challenges, identifying and assessing possible solutions, and 

describing the exact solutions that I have implemented. 

The first methodological challenge is to assemble a dataset that describes intra-urban 

variations in long-term population trends. In the U.S., it makes sense to use historical census 
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tract data for this purpose. Census tracts are standard census areas designed to subdivide 

cities and counties into small regions containing similarly sized and relatively homogeneous 

populations. Researchers have therefore frequently used census tract data to analyze intra-

urban population variations, and now the availability of digital historical tract data through 

the NHGIS makes it easier to utilize mapping and statistical software to analyze trends in the 

data. Unfortunately, however, tract boundaries often change between censuses. Therefore, to 

construct a time series of census tract data, we must somehow be able to link data through 

time even where boundaries have changed. 

In Chapter 3, I discuss this problem in more detail and present different methods of 

areal interpolation that could be used to address the problem. I provide theoretical grounds 

as well as evidence from two case studies to demonstrate how a new method—cascading 

density weighting—is more suitable than other existing methods for constructing time series 

of census tract data. Then in Chapter 4, I describe two tract population time series datasets, 

both assembled using cascading density weighting, which form the basis of this study’s 

visualizations and analyses—a complete set including populations for all tracts of 40 major 

U.S. urban areas from 1940 to 2000 and a core set including only the historically dense and 

well-tracted parts of thirty-four urban areas since 1950. 

After constructing a time series of intra-urban population data, the second basic 

methodological challenge arises: how can we effectively identify and visualize important 

patterns in long-term trends in geographic time-series data? This is a general data analysis 

problem that arises not only when investigating urban population trends but in any case 

where we have a geographic time series and we wish to explore how long-term trends are 

spatially distributed. We might, for example, be interested in comparing trends in an 
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economic index among different countries, in a water quality index among different lakes, or 

in disease rates among different health service areas. In each of these cases, the trends may 

have important nonlinear features (oscillation, sudden changes, etc.) and may vary spatially in 

important ways. To explore the data effectively, therefore, we must be able to characterize 

complex trend features and spatial patterns in those features simultaneously. 

In Chapter 5, I examine various temporal mapping techniques to determine which 

should be most effective in this setting. I propose that most methods of mapping geographic 

time series data can be classified into one of four categories: progression maps, 

chronological map series, trend summary maps, and space-time cubes. I argue that this new 

typology has several important implications not only for the present study but for 

cartographic design and spatio-temporal data visualization generally. Most importantly, both 

progression maps and chronological map series inherently emphasize trends in patterns more 

than patterns in trends. On the other hand, trend summary maps—e.g., change maps, temporal 

glyph maps, trend cluster maps, and trend component maps—inherently emphasize patterns 

in trends more than trends in patterns. 

Therefore, for investigations of patterns in trends (including the present study), trend 

summary maps should be more effective than progression maps or chronological map series. 

Section 5.4 provides an overview of trend summary mapping strategies and introduces a 

novel technique, bicomponent trend mapping, which combines principal component 

analysis with bivariate choropleth mapping. In Chapter 6, I explain how I apply 

bicomponent trend mapping to the study data described in Chapter 4, and through 

comparisons with other visualizations of the data, I demonstrate that bicomponent trend 

mapping has several important advantages over other strategies. 
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Finally, in Chapter 7, I use the datasets and maps introduced in prior chapters to 

identify and interpret salient patterns in tract population trends throughout major U.S. urban 

cores from 1950 to 2000. Much of the analysis is focused on bicomponent trend maps—

reproduced in full in the appendix—of all thirty-four urban areas covered in the core tract 

population dataset. This overview confirms and elucidates much of what past research has 

suggested about urban population trends. There is a clear tendency in the postwar years for 

decline in central tracts and growth in outer tracts, followed by extensive regrowth in central 

tracts in recent years as well as recent stabilization or decline in populations of inner-ring 

suburbs. Typical trends also correspond neatly to phases in the standard neighborhood life 

cycle model: populations tend to peak after completion of development and then stabilize or 

decline afterward unless or until redevelopment causes renewed growth. 

Most striking, however, are the many deviations from these standard narratives of 

urban dynamics. Patterns in trends vary by region and by individual urban area in interesting 

and important ways that do not conform to standard monocentric or polycentric models of 

urban structure. The bicomponent trend maps make it clear that population trends in U.S. 

urban cores have been truly diverse, particularly in recent decades, and to explain these 

evolving patterns, urban growth models will also need to evolve to take better account of 

regionally and locally unique factors. 

1.3  Distinguishing Features 

The bicomponent trend map series reveals many features of interest, too many by far 

to examine within this study. It is in part because of this that I expect the maps should stand 

by themselves as a primary contribution of this work, providing a clearer, more 

comprehensive picture of patterns in U.S. urban population trends than perhaps any prior 
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illustrations or summaries. Why should this be so? What unique advantages does the new 

approach offer over past summaries of urban population distributions? I identify two key 

distinguishing features. First, the new approach emphasizes patterns in long-term nonlinear trends 

rather than patterns alone, trends alone, trends in patterns, or patterns in short-term linear 

trends. Second, the approach focuses on a broad cartographic analysis rather than on modeling 

or statistical summaries, spanning many urban areas over a fifty-year period rather than 

generalizing from time- or place-specific case studies. This section explains the significance 

of these two distinguishing features. 

1.3.1  Trends in Patterns vs. Patterns in Trends1 

A crucial feature of the present study is its focus on patterns in trends, or more 

precisely, spatial patterns in nonlinear change sequences.2 Much prior research on urban population 

distributions has focused on patterns or trends or trends in patterns, but patterns in trends have 

received relatively little attention, and spatial patterns in long-term nonlinear change sequences have 

received almost none. In this subsection, I first describe the general setting of spatio-

temporal data analysis in which the distinction between trends in patterns and patterns in 

trends is applicable. I then define and illustrate the distinction in more detail and afterward 

discuss how the distinction relates to prior conceptual frameworks for spatio-temporal data 

visualization. Finally, I explain the distinction’s significance both for the present study 

specifically and for other settings of spatio-temporal data analysis generally. 
                                                 
1 Parts of this subsection also appear in the Proceedings of the 2007 International Cartographic Conference 
(Schroeder 2007b). 
2 In its most common usage, a trend is a tendency toward a particular direction or outcome, e.g., “an upward 
trend”. I use trend here to mean the salient or regular features in a sequence of changes, as a temporal analogue 
to pattern, by which I mean the salient or regular features in a spatial distribution (unless otherwise indicated). I 
refer to growth or decline that occurs at a constant rate as a linear trend, which may be adequately summarized 
by a single change measure. Variations in nonlinear trends, which may consist of growth, decline, and stability in 
any order at a variety of rates, are more difficult to summarize; a single change measure is typically not 
adequate. 
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Characterizing Spatio-Temporal Distributions  

The distinction between trends in patterns and patterns in trends is fundamentally 

important for characterizing spatio-temporal distributions (variations in a feature or phenomenon 

across both space and time). A short list of settings in which spatio-temporal distributions 

are of interest includes studies of air temperature, land use, traffic, gross national product, 

earthquakes, or widget sales, as well as the subject of the present study: population or, closely 

related, population density.3 Some of these phenomena exist continuously across space; 

others occur only at discrete locations. Some exist continuously through time; others are 

short-lived events. Some may be measured at points (e.g., temperature and widget sales); 

others are aggregates measured over spatial zones and/or temporal periods (e.g., population 

counts and gross national product). The distinction between trends in patterns and patterns 

in trends is applicable regardless of these other distinctions. What is important is that the 

phenomena (or measurements of the phenomena) vary both spatially and temporally in 

important ways, and there is a need somehow to summarize these variations. 

Let us assume, as is typical in geographical analysis, that the only spatial variation of 

interest is in the two dimensions running parallel to a smooth approximation of the earth’s 

surface. A spatio-temporal distribution, in this case, varies in three dimensions: two spatial 

dimensions and one temporal dimension. (The distinction between trends in patterns and 

patterns in trends could be extended to include a third spatial dimension, but using only two 

geographical dimensions is more common in practice and simplifies the discussion.) 

Depending on the type of phenomenon being examined and how it is measured, one might 

                                                 
3 Population density is a fundamental measure of population distribution. Information about either of these 
features implicitly provides information about the other. Further, if aggregate population trends are measured 
using relative (not absolute) change measures, and if the areas of measured spatial units do not change over 
time, then population trends are exactly equivalent to population density trends. 
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conceptualize the complete three-dimensional configuration of a spatio-temporal 

distribution as a cloud of event points (e.g., Andrienko et al. 2003, p. 515), as an assemblage 

of space-time paths (e.g., Hägerstrand 1970, 1982), or as a grid of stacked blocks (e.g., 

Dorling 1992b, p. 628). The structure of a dataset of population densities among census 

areas over time might best be conceptualized as a stack of density maps, as in Figure 1.1(a). 

Being able to see all of the variation in a spatio-temporal dataset is not the same as 

being able to summarize, interpret and remember the variations. To achieve the latter aims, it 

is important to be able to identify patterns and to generalize by reference to a small number 

of important features. For example, although we can see a complete three-dimensional 

distribution of densities in Figure 1.1(a), for a typical analysis of the distribution, it would be 

difficult, unhelpful and unnecessary to examine and remember every piece of information 

presented. How might we go about identifying and describing only the salient and most 

interesting variations? 

Although the human cognitive system is at ease interacting with objects in three-

dimensional space, humans usually need only conceptualize the surfaces of objects, as we do 

when imagining the multi-faceted shape of a chair, a tree, or a face. We naturally struggle, 

however, to conceptualize true three-dimensional volumetric variations. To do so requires that 

we imagine more than just a warped two-dimensional surface—not just what lies on top, on 

bottom, in front, and in back, but also all variations within. This then is a basic problem 

when analyzing the structure of a spatio-temporal distribution. 
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Figure 1.1  Two ways of conceptualizing a spatio-temporal distribution: a) the trend in spatial patterns, and b) 
the spatial pattern in trends 
 

The Basic Distinction 

A natural response to this problem is to decompose three-dimensional distributions 

into assemblages of more easily conceptualized one- and two-dimensional structures. With 

spatio-temporal distributions in particular, we tend to separate the spatial and temporal 

dimensions and then interpret spatial patterns (salient variations in the two spatial dimensions) 

and trends (salient variations in the one temporal dimension) independently. To characterize 

overall variations in a spatio-temporal distribution in these terms, it is necessary to emphasize 

either trends in patterns or patterns in trends. 

For example, to describe the trend in patterns in the spatio-temporal distribution in 

Figure 1.1, we begin by observing the spatial pattern at each time, as illustrated in Fig 1.1(a) 

(initially concentrated in the center of the region and skewed to the southeast; later, more 
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evenly distributed and skewed to the west). We then summarize the changes we see in these 

patterns (a dispersal and westward shift). Alternatively, to describe the pattern in trends, we 

first observe the trend that occurred in each spatial unit, as in Fig. 1.1(b) (some places grew 

in density, some declined, some remained stable, some declined and then re-grew). We then 

summarize the spatial pattern we see in these trends (general growth in the north and west 

and general decline in the southeast with some regrowth in two southeastern areas). 

The distinction is relevant not only for textual descriptions (as were just 

demonstrated), but for graphical and statistical summaries as well. There are many standard 

techniques for illustrating and summarizing spatial distributions (e.g., maps, zonal averages, 

spatial autocorrelation indices, models that include location as an independent variable, etc.) 

and for illustrating and summarizing temporal distributions (e.g., time series graphs, change 

measures, moving averages, etc.). Most techniques for characterizing spatio-temporal 

distributions involve the combination of a standard spatial-distribution (pattern) summary 

and a standard temporal-distribution (trend) summary. Any such combination must either 

emphasize trends in patterns or patterns in trends, depending on the order in which spatial 

and temporal distributions are summarized. For example, a time series graph of a segregation 

index over time is a graphical summary of the temporal distribution of a spatial distribution 

measure—the trend in segregation patterns. Conversely, a change map is a graphical 

summary of the spatial distribution of a temporal distribution measure—the pattern in 

change trends. 

Relation to Prior Frameworks 

Among researchers who have developed conceptual frameworks for spatio-temporal 

data analysis and visualization (e.g., Berry 1964, Bertin 1967, 1983, Sinton 1978, Monmonier 
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1990, Dorling 1992b, Koussoulakou and Kraak 1992, Kraak and MacEachren 1994, 

MacEachren 1995, Vasiliev 1997, Andrienko et al. 2001, 2003), only Andrienko et al. overtly 

acknowledge the distinction between patterns in trends and trends in patterns, though in 

somewhat different terms. Andrienko et al. (2003) develop a typology of spatio-temporal data 

exploration tasks and then identified techniques of visualization that could effectively 

support each task type. An important feature of their typology is the separation of tasks 

according to search levels, a refinement to the concept of reading levels developed by Bertin 

(1967, 1983) and advanced by Koussoulakou and Kraak (1992). An analytical task may have 

either an elementary or general search level with respect to both space and time. Elementary 

tasks inquire about one instance or compare two instances, examining one or two specific 

places or times. General tasks seek to summarize or compare larger sets or ranges of 

instances—patterns across regions or “behaviors” across time periods (with “behaviors” 

being roughly equivalent to the term “trends” in the present work). For example, a task to 

identify or compare overall spatial patterns at a specific time or times has a general search level 

with respect to space and an elementary search level with respect to time. A task to identify or 

compare the overall trends at a specific place or places has an elementary search level with 

respect to space and a general search level with respect to time. 

The distinction between trends in patterns and patterns in trends is important for 

tasks with a general spatial search level (examining patterns rather than specific places) and 

either a general temporal search level (examining overall trends rather than specific times) or 

a comparative elementary temporal search level (comparing conditions at two specific times). 

Andrienko et al. (2001) acknowledge this implicitly in their earlier study focused on census 

data analysis. They list examples of questions one might ask of census data and divide some 
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questions into two groups—one pertaining to trends in patterns and another to patterns in 

trends (p. 420). Although they did not label the two groups, it was nevertheless a clear 

illustration of the basic distinction. It was also clear that the distinction applied to questions 

about both “change” (the comparative elementary temporal search level) and “trends” (the 

general temporal search level). 

In their later overview of exploratory visualization techniques (Andrienko et al. 2003), 

they discuss the distinction more explicitly than before, but they refer to it only when 

discussing tasks at the comparative elementary temporal search level, dividing such tasks into 

those examining “change of spatial pattern” and those examining  “general spatial pattern of 

change” (p. 525). They then note that for the first type, comparing maps for each time 

instance should be effective, and for the second type, a change map should be effective. 

When they discuss tasks at the general temporal search level, however, they do not 

distinguish between trends in patterns and patterns in trends. They also do not, therefore, 

identify techniques that should be useful specifically for examining patterns in nonlinear 

trends, as is an aim of the present study. 

In summary, the distinction between trends in patterns and patterns in trends 

discussed here is not an entirely novel concept. Andrienko et al. have already indicated its 

importance for identifying effective analytical and visualization techniques, but they do not 

thoroughly discuss its implications. The present study now foregrounds the distinction, 

refines it, elaborates on it, and demonstrates that is has broad implications—perhaps broader 

than Andrienko et al. have suggested. 
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The Significance of the Distinction 

The distinction between trends in patterns and patterns in trends is a central concept 

for the present study and should be useful in many other settings of spatio-temporal data 

analysis as well. Its greatest value, both here and potentially elsewhere, lies in how it may 

help alert us to blind spots in analyses and suggest new ways of understanding geographical 

systems. For example, an analysis focused on trends in precipitation patterns might fail to 

reveal that there is a strong long-term cyclical rainfall trend in a particular region. Conversely, 

an analysis focused on patterns in precipitation trends might fail to reveal that a region of 

high rainfall has been moving steadily northward. In general, if researchers systematically 

focus on only one way of characterizing spatio-temporal distributions, they may persistently 

fail to notice interesting features that would be apparent using the alternative approach. 

This is a significant risk in the study of urban population distributions. Past 

summaries of research on the subject (McDonald 1989, Anas et al. 1998) have focused 

primarily on patterns, on “patterns in patterns”, or on trends in patterns: how populations 

tend to be distributed within urban areas, how distributions vary from one urban region to 

another, and how distributions have changed over time. The relatively few studies that have 

examined spatial patterns in trends have examined only short-term changes—usually change 

between two census years (e.g., Berube and Forman 2003, Wang and Zhou 1999). Another 

relatively small body of research has examined neighborhood life cycles—how urban 

neighborhood characteristics (including population density) tend to change over time 

(Hoover and Vernon 1959, Duncan et al. 1962, Birch 1971, Guest 1973, Schwirian 1983, 

Price-Spratlen and Guest 2002). This may be considered a focus on “typical trends” or 

“trends by cohort”, but the field has never expanded to examine spatial patterns in trends—
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how the phases and courses of neighborhood life cycles vary spatially throughout urban 

areas. Chapter 2 reviews the literature on urban population distributions and discusses how 

the present study can contribute to this literature by deliberately examining patterns in trends 

using cartographic analysis over a broad spatio-temporal scope. 

In addition to its value in distinguishing different types of information, the 

distinction between trends in patterns and patterns in trends is also valuable in data 

processing. A particular dataset may enable investigations of trends in patterns but not 

patterns in trends, or vice versa. In particular, because census area boundaries are not stable 

over time, it can be difficult or impossible to measure the exact trend that has occurred 

within a particular census area, which complicates greatly the study of patterns in trends but 

need not significantly impair studies of trends in patterns. This may in part explain why there 

have been few past studies of patterns in long-term urban population trends. Chapters 3 and 

4 present how a dataset can be derived from census tract data that overcomes the problems 

of changing tract boundaries and coverage to enable an analysis of patterns in long-term 

trends. 

The distinction is also important for selecting and assessing methods of analysis and 

visualization, as suggested by the work of Andrienko et al. (2001, 2003) discussed above. 

Methods that effectively reveal trends in patterns tend not to reveal patterns in trends, and 

vice versa. Researchers interested in studying one conception of spatio-temporal patterns 

should therefore be careful not to limit their work to methods that emphasize the other 

conception. As Chapters 5 and 6 demonstrate, one set of mapping techniques—progression 

maps and chronological map series—is better suited to the visualization of trends in patterns 

and another set—trend summary maps—is better suited to the visualization of patterns in 
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trends. This finding has relevance not only for the present study but for other spatio-

temporal data visualization efforts as well. In much recent work on spatio-temporal data 

visualization, simple change maps are the only form of trend summary maps that receive any 

notice. The present study demonstrates that the class of trend summary maps contains many 

potentially powerful techniques beyond simple change maps. Increased awareness and 

application of these alternative techniques should result in more effective spatio-temporal 

data visualizations generally, revealing important patterns in trends in addition to trends in 

patterns. 

1.3.2  A Broad Cartographic Analysis 

In addition to the present study’s focus on patterns in nonlinear trends, its 

employment of a broad cartographic analysis represents a second important departure from 

prior studies of urban population distributions, which often employ no maps whatsoever. 

Where mapping is used, it is typically limited to one or a few regions and serves only as a 

form of secondary support. The focus has instead been on the development, testing and 

interpretation of universal models of urban structure, or on interpreting aggregate summary 

statistics such as average city densities or growth rates. This may be seen as part of a 

continuing trend that Larry Ford (1991, p. 12) summarizes well: 

Over the past few decades social scientists have generally concentrated on 

developing universal theories and models to describe the processes and 

patterns of urbanization. An important and continuing dimension of 

geographic work, however, has been to differentiate cities and to speculate 

about the differing impacts of process on place. Although universal trends 

may be at work and universal theories may be used in order to understand 

those trends, urban places still differ. 
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To demonstrate this point, Ford tabulates population and housing trends within the 

cores of several American cities from 1960 to 1980. He finds that core densities in 1980 no 

longer correlated neatly with city age, as had been assumed in the past. In 1980, denser cores 

existed in both older, larger cities and in younger, smaller cites, as did lower-density cores. 

This kind of divergence, he argues, demonstrates the need for new, broader theories to 

account for emerging forms of regional variation. In a later article, Ford (1995, p. 555) 

continues to argue for greater attention to place-specific features in urban research: 

From the early days of the Chicago-school models to the factorial ecology of 

the 1970s, scholars assumed that universalities would prevail over 

idiosyncrasies. In recent decades, however, divergence has accelerated. Some 

urban areas have boomed, while others have lost population in an absolute 

sense. Some have emulated the aesthetic aspirations and planning strategies 

of larger cities at home and abroad, while others have relied on the old ways. 

Some cities have become recreational theme parks, while others are industrial 

wastelands. Some central cities are dominated by yuppies, others by ghettos.  

In consequence, “It may be that every topic today requires specific examples or case 

studies, because a trend that is obvious in one city may not be discernible in another” (Ford 

1995, p. 555). In addition, examining trend variations is important not just among cities but 

within them as well. In his study of urban cores, Ford (1991) notes that there were important 

variations even within the relatively small twelve-square-mile core areas he had delineated, 

calling into question the value and meaning of aggregate core trend summaries. 

All of this points to an important potential advantage of a broad cartographic 

analysis of urban population trends relative to other common approaches. Before we can 

develop effective universalizing models and theories (if that is to be achieved), we must be 
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sure we are aware of the important differences both within and among urban areas, both in 

the past and at present. If we proceed only by trying to fit all contemporary urban forms into 

universal models derived from a few exceptional case studies or from outdated observations, 

we will not only fail to explain important emerging features; we will risk missing them 

altogether. There remains, therefore, a need for broad explorations of urban population 

trends involving the identification of both universal and differential patterns, and mapping 

should be a uniquely effective tool for this task. 

Maps, as with other techniques of data visualization, have a unique ability to reveal 

simultaneously both pattern and particularity. When viewing a map, we are able both to 

identify general structures that spread across the map and to focus narrowly on unique, 

place-specific deviations and outliers. Although it is occasionally more useful or efficient to 

characterize general structures through aggregate summary statistics or model fitting 

techniques, such approaches always risk overgeneralization and the masking of important 

local patterns. Maps of fine-resolution data, on the other hand, enable general pattern 

discovery without such risks. For example, maps of census tract trends could allow us to see 

the trend variations within urban cores that Ford notes were glossed over in his analysis. A 

basic tenet of exploratory data analysis is that the most efficient and inclusive route to 

identifying important structures in a dataset is usually to look at it—to plot it as a graph or 

map if possible, and then to continue trying different views until it becomes difficult to find 

new interesting features or to simplify further what has been found (Tukey 1977). The maps 

presented here represent the end product of such a process, from which I identify several 

patterns of interest and demonstrate that many more could be found. 
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Some other recent research has helped to demonstrate the potential value of 

mapping in examining urban population trends. Berube and Forman (2003), for example, 

demonstrate that to understand how population trends varied among urban areas in the 

1990s requires examining more than aggregate city growth rates. They instead focus on 

change maps of several cities to identify and interpret the different types of change patterns 

that occurred. To specify a model of urban population density trends, Millward and Bunting 

(2008) use a series of figurative maps illustrating idealized urban forms at important 

moments of development. They then assess their model by comparing (both visually and 

quantitatively) their figurative maps with real maps of Toronto densities. They argue 

convincingly that their “3D” cartographic model is better able to encapsulate the nuances of 

changing density distributions than traditional “2D” functional models. 

The present work expands beyond these cartographic analyses in its spatial and 

temporal range. Whereas Berube and Forman map change over a decade, the maps here 

illustrate nonlinear variations in fifty-year trends. In addition, the maps span across thirty-

four major urban areas, enabling broader generalizations and providing map readers their 

own opportunity to gauge the prevalence of patterns across much of the U.S. urban realm, 

not just in a few sample regions.  

In reviewing past approaches to the study of urban population densities, Chapter 2 

returns to the distinctions discussed here between the search for universals and for 

differences, and between model-building, theorization, and exploration. It remains true 

today, just as Ford observed over a decade ago, that research on urban structure tends to 

emphasize universalizing model-building and theorization over basic exploration that 

identifies both generalities and differences. The present study has the latter aim. 
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Chapter 2 
LITERATURE REVIEW: PATTERNS IN URBAN POPULATION TRENDS 

2.1  Introduction 

This chapter reviews past research on urban population distributions with two main 

objectives: first, to establish clearly how a broad cartographic analysis of patterns in long-

term urban population trends can contribute to urban studies; and second, to provide a basis 

on which to judge the effectiveness of the new analytical approach presented here. On the 

first count, Chapter 1 has already presented arguments for how the new approach should 

contribute by providing a uniquely comprehensive picture of U.S. urban population trends 

since 1950. Chapter 2 now provides further support for these arguments by discussing 

specifically how the new approach can be used to build upon past research findings. 

On the second count, given that a primary aim of the present study is to produce an 

effective approach for identifying and visualizing patterns in long-term urban population 

trends, it follows that a secondary aim should be to demonstrate that the new approach is in 

fact effective. I posit that we may consider a technique of exploratory data analysis to be 

effective if it clearly reveals previously unobserved features of interest, or if it presents 

previously observed features of interest more clearly and simply than other techniques. To 

demonstrate that the new approach meets either of these criteria requires a comparison of 

what the new approach reveals with what is already known about patterns in urban 

population trends. Chapter 7 completes this type of comparison, but first, the present 

chapter establishes a basis for comparison by reviewing and summarizing a portion of what 

is known. 
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2.1.1  Three Relevant Modes of Research 

Population distributions and densities are one of the most well studied features of 

urban environments. High population densities are, after all, a defining feature of urban 

areas, and urban population counts have been measured for almost as long as cities have 

existed. Urban studies literature is therefore replete with models of typical population 

patterns and trends across urban areas and also with case studies detailing place-specific 

patterns and trends. No prior work, however, has yet provided a comprehensive overview of 

patterns in long-term urban population trends. This is, after all, the main gap in the literature 

that the present work aims to fill. The significance of this gap for the present review is that it 

is not possible to refer to a single prior work as a basis for comparison with the present 

work. There is, however, much prior work that pertains to patterns in urban population 

trends, from which it is possible to infer a great deal about how trends have (or may have) 

varied throughout U.S. urban areas. I do not attempt here to complete a synthesis of all such 

possible inferences. Instead, I identify three different modes of past research that are 

particularly relevant here and summarize what past findings in each area suggest about 

patterns in U.S. urban population trends, indicating also how the new approach used here 

may add to these findings. 

The first and most voluminous body of related research involves the development 

and analysis of universal models of the spatial distribution of population within urban areas. 

Traditionally, these models have characterized population density as a function (primarily) of 

distance from the central business district (CBD), with density decreasing at a negative 

exponential rate with increasing distance from the CBD. Such models have been used 

extensively to investigate trends in patterns—how urban population distributions have 
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changed over time—but it is also possible to infer patterns in trends from this body of 

research, though few efforts to do so have been made. Section 2.2 reviews this mode of 

research and discusses some of its main implications for patterns in long-term trends. 

Most efforts of urban density distribution modeling have operated at the scale of the 

urban area, examining how densities are distributed within, but not beyond, individual 

urbanized regions. Another relevant though smaller body of research has operated at the 

scale of a single urban neighborhood, aiming to demarcate and interpret typical stages in 

long-term trends of neighborhood population and housing characteristics, including 

population densities. Research in this area has shown that most neighborhoods across urban 

areas do in fact go through a common set of stages, referred to as the neighborhood life cycle. 

This life cycle is an important type of pattern in trends, but it is not explicitly a spatial pattern 

in trends. Section 2.3 reviews neighborhood life cycle studies and shows that they have not 

had a strong geographic component. The new approach used here enables us to examine 

how life cycle phases and trajectories have varied spatially both within and among urban 

areas. 

Whereas these first two relevant modes of research both develop universal models of 

urban population dynamics—each at a different spatial scale—the third relevant body of 

research involves studies that have explicitly sought to find and interpret idiosyncratic, place-

specific population trends. Unlike the first two modes of research, this third mode cannot be 

identified as a coherent subfield. Examples vary widely in scope and focus, with few efforts 

being made to develop unifying themes and theories. This may in part be a necessary 

characteristic of research focused on differences rather than on universals. In Section 2.4, I 

focus in on just a few examples of this mode of research and explain how observations of 
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differences imply an important alternative hypothesis about urban population dynamics in 

opposition to the assumptions of universality made by the first two modes of research. 

2.1.2  Other Research on Patterns in Long-Term Trends 

Before proceeding, it is worth noting that although there have been no 

comprehensive overviews of patterns in long-term urban population trends, there have been 

cartographic analyses of other types of patterns in long-term trends. In addition to numerous 

examples in climate research and land cover research, at least two studies have examined 

patterns in long-term trends in U.S. census data, but with a focus on rural areas rather than 

on urban areas. Zelinsky (1962) maps population trends in non-urban counties throughout 

the contiguous U.S. from 1790 to 1960, using different symbols to represent different types 

of nonlinear trends. Hammer et al. (2004) map trends in housing density across the North 

Central U.S. from 1940 to 1990 using partial block group data (the finest spatial resolution at 

which census housing age data are available). Hammer et al.’s study area includes several 

major urban areas, but their primary interest is to predict which areas were likely to 

experience high growth rates in the near future—areas that tend to be on the urban 

periphery and in rural regions with recreational amenities. They do not, therefore, closely 

examine patterns within urban areas, and the map scale and classification schemes they use 

do not facilitate a comprehensive examination of urban patterns. Their general framework of 

analysis is nevertheless relevant here, and I therefore discuss it in more detail in Chapter 5 

when I survey strategies for mapping geographic time series. 
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2.2  Urban-Area-Scale Models 

2.2.1  Density Distribution Modeling 

In the landmark study of urban population densities, Clark (1951) provided 

substantial evidence that urban density distributions correspond closely to a simple negative 

exponential function of distance from the city center: densities decline at an approximately 

constant proportional rate from a city center outward. For example, if densities three miles 

from the center are 20% less than at two miles out, then the density four miles out will be 

about 20% less than at three miles out, and so on. Numerous subsequent studies, in addition 

to Clark’s, have confirmed that the negative exponential model fits reasonably well for urban 

areas throughout the world and throughout modern history. The density gradient (the rate at 

which density declines with distance from the city center), however, has varied greatly both 

among urban areas and over time. Most notably, repeated research efforts from Clark’s 

(1951) through Kim’s (2007) have confirmed that density gradients have consistently been in 

decline since the 19th century. This research has contributed significantly to the dominant 

conventional narrative of urban growth trends: urban populations have long been 

decentralizing, spreading farther and farther out from city centers, with a steadily flattening 

fall-off in densities from center outward. 

The basic framework of modeling density distributions initiated by Clark has since 

formed the basis of a vast body of research, progressing along several different strands.4 One 

strand has continued to reapply Clark’s model or some variation of it in untested regions or 

over untested time periods to confirm the model’s robustness and to examine how model 

parameters (mainly the density gradient) tend to vary in new settings. Another strand has 

                                                 
4 See Anas et al. (1998) and McDonald (1989) for comprehensive reviews. Griffith and Wong (2007) and Lee 
(2007) provide concise reviews of more recent developments. 
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sought to explain the empirical regularities that have been uncovered, typically using 

Alonso’s (1964) bid-rent theory of urban land use as its basis.5 A third strand has sought for 

better models—better fitting and more robust across regions and through time—with an 

extraordinary diversity of proposed alternatives. 

The pursuit of better models has been driven both by a technical interest to derive an 

optimal model and by the “moving target” of changing urban forms, which demand 

continual reevaluation of existing models (Griffith and Wong 2007). Some of this work has 

simply sought for better functional formulations of the monocentric model. For example, a 

common variant of Clark’s model adds a quadratic distance term to the exponent to account 

for the “crater” of lower density within CBDs (Newling 1969). Some other work has raised 

and addressed issues associated with sampling bias and spatial autocorrelation in the 

estimation of model parameters (e.g., Frankena 1978, Anselin and Can 1986). The primary 

aim of much recent work has been to account for the emergence of polycentric urban forms 

with multiple, increasingly important job centers outside of CBDs. Even before Garreau 

(1991) popularized the phenomenon of “edge cities”, urban analysts were developing 

polycentric models of population distribution, beginning with Griffith (1981a, 1981b) and 

continuing today (e.g., Griffith and Wong 2007, Millward and Bunting 2008). 

2.2.2  From Density Distribution Models to Patterns in Trends 

Density distribution modeling efforts implicitly emphasize spatial patterns and trends in 

patterns while deemphasizing patterns in trends. The framework begins by generalizing 

                                                 
5 In short, following Alonso, the steady decline in gradients can be explained as a consequence of decreases in 
transportation costs coupled with increases in household incomes. This explanation, however, has been 
deemed inadequate, particularly for the polycentric urban forms that have become typical among large cities. 
Many additional explanations have been put forward, and a complete explanation requires consideration of 
several forces (Anas et al. 1998). In addition, steady gradient decline may be largely an artifact of the 
measurement process (Fotheringham et al. 1989, Longley and Mesev 2002). 
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instantaneous patterns, typically summarizing them with a few model coefficients relating 

density to distance-from-center(s), which thereby obscures information about trends in any 

specific location other than the center(s) (distance zero). Patterns in trends have nevertheless 

been noted, even at the outset by Clark: “In most (but not all) cities, as time goes on, density 

tends to fall in the most populous inner suburbs, and to rise in the outer suburbs”, but 

notably, Clark immediately recast this as a trend in patterns: “and the whole city tends to 

‘spread itself out’” (Clark 1951, p. 490). 

As this recasting exemplifies, it is generally feasible to infer trends in patterns from 

patterns in trends and vice versa. Newling (1966) provided the most explicit demonstration 

of this possibility, as he derived a model of patterns in trends—the “rule of intraurban 

allometric growth”—from the evidence that density gradients consistently fall over time (a 

trend in patterns). If gradients decline exponentially over time but nevertheless remain 

exponential in shape, then it follows that “the rate of growth of density is a positive 

exponential function of the distance from the center of the city” (p. 214). This formalized 

what Clark and others had previously observed: growth rates steadily increase from the 

center outward. 

This rule does not, however, apply universally, and particularly not recently. A basic 

original problem with the rule is that growth rates cannot increase indefinitely with 

increasing distance from the centers of cities. Somewhere on the outskirts of urban areas, 

growth rates must again fall off or else the growth in surrounding rural areas would become 

impossibly high. A more robust model would at least extend to the fall-off at the far urban 

fringe, if not beyond. A more challenging problem is the common occurrence of regrowth in 

cities, a problem that earlier studies may have ignored because North American cities were 
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not yet mature enough to exhibit many areas of regrowth. Today, however, many urban 

populations are growing at their cores while declining in their inner rings (Berube and 

Forman 2003, Sohmer and Lang 2003). Farther out, the forces leading to the concentration 

of jobs in suburban subcenters are also contributing to uneven population growth rates 

throughout outlying suburbs (Clark 2000, Lucy and Phillips 2003). Patterns in recent trends 

cannot therefore be summarized as a steady increase in growth rates from center outward. 

Notably, most of these observations of patterns in trends appear in research that has 

deviated from the standard mode of density distribution modeling and has instead 

deliberately measured and compared growth rates within different urban sub-areas. Since 

Newling’s work, it appears that no research has sought to derive a pattern-in-trends model 

directly from a trend-in-patterns model. In a few cases, density distribution modeling efforts 

have briefly considered patterns in short-term trends in relation to trends in patterns (e.g., 

Wang and Zhou 1999), but most often, interpretations remain fixed on instantaneous 

patterns and on trends in patterns. 

2.2.3  The Volcano Model & Patterns in Trends 

What patterns in trends are implied by the findings of density distribution modeling 

efforts? A succinct summary of these findings is provided by Millward and Bunting (2008), 

who identify thirteen widely agreed-upon features of North American urban density 

distributions from 1880 to the present, building particularly on Borchert’s (1991) 

identification of emerging development patterns and age rings. Millward and Bunting 

integrate all of these features into a three-dimensional “volcano model” of urban densities. 

The “volcano”, representing the urban density surface, begins as a compact cone: density 

peaks at the center and falls off quickly outward. The volcano then grows steadily through 
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time at a decreasing rate (reflecting long-term aggregate urban population trends). It reaches 

peak height in about 1940 and continues to grows afterward mainly by spreading out. The 

slopes therefore steadily become flatter (the gradient declines). Through the early 20th 

century, it also grows several spurs along commuter rail routes. By mid-century with the 

maturation of the auto era, it rounds out again, but the vestiges of rail spurs remain as 

somewhat elevated density ridges. Around 1910, the central peak begins to fall and a “crater” 

forms as CBD businesses drive out residential land uses, so that afterwards, peak densities 

occur along a widening ring around the center. Later, around 1970, “postmodern” features 

begin to appear: secondary cones (subcenters) arise, particularly along transportation spurs 

and along new ring highways, and the center “reactivates” with new growth in the crater and 

in nodes along the crater rim. 

From the volcano model, we can identify both trends in patterns and patterns in 

trends. For example, the emergence and later subsidence of spurs along rail corridors 

indicates both a trend in patterns—transition from a circular to snowflake form and back 

again—and a pattern in trends—early growth and a later slow-down along spurs and early 

slow growth followed by later high growth between spurs. Other patterns in trends include 

an early rise, later decline, and recent rise in the center’s population; a similar trend in areas 

around the center, but occurring later than in the center, and without a recent rebound; 

elsewhere, slow growth until the time of urbanization followed by a spike in growth and 

subsequent stability or decline, except in suburban subcenters, where populations may 

continue rising. 

Millward and Bunting’s emphasis, however, is on trends in patterns. As noted in 

Section 1.4, they encapsulate the volcano model in a series of figurative maps representing 



 30

patterns at each of six different dates from 1880 through 2001. They then compare the 

figurative maps with actual maps of the density pattern in Toronto at corresponding dates. 

They effectively demonstrate that the trend in patterns in Toronto closely resembles the 

volcano model’s trend in patterns, helping to confirm the validity of the volcano model. This 

also suggests, but does not confirm, that the patterns in long-term trends in Toronto resembled 

those implied by the volcano model. But how could we verify this explicitly? And do the 

patterns in long-term trends in other cities also correspond to the volcano model? Millward 

and Bunting’s work, as with other examinations of trends in patterns, is valuable without 

addressing such questions, but the questions nevertheless remain unanswered. The present 

study begins to fill this gap. 

2.3  Neighborhood-Scale Models 

2.3.1  Urban-Area-Scale vs. Neighborhood-Scale Models 

Urban density distribution models implicitly assume that at each moment in history, 

there is a typical, platonic urban form that most urban areas resemble. To explain why the 

typical forms change over time, analysts have commonly sought to demonstrate that the 

form at each time represents the spatial structure that achieves maximum utility under 

changing economic conditions and advancing transportation systems. It follows that the 

primary explanation for population density changes within urban areas is as necessary by-

products of re-adjustments in spatial structure. If populations tend to decline in inner rings 

and grow in outer rings, it must be because a more dispersed spatial structure achieves 

greater utility. 

It has become apparent that this is an overly simplistic perspective (Anas et al. 1998). 

One principle that this perspective fails to take into account is that density changes within 
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urban areas are also at least partially, if not primarily, attributable to the existing housing and 

population characteristics within each individual neighborhood. A young neighborhood that 

has only begun to be built up still has many vacant lots available for additional housing, and 

the families that have moved into it tend to be younger, so its population therefore has a 

strong potential to grow. An older neighborhood that is fully built up with crowded, poorly 

kept multi-family housing has little room for population growth and a strong potential for 

population decline if housing should fall into disuse. 

Of course, the location of a neighborhood within an urban area is an important 

factor related to the age and density of a neighborhood’s housing, so models that relate 

population density to location may thereby indirectly account for housing age and density. 

But because location is not the only factor determining housing age and density, models that 

rely only on location to explain population density will fail to capture many neighborhood 

population trends. To examine and interpret spatial patterns in urban population trends, one 

should therefore consider not just how spatial forms tend to change over time, but also how 

individual neighborhoods tend to change over time, independent of their location. 

2.3.2  The Neighborhood Life Cycle 

Urban analysts have long recognized that neighborhoods tend to progress through 

various stages of development from initial build-up through maturation and beyond, 

potentially including transitions in ethnic and socioeconomic characteristics, in land use, in 

rates of turnover, in progress toward eventual abandonment or renewal, and also, 

importantly, in population density. In an analysis of the New York metropolitan area, 

Hoover and Vernon (1959) identified five common stages in the neighborhood life cycle: 1) 

new development of single-family housing subdivisions; 2) transition to denser, largely multi-
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family housing development; 3) downgrading, during which housing ages and is adapted to 

greater-density than it was designed for; 4) thinning out, during which household sizes tend 

to diminish and older housing is vacated; and 5) renewal, in which older housing is replaced 

or rehabilitated, which returns the neighborhood to conditions similar to Stage 2 or 3’s, after 

which the cycle may repeat itself. 

Later research confirmed the existence of similar stages of growth in neighborhoods 

of Los Angeles (Duncan et al. 1962) and Cleveland (Guest 1973). Some analysts have 

proposed revisions to Hoover and Vernon’s stages, but still support the basic principles of 

the model. Birch (1971) added a sixth stage—“rural”—before Hoover and Vernon’s first 

stage and also modified some features of later stages. Bourne (1981) reframed Hoover and 

Vernon’s second stage (and Birch’s third) as an “in-filling” stage during which development 

slows as all vacant land is taken up. Bourne also separated “renewal” and “rehabilitation and 

gentrification” as two alternative final stages. The former primarily involves the replacement 

of old or abandoned housing with either low-income rentals and public housing or with 

luxury apartments and townhouses, in either case accompanied by population growth. The 

latter involves conversions of older housing, generally reducing housing units per building 

and occupants per housing unit, thereby reducing neighborhood population. 

With the exception of Bourne’s two alternative growth trajectories in the final stage, 

all three of the stage models agree on the typical population trend throughout the life cycle. 

Neighborhood population grows fastest in the first development stage, increases slowly 

through the second stage, peaks in the downgrading stage, declines during the thinning out 

stage, and then may bottom out indefinitely or rise again after renewal. Importantly, almost 

all discussions of the stage models acknowledge that progression through all of the stages is 
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not inevitable. Some neighborhoods may stabilize within a particular stage. High-income 

neighborhoods, for example, often never complete Stage 2. The neighborhood’s desirability 

ensures that residents have the interest and means to upkeep their homes and the power to 

block multi-family developments through zoning. Even where neighborhoods do progress 

through all stages, the rates of progression may vary, as may the magnitudes of peaks and 

troughs in density. 

2.3.3  Spatial Patterns in Neighborhood Life Courses 

In summary, urban neighborhoods tend to pass through the stages of a life cycle, and 

the population density of a neighborhood is related to the stage it is currently in. Therefore, 

knowing which stages neighborhoods have recently passed through should be valuable for 

an understanding of how and why current population densities vary throughout urban areas. 

It should also be valuable in predicting future population trends. However, the ways in 

which neighborhoods move through the life cycle—their “life courses”—may vary greatly. 

Therefore, to use life cycle models effectively as predictive or explanatory tools requires that 

we understand how and why life courses tend to vary among neighborhoods. 

Past research has identified many factors that may influence the neighborhood life 

course,6 but as of yet no research has examined whether there are significant spatial patterns 

in life course variations (perhaps in large part because neighborhood life cycle research has 

been completed primarily by sociologists). Some prior work has mapped census tracts by 

cohort—by “date built up”, or by date at which an African-American majority was 

reached—and then examined how average population density trends varied by cohort 

(Duncan et al. 1962, Price-Spratlen and Guest 2002). This strategy has confirmed that 

                                                 
6 See Schwirian (1983) for an overview. 
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neighborhoods do tend to go through stages similar to those suggested by life cycle models, 

but it masks all within-cohort variations. Hoover and Vernon (1959) provided a summary of 

numerous spatial variations in neighborhood life courses throughout the New York 

metropolitan region. While their analysis suggested some ways in which location relates to 

life course, it was built from a few examples taken from one exceptional metropolitan region 

several decades ago. 

The question of how neighborhood life course relates to neighborhood location has 

therefore not yet been thoroughly examined. How does location play a role? Can we identify 

patterns differentiating places maintaining a high population density from those that peak 

and then fall? How do places where population regrows differ from those where the 

population bottoms out? Might life course variations of today differ from those in the past? 

As discussed above, urban density distribution modeling research—as encapsulated by the 

volcano model—has some implications for how density trends have varied throughout 

urban areas. These implied variations, however, are primarily functions of the distances 

between neighborhoods and the urban center, major transportation routes, and outlying 

employment subcenters. Are such distance relationships consistent across urban areas? What 

anomalies arise and what factors might explain the anomalies? 

The present study provides preliminary answers to these questions through a broad 

cartographic analysis, and neighborhood life cycle theory provides a useful basis for the 

discussion. The theory suggests the major types of variations we should expect to find across 

urban areas and provides a context for interpreting deviations. Although the present study 

may represent the first explicit attempt to examine spatial patterns in “neighborhood life 

courses” (as indicated by long-term population trends), other research has already pointed 
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out some of the major trend variations that we should expect to find among U.S. urban 

areas. The next section reviews this body of work. 

2.4  Differences among U.S. Urban Areas 

2.4.1  Universals vs. Differences 

As discussed in Section 1.4, in order to develop effective universal models of urban 

population trends, we must first identify and take account of the major differences within 

and among urban areas. Examining differences may help to determine how universal 

“universal models” really are. It may also lead to the discovery of important forms of 

variation that could be integrated into models, improving their explanatory and predictive 

power. Patterns in trends may, for example, vary by city age; by urban-area population or 

growth rate; by region; by predominant industry; by climate; by access to transportation 

systems; by configuration of physical obstructions to growth; by access to amenities; by 

national, state or local government policies; or by many other factors—some well-known, 

other overlooked. As Ford (1995, p. 555) argues, “Determining the closeness of fit between 

social and economic trends affecting both the nation as a whole and individual cities requires 

an understanding of the unique and the general. We should accord increasing importance to 

the role of place-specific trends in the study of cities.” 

What has past research suggested about the ways in which patterns in population 

trends differ among urban areas? A complete recounting would be impossible. Every case 

study of neighborhood change indicates some unique ways in which population trends vary, 

and every story of change involves unique human actors and institutions, as well as a unique 

geographical setting. I provide only a brief summary of major variations here and later go 

into more depth in Chapter 7’s discussion of findings. 
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2.4.2  Divergent Patterns in U.S. Urban Population Trends 

Perhaps the most important factor influencing the population density trends within 

cities is the overall city growth rate. No matter what universal models of urban growth or 

neighborhood change might predict, a neighborhood is less likely to grow if it is within a 

declining city and more likely to grow if it is within a growing city. In recent U.S. history, 

both central cities and suburbs in the West and South have grown faster than in the Midwest 

and Northeast (Glaeser and Shapiro 2003, Lucy and Phillips 2003). This regional pattern is 

related to both climatic and economic factors: cities in warmer climes generally grew faster, 

and cities with a large share of employment in manufacturing tended to decline—both 

factors disadvantaging the Midwest and Northeast (Glaeser and Shapiro 2003).   

Within central cities across the U.S., growth rates were generally higher in the 1990s 

than in prior decades (Glaeser and Shapiro 2003, Simmons and Lang 2003), and downtown 

neighborhoods in particular have rebounded from decades of decline (Sohmer and Lang 

2003). There are several exceptions to these general trends, however, and the trends 

throughout central cities were highly varied. The downtowns of Cincinnati and St. Louis, for 

example, continued to decline, and downtowns in Phoenix and Charlotte also declined even 

as total city population grew (Sohmer and Lang 2003). In fact, most growth within central 

cities in the 1990s occurred in the neighborhoods farthest from the center, with the 

Northeast being the only region where the average growth rate in inner cores was more than 

half the rate in outer neighborhoods (Berube and Forman 2003). 

Ford (1991) proposed that density variations among major U.S. city cores 

correspond to stages in the ongoing transformation of cities from industrial to postindustrial 

forms. In this transformation: 
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The central city is no longer a central business district based on maximum 

accessibility, but rather a center of display based on maximum visibility. 

Similarly, the inner city—at least in those cities going through this 

postindustrial transformation—is no longer a place for teeming masses 

laboring in the workaday world, but rather a place for “dazzling urbanites” to 

promenade and seek a style of living. (Ford 1991, p. 17) 

As this transformation progresses, core densities tend to rise as industrial and 

sometimes commercial properties in the core are rebuilt into residential and mixed-use 

properties, and areas that had been falling into abandonment become desirable again. But 

cities vary in the extent to which they have proceeded through this transformation. Cities 

that have fully completed it such as San Francisco have highly dense downtowns while cities 

that have not yet begun the transformation, such as Cleveland and Phoenix, have low-

density downtowns. 

Prior research has therefore already identified several different patterns in trends 

among different urban areas, with prominent contrasts occurring between colder regions and 

warmer regions and between industrial and post-industrial cities. While the present study 

confirms and illustrates the existence of these patterns, it also enables the identification of 

several other patterns of interest. 

2.5  Summary 

This review shows that a broad cartographic analysis of long-term U.S. urban 

population trends has the potential to address several limitations in past related research. 

The new approach will enable a visual assessment of the universality of both urban-area-

scale models and neighborhood-scale models of urban population trends. It will also enable 

a visual assessment of how trends tend to differ among urban areas across the U.S., 
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potentially providing more evidence for forms of difference already identified by past 

research and also potentially suggesting additional explanatory factors that could lead to 

better models of urban population dynamics. This review has also provided a basis on which 

to judge the effectiveness of the new approach. If the new approach reveals new patterns of 

interest in urban population trends—beyond those summarized here—or if it illustrates the 

types of patterns that have already been identified more clearly and comprehensively than 

past summaries, this would demonstrate that the general approach is valuable and could 

prove to be useful again in other settings. 
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Chapter 3 
CONSTRUCTING TIME SERIES OF CENSUS TRACT DATA 

3.1  Introduction 

Chapter 1 introduced two basic methodological problems that we must address in 

order to explore patterns in long-term urban population trends. This chapter addresses the 

first of the two problems: how can we assemble a dataset that will allow us to measure, map, 

and analyze long-term population trends within U.S. cities? In short, the basic requirements 

for such a dataset are that it describes population characteristics of sub-city areas throughout 

multiple U.S. cities at multiple times over a long term (in this case, several decades). One 

standard dataset that meets these requirements is U.S. census tract data, which describe the 

populations of sub-city areas at ten-year intervals beginning in 1910. No other dataset 

provides more thorough information on intra-urban population variations within American 

cities for such a long period of time. Conveniently, as discussed in Chapter 1, historical 

census tract data are also now available in digital form through the U.S. National Historical 

Geographic Information System (NHGIS), which provides not only summary statistics but 

also boundary data for historical tracts (http://www.nhgis.org). For the first time, we can 

now easily obtain census tract data for many U.S. cities from multiple censuses stretching 

back to 1910 and then analyze these data using mapping and statistical software. 

There remain, however, several significant complications for constructing a time 

series of census tract data for a long-term multi-region analysis. This chapter presents a few 

major problem sources and then identifies and assesses strategies for addressing the most 

significant problem—tract boundary changes. Section 3.2 discusses the history of census 
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tract data and summarizes how various features of tract data complicate the construction and 

analysis of census tract time series. Section 3.3 then discusses strategies for overcoming 

problems caused by tract boundary changes, focusing in particular on how we can use 

methods of areal interpolation to estimate population trends where boundaries have 

changed. It first presents two relatively simple methods of areal interpolation—areal 

weighting and target-density weighting (TDW)—and identifies ways in which TDW can be 

extended to construct time series of census data. These techniques may not be as powerful 

as some other statistical modeling approaches, but they should be useful for basic 

exploration of long-term population trends because each requires using only basic GIS 

operations and readily available digital data sources. Section 3.4 presents two case studies to 

demonstrate and compare the interpolation techniques. Target-density weighting using 

housing age data appears to be the most promising technique but fails badly in some 

common settings. In comparison, a technique called cascading density weighting (CDW) 

produces fewer extreme errors and should therefore be more suitable for basic exploratory 

research. 

3.2  Problems 

3.2.1  A Brief History of Census Tracts 

The originator of the concept of census tracts was Dr. William Laidlaw, who began 

studying neighborhood populations in New York City using 1900 assembly district data. 

Laidlaw was frustrated when assembly district boundaries were then redefined in 1905, 

complicating his analyses. He proposed that the census provide data for special small 

tabulation areas that would retain their boundaries from one census to the next, regardless of 

local administrative boundary changes. The U.S. Census Office began collecting data 
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according to Laidlaw’s plans in 1910, not just for New York, but for seven other major cities 

as well. Interest in these data grew among cities, and by 1930, eighteen cities had delineated 

census tracts. In 1940, the Census Bureau began releasing census tract data as part of their 

standard publication series, relieving local census tract committees of the need to pay for and 

publish tract data on their own (U.S. Census Bureau 1994). The extent of tract coverage also 

grew dramatically in 1940, as the Census Bureau published reports for sixty different cities 

with the tracted area for twenty-five of the cities including some suburbs in addition to the 

central cities (U.S. Census Bureau 1942). Tract coverage then generally grew in each 

subsequent census until 1990, when for the first time the entire United States was subdivided 

into census tracts or geographically equivalent block-numbering areas. 

Since the beginning of the census tract data program, the responsibility for defining 

and revising census tract boundaries has rested principally with local committees, each of 

which typically represents one metropolitan region or some other regional administrative 

unit. To ensure that tract definitions remain relatively consistent among different areas and 

over time (in keeping with Laidlaw’s original plans), the Census Bureau has stipulated that all 

tracts should contain between 2,500 and 8,000 inhabitants, with an average of about 4,000 

among the tracts in each county. Each new tract should contain a population that is relatively 

homogeneous in its demographic and socioeconomic characteristics, and the boundaries 

should follow visible features, such as roadways and water bodies, so that both census takers 

and researchers can easily identify them (U.S. Census Bureau 1994). Boundaries should also 

not change from one census to another, except where significant population increases or 

declines require splitting or merging tracts to maintain the desired population range. 
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These standards have helped to make census tract data invaluable for urban 

population analyses. The Census Bureau is able to report on a full variety of population and 

housing characteristics at the tract level because the minimum population threshold of 2,500 

ensures that sampled population data (information collected from only a subset of 

households) will represent the entire tract population acceptably well, and data suppression 

to protect privacy is also generally unnecessary. Census tract data have therefore long been a 

principal resource for research focused on intra-urban variations in population, including, for 

example, research on density distributions, racial segregation, poverty concentration, housing 

market dynamics, and service location planning. Still, despite Dr. Laidlaw’s vision of stable 

enumeration units that would enable comparisons across censuses, several features of census 

tract data have continually hampered long-term temporal analyses. The next two subsections 

discuss two particularly problematic features in more detail—tract boundary changes and 

tract coverage inconsistencies—and later sections discuss strategies we can use to conduct 

long-term temporal analysis of census tract data despite these problems.  

3.2.2  Census Tract Boundary Changes 

To complete almost any broad analysis of trends in census tract data, one must first 

decide how to address the problem of tract boundary change. We cannot measure exact 

changes in a tract’s population when data were not compiled for the same area in all 

censuses. This is the main reason why the Census Bureau, following Laidlaw’s original plan, 

intends for census tracts to be relatively permanent—to ensure that in most places, tract data 

from one census are directly comparable with tract data from another census. But of course, 

“relatively permanent” is ambiguously defined. Tracts may indeed be more stable than other 

small-area units, but tract boundaries still occasionally change, and the changes have often 
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been large and widespread. According to the 2000 Census Tract Relationship Files (U.S. 

Census Bureau 2000), almost 53% of 2000 census tracts—about 35,000 out of 66,000—do 

not exactly match a 1990 census tract or block-numbering area. Although the number of 

changes between 1990 and 2000 may have been unusually large, the number of changes in 

earlier censuses was still substantial. For the 1980 census, for example, approximately 8% of 

1970 tracts were split, 1% were merged, and 10% were otherwise “altered” (Cathy Miller, 

U.S. Census Bureau, cited in Howenstine 1993). 

There are many good reasons for making tract boundary changes, and changes have 

typically had a clear, understandable purpose. As stated above, some changes are necessary 

to maintain regularity in census tract population counts. A large tract that contained only 

4,000 inhabitants on the outskirts of a city in 1960 could today contain ten times as many or 

more. Subdividing such tracts maintains desirable spatial resolution and consistency in tract 

definitions. Another common reason for boundary changes is to respond to changes in the 

physical environment along a tract’s boundary. A tract boundary may reasonably be changed 

to follow a new highway, a new street route, or a road surrounding a new residential 

subdivision. Such features may divide neighborhoods with distinct demographic 

characteristics, and altering tract boundaries to follow them also helps census takers and 

researchers clearly identify where boundaries lie on the ground. 

Unfortunately, despite the Census Bureau’s recommendations to the contrary, local 

committees have also often altered tract boundaries to follow unstable administrative 

boundaries. In such cases, as the administrative boundaries change, tract definitions must 

also be changed to maintain correspondence—in direct opposition to Laidlaw’s main 

motivation for assembling tract data. The Census Bureau has in recent censuses sought to 
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provide data for most governmental units, reducing the need for correspondence between 

tract boundaries and administrative boundaries. Nevertheless, the many tract boundaries that 

followed administrative units prior to 1970 still cause problems today if we wish to study 

longer trends. Furthermore, census statistical area committees still occasionally set a low 

priority on keeping tract boundaries stable. For example, as Fig. 3.1 demonstrates, the 

committee revising tract boundaries in the city of Minneapolis for Census 2000 largely 

ignored 1990 boundaries as they aimed instead to make tract boundaries align with 

neighborhood group boundaries. It is now therefore difficult to compare Minneapolis’ 2000 

tract data with 1990 data and also with tract data from prior censuses because boundaries 

there had been relatively stable up until 2000. 

 

0 0.5 1 Kilometers

0 0.25 0.5 Miles

2000 census tracts

1990 census tracts

 
Figure 3.1  An example of incompatible census tract boundaries in Minneapolis, Minnesota. In this region, 
only one 2000 census tract is identical to a 1990 census tract. (Adapted from Schroeder 2007a) 
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Although such boundary changes significantly complicate temporal analysis of tract 

data, they fortunately do not prevent temporal analysis altogether. There are a range of 

techniques we can use to make one census’s data comparable with another’s. We can, for 

example, simply ignore boundary changes where they are small and omit tracts from our 

analysis where boundary changes are large. We can also aggregate the data of split tracts to 

be able to compare them with the original “unsplit” tracts. As Section 3.3 discusses, the most 

appropriate approach in many cases is areal interpolation, which is a technique that uses data 

describing a variable’s distribution over one set of zones (the source zones) to estimate how the 

same variable is distributed over a disparate set of zones (the target zones). Using areal 

interpolation, we could, for example, transform tract data from 1940 through 1990 to 

estimate the populations of 2000 census tracts in each census from 1940 through 1990. We 

could then compute and study long-term population trends in 2000 tracts using the 

interpolated historical populations. Researchers have developed many different methods of 

areal interpolation, however, and it can be difficult to determine which strategy is most 

appropriate in any given setting. Later sections of this chapter introduce and assess a few 

areal interpolation methods that should be useful for broad explorations of census tract 

population trends because they are relatively easy to implement and require only readily 

available datasets. 

3.2.3  Census Tract Coverage Inconsistencies 

In order to appreciate the extent to which inconsistencies in historical census tract 

coverage can limit and complicate long-term analyses of census tract data, consider first the 

relative advantages of studies limited only to recent trends and patterns. To study 1990 and 

2000 population distributions, it is possible to use census tract data (or equivalent block-
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numbering area data) to map and analyze population variations among relatively small areas 

anywhere in the U.S. and its major territories. An analysis could easily focus in on some 

meaningful subset of census tracts—perhaps only suburban or rural tracts, or tracts 

containing large numbers of racial minorities—and then summarize and compare the 

regional patterns and trends among all areas of that particular type in the U.S. 

This is not possible, however, for analyses of population characteristics prior to 

1990. Census tract data did not exist at all until 1910, and even then, tract coverage was at 

first limited to just a few major cities and remained generally limited to metropolitan regions 

until 1990. Through that time, tract coverage continually changed from census to census, 

generally growing to include more cities as well as more area around each city. Tract 

coverage was therefore inconsistent over time, but it was also inconsistent over space. In any 

single census prior to 1990, some urban areas were tracted and others were not. In addition, 

some urban areas were fully tracted and others were only partially tracted, and others still were 

tracted well beyond the extent of urban development, including large rural areas. This set of 

inconsistencies complicates analyses of historical census tract data in a variety of ways, not 

simply restricting the spatial and temporal scope of analyses, but also affecting what one can 

determine and how confident one can be about historical population patterns and trends. 

One basic problem is that when working with historical census tract data as opposed 

to 1990 or 2000 data, historical tract coverage inconsistencies make it impossible to select a 

subset of all tracts with certain population characteristics and assume that the subset is then 

representative of all such places in the U.S. This is an obvious problem if we seek to study 

rural areas. Because historical tracts generally only covered metropolitan regions, we would 

reasonably expect that a selection of all rural pre-1990 tracts would not represent well all 
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U.S. rural areas. Historical census tract data are therefore not useful for rural population 

analysis, but even for urban population analysis, it can be difficult to determine how well and 

in what ways historical tract data represent U.S. urban areas. After all, historical tract data do 

not cover all urban areas, nor do they cover all parts of the urban areas that were tracted. For 

example, even to study population trends in the tracts of the ten largest U.S. urban areas, it is 

not possible to measure trends going back to 1940 for all of these areas because Miami, 

Florida, which had the fifth largest urbanized-area population in 2000, was not tracted until 

1950. And if the aim were to analyze tract data for all parts of the top ten urban areas, one 

could go back no further than 1990 because a part of Chicago’s urban area extends into a 

county that was not tracted in 1980 (according to Census 2000 urbanized area definitions). 

To achieve any broad, comparative analysis of long-term trends in census tract data, 

one must therefore make tradeoffs. One option is to narrow the spatial and temporal scope 

of the analysis in a way that ensures that all required data are available. Another option is 

simply to include whatever historical census tract data exist for the areas and time period of 

interest, and then adjust the interpretation in a way that acknowledges possible biases 

introduced by coverage inconsistencies. A third option is to use ancillary non-tract data such 

as city or county data to estimate historical tract populations where tract data do not exist. 

As discussed in detail in Chapter 4, I use a mixture of all three of these options to produce 

the datasets used in the present study. 

3.2.4  Other Problems 

Tract boundaries and coverage are not the only features of census tract data that 

have changed over time. Other types of change can be just as problematic for long-term 

analysis. Martin et al. (2002) identify four categories of major differences between censuses: 
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geography, variables, environment, and access mechanisms. Tract boundary changes and 

coverage inconsistencies fall into the category of differences in geography, but differences in 

each of the other three categories can also significantly complicate linking census data 

through time. Before returning to the problems of census tract geography in later sections, I 

briefly discuss here other types of problems and assess how they might also affect long-term 

analyses of census tract data. 

Differences in census variables—the set of statistics that are compiled and published 

for each census enumeration unit—impose an obvious limitation on temporal analysis. If the 

census did not measure a particular population variable throughout the time period of 

interest, it is simply not possible to study changes in that variable without estimating it 

somehow for every census (which may be too unreliable to be useful) or finding another 

source of data on the variable (which is only rarely a possibility). Often, censuses differ not 

only in which variables they report, but also in how they measure each variable. The number 

of persons in poverty, for example, depends on how poverty is defined, which varies from 

time to time, and the definitions of racial categories and ethnic origins have also varied. In 

2000, a census respondent could for the first time claim to be part of more than one race, 

making it difficult to determine how to compare 2000 racial data with data from prior years. 

Fortunately for the present study, total population is a variable that has been 

consistently defined for all censuses throughout the study period, so changes in census 

variables are of little concern here. (In fact, the consistent availability of total population 

counts is one reason why I focus only on population growth trends in this analysis and omit 

other census variables.) Martin et al.’s next category of census differences—differences in the 

census environment—can, however, significantly affect studies of total population. The 
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census environment, the social and political context within which each census is carried out, 

affects which questions are asked, how variables are defined, how thoroughly and accurately 

data are collected, how many respondents will participate, and which segments of population 

may be underrepresented. To the extent that these things vary from census to census, it 

means that some part of the change we measure in any given variable may be due to artifacts 

of differences in the census environment and not indicative of actual population change. 

Measures of change between censuses may therefore contain a significant degree of 

measurement error, and the degree of error may vary within and among urban areas, 

complicating comparisons (Berube 2003, Simmons and Lang 2003). 

For the present study, I assume that the degree of error introduced by population 

undercounts is generally unimportant. It is not uncommon for census tract populations to 

grow or decline by 10% or more from one census to another, and this degree of change is 

probably larger than most undercounts that have occurred. Furthermore, as succeeding 

sections will explain, the tract populations I analyze here are also affected by areal 

interpolation errors, which will often exceed undercount errors. The combined effect of 

these errors, however, indicates strongly that estimates of tract population changes should be 

interpreted with a considerable degree of uncertainty.  

Martin et al.’s last category of census differences—differences in access 

mechanisms—refers to differences in the various media and tools through which census data 

are disseminated. These differences do not generally limit the scope of analysis or impair the 

accuracy of change measures the way other differences do. Instead, differences in access 

mechanisms can simply make it more difficult to obtain, process, and compare data from 

different censuses. For example, to complete an analysis requiring data that are available only 
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in paper or film format, one must first find the data and acquire a copy (not a trivial matter 

for some rare, archived materials) and then, in order to employ computer technologies for 

data analysis, the data must be digitized. Electronic media can be even more problematic 

than print media if the data are stored in antiquated storage devices or data formats. These 

issues have led to major historical census data infrastructure projects in several countries, 

such as the NHGIS in the U.S. and the GBHGIS in Great Britain (Gregory 2005). These 

projects have organized and standardized historical census data to make each country’s data 

available through a single, standard access mechanism. Fortunately, the NHGIS ensures that 

differences in access mechanisms are no longer a great problem for the study of historical 

U.S. census tract data because almost all U.S. tract data are now available through one 

standard access mechanism. 

In summary, although there are many problems that may complicate the 

construction and analysis of time series of census tract data, many of these are fortunately 

irrelevant or relatively unimportant for the present study. The remainder of this chapter 

focuses on the single most significant problem for analyzing trends in total tract populations: 

linking census tract data through time where tract boundaries have changed. 

3.3  Handling Boundary Changes 

3.3.1  Four General Approaches 

Subsection 3.2.2 discussed how changes in census tract boundaries complicate the 

temporal analysis of census tract data. This type of problem is one example of a general 

“change of support problem” in spatial data analysis, which arises whenever we have 

measurements of a variable from one type of spatial framework (a particular set of 

measurement zones or locations), and we wish to determine the variable’s distribution over 
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another, incompatible spatial framework (Cressie 1996, Gotway and Young 2002, Haining 

2003 pp. 129-138). For example, the field of geostatistics is largely concerned with one 

common type of change of support problem: using measurements of a continuously varying 

feature (e.g., temperature or elevation) at several sample locations to predict the feature’s 

value over a different set of locations or areas. In the case of temporal analysis of census 

data, we have two or more datasets each measuring the distribution of a feature across the 

same region at a different time, but the measurements for each time may relate to a unique 

zonal partitioning of the region. The question then is how can we integrate and compare 

these measurements from incompatible zonal systems to conduct temporal analysis? 

We can divide approaches to handling this problem into four categories: ignoring 

boundary changes, omitting incompatible data, aggregating to common boundaries, and areal 

interpolation. The first general approach, ignoring boundary changes, is a relatively common 

and easily applied approach because it requires only pairing each enumeration unit from one 

census with exactly one enumeration unit from another census. One can then compare the 

data for each pairing directly. However, if boundary changes are large or if zones are split or 

merged between censuses, it becomes difficult and inappropriate to make one-to-one 

linkages between zones, and even where boundary changes are small, ignoring them may 

result in highly inaccurate estimates. When studying count variables (e.g., total population or 

number of renter-occupied housing units), ignoring boundary changes will cause significant 

errors wherever there were substantial counts of the study variable residing in the areas of 

boundary change. This may occur even if the area of change is very small. For example, it is 

not uncommon for a small tract boundary change to occur in an urban, heavily populated 

part of an otherwise rural tract. In such a case, much of the difference in the tract’s 
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population between censuses could be the result of including a populated area in a different 

tract in each census and not an indication of true population growth or decline. 

It is possible to avoid inaccurate change estimates entirely by using the second 

approach for linking data where boundaries have changed: linking data only for stable units 

and omitting any places affected by boundary changes. A related, compromise option is to 

use the first and second approaches in conjunction by ignoring small boundary changes and 

omitting only cases of large boundary change. One problem with any strategy involving case 

omission, however, is that there are many settings—particularly with historical census tract 

data—where boundary changes are so frequent and pervasive that it would be necessary to 

omit almost all available data from the analysis (as in Fig. 3.1). To confront this problem, 

one could focus a study only on areas where boundary changes were infrequent or generally 

small, but this then runs the risk of significant bias in findings. With census tracts, boundary 

changes tend to occur more frequently in certain kinds of areas—particularly areas 

experiencing significant population growth or decline. To omit such areas would skew an 

analysis towards places and periods of time with more stable population levels. This is an 

obvious problem for studies of growth patterns and disparities, but it would also be a 

problem when studying many other population variables, which may be related to growth 

and decline trends and, by extension, to the occurrence of boundary changes. 

A third approach, which avoids many of the problems of the first two, is to 

aggregate data to larger spatial units with common, stable boundaries. Using this approach 

would not introduce any new inaccuracies in change measures and would not require 

omitting any areas from the analysis (as long as the study area was fully covered by 

enumeration units throughout our study period). One way to ensure that analysis units have 
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stable boundaries is to use a higher level of standard enumeration units, such as counties or 

states, which are generally more stable than small enumeration units like census tracts. 

Another, less dramatic option is to merge small units wherever boundary changes occurred, 

aggregating their data together and generating a new set of non-standard units whose 

boundaries were all stable throughout the study period. The simplest form of this type of 

aggregation is to merge any set of tracts that correspond to exactly one tract in another 

census. One could then conduct an analysis as if no tracts had ever been split or merged. In 

some high-growth areas, however, one tract in an early census may correspond to ten or 

more tracts in a later census. In other places, where census tracts were radically redefined 

between censuses, it may be necessary to aggregate huge portions of a city into one unit in 

order to create a unit with stable boundaries. 

The basic problem with any sweeping aggregation strategy is that the way in which 

enumeration units are defined—how large or small they are and where exactly their 

boundaries lie—can have a significant impact on what kinds of patterns and relationships are 

detectable. This problem—generally referred to as the modifiable areal unit problem—is 

particularly relevant for statistical analyses of aggregate data, as statistical indices and model 

fits can vary significantly depending on how enumeration units are configured (Openshaw 

and Taylor 1979, Fotheringham and Wong 1991). To minimize the problem and to arrive at 

accurate descriptions of spatial patterns and relationships, it is important to define analysis 

units such that within each unit, there is minimal spatial variation in the variables being 

studied. Thus, to analyze spatial variation in long-term population trends, the ideal analysis 

units should each have contained a spatially uniform population distribution and experienced 

a spatially uniform growth trend. If we aggregate spatial units indiscriminately in order to 
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achieve stable boundaries, we inevitably reduce the degree of spatial uniformity within units. 

Important variations within analysis units may then be masked and undetectable. Smaller 

units containing spatially uniform trends may appear to have experienced stronger trends 

than larger, spatially mixed units—even though the different trends within the mixed units 

may have in fact been locally stronger than the trends in the uniform units. If we compare 

aggregate data for spatially mixed units, we may detect relationships between variables that 

do not exist at a smaller resolution, or miss important relationships that do exist. 

In short, “indiscriminate aggregation is one of the worst forms of error” (Dorling 

1992b, p. 621). If we wish to study long-term trends in small-area census units in a way that 

avoids both “indiscriminate aggregation” and the potential bias of omitting problem cases, 

the most appropriate approach for linking data through time is the fourth possible approach: 

areal interpolation. Areal interpolation transforms data describing a variable’s distribution 

over one set of zones (the source zones) to produce estimates of the same variable’s 

distribution over a disparate, overlapping set of zones (the target zones). One can therefore 

use areal interpolation to estimate how variables measured for different areas in different 

censuses are distributed over a single standard set of areas (the target zones) and then 

estimate and analyze changes that occurred in each target zone.  

Areal interpolation makes it possible to conduct long-term analysis in whatever areas 

and over whatever time period that census data are available using whichever analysis units 

are desired. However, like each of the other approaches to linking data through time, it still 

has drawbacks and limitations. The principal problem is that interpolated estimates are, of 

course, only estimates. In many settings, depending on the method of areal interpolation used 

and the zones analyzed, estimate errors may be unacceptably large, possibly skewing the 
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analysis in unforeseen ways. This leads to a second set of problems in using areal 

interpolation: determining which interpolation method, which zones, and which data to use 

to minimize errors, and determining how large errors may be and how they may affect an 

analysis. Additionally, existing areal interpolation methods vary greatly in their data 

requirements and computational complexity, so in choosing a method of areal interpolation, 

one must also consider whether or not the data required for each method are available, and 

whether potential gains in accuracy are worth additional complexity in data processing. 

In short, there is no universally optimal areal interpolation method, and the best 

solution for any setting may depend on a variety of factors, including the nature of each 

specific variable of interest, the purpose of the analysis, and the nature of the zonal systems 

used to collect data (Gregory and Ell 2005). The following subsections provide an overview 

of existing areal interpolation methods, assessing the merits and deficiencies of each for 

constructing census tract time series. The discussion focuses on three methods in 

particular—areal weighting, target-density weighting, and cascading density weighting—

which are each relatively easy to apply when constructing time series of census data. 

3.3.2  Areal Weighting Interpolation 

The simplest standard method of areal interpolation is areal weighting, a technique 

first specified by Markoff and Shapiro (1974) and later, independently, by Goodchild and 

Lam (1980). The exact specification of the technique depends on whether the interpolated 

data are spatially extensive (counts or frequencies such as population or gross income) or 

spatially intensive (averages or ratios such as mean income or percent male) (Goodchild and 

Lam 1980). For spatially extensive data, one can specify areal weighting’s basic assumption in 

two equivalent ways. Given a source zone that overlaps multiple target zones, areal 
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weighting assumes that the density of the feature of interest Y in each source-target 

intersection, or atom, is equal to the density of Y in the source zone: 
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where ys is the count of the feature of interest Y in source zone s, yst is the count of Y in the 

atom st (the region of intersection between s and the target zone t), and Ast and As are the 

areas of the atom st and of the source zone s. Equivalently, areal weighting assumes that the 

proportion of ys that resides in an atom is equal to the proportion of the source zone’s area 

that lies in the atom: 
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Working from either form of areal weighting’s basic assumption, we can estimate 

stŷ , the count of Y in an atom st, as 
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The estimated count of Y in any target zone t is then simply the sum of the estimated 

counts of Y in each of the atoms that lie in t: 
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To apply areal weighting when working with spatially intensive data instead of spatially 

extensive data, we estimate each target zone ratio as an average of source zone ratios, 

weighted by the area of intersection between the target zone and each source zone. We 

change the count data formula only slightly to produce the formula: 
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where tŷ  and ys represent ratios rather than counts. 

Among the many areal interpolation methods that have been developed, areal 

weighting stands out because of its simplicity and ease of implementation. Most GIS users 

should be able to execute the basic overlay operations, area measurements, and data 

summations that areal weighting requires without much difficulty. Unfortunately, areal 

weighting’s basic assumption is often inappropriate and inaccurate. There are many settings 

where the feature of interest Y tends not to be uniformly distributed within source zones, 

including most settings of census data analysis. For example, a typical urban census tract may 

contain a mixture of land uses—dense and sparse residential, commercial, industrial, 

recreational, etc.—each with a different population density. A tract on the urban periphery 

may contain mainly undeveloped land with only one concentrated residential development 

on its edge. If the area involved in a substantial tract boundary change contains a much 

higher or lower density than the rest of the tract, which is often the case, an areal weighting 

estimate of population change in the tract would be highly inaccurate. 

3.3.3  Improving on Areal Weighting 

How then do we improve on areal weighting? The options are almost limitless. 

Researchers have developed a variety of more sophisticated methods of areal interpolation, 

most of which achieve higher accuracy than areal weighting by incorporating ancillary data 

that can provide information about the real distribution of Y within source zones. For 

example, researchers have used land cover data derived from satellite imagery (e.g., Langford 

et al. 1991, Holt et al. 2004) and road network data (e.g., Xie 1995, Reibel and Bufalino 2005) 

to model population distributions within source zones and among target zones. These types 

of ancillary data are problematic for long-term historical analyses, however, because most 
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available digital data describe relatively recent conditions and may not relate well to historical 

population distributions. This is particularly problematic on urban fringes where land uses 

have changed and road networks have expanded greatly over time. There are some specific 

settings where useful historical ancillary data do exist. For example, in the construction of a 

long-term time series of British district data, Gregory (2000, 2002) was able to use historical 

parish population counts to guide his interpolation. Because there are usually many parishes 

within each district, the parish population counts are useful for estimating the distribution of 

population variables within and among districts. In the U.S., however, there are at present no 

consistent, readily available digital boundary data for census areas smaller than tracts for 

censuses prior to 1990, so it would be difficult to replicate Gregory’s approach to construct 

long time series of census tract data. 

For a broad, exploratory analysis of long-term trends in U.S. census tract data, it is 

practical and reasonable to limit the data used in areal interpolation to the historical census 

data available through the NHGIS. It is possible to identify many other data sources that 

could provide useful information about both recent and historical population distributions 

within and among tracts. However, for an analysis with a broad spatial and temporal scope, 

there are few sources of data that would be relevant and easily processed for all areas and 

censuses of the analysis. Many digital sources—such as 1990 and 2000 census block data—

work well in the modeling of recent population distributions but could be inappropriate for 

modeling earlier distributions. Some other sources may be helpful for modeling historical 

distributions, but are not yet available in digital form or are only available for a limited set of 

cities. Making use of such sources would complicate an analysis by requiring the use of 

different areal interpolation methods at different times or places. Perhaps more importantly, 
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once we seek to improve our estimates by integrating ancillary data, there may be no end to 

the types of data we could integrate and the ways in which we could integrate it. For 

simplicity, and particularly for broad, exploratory analyses, it makes sense to begin with one 

source of readily accessible data, and then consider using additional data at a later time to 

improve interpolation estimates if an analysis demands a higher degree of accuracy. It is not 

a goal here to summarize and assess the many ways we could do that. 

There is, however, at least one form of ancillary data beyond what is available 

through the NHGIS that can be easy to obtain and also relevant for long-term analysis: 

boundary data for “persistently unpopulated” areas. This includes data delineating water 

bodies, wetlands, steep slopes, and older parks, cemeteries and protected areas. In each case, 

we may assume that no population ever resided in the areas where such features exist today, 

so we may reasonably use contemporary data on the locations of such features to guide the 

interpolation of historical population data. Furthermore, such data are relatively easy to 

integrate into almost any areal interpolation process, as it requires only that we erase all such 

areas from all of our analysis zones prior to interpolation. This ensures that we will not 

assign any population to such areas at any point during processing. Accordingly, the full 

specification of the cascading density weighting method given in Subsection 3.3.5 includes 

an optional step to exclude all persistently unpopulated areas from the analysis. For data 

analysis in later chapters, I exclude all water areas from my computations. 

If, for simplicity, we restrict our analysis to NHGIS data and to ancillary data 

delineating persistently unpopulated areas, what options do we then have to estimate how 

different census tract variables were distributed among a single standard set of zones at the 

time of each census? In this setting, it is possible to use any areal interpolation technique that 
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requires no ancillary data, including areal weighting. Another technique that requires no 

ancillary data is pycnophylactic interpolation (Tobler 1979), which departs from areal 

weighting’s assumption of uniform densities within source zones and assumes instead that 

densities vary smoothly within and across source zones. However, research comparing the 

pycnophylactic technique with areal weighting has not demonstrated that either approach is 

consistently more accurate than the other (Goodchild and Lam 1980, Hawley and Moellering 

2005). Furthermore, whatever advantage the pycnophylactic technique might offer may also 

be offset by the relative complexity of its execution, which requires vector-to-raster-to-

vector conversions and multiple iterations to estimate density surfaces. 

Time and again, and not surprisingly, research comparing the accuracy of different 

areal interpolation techniques has shown that techniques using ancillary data to estimate the 

distribution of features within source zones are generally more accurate than techniques that 

use no ancillary data (e.g., Gregory 2002, Gregory and Ell 2005, Hawley and Moellering 

2005, Reibel and Bufalino 2005). Besides data on persistently unpopulated areas, what other 

ancillary data could be easily obtained and also useful in the construction of long-term 

census tract time series? The NHGIS does provide at least one useful type of ancillary data, 

and that is additional tract data. Specifically, to guide the interpolation of any one census’s 

tract data, we may use whatever tract data are available from any census year. For example, if 

we set 2000 census tracts to be the target zones, and the source data are tract data from 

censuses prior to 2000, we must then interpolate the source data to estimate how the data 

would be distributed among 2000 census tracts. When we interpolate, say, 1960 tract data, 

we could use 1970, 1980, 1990, or 2000 census tract data as ancillary data to aid in our 

estimation of the 1960 distribution of data among 2000 census tracts, and we could also use 
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tract data from before 1960 where it exists. In many cases, these additional tract data can 

greatly improve areal interpolation estimates. To the extent that population distributions 

remain relatively stable from census to census, it is often effective to use the population 

distribution measured in one census year to model the distribution in another census year.  

3.3.4  Target-Density Weighting 

How then can we use tract data from multiple censuses to guide the areal 

interpolation of any one census’s tract data? One relatively simple and straightforward 

approach is target-density weighting (TDW), by which the density of a variable measured on 

the target zones is used to weight the allocation of source zone data among target zones 

(Schroeder 2007a). For example, to estimate the 1960 populations of 2000 census tracts, we 

would treat 1960 tracts as source zones and 2000 tracts as target zones. Then, we could use 

the known population density of the target tracts, measured in the year 2000, to weight the 

allocation of 1960 tract populations among the target tracts. Imagine a 1960 tract that 

intersects exactly two 2000 tracts, one of which was twice as densely populated as the other 

in 2000. Using 2000 population densities to guide TDW interpolation, we would assume that 

the 1960 tract part lying in the denser 2000 tract was twice as dense as the other part in 1960, 

matching the relationship between the densities of the two 2000 tracts in 2000. 

To execute TDW, we work from two basic assumptions. First, given the feature of 

interest Y measured on the source zones and a related feature Z measured on the target 

zones, TDW assumes that the spatial distribution of Y among atoms (the intersections 

between source and target zones) is proportionally the same as the distribution of Z. It 

follows that for any source zone s and target zone t: 
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where ys and zs are counts of Y and Z in s, and yst and zst are counts of Y and Z in the part of s 

(the atom) that intersects target zone t. In the example above, where source zones are 1960 

tracts and target zones are 2000 tracts, we could specify Y to be 1960 population and Z to be 

2000 population. Following (3.6), we would then assume that the proportion of a 1960 

tract’s 1960 population residing in an atom was equal to the proportion of the 1960 tract’s 

2000 population living in the atom. This assumption is similar to areal weighting’s basic 

assumption as given in equation (3.2), except that here, the proportion of of ys residing in the 

atom st is related to counts of the feature Z rather than to area measures. 

A problem here is that we have known counts of Z for target zones but not 

necessarily for source zones or for atoms. For example, the Census provides counts of the 

2000 population for 2000 tracts, but it does not report the 2000 populations of 1960 tracts 

or of the areas of intersection between 1960 and 2000 tracts. Therefore, before we can use 

the assumption in (3.6) to estimate yst, we first need to estimate zs and zst. This leads to the 

second basic assumption of TDW, which is that the density of Z within each atom is equal 

to the density of Z within each corresponding target zone: 
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This assumption resembles areal weighting’s assumption as given in (3.1), except that here, 

we assume that the density of Z (not Y) is the same among all atoms in each target zone (not 

in each source zone). Using the assumption in (3.7), we can estimate counts of Z for each 

atom and each source zone as: 
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Using these estimates together with TDW’s first assumption (3.6), we can estimate the count 

of Y in any atom st as: 
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To estimate the count of Y in any target zone, we need only sum the estimates of Y for all 

atoms within the target zone, which gives us the complete formula for TDW: 
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where τ is a target zone index, independent of t. 

A major advantage of the TDW method, as with areal weighting, is that we can 

execute the method for an entire dataset through a relatively simple series of overlay 

operations, area measurements, and summations using standard GIS software. Yet, even 

though the TDW model is only slightly more sophisticated than areal weighting, 

incorporating target zone data into interpolation—even through simple assumptions—can 

significantly improve interpolation accuracy. In prior research, I compared areal weighting 

and TDW in the interpolation of 1990 tract populations onto 2000 tracts and of 2000 tract 

populations onto 1990 tracts (Schroeder 2007a). Using a large sample of 1990 and 2000 U.S. 

census tract data, including 10% of all tract boundary changes that occurred between 1990 

and 2000, I found that areal weighting errors are significantly and consistently larger than 

TDW errors. In the sample data, the mean, root mean square, and 90th percentile of areal 

weighting absolute errors were each at least 2.5 times greater than the corresponding 
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measures of TDW error. About 15.2% of areal weighting absolute errors were greater than 

1,000 persons—a large number considering that the average tract population is just over 

4,000—while only 3.6% of TDW absolute errors were above 1,000. In addition, half of 

TDW estimates were within 1.3% of the actual tract population, and 90% of TDW estimates 

were within 17% of the actual tract population. This indicates that most (though perhaps not 

all) TDW estimates should be acceptably accurate for a wide variety of temporal analyses 

(Schroeder 2007a, p. 323). 

TDW’s relative simplicity can of course be both beneficial and problematic. Ease of 

implementation is important, particularly for a broad, exploratory analysis, but a simple 

model is often not the most accurate model, and there are many more sophisticated and 

flexible ways to model relationships between one census’s data and data from other 

censuses. For example, Flowerdew and Green (1989) develop a model of areal interpolation 

that combines Poission regression and Dempster et al.’s (1977) EM algorithm for missing 

data estimation. Mugglin and Carlin (1998) use a Bayesian hierarchical modeling approach. 

Kyriakidis et al. (2005) frame areal interpolation in the context of geostatistical modeling, 

which enables the explicit incorporation of spatial autocorrelation into the interpolation 

process. However, there remains little empirical evidence demonstrating how much more 

accurate we can expect any of these models to be compared to the TDW approach. In fact, 

Mugglin and Carlin find that in a case study interpolating leukemia case counts, their 

Bayesian approach is only slightly more accurate than a population-weighting approach that 

resembles TDW. In any case, researchers must weigh whatever potential gains in accuracy 

that advanced methods offer against the additional complexity that they introduce into data 

processing and interpretation. For a broad, exploratory analysis, just as it makes sense to 
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limit data sources to those that are readily available, it also makes sense to begin with a 

relatively simple areal interpolation technique. It is always possible to later use a more 

sophisticated technique to confirm the accuracy of initial findings. 

In summary, TDW is relatively easy to implement and has minimal data 

requirements, which is important for broad exploratory analyses of historical population 

trends. Furthermore, in order to integrate and compare census tract data from consecutive 

censuses (e.g., from 1990 and 2000), TDW is generally more accurate than the similarly 

simple technique of areal weighting. It is unclear, however, how we should apply TDW and 

how effective it should be when integrating data from censuses that were more than a 

decade apart in time. 

Thus far, in the example settings of TDW described above, Y and Z refer to the 

same feature measured at different times for different zones (e.g., 1990 and 2000 tract 

populations). The TDW model, however, does not require such a relationship between Y 

and Z. The setting in which Y and Z refer to the same feature at different times is only one 

form of TDW, which I term matching-variable target-density weighting, or MV-TDW. The next 

two subsections describe alternatives to MV-TDW that should be more appropriate for 

constructing a long time series of census data. Then, Section 3.4 presents two case studies 

that demonstrate important advantages and disadvantages of the different alternatives. 

3.3.5  Cascading Density Weighting 

Although MV-TDW is reasonable when used to integrate data from two consecutive 

censuses, its basic assumptions become more problematic when constructing a longer time 

series. For example, when estimating 1990 populations of 2000 census tracts, MV-TDW 

relies on the assumption that 1990 population distributions among 2000 census tracts 
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resembled 2000 population distributions. To construct a longer time series from 2000 back 

to 1980 would require also estimating the 1980 populations of 2000 census tracts. To do this, 

it would be possible simply to re-apply MV-TDW, this time using 1980 tracts rather than 

1990 tracts as source zones and setting Y to be 1980 population instead of 1990 population. 

To construct a long time series in this manner, however, is inappropriate because the spatial 

correspondence between Y and Z—between source populations and 2000 populations—will 

likely become weaker and weaker the further back in time the series goes. In allocating 1980 

tract populations among atoms, it would be better to use 1990 population densities as a 

guide rather than 2000 densities. Then to allocate 1970 tract populations among atoms, it 

would similarly be better to use 1980 densities rather than 1990 or 2000 densities, and so on. 

This is precisely the motivation behind cascading density weighting (CDW). To 

construct a time series of census data using CDW, we begin simply by using MV-TDW to 

estimate the distribution of one census’s data among another census’s enumeration units 

(e.g., the 1990 populations of 2000 census tracts). We then move on to the next census—in 

chronological order—and use the estimates obtained in the prior iteration to guide the 

allocation of data. Thus, to guide the allocation of 1980 tract populations among 2000 tracts, 

CDW will use previously obtained estimates of the 1990 populations of 1980/2000 tract 

intersections. Then to guide the allocation of 1970 tract populations among 2000 tracts, 

CDW uses the estimates of the 1980 populations of 1970/2000 tract intersections. 

The technique is therefore a cascading process, estimating counts of a feature over a 

series of measurement times in chronological order, in each iteration using estimates 

obtained in the prior iteration to guide new estimates. It is also a density weighting process 

because it assumes, like TDW, that the relative densities of a feature Y among atoms in any 
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source zone are identical to the relative densities of a feature Z among atoms (a corollary to 

equation (3.6)). Unlike TDW, however, CDW does not require that Z has been measured on 

the target zones. (CDW is therefore not strictly a “target-density” weighting procedure.) In 

CDW, Z should generally represent the same feature as Y (e.g., population) but at the next 

consecutive measurement time (e.g., 1980 population if Y is 1970 population). Whereas 

TDW always uses areal weighting to estimate zst and zs from target zone counts of Z (as in 

equations (3.8) and (3.9)), CDW only uses areal weighting to estimate zst and zs in its first 

iteration, and then in each subsequent iteration, it uses estimates of yst obtained in the 

previous iteration to compute zst and zs. This is straightforward because Z in each new 

iteration is equivalent to Y in the previous iteration. 

CDW, like TDW and areal weighting, is relatively easy to implement, requiring only a 

series of basic GIS operations. To specify the operation of CDW here in a way that 

demonstrates how to implement it in a GIS environment, I use terms and notation similar to 

what could be used in a GIS. A term in boldface represents a dataset name (i.e., a feature 

class or table); a term in square brackets represents a table field name (i.e., an attribute); and 

text in italics represents a variable part of a dataset or field name. Additionally, I assume that 

attribute tables of polygon datasets contain an automatically updated [area] field (as is the 

case, for example, in an ArcGIS geodatabase). To construct a time series of a single census 

variable P using the latest census’s enumeration units as target zones, CDW would involve 

the following steps.7  

                                                 
7 I use P here to denote the feature of interest, rather than Y, because in the target-density weighting 
specification, Y refers to a feature at a particular time, whereas P is importantly not fixed to any particular 
measurement time. P may therefore represent any feature that has been counted in every census of the 
analysis—e.g., population, occupied housing units, nonwhite population, etc. 
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1. Assemble a set of polygon datasets (zones_C) for the enumeration units of each 

census. C is a set of census identifiers, typically census years, which represent 

censuses throughout the time period of analysis, ranging from C1 through Cn. 

2. In the attribute table of each dataset zones_Ci include two fields: 

a. [idCi] containing a zone identifier, unique among all zones of census Ci. 

b. [P_zonesCi_timeCi] containing the count of P in each zone of the census Ci 

at the time of the census Ci. 

3. Perform a spatial union of all zones_C datasets, producing a new atoms dataset that 

includes the fields [idC] and [P_zonesC_timeC] from each input dataset. 

4. Create new fields named [P_timeC] in the attribute table of atoms, adding a new 

field for each census Ci. At the end of the CDW process, each of these fields will 

contain estimated counts of P for each atom at the time of a census Ci. 

5. Estimate the count of P in each atom at the time of the latest census Cn using areal 

weighting: 

a. Optionally, prior to area measurements, erase persistently unpopulated areas 

(e.g., water bodies, steep slopes, wetlands, etc.) from atoms. (This should 

improve estimates by restricting the model of P’s spatial distribution only to 

areas where P could likely have resided, as discussed above.) 

b. Compute the total area of (potentially populated) land in each zone of the 

latest census by summing the [area] field of atoms for each unique value of 

[idCn], storing the sums in a field named [sum_area] in a table areas_Cn. 

c. Join areas_Cn to the atoms attribute table, linking through [idCn]. 

d. For all features in atoms, calculate [P_timeCn] = [P_ zonesCn_timeCn] * 

[area] / [areas_Cn .sum_area]. (This corresponds to equation (3.8).) 
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6. For each census prior to the latest, in reverse chronological order, estimate the count 

of P in each at atom at the time of each census by repeating the following steps: 

a. Set the variable Cy to indicate the current focus census and set the variable Cz 

to indicate the census immediately following Cy in chronological order. 

b. Sum the [P_timeCz] attribute of atoms for each unique value of [idCy], 

storing the sums in a field named [sum_P_timeCz] in a table  

P_zonesCy_timeCz. (These sums are estimated counts of P in the zones of 

census Cy at the time of census Cz. Note that the counts in [P_timeCz] are 

estimates from a prior iteration of computation.) 

c. Join P_zonesCy_timeCz to the atoms attribute table, linking through [idCy]. 

d. For all polygons in atoms, calculate [P_timeCy] = [P_ zonesCy_timeCy] * 

[P_timeCz] / [P_zonesCy_timeCz .sum_P_timeCz]. (This corresponds to 

equation (3.10).) 

7. To obtain the final estimates of P for the zones of Cn at the time of each census Ci, 

sum all fields [P_timeC] for each unique value of [idCn]. 

If a case arises where [sum_P_timeCz] contains zero values, step 6.d will cause a 

divide-by-zero error. If this situation never arises, we need not make any adjustments to the 

steps above, but zero counts are not uncommon in the interpolation of census tract data. A 

simple solution is to apply areal weighting in such cases, which can easily be accomplished by 

summing [area] as well as [P_timeCz] in step 6.b. Then apply step 6.d only to cases where 

[sum_P_timeCz] > 0, and for cases where [sum_P_timeCz] = 0, calculate [P_timeCy] = [P_ 

zonesCy_timeCy] * [area] / [P_zonesCy_timeCz.sum_area]. 



 70

3.3.6  Target-Density Weighting Using Housing Age Data 

A crucial difference between TDW and CDW when constructing time series of 

census data is that while TDW uses data only from the source zones and target zones for 

interpolation, CDW uses data from all censuses occurring between the source-zone census 

and target-zone census. Thus, to guide the interpolation of 1960 populations onto 2000 

census enumeration units, CDW uses data from the 1960, 1970, 1980, 1990, and 2000 

censuses. Intuitively, the distribution of the earlier census data should correspond more 

closely to the distribution of 1960 populations than would the distribution of 2000 

populations, and we can therefore reasonably expect CDW to be more accurate than TDW. 

Applying TDW for temporal analysis, however, does not require that, as in MV-

TDW, the guiding Z variable refers to the same feature as the Y variable measured at a 

different time. In fact, there are other types of 2000 census data that could tell us much more 

than 2000 populations about the distribution of historical populations among 2000 census 

areas. In particular, the Year Structure Built data in the Census 2000 Summary File 3 reports 

how many of the housing units existing in 2000 were built in 1939 or earlier, between 1940 

and 1949, between 1950 and 1959, and so on, with the period from 1990 to 2000 divided 

into three sub-periods (U.S. Census Bureau 2002a). Using these data, we can estimate how 

many housing units existed in a 2000 census area at the time of each historical census going 

back to 1940. Hammer et al. (2004) use equivalent data from the 1990 census to estimate 

housing counts at the time of each census from 1940 to 1990 in partial block groups (which 

are the smallest census areas for which housing age data are reported). To estimate counts of 

census variables other than housing units at the time of each census, it may be effective to 

use the housing age counts as the guiding Z variable in TDW. For example, to interpolate a 
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1960 tract’s population onto 2000 tracts, the guiding variable could be the 2000 tract counts 

of housing units built before 1960. A 2000 tract where many housing units were built before 

1960 would therefore be assigned a proportionally greater 1960 population than a tract 

where few housing units were built before 1960. 

To distinguish this form of TDW (where Z refers to housing built before Y’s 

measurement time) from MV-TDW, I refer to the historical-housing weighting technique as 

HH-TDW. The basic assumption of HH-TDW is that the distribution of the feature of 

interest Y among atoms in a source zone is exactly proportional to the target zone densities 

of housing units built before Y’s measurement time. This assumption has some strong 

potential advantages and disadvantages compared with the assumptions of MV-TDW and 

CDW. Whereas both MV-TDW and CDW assume that the distribution of the feature of 

interest within source zones remained relatively consistent through time, HH-TDW has the 

advantage of not assuming any temporal consistency in the feature of interest’s distribution. 

HH-TDW instead assumes a correspondence between the distribution of feature of interest 

and the distribution of housing that existed at the same time. HH-TDW could therefore be far 

more accurate than MV-TDW or CDW for interpolating population variables in areas that 

experienced significant building and population growth between censuses, which is a 

historically common occurrence along urban fringes and in areas of major redevelopment. 

Unfortunately, despite the potential power of HH-TDW to accurately estimate 

historical population trends, the HH-TDW model also has a number of significant liabilities. 

The first issue is that the 2000 data tell us nothing about historical housing units that were 

no longer counted in 2000. Housing units may be demolished, destroyed through natural 

acts or human accidents, abandoned to become uninhabitable, refitted for a non-residential 
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use, or merged into a smaller number (Hammer et al. 2004). Where such events have 

occurred, some historical housing units—perhaps many—are omitted from 2000 housing 

counts. Thus, housing age data may help us greatly in modeling areas of significant housing 

growth, but it tells us nothing about housing destruction and abandonment. 

A second issue is that the housing age data are drawn from the Census’s long-form 

sample data, which represents only about one sixth of the total population. While the degree 

of sampling error at the census tract level is typically small (U.S. Census Bureau 2002a), even 

small absolute errors can be highly significant for small total counts, and in many census 

tracts, the counts of housing units built in earlier decades tend to be very small. For example, 

a particular 2000 census tract may have contained ten houses built before 1940, but if none 

of those units were included in the sample data, the number of houses built before 1940 

would be undercounted. The error in this case would be at most ten housing units, which is 

small in absolute terms, but would still be significant when using the historical housing unit 

count as a weight to allocate 1940 populations among 2000 tracts. A related issue is that 

census respondents often do not know the year housing was built, leading to frequent no-

responses and occasional misreporting, which contributes further to the inaccuracy of census 

estimates (Hammer et al. 2004). 

Another issue for HH-TDW—likely the most problematic of all—is that the 

Census’s Year Structure Built data refer only to housing units and not to group quarters. This 

therefore omits entirely from housing age data large numbers of living quarters, including 

correctional institutions, juvenile institutions, nursing homes, long-term-care and mental 

hospitals, group homes, college dormitories, workers’ dormitories, military quarters, shelters, 

etc. (U.S. Census Bureau 2001b). This would omit a large portion of the U.S. population, as 
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in 2000, about 7.8 million Americans (2.8% of the U.S. population) lived in group quarters 

(U.S. Census Bureau 2001a). Thus, in areas that have had large populations in group 

quarters, HH-TDW’s basic assumption of a relationship between the distribution of a 

population feature Y and the distribution of housing units built before Y’s measurement 

time may be grossly inaccurate. HH-TDW could, for example, assign no population to an 

area that actually contained thousands of prisoners, military personnel or college students. 

One last issue is that the 2000 housing age data group all housing built before 1940 

into one count, providing no information about the age distribution of older housing. 

Therefore, to interpolate data from censuses prior to 1940 onto 2000 tracts, HH-TDW is 

not directly applicable, though we could still use some combination of HH-TDW and CDW 

or possibly somehow make use of housing age data from earlier censuses that stretch back 

further in time. In general, however, MV-TDW and CDW are more robust than HH-TDW 

in that they have simpler data requirements. 
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Figure 3.2  The two 
case study areas shown 
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Minneapolis-Saint Paul 
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3.4  Case Studies 

To illustrate how the areal interpolation methods discussed above operate and to 

demonstrate some of their relative advantages and disadvantages, I present two case studies 

of census tract population interpolation in the Minneapolis-Saint Paul urban area in 

Minnesota (Fig. 3.2). The first study area focuses on the suburbs of Maple Grove and Osseo, 

an area where the historical population and housing growth rates varied greatly among 2000 

census tracts, highlighting the advantages of HH-TDW relative to the other techniques. The 

second study area focuses on Fort Snelling, an area where there have historically been no 

housing units, and residents have lived only in group quarters in an army base and veterans 

hospital. The second study area also includes some historically rural parts of the suburb of 
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Eagan with small historical housing counts. These locations, in contrast to the first study 

area, highlight fundamental limitations in HH-TDW and the relative advantages of CDW.  

3.4.1  Osseo & Maple Grove 

The two suburbs located in Study Area 1, Osseo and Maple Grove, have distinctly 

different growth histories (Fig. 3.3). Osseo is a small, older city that has maintained a 

relatively stable population while new suburban developments have sprung up around it. 

Maple Grove, on the other hand, had largely been rural until recently but has now grown to 

include a large mixture of typical contemporary suburban developments. For the last several 

decades, Maple Grove’s population has grown steadily, with new developments generally 

spreading from east to west (outward from Minneapolis). Both cities were first tracted in 

1960, at which time a single tract corresponded to the two areas in aggregate. Then in 1970, 

each of the areas was assigned a single tract, and since then, Osseo has persistently 

corresponded to a single tract, while the tracts of Maple Grove have continually been split 

into smaller tracts. 

 

1960 1970 1980 1990 2000

Maple Grove

Osseo

Persons 
per Km2

225 67525 75
(excluding
water area)  

Figure 3.3  Population density of census tracts in Study Area 1 from 1960 through 2000 
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Figure 3.4  Estimated 1960 population distribution among 2000 census tracts in Study Area 1 using four 
different areal interpolation methods. Labels indicate the estimated 1960 population of each 2000 tract. 

Fig. 3.4 illustrates the estimated 1960 population distribution among 2000 census 

tracts around Maple Grove and Osseo using areal weighting, MV-TDW (target-density 

weighting with 2000 population as the guiding variable), CDW (cascading density weighting), 

and HH-TDW (target-density weighting with 2000 housing built before 1960 as the guiding 

variable). As can be seen, there are many significant differences in the estimates each method 

produces and in the resultant patterns of population densities. The pattern in the areal 

weighting map stands out, showing no variation in population densities throughout Maple 

Grove and Osseo, closely matching the pattern of 1960 tract densities in Fig. 3.3. Areal 

weighting, after all, operates as though the density is the same within all parts of a source 

zone, so it estimates that all 2000 tracts lying within one 1960 tract had the same 1960 
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density. MV-TDW, on the other hand, operates here as though the 1960 density distribution 

matched the 2000 distribution, or as though all 2000 tracts within the Maple Grove-Osseo 

1960 tract grew at the same rate from 1960 to 2000. Accordingly, the pattern in the MV-

TDW map resembles closely the pattern in the 2000 tract densities in Fig. 3.3. The estimated 

1960 densities are lower than 2000 densities, but the general distribution is the same. In 

contrast, both the CDW and HH-TDW density distributions, while relatively similar to each 

other, are internally more varied than the areal weighting and MV-TDW distributions. 

It would be difficult, of course, to determine exactly how accurate each method is 

because we do not have observed counts of the 1960 populations of 2000 census tracts 

against which to compare estimates. Nevertheless, given that Osseo became a concentrated 

settlement much earlier than Maple Grove, we can be reasonably confident that both areal 

weighting and MV-TDW are well off the mark here because they both grossly underestimate 

what we would expect the population of the Osseo tract to have been in 1960. The 1960 

population of the city of Osseo was 2,104 (U.S. Census Bureau 1963). The 2000 tract that 

contained Osseo does not match exactly the 1960 city limits of Osseo, but it covers a similar 

area and should have contained a similar 1960 population. Here, HH-TDW clearly 

outperforms the other methods, as it estimates the 1960 population of the Osseo tract to be 

2,099—only 5 fewer than the city of Osseo’s observed 1960 population. Meanwhile, the 

areal weighting estimate is only 140, the MV-TDW estimate is 235, and the CDW estimate is 

1,400. These disparities are not surprising when we consider how each method operates. 

Each method must somehow divide the population of the 1960 tract covering Maple 

Grove and Osseo among the 2000 tracts that intersect it. Areal weighting merely distributes 

a source zone’s data among intersecting target zones in proportion to the area of each target 
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zone’s intersection with the source zone. Because the Osseo tract intersects only a small 

portion of the 1960 tract, areal weighting erroneously assigns an equivalently small portion 

of the 1960 tract’s population to the Osseo tract. MV-TDW makes a similar mistake, but for 

different reasons. MV-TDW in this case allocates 1960 tract populations among 2000 tracts 

in a way that matches the distribution of 2000 tract population densities. By 2000, the 

population density of Maple Grove was much greater than it had been in 1960, while the 

density of Osseo had remained about the same. MV-TDW nevertheless assumes that the 

population distribution was the same in 1960 as it was in 2000, and therefore erroneously 

allocates too much 1960 population to the Maple Grove tracts. 

CDW improves significantly on both of these methods because it uses the 1970, 

1980, and 1990 tract populations, in addition to the 2000 populations, to guide interpolation. 

The 1960 tract corresponds to two 1970 tracts, and in 1970, the tract corresponding to 

Osseo had a much higher density than the tract corresponding to Maple Grove. Therefore, 

CDW correctly assigns a large portion of the 1960 tract’s population to Osseo, using the 

1970 population distribution as a guide. The CDW estimate of 1,400 is still short by one 

third, however, because the population growth in Maple Grove between 1960 and 1970 

outpaced the growth in Osseo. Therefore, the ratio of Maple Grove’s population to Osseo’s 

population increased between 1960 and 1970, but CDW operates as though the ratio 

remained the same. Although this assumption of stability between 1960 and 1970 is 

inaccurate, it is still substantially more accurate than MV-TDW’s assumption that the 1960 

population distribution matched 2000’s. 

Rather than assuming any stability in population distributions, HH-TDW instead 

assumes that the ratio between the 1960 populations of Maple Grove and Osseo tracts 
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matched the ratio between 2000 housing units built before 1960 in Maple Grove and Osseo 

tracts. In estimating the 1960 population of the Osseo tract, HH-TDW’s assumption is more 

accurate than CDW’s assumption because Maple Grove’s population and housing stock 

grew consistently faster than Osseo’s, and the growth in Maple Grove’s population relative 

to Osseo’s between 1960 and 2000 was nearly the same as the growth in Maple Grove’s 

housing stock relative to Osseo’s.  

In summary, the first case study demonstrates that when constructing time series of 

U.S. census data, HH-TDW can be highly accurate while both areal weighting and MV-

TDW have significant flaws. Notably, the case study also suggests that CDW, though it is 

not as accurate as HH-TDW, could at least be acceptable for a broad range of exploratory 

analyses. In fact, the general patterns that we see when looking at either the CDW or HH-

TDW results are similar. Both methods give the appropriate impression that Osseo was 

much denser than surrounding areas, and both methods also indicate that the 1960 

population within Maple Grove was concentrated in its southeast and northeast corners. In 

contrast, areal weighting and MV-TDW both inappropriately indicate a relatively uniform 

distribution of 1960 population throughout Maple Grove and Osseo. The relative similarity 

between CDW and HH-TDW is important because if the two methods give similar results in 

most settings, then we may prefer to use CDW because it is has simpler data requirements 

than HH-TDW, and, as the second case study will illustrate, HH-TDW’s unique limitations 

occasionally lead to gross errors that CDW avoids. 
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Figure 3.5  Estimated 1940 population distribution among 2000 census tracts in Study Area 2 using two 
different areal interpolation methods. Labels indicate the estimated 1940 population of each 2000 tract. 

3.4.2  Fort Snelling & Eagan 

Because the first case study illustrated that CDW and HH-TDW have clear 

advantages over areal weighting and MV-TDW, the second case study now sets areal 

weighting and MV-TDW aside and focuses only on comparing CDW and HH-TDW (Fig. 

3.5). The second case study also examines the interpolation of 1940 populations instead of 

1960 populations (as in the first case study) because in this case the interpolation of 1940 

data accentuates the crucial differences between CDW and HH-TDW. Note, however, that 

in the 1940 and 1950 censuses, only the northern portion of Study Area 2 was tracted, 

including the cities of Minneapolis and Saint Paul and the Fort Snelling area. To execute 

CDW and HH-TDW in the untracted parts of Study Area 2, I use 1940 and 1950 county 

data to determine the populations of the untracted portions of Hennepin and Dakota 

Counties. I then treat the untracted parts of each county as though they were also tracts. 

This case study highlights two important shortcomings in HH-TDW interpolation. 

The first and more dramatic shortcoming is apparent in the population estimates for the 
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Fort Snelling tract and the tract to its south (Tracts 250 and 251). Here, the omission of 

group quarters from the census’s housing age data results in HH-TDW grossly misestimating 

the 1940 populations of the two 2000 tracts. The 1940 tract corresponding to Fort Snelling 

had a population of 2,972 (Minnesota Population Center 2004). The 1940 Fort Snelling tract 

does not, however, match the 2000 Fort Snelling tract (Tract 250). Instead, the 1940 Fort 

Snelling tract covers the eastern portion of 2000 Tract 250 as well as the northeast corner of 

2000 Tract 251. In 2000, Tract 250 contained no housing units but still had a population of 

442, all of which lived in group quarters. Tract 251, on the other hand, contained 1,288 

housing units in 2000, 29 of which were reportedly built before 1940 (U.S. Census Bureau 

2001a). Because Tract 251 contained some housing units built before 1940 but Tract 250 did 

not, HH-TDW allocates no 1940 population to Tract 250 and instead allocates all of the 1940 

Fort Snelling tract’s population to Tract 251. The estimated 1940 population of Tract 250 is 

therefore zero when it should in fact be close to 2,972. By grossly underestimating Tract 

250’s 1940 population, HH-TDW likely also grossly overestimates Tract 251’s 1940 

population. Here, CDW clearly outperforms HH-TDW, as it estimates the 1940 population 

of Tract 250 to be 2,530, which is much closer to the 1940 population of Fort Snelling. 

A second significant shortcoming in HH-TDW is apparent in the southeast quadrant 

of the study area in the suburb of Eagan. Here, HH-TDW has estimated the 1940 

populations of five different tracts to be zero while CDW allocates at least some 1940 

population to each. Once again, we cannot determine exactly how accurate these estimates 

are using census data alone as the census provides no specific information about 1940 

populations within these 2000 tracts. Nevertheless, it seems likely that all of these five tracts 

were at least sparsely populated in 1940 given that this area was close to a major urban area, 
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that it was not a protected area, and that the land was potentially usable for either agriculture 

or recreation. HH-TDW places no 1940 population in these tracts because the 2000 census 

reported no housing units built before 1940 in any of the tracts. It may be, however, that the 

housing units that existed in these tracts in 1940 were demolished or abandoned by 2000, or 

the few that remained were simply missed in the 2000 housing counts. If this is the case, 

which seems likely, then HH-TDW’s zero estimates are problematic. Although in absolute 

terms, the HH-TDW estimates are probably more accurate in the Eagan tracts than in the 

Fort Snelling tracts, invalid zero estimates can still significantly bias analyses in undesirable 

ways. For example, in analyses of change rates, any increase from a zero population equates 

to an infinitely high rate. 

It seems then that neither CDW nor HH-TDW is immune to significant 

misestimates. Among typical urban residential areas, where most of the population has lived 

in traditional single-family housing units, as in Study Area 1, HH-TDW has the potential to 

be highly accurate, while CDW may perform poorly, particularly if one part of a subdivided 

tract grew much more quickly than another. Elsewhere, in areas with large populations in 

group quarters or where the census reports no housing units built before the start date of an 

analysis, we can expect HH-TDW to perform poorly while CDW may still be quite accurate. 

Given the advantages and disadvantages of each technique, I choose to use CDW for the 

present study. CDW estimates should be adequately reliable for a broad exploratory analysis, 

with simpler data requirements than HH-TDW and with fewer gross errors than those 

evident in the HH-TDW estimates for Study Area 2. 
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3.5  Summary 

Even though historical census tract data are now readily available in digital format, 

researchers interested in analyzing trends in tract data must still confront several significant 

problems. First, tract data may simply not be available for the times, places and variables of 

interest. Even if the data are available, however, it is impossible to construct time series in 

areas where tract boundaries have changed without performing some form of aggregation, 

interpolation or other data manipulation. For broad exploratory analyses, selecting a suitable 

technique depends not only the accuracy of the technique, but also on the simplicity of its 

data requirements and its implementation. This chapter presents two techniques—cascading 

density weighting (CDW) and historical-housing target-density weighting (HH-TDW)—

which both have relatively simple data and implementation requirements and yield more 

accurate estimates than other simple techniques in most settings of historical tract data 

estimation. Two case studies demonstrate that HH-TDW may be highly “hit-or-miss,” 

performing very well in many settings but very poorly in others. On the other hand, CDW 

may be less accurate than HH-TDW in a majority of cases, but CDW may still be more 

consistently acceptable overall, with fewer gross errors than HH-TDW. 

There are of course many ways—both complex and simple—to improve upon the 

interpolation techniques presented here. For example, in implementing CDW, recent census 

block data could be used to guide the allocation of recent tract populations. Also, satellite 

imagery or land cover data could be used to identify large regions that were likely to have 

been “persistently unpopulated.” For the present study, however, as discussed in the next 

chapter, I employ only a simple CDW implementation. I leave the development of a more 

accurate tract population time series to future research. 



 84

Chapter 4 
STUDY DATA 

4.1  Introduction 

As discussed in Chapters 1 and 3, determining how population trends have varied 

throughout U.S. urban areas requires data on urban sub-area populations at multiple times, a 

requirement that census tract data were developed to fulfill. Chapter 3 discussed how 

changes in tract coverage and in tract boundaries complicate analyses of long-term 

population trends, and it demonstrated that cascading density weighting (CDW) 

interpolation is a suitable technique for handling the problem of changing tract boundaries 

when constructing time series of tract data, particularly for broad exploratory analyses in 

which efficiency and simplicity are important. 

Whereas Chapter 3 provides a general framework for constructing time series of 

census tract data, there are several additional specific choices that must be made to complete 

a broad analysis of trends across many urban areas, as the present study aims to do. Chapter 

4 now describes the particular datasets used in the present study, explains and justifies the 

choices made in data preparation, and discusses some limitations and alternatives. 

The principal visualizations and analyses in this study focus on two related datasets: a 

complete set and a core set of historical census tract populations for major U.S. urban areas. For 

the purposes of this study, “major U.S. urban areas” are the 40 census-defined urbanized 

areas with populations greater than 900,000 in 2000. (See Table 4.1 for the complete list.) 

The complete dataset consists of 1940 through 2000 population counts, at decennial 

intervals, for the 2000 census tracts of the major U.S. urban areas. Where the tract 
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boundaries of earlier censuses do not match the 2000 tract boundaries, CDW (cascading 

density weighting) interpolation is used to estimate the historical population of each 2000 

tract. In addition, where tract data did not exist for earlier censuses, CDW interpolation is 

completed using historical county population counts. 

The core dataset is a subset of the complete set, limited to the historically denser 

“core” tracts of the major U.S. urban areas. Specifically, the core set is restricted to 2000 

census tracts with estimated 1950 population densities of at least 200 persons per square 

kilometer. In addition, the core set is restricted in temporal range to 1950 through 2000 and 

restricted in spatial coverage to 2000 census tracts that were at least 90% covered by 1950 

tracts. These latter restrictions help to ensure that the historical population estimates in the 

core set are adequately reliable by omitting cases with estimates that depend heavily on the 

disaggregation of historical county data. 

Sections 4.2 and 4.3 present in greater detail how each of these two datasets were 

constructed, explaining specific choices made and discussing possible alternatives. Section 

4.4 then provides an overview of the major urban areas covered by the two datasets. 

4.2  The Complete Dataset 

4.2.1  Estimation Procedure 

The complete dataset is composed of decennial population counts from 1940 

through 2000 for 2000 census tracts. As discussed in Chapter 3, tract boundaries have often 

changed from census to census, so in many cases it is impossible to determine exactly the 

historical populations of 2000 census tracts. To produce the population counts in the 

complete dataset, I used CDW interpolation as detailed in Chapter 3. In short, the CDW 

procedure uses 2000 census tract population densities to weight the allocation of 1990 
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populations among 2000 census tracts, and then it uses the estimated 1990 population 

densities to weight the allocation of 1980 populations among 2000 tracts, and so on.  

Where historical tract data exist, the implementation of CDW is straightforward; one 

can simply use historical tract populations to estimate the historical populations of 2000 

census tracts. But of course, as discussed in Chapter 3, tract data did not come into existence 

until the 1910 census, and until 1990, tract coverage was limited mainly to metropolitan 

regions of the U.S. with inconsistent coverage within and among the metropolitan regions. 

To estimate historical populations of 2000 census tracts throughout all of the 40 major U.S. 

urban areas, historical tract data are not consistently available. For six of the major urban 

areas, no tract data were produced until 1960, and in all major urban areas, the extent of tract 

coverage for earlier censuses was significantly smaller than the extent of the 2000 census-

defined urbanized area. 

To compute historical tract population estimates in “historically untracted” places, I 

chose to use historical county data to substitute for missing tract data. In essence, the county 

data became “pseudo-tract” data, and CDW was executed as though the historically 

untracted parts of counties were simply unusually large tracts. These pseudo-tracts are not all 

equivalent to whole counties. A pseudo-tract may also correspond to a subpart of a county 

where a county was only partially tracted. (Prior to 1970, it was common for tract coverage to 

extend only to city limits.) To complete CDW in the untracted parts of a county, I first 

created a single “pseudo-tract” corresponding to the untracted parts of the county. I then 

computed the pseudo-tract population to be the difference between the county’s total 

population and the sum of tract populations within the county. In a completely untracted 

county, I simply created a pseudo-tract that corresponded directly to the county with a 
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population equaling the county’s. Once all of these pseudo-tracts were created, CDW was 

completed for all 2000 tracts using a mixture of real historical tracts and pseudo-tracts. 

4.2.2  Estimation Implications 

Without question, disaggregating county-level data into tract-level data is an exercise 

in extreme guesswork, and the resulting estimates should be interpreted with great caution. 

This is a major reason why most of the visualizations and analyses in this study focus on the 

core dataset, which, unlike the complete dataset, is restricted to areas that were historically 

well tracted. Nevertheless, if we keep in mind the basic assumptions of the CDW technique 

when interpreting CDW-interpolated pseudo-tract data, the results can still be valuable 

despite their questionable accuracy. 

CDW assumes that the density distribution within a zone at the time of one census 

was the same as the density distribution among intersecting zones at the time of another 

census. When interpolating pseudo-tract data onto later census tracts, this is equivalent to 

the assumption that the population in all parts of a pseudo-tract changed at the same rate until the 

pseudo-tract became tracted. For example, consider a county that first became tracted in 1970. To 

estimate the 1960 populations of 2000 census tracts in this county, I first create a 1960 

pseudo-tract for the county. CDW would then allocate the 1960 pseudo-tract’s population 

among 2000 census tracts using the 1970 tract population density distribution as a guide. 

This means that if the county’s population grew by 20% between 1960 and 1970, then CDW 

would allocate 1960 populations among 2000 census tracts in a manner as though all 1970 

tracts in the county had grown by exactly 20% since 1960. 

The key implication is that if we use CDW to analyze patterns in trends—for 

example, to examine how population changes have varied throughout an urban area—then 
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we will find no variations among trends within the area of any single pseudo-tract. This is of 

course a problem if our aim is to examine how trends varied within a county before it was 

tracted. But if we wish to examine how trends varied throughout an urban area, one small 

part of which was untracted at the beginning of the study period, then it may make sense to 

use a pseudo-tract for that one untracted part as it would allow us to complete an analysis of 

the entire region. We would need only to be careful not to identify unusual uniformity in 

trends as a special feature of a historically untracted region. Such “unusual uniformity” 

would most likely be only an artifact of the CDW interpolation procedure. The general 

patterns we identify throughout the region, however, may still be meaningful. 

The problems associated with disaggregating from county data also apply, to a lesser 

degree, in cases of disaggregated tract data. In fast-growing regions, for example, it is not 

uncommon for a single 1950 or 1960 tract to correspond to several 2000 tracts. In these 

cases, as with pseudo-tracts, CDW works as though the change rate in the studied variable 

(e.g., population) was uniform throughout the original tract until the time that the tract was 

subdivided. For this reason, analysts using maps of CDW estimates would do well to 

superimpose the boundaries of original tract (and pseudo-tract) extents over their maps to 

be able to determine where CDW will produce regions of uniform trends. Such additional 

information can clutter maps, and I therefore omit it from the maps I present in this work, 

but I do take such information into account when interpreting mapped patterns in later 

chapters. 

4.2.3  Analysis Units 

The analysis units of the study datasets are 2000 census tracts. I use these because 

they are currently the most recent version of census tract definitions and because they 
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provide the finest spatial resolution of any census’s tracts, consistently subdividing urban 

areas into units with similar population counts as of 2000. It is also possible to use CDW to 

produce population time series for other analysis units—possibly an earlier census’s tracts or 

some other set of census units. Using older tracts could be helpful in that older tracts tend to 

be larger, so population estimates for older tracts would require less disaggregation, resulting 

in more accurate estimates. The flip side of less disaggregation, however, is more 

aggregation, which may be equally problematic. Interpolating onto earlier tracts would result 

in a loss of spatial detail in recently developed areas where large tracts have been subdivided 

into smaller tracts. By interpolating onto 2000 tracts, I choose to maintain spatial detail at the 

cost of greater uncertainty in population estimates, particularly for earlier censuses. 

4.2.4  Urban Area Definition 

This study is concerned with populations in urban areas—geographic units of 

concentrated high population densities. Although we can easily identify examples of where 

such units exist and where they do not, it is not so simple to identify precise physical 

boundaries between where “urban land” ends and “non-urban land” begins. Areas around 

an urban center may simultaneously have some urban properties (e.g., a high percentage of 

population working within the urban center or a high concentration of job centers) and 

some non-urban properties (e.g., a low population density or a lack of municipal water and 

sewage service). Yet to study urban areas—to measure and compare characteristics of 

different urban areas—we need to delineate them somehow. 

To determine which regions to include in the complete study dataset, I use census-

defined urbanized areas, the standard U.S. census geography that most closely corresponds to 

common conceptions of urban areas. The census classifies as urban any densely settled 
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territory consisting of a central cluster of block groups or blocks with at least 1,000 people 

per square mile together with surrounding block groups or blocks with at least 500 people 

per square mile, as well as some less dense regions lying between nearby dense areas. An 

urbanized area is a single contiguous region of urban-classified territory that has a total 

population of at least 50,000 (with at least 35,000 people living outside of a military 

reservation) (U.S. Census Bureau 2001b). 

Urbanized areas are distinct from cities, a term which in the U.S. is associated with 

government administrative units. Major U.S. urban areas may extend well beyond the 

bounds of any one administrative unit and typically extend into many. To study how 

population trends vary throughout urban areas, it makes sense therefore to consider sets of 

adjacent cities as part of one urban area and to exclude parts of cities that have essentially 

rural densities, which census-defined urbanized areas achieve. Urbanized areas are also 

distinct from metropolitan areas, which, by standard definitions for most of the U.S., are 

assemblages of whole counties, often including large regions of low-density territory. 

4.2.5  Spatial Coverage & Temporal Range 

To determine the spatial coverage and temporal range of the study data, there are 

multiple issues to consider. First, the primary aim of this work is to visualize and interpret 

how long-term population trends have varied throughout U.S. urban areas. In this regard, the 

optimal dataset would have the broadest possible spatio-temporal extent, and the ideal 

dataset would cover all U.S. urban areas and range from the time of first settlement up to the 

present day. Insofar as the dataset’s scope is less than this ideal, analyses and visualizations 

of the data can provide only a partial picture of historical American urban population 

dynamics. 
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But of course, the scope of the dataset must be limited according to what data 

sources are available, and the primary source of data on historical urban sub-area data is 

census tract data. Even though it is possible, as discussed above, to estimate historical tract 

populations wherever historical county data were available, the uncertainty associated with 

such estimates makes it desirable to limit the dataset to areas and times with good tract data 

coverage. 

The general goal therefore is to maximize spatio-temporal coverage while still 

restricting the dataset to areas with good tract coverage. In this case, it becomes necessary to 

make tradeoffs between spatial coverage, temporal range, and the quality of historical 

estimates. To achieve the optimal spatial coverage, we must either limit the temporal range 

to 1990 and 2000—when tracts covered the entire U.S.—or make use of questionable 

county-based estimates in historically untracted areas. To achieve the optimal temporal 

range, we must either limit the spatial coverage to those cities that have been tracted since 

1910—when tract data first became available—or again, we could rely on county-based 

estimates to extend spatial coverage into historically untracted regions. 

The complete study dataset is a compromise solution that aims to achieve relatively 

high measures on all three criteria: spatial coverage, temporal range, and quality of estimates. 

It limits spatial coverage to only the 40 most populous urban areas because the most 

populous areas generally have better historical tract coverage than smaller urban areas. A 

primary reason why the complete dataset is limited to exactly 40 urban areas is that the 36th 

through 40th most populous areas of 2000 were all at least partially tracted in 1940 while the 

41st most populous area—Bridgeport–Milford, CT—was untracted until 1950, and the 42nd 

and 43rd most populous areas—Salt Lake City, UT, and Jacksonville, FL—were untracted 
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until 1960. Still, even among the 40 most populous areas, there are several with relatively 

poor historical tract coverage, and in these areas the complete dataset relies on county-based 

estimates. 

The complete dataset also limits the temporal range to 1940 through 2000 because, 

as discussed in Subsection 3.2.1, tract data coverage improved greatly between 1930 and 

1940, so going back to 1930 would greatly reduce the spatial extent of tracted areas. Still, 

even in 1940 and in 1950, many major urban areas remained poorly tracted. To achieve 

complete coverage of major urban areas back to 1940, the complete dataset again relies on 

county-based estimates. 

In summary, the complete dataset’s spatial coverage and temporal range is limited in 

such a way that the dataset cannot be used to study all U.S. urban areas or to study the entire 

history of urban population changes since first settlement, but it does provide complete 

coverage of all major U.S. urban areas from 1940 through 2000. While the dataset’s limited 

scope helps to ensure most of its population estimates are based on historical tract data, it 

still contains a large number of county-based estimates in order to ensure completeness 

among the major urban areas going back to 1940. In contrast, as discussed in Section 4.3, the 

core dataset consists only of estimates the do not rely heavily on county data but as a 

consequence lacks the robust spatial coverage and temporal range of the complete set. 

4.2.6  Tracts of Urban Areas 

Because the boundaries of census urbanized areas do not coincide with census tract 

boundaries, tracts often straddle urbanized area boundaries, lying partially within and 

without. For this study, a tract is considered to be part of an urban area if more than 90% of 

the tract’s land area lies within a census-defined urbanized area or if more than 10% of the 
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tract’s land area lies within the urbanized area and the tract has a 2000 population density 

greater than 100 persons per square kilometer (259 persons per square mile). These criteria 

achieve a compromise between the problematic extremes of complete omission and 

complete inclusion of partially urban tracts. Complete omission would leave out large 

portions of census-defined urbanized areas and complete inclusion would add many tracts 

that contain primarily rural densities and populations. 

The compromise criteria used for the complete dataset lean somewhat more toward 

inclusion than omission. Most parts of urbanized areas are represented in the dataset, and 

parts are omitted only where tracts contain very little urban territory or have particularly low 

population densities. The resulting urban tract areas or UTAs (the regions defined by the sets 

of tracts meeting the inclusion criteria) omit 3.6% of the area of the major census-defined 

urbanized areas while 24.0% of the area of major UTAs lies outside of the major urbanized 

areas. The difference in population covered is much smaller than the difference in area 

covered, as UTAs contain only 0.25% more population than do the major urbanized areas. 

(See Table 4.1 for population comparisons.) 

In regions lying between nearby urban areas, some tracts meet the inclusion criteria 

for more than one urban area. In such cases, a tract is assigned to the urban area with which 

it has the largest area of intersection. 

4.2.7  Source Data 

The historical boundaries and populations of census tracts and counties used in 

CDW were derived from the National Historical Geographic Information System 

(Minnesota Population Center 2004). This source of digital historical data greatly simplified 
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data preparation work, but the digital files do not solve all of the problems of the original 

census data files. 

Many tracts in earlier censuses either have no data associated with them in aggregate 

data tables, or in some cases, are listed as having zero population even though the 

population in the same area was much greater in other censuses. Inspecting the data for such 

cases, I found that the digital 1970 tract populations were not updated with corrections that 

appear in the printed census volumes, so where 1970 data were missing or suspect, I used 

corrected populations if they were provided. 

For 1960 tracts, no single digital table provides a complete set of populations, and in 

some cases, the multiple tables that provide population data disagree. In general, I used 

whichever table provided a non-zero 1960 tract population, and removed several tracts for 

which no populations were provided. In several cases where tables reported differing non-

zero populations, I selected the 1960 populations that most closely agreed with 

corresponding 1950 and 1970 populations. 

For New York City in 1940, the census provided both tract and health area 

populations, the latter of which were designed to be comparable with tract data in other cities 

and became the basis for tracts in later censuses. I primarily use the 1940 New York City 

tracts, however, because they provide populations at a finer spatial resolution than the health 

areas, and I use health area data only in a few places where tract data were unavailable. 

To determine which tracts to include required Census 2000 urbanized area 

boundaries from the UA Census 2000 TIGER/Line files (U.S. Census Bureau 2002b) and 

urbanized area populations (U.S. Census Bureau 2001a). 
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4.2.8  Uses 

The core dataset, and not the complete dataset, is the focus of the present work, 

supplying the basis for the maps in the appendix and most of the analysis in Chapters 6 and 

7. The primary use of the complete dataset was in preliminary analyses to help determine 

what an appropriate core dataset would be. I also use the complete dataset to compute some 

statistics on populations and trends throughout the major urban areas, as in Table 4.1 and 

Section 7.2, and to illustrate on the maps areas that were estimated to be dense in 1950 but 

were excluded from the core dataset because they were not well tracted. 

4.3  The Core Dataset 

The core dataset is drawn directly from the complete dataset, but is restricted in 

scope in three ways. First, it omits any 2000 census tract that was not at least 90% covered 

by 1950 tracts in terms of land area. Second, it limits the date range of population counts to 

1950 through 2000, omitting 1940 counts. These two restrictions eliminate many of the least 

reliable historical population estimates—specifically those that rely heavily on the 

disaggregation of county data. (County data are still used, but only to complete the 

estimation of populations within tracts that were at least 90% covered by 1950 tract data, so 

county disaggregation never accounts for more than a small part of a tract’s historical 

population estimates.) 

The third restriction imposed on the core dataset is the omission of any 2000 tract 

with an estimated 1950 population density of less than 200 persons per square kilometer. 

This last restriction is the primary reason why this dataset is referred to as the “core” dataset: 

it covers only the historical cores of urban areas, the areas where population had already 

reached an urban or suburban density by 1950. This is a somewhat liberal interpretation of 
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urban core, a term often used to describe only the very oldest or densest parts of an urban 

area. A density of 200 persons per square kilometer is on the low end of what might be 

considered an “urban” density—equivalent to a two-person household for every hectare 

(2.47 acres). In many cases, tracts with this density in 1950 were only partially developed 

with many large undeveloped parcels that became “urban” in later decades. Nevertheless, the 

threshold of 200 persons per square kilometer equates to 518 persons per square mile, which 

is similar to the threshold of 500 persons per square mile used in census definitions of urban 

territory in 2000. And even if the “core dataset” does not correspond to the most common 

understandings of “urban core”, restricting the dataset to tracts with an estimated 1950 

density greater than 200 persons per square kilometer does limit the data meaningfully to 

older parts of urban areas. 

There are two main reasons for applying the density restriction. First, population 

trends that have occurred after a place was already developed are less predictable and 

therefore generally more interesting than trends that have occurred in places that have only 

recently become “urban”. The trends in places of recent growth may vary in the timing of 

growth—whether the fastest growth occurred in the 1960s, ‘70s, ‘80s or ‘90s—but they vary 

little in the direction of change, which has generally been upward. The trends that have 

occurred within historically urban territory, on the other hand, include a broad mixture of 

growth, decline, and stability, as well as regrowth and regression. 

A second reason for limiting the dataset to tracts with higher 1950 densities is to 

mitigate missing data problems caused by limiting the dataset to historically well tracted 

areas. Historically dense areas are better covered by historical tract data than recently 

developed areas. Among tracts with “core densities” in the complete dataset (those with 
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estimated 1950 densities above 200 persons per square kilometer), 72% were “well covered” 

(at least 90% covered) by 1950 tracts. Among the tracts with lower 1950 densities, on the 

other hand, only 27% were well covered by 1950 tracts. Therefore, an analysis focused on 

population trends in historically dense areas will be much less affected by the omission of 

historically untracted areas than an analysis covering all parts of contemporary urban areas. 

4.4  Summary of Major Urban Areas 

Table 4.1 lists the urban areas included in the complete dataset: the 40 most 

populous U.S. urbanized areas as of 2000. The core set includes tracts for only thirty-four of 

these areas—only those areas for which 1950 tract data exist. The core set therefore omits 

(in descending order by 2000 population) Phoenix, Tampa-St. Petersburg, Riverside-San 

Bernardino, San Antonio, Las Vegas, and Orlando. These omissions bias the core dataset 

toward older, slower-growing major urban areas, though the core dataset does include parts 

of several fast-growing urban areas (e.g., Miami, San Jose, and Austin). 

Table 4.1 reports three different population counts. The “Urban area 2000” 

population is the urbanized area population from Census 2000. The “UTA 2000” population 

is the 2000 population of the urban tract area, the set of census tracts corresponding to each 

urban area in the complete study dataset. The UTA populations are sometimes higher and 

sometimes lower than the urbanized area populations because the tracts include some 

populations from outside urbanized areas and also omit some populations within urbanized 

areas. 

 

 

 



 98

Table 4.1  Populations and tract counts of the urban areas included in the two study datasets. 

Population (in thousands) Number of tracts 
Pop. 
rank 
2000 Urban area 

Urban 
area 
2000 

UTA 
2000

UTA 
1950 

(est.)
Complete 

set

Urban 
density 
in 1950  

Core 
set 

Pct. of 
historically 

urban tracts 
in core set

1 New York–Newark, NY–NJ–CT 17,800 17,853 13,187 4,371 3,755 2,623 69.9

2 Los Angeles–Long Beach– 
Santa Ana, CA 11,789 11,789 4,394 2,427 1,933 1,663 86.0

3 Chicago, IL–IN 8,308 8,325 5,494 1,888 1,431 1,332 93.1
4 Philadelphia, PA–NJ–DE–MD 5,149 5,210 3,756 1,318 909 824 90.6
5 Miami, FL 4,919 4,863 681 858 342 167 48.8
6 Dallas–Fort Worth–Arlington, TX 4,146 4,167 993 874 311 184 59.2
7 Boston, MA–NH–RI 4,032 4,146 3,141 864 662 537 81.1
8 Washington, DC–VA–MD 3,934 3,949 1,483 847 519 225 43.4
9 Detroit, MI 3,903 3,924 2,996 1,128 782 663 84.8
10 Houston, TX 3,823 3,827 843 701 237 229 96.6
11 Atlanta, GA 3,500 3,637 849 578 181 147 81.2
12 San Francisco–Oakland, CA 2,996 2,960 1,904 666 591 358 60.6
13 Phoenix–Mesa, AZ** 2,907 2,872 314 612 190 0 0.0
14 Seattle, WA 2,712 2,704 1,044 583 310 262 84.5
15 San Diego, CA 2,674 2,641 536 570 267 231 86.5
16 Minneapolis–St. Paul, MN 2,389 2,394 1,135 619 347 267 76.9
17 St. Louis, MO–IL 2,078 2,098 1,579 421 260 220 84.6
18 Baltimore, MD 2,076 2,083 1,335 527 367 349 95.1
19 Tampa–St. Petersburg, FL** 2,062 2,047 417 477 205 0 0.0
20 Denver–Aurora, CO 1,985 1,970 562 468 196 90 45.9
21 Cleveland, OH 1,787 1,820 1,513 596 451 430 95.3
22 Pittsburgh, PA 1,753 1,784 1,955 551 451 349 77.4
23 Portland, OR–WA 1,583 1,581 649 348 217 85 39.2
24 San Jose, CA 1,538 1,526 267 308 192 17 8.9
25 Riverside–San Bernardino, CA** 1,507 1,524 273 276 127 0 0.0
26 Cincinnati, OH–KY–IN 1,503 1,482 1,020 370 250 179 71.6
27 Virginia Beach, VA*** 1,394 1,400 611 326 183 71 38.8
28 Sacramento, CA 1,393 1,373 302 297 118 112 94.9
29 Kansas City, MO–KS 1,362 1,352 811 400 237 119 50.2
30 San Antonio, TX** 1,328 1,323 489 256 133 0 0.0
31 Las Vegas, NV** 1,314 1,318 47 312 39 0 0.0
32 Milwaukee, WI 1,309 1,297 965 384 294 271 92.2
33 Indianapolis, IN 1,219 1,227 621 258 142 117 82.4
34 Providence, RI–MA 1,175 1,200 946 261 214 38 17.8
35 Orlando, FL** 1,157 1,154 139 246 82 0 0.0
36 Columbus, OH 1,133 1,136 513 277 133 132 99.2
37 New Orleans, LA 1,009 994 685 313 256 160 62.5
38 Buffalo, NY 977 989 991 256 199 150 75.4
39 Memphis, TN–MS–AR 972 958 520 225 125 80 64.0
40 Austin, TX 902 894 178 192 61 30 49.2

 Total 119,497 119,791 60,138 27,249 17,699 12,711 71.8
 Mean 2,987 2,995 1,503 681 442 318 59.7

* UTA = “urban tract area”—the set of 2000 census tracts corresponding to an urban area, as described in Subsection 4.2.6 
** Urban area had no 1950 tract data and is therefore omitted from the core dataset 
*** The 1950 census tracts in the Census 2000 “Virginia Beach” urban area cover the city of Norfolk and exclude most of 
Virginia Beach. Therefore, I refer to this urban area as “Norfolk” when discussing the core study dataset. 
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The “UTA 1950 (est.)” population is the CDW-estimated 1950 population of the 

UTA derived from the complete study dataset. Although these estimates are all at least 

partially dependent on areal interpolation from county data and should therefore be 

interpreted with caution, the large differences among them, and between them and the 2000 

totals, are still meaningful. The many low 1950 populations demonstrate that the major 

urban areas of 2000 were not all of “major” status in 1950. For example, Las Vegas had an 

estimated 1950 UTA population of only 47,000, 1/20th of the size of the smallest major 

urban area in 2000. Also, UTA population changes from 1950 to 2000 have varied 

significantly, ranging from Pittsburgh’s -8.7% change to Las Vegas’ +2,704% change.  

The remaining columns of Table 4.1 summarize how many tracts of different types 

are in each urban area. The last column indicates the proportion of 2000 census tracts with 

urban estimated 1950 densities (> 200 persons/km2) that were also well covered by 1950 

tracts. Coverage varies greatly among urban areas. In addition to the six urban areas that are 

completely uncovered by 1950 tract data, two more have very poor coverage: San Jose, with 

only 8.9% well-covered core tracts, and Providence, with 17.8%. Conversely, several urban 

cores are very well covered—e.g., Columbus at 99.2% and Houston at 96.6%, among others. 

Overall, coverage is high in most urban areas, with a median coverage of 77% among the 

thirty-four urban areas included in the core dataset. 

In summary, the major urban areas covered by the two study datasets are dispersed 

throughout all regions of the U.S. and include both fast-growing and declining regions. The 

visualizations and analyses provided in this study can therefore provide a uniquely broad 

overview of patterns in U.S. urban population trends. 
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Chapter 5 
MAPPING TRENDS IN GEOGRAPHIC TIME-SERIES DATA8 

5.1  Introduction 

Chapter 1 identified two basic methodological challenges involved in effectively 

characterizing patterns in long-term urban population trends. Chapter 3 addressed the first 

challenge of assembling a time series of urban population data, focusing in particular on how 

interpolation techniques can be used to link census tract data across time in places where 

tract boundaries have changed. Chapter 5 now turns to the second challenge: identifying and 

visualizing patterns in long-term trends in geographic time-series data. As noted in Chapter 1, this is a 

general data analysis problem that arises not only when investigating trends in urban 

populations but in any exploration of how long-term trends in a geographic time series vary 

spatially. Accordingly, this chapter aims not only to identify an effective strategy for 

investigating urban population trends but also to advance the general field of spatio-

temporal data visualization. 

The basic problem here is not a lack of options. A large and growing body of 

research on spatio-temporal data analysis and visualization provides us with a broad range of 

potentially effective techniques. And if we are not satisfied with existing options, the 

expanding power and flexibility of digital technologies enables a virtually infinite variety of 

potential innovations. While developing new techniques can still of course be valuable, the 

greater challenge is to determine which types of techniques should be most effective for any 

particular objective and to understand how and why techniques vary in their applicability. I 

                                                 
8 Parts of this chapter also appear in the Proceedings of the 2007 International Cartographic Conference 
(Schroeder 2007b). The present text, however, uses revised terminology and an expanded typology. 
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approach this problem from a cartographer’s perspective, and I begin with the assumption 

that maps are the most intuitive and efficient tool we have for identifying and visualizing 

patterns in spatial datasets. But the question remains: which techniques of mapping trends in 

geographic time-series data should be most effective—particularly for investigating patterns 

in long-term urban population trends? 

To answer this question, I present in Section 5.3 a new typology that divides most 

approaches to mapping geographic time-series data into one of four categories—progression 

maps, chronological map series, trend summary maps, and space-time cubes. Each of the first three 

types emphasizes one of the two conceptions of spatio-temporal distributions described in 

Chapter 1. Progression maps (such as travel path maps or urban expansion maps) and 

chronological map series (either animations or small multiples of time-ordered maps) 

inherently emphasize trends in patterns more than patterns in trends. On the other hand, 

trend summary maps (including change maps, temporal glyph maps, trend cluster maps, and 

trend component maps) inherently emphasize patterns in trends more than trends in 

patterns. Subsection 5.3.3 discusses these distinctions and several other implications the new 

typology has for temporal mapping and spatio-temporal data visualization. For the present 

study, the most important implication of the new classification is that, because the emphasis 

here is on patterns in long-term population trends (and not trends in population patterns), and 

because an objective here is to compare patterns in many regions, we can expect trend 

summary maps to be more effective than other techniques. 

This narrows the search for an effective mapping strategy, but it remains to be 

determined which specific types of trend summary maps should be most effective. Toward 

this end, Section 5.4 provides a summary of important types of trend summary maps, 
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assessing the extent to which each type should be useful for examining patterns in nonlinear 

trends. One general strategy for mapping salient variations in complex trends is to use of 

multivariate data reduction techniques. After reviewing some prior examples of trend 

summary mapping that use such techniques, I propose a novel approach—bicomponent 

trend mapping—which combines the techniques of principal component analysis and 

bivariate choropleth mapping to illustrate two components of trend variations on a single 

map. This technique should be useful not only for visualizing patterns in urban population 

trends but also for many other settings—wherever important variations in long-term trends 

are well summarized by two principal components.  

5.2  Related Work 

Several conceptual frameworks have been developed for temporal mapping and 

spatio-temporal data visualization. The typology presented here, however, focuses 

specifically on the domain of mapping trends in geographic time-series data. This is significantly 

larger than the domain of “mapping historical census tract population data” and in fact 

covers most settings of temporal mapping, but it does not encompass all ways in which 

“spatio-temporal data” could be “visualized” or all ways in which conceptions of “time” 

could be “mapped.” 

The specific type of “spatio-temporal data” of interest here is geographic time-series 

data—a record of a spatio-temporal distribution formed by measurements of a distribution 

across the earth’s surface at multiple times. Measurements of spatial distributions may have 

many forms, including sample-point measures of spatially continuous phenomena, specific 

locations or extents of discrete objects, or zonal counts of objects, to name a few of the 

most common forms. Also, measurement times in a geographic time series may be either 
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consistent or inconsistent across space and may occur at regular or irregular intervals over 

time. Geographic time series could also include measurements of multiple attributes, though 

the emphasis here is on single-attribute series. What is important in any case is that a dataset 

contains measurements of a changing geographic distribution at multiple times, and the 

objective is to map the dataset in a way that reveals information about trends (not just 

information about the spatial distribution at a single time). As long as this is true, even if the 

exact structure of the base dataset does not suit our needs, it is usually possible to transform 

the data into a structure that does (as demonstrated, for example, in Chapters 3 and 4, and 

discussed again in Section 5.4.) 

The domain defined as such corresponds closely, in principle, to the domains of the 

frameworks developed by Koussoulakou and Kraak (1992) and Kraak and MacEachren 

(1994). Koussoulakou and Kraak examine “spatio-temporal maps”, which they define to be 

“maps displaying processes changing over time” (p. 102). Kraak and MacEachren, building 

on Koussoulakou and Kraak’s work, expand the definition somewhat and simplify the term 

for such maps to be “temporal maps.” In either case, there would appear to be close 

congruity between (spatio-)temporal maps and maps of trends in geographic time series. 

Accordingly, I use the term temporal mapping to refer to the domain of interest here, 

but not without caveats. A first caveat is that, while the defined domains of Koussoulakou 

and Kraak’s and of Kraak and MacEachren’s research seem to be in congruence with the 

domain here, their frameworks effectively omit (or at least gloss over) several important 

types of temporal maps. They divide temporal maps into three classes: single static maps, 

series of static maps (“strip maps”), and animated maps. Their explanations and examples of 

single-static maps, however, do not include any trend summary maps—those which represent 
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measures of trends at different places—including simple change maps as well as many other 

possibilities. This may be a minor point given that their frameworks do not explicitly exclude 

trend summary maps either, but it is nevertheless of importance here that “single-static-map 

solutions” form a much broader category than these prior frameworks imply. (In fact, the 

category may even be extended beyond “static” representations, as animation could 

conceivably be used to enhance many map types that fit best within this category. One 

could, for example, use animation to zoom in on part of a change map.) 

A second caveat in applying the term temporal mapping to the domain of mapping 

trends in geographic time series is that “time” and “temporal features” may appear on maps 

in ways that involve neither time-series data nor any indication of “trends.” For example, 

isochronal maps illustrate points at which the travel times from an origin point are all equal, 

and time zone maps represent boundaries across which time is recorded differently. Vasiliev 

(1997) includes these examples in a typology of how time appears on maps, but they are not 

temporal maps according to the definitions given above. (Another way in which the domain of 

interest here differs from Vasiliev’s is that Vasiliev’s framework, like those above, does not 

explicitly include trend summary maps.) 

Another term that might better suggest the domain of interest here is trend mapping, 

but “trend” in its general sense does explicitly denote temporal variation, and temporal trend 

mapping may be unnecessarily cumbersome. I therefore use temporal mapping with the 

understanding that it does not encompass all means of “mapping time.” 

In other related work, Monmonier (1990) presented a broad range of strategies for 

the visualization of geographic time-series data. His emphasis on “geographic time-series 

data” corresponds directly to the emphasis here, but the full range of “visualization” 
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techniques he considered includes non-mapping techniques and dynamic linking techniques, 

which are beyond the scope of the specific emphasis on mapping here.9 His extensive 

coverage of temporal mapping techniques is nevertheless relevant, and the new typology 

makes room for all of the types of temporal mapping techniques Monmonier identified, as 

well as several others. The new typology also advances on Monmonier’s by specifying which 

conception of spatio-temporal distributions—trends in patterns or patterns in trends—each 

general approach to temporal mapping emphasizes. 

As discussed in Section 1.3, Andrienko et al. (2003) also developed a conceptual 

framework of relevance here. Their broad review of methods of “exploratory spatio-

temporal visualization,” like Monmonier’s review, encompasses several non-mapping and 

dynamic-linking visualization techniques, but their coverage of temporal mapping techniques 

is still valuable here. Andrienko et al.’s typology first classifies spatio-temporal data types and 

analytical tasks—covering a much broader range of tasks than is considered here—and then 

identifies techniques suitable for each data and task type. Departing from Andrienko et al.’s 

work, the new typology classifies mapping techniques into general classes according to how 

each type represents spatio-temporal information. Using Andrienko et al.’s typology, 

researchers should be able to identify specific techniques to support a specific analytical task, 

if they have one in mind. Using the new typology, researchers should be able to identify 

generally what kinds of information one can and cannot expect to be revealed by different 

general classes of temporal mapping strategies. Both models could be useful for identifying 

an effective strategy for visualizing patterns in nonlinear trends, except that (as explained in 

                                                 
9 Subsection 1.3.2 describes the main justifications for focusing on mapping techniques here and setting aside 
non-mapping techniques. The main justification for setting aside “dynamic linking” techniques—whereby 
multiple graphics are linked through interactive controls in a graphical software environment—is that I aim in 
the present work not only to explore patterns in long-term urban trends, but also to communicate findings 
clearly to a broad audience, which is not generally feasible using interactive software environments. 



 106

Section 1.3) Andrienko et al.’s typology does not identify specific techniques for the task of 

identifying patterns in nonlinear trends. The present work therefore addresses this limitation 

and in the process identifies several more techniques to add to the arsenal of spatio-temporal 

data visualization. 

In addition to Andrienko et al.’s task typology, their typology of spatio-temporal data 

characteristics is also relevant here. They classified data according to three possible kinds of 

change the data might record: existential changes (including momentary events and the start 

and endpoints of longer events); changes in spatial properties (location, shape, size, 

orientation, etc.); and changes in thematic properties (i.e., in attribute values, including 

nominal, ordinal, and numeric changes). They also identified visualization techniques suitable 

for exploring each type of data or all types. The typology of mapping techniques developed 

here also indicates how different technique types relate to these change types. Importantly, it 

is often possible to transform data describing one type of change into data emphasizing a 

different type of change. For example, event data describing existential changes (e.g., crimes) 

might be aggregated in space and time to produce attribute data describing thematic changes 

(e.g., crime rates). Attribute data across a region could be used to compute a centroid or 

regions of homogeneous characteristics, whose spatial properties may change over time. 

Therefore, although mapping strategies may be limited in the change types they can feasibly 

represent, they are not as limited in the types of basic phenomena they may represent, as most 

phenomena varying in space and time may be represented in terms of any of the basic 

change types. 
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5.3  A New Typology 

5.3.1  Four General Approaches to Mapping Trends 

To classify approaches to mapping trends in geographic time-series data, I begin by 

specifying what I mean by a map. Without delving too deeply into semiotics and cartographic 

theory, I posit that maps are graphics in which the spatial arrangement of symbols 

corresponds meaningfully to the geographical arrangement of the symbols’ referents. A 

geographical arrangement here indicates an arrangement across the surface of the earth (or some 

other celestial object, real or imagined). The term map is sometimes used to describe 

representations of other spaces—a brain map, for example—but the usage here is the 

typical, geographical usage. For simplicity, I also assume that symbol arrangements on maps 

vary in only two spatial dimensions, across the graphic plane. A map might suggest a third 

spatial dimension by employment of an oblique perspective view, relief shading, or other 

graphic devices, but the physical graphic itself remains limited to two spatial dimensions. 

To represent trends in a geographic time series through maps, by the above 

definition, there are four general approaches. First, we can employ a three-dimensional 

perspective view with two dimensions corresponding to geographical space and a third 

dimension corresponding to time, a representation achieved most famously in Hägerstand’s 

(1970) models of human mobility patterns. A common term for such a representation is a 

space-time cube (MacEachren 1995 p. 254, Kraak 2003, Andrienko et al. 2003), though, of 

course, they need not correspond neatly to a true cube in form. Typical uses have illustrated 

the spatio-temporal distribution of event points or travel paths, but space-time cubes can 

also represent attribute changes, as in Dorling’s (1992b, p. 628) maps of unemployment in 

British counties or in Fig. 5.1(a), where the vertical dimension corresponds to time. 
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Figure 5.1  General approaches to temporal mapping: a. a chronological map series, which, in perspective view as it 
is here, also resembles a space-time cube; b. a trend summary map, exemplified here by a time-series glyph map; c. 
another chronological map series, in this case illustrating the shifting geographic centroid of the density 
distribution, as an intermediate step in the construction of d. a progression map, exemplified here by a centroid 
progression map. 

The second approach is a chronological map series—an assembly of multiple maps, each 

representing a unique temporal state or episode, displayed in a time-ordered (chronological) 

sequence. This category includes both chronological animated maps, when maps are 

displayed as animation frames in a time-ordered temporal sequence, and chronological small-

multiple maps, when maps are displayed juxtaposed in a time-ordered spatial sequence. It is 

important to add the term “chronological” here because not all animated maps and small-

multiple maps are time-ordered. Lobben (2003) refers to chronological animated maps as 

“time-series animations” in a general typology of cartographic animation that also includes 

several other categories. Tufte (1983) introduced the term small multiple to apply to any 

sequence of graphics in which the same basic design structure is repeated while some 
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variable (not necessarily time) changes. Other terms that have been used to refer specifically 

to chronological small-multiple maps include chess maps (Monmonier 1990), strip maps (Kraak 

and MacEachren 1994), and map iterations (Andrienko et al. 2003). 

The series of density maps in Fig. 5.1(a) is an example of chronological small-

multiple maps in addition to being an example of a space-time cube. Each single map in the 

series is like a snapshot of spatial distributions at a particular time or over a time period. For 

small multiples, the temporal resolution—the frequency of snapshots—is restricted 

according to how many maps may be simultaneously displayed within the graphic medium. 

Animations, on the other hand, may include any number of frames and therefore support a 

much wider range of temporal resolutions. There are also several other significant 

differences between animated maps and small-multiple maps in their capabilities and design 

considerations, which explains why most prior typologies have separated them into unique 

classes. I group them together here because they share the fundamental characteristic of 

presenting sequential views of time-specific patterns. Thus, in the way that they convey 

spatio-temporal information, they are more similar to each other than to most other 

techniques of temporal mapping. 

The third approach to mapping trends in geographic time-series data is to illustrate 

changing spatial properties of a phenomenon—locations, sizes or shapes, etc.—all at once 

on a progression map. To achieve this, progression maps may use a variety of cues including 

labels, arrows, or symbol properties to distinguish how different feature locations or extents 

are associated with different times. Monmonier (1990) assigned the term “dance maps” to 

such maps when directional symbols (such as arrows) are used, as on maps of travel paths. 

Other examples include single maps illustrating dated earthquake locations, the expansion of 
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an urban area, or the shrinking of a sea. A famous example using census data is the map of 

the shifting population center of U.S. population, which has moved westward and recently 

southwestward from its 1790 location on Chesapeake Bay to its current location in Missouri 

(U.S. Census Bureau 2001c). 

Fig. 5.1(d) provides another example of a centroid progression map, in which we can 

see that the center of the density distribution in this area has shifted westward over time. Fig. 

5.1(c) illustrates a chronological map series of centroid locations, which represents a 

necessary transitional step in the construction of the progression map. In general, 

progression maps are like compressed chronological map series in which all maps in the 

series have been overlaid onto one map. Langran and Chrisman (1988) describe a similar 

process in the construction of “space-time composites,” which are roughly equivalent to the 

concept of progression maps developed here. In order for the result of such compression to 

be intelligible, the original map series must represent only a limited number of discrete 

spatial objects (points, paths, or areas) with changing spatial properties, and the change must 

be generally monotonic, such that motion, expansion, or contraction does not “double back” 

and return to previous positions. We cannot therefore clearly illustrate on a single map the 

progression of a changing density distribution—which varies continuously across space. A 

single map can, however, clearly illustrate a monotonic expansion or contraction of discrete 

regions of high density or, as in Fig. 5.1(d), the movement of a density distribution’s 

centroid. In either case, the density distribution must first be generalized into a discrete 

object such as a high-density area or a centroid point. 

The fourth and last temporal mapping approach is to use a trend summary map, in 

which the trends in multiple, distinct spatial units are all summarized in one instantaneous 
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view. There are two general ways a map can achieve this. First, a map can employ temporal 

glyphs—individual cartographic point symbols each representing how a variable has changed 

over time in a specific place. Fig. 5.1(b) illustrates an example, in this case using time-series 

glyphs, where each glyph resembles a time-series graph of densities over time. A second way 

of summarizing trend variations across a region in an instantaneous view is to use aggregate 

statistics and/or classification to map only one or a few types of variations in trends. The 

most common example of this is a change map, which typically uses both aggregate statistics 

(measures of change) and classification (applying unique symbols to different classes of 

change). A trend summary map might also represent the minimum or maximum value 

obtained during a particular interval, the date at which the minimum or maximum value was 

measured, or any other type of information that summarizes attribute trends. There are also 

many ways to classify trends, making use of any number of techniques of multivariate data 

analysis and data mining. 

5.3.2  Implications 

The configuration of maps in Fig. 5.1 helps to illustrate some important relationships 

among the four mapping approaches. Progression maps and trend summary maps are similar 

in that both approaches, in a sense, compress the information in a chronological map series 

or space-time cube into a single instantaneous planar view (unlike the volumetric appearance 

of the space-time cube), but they each achieve the compression in a different way. 

Progression maps generalize time-specific spatial patterns (if they are not already adequately 

simple) so that they can all be overlaid and clearly distinguished in a single view. Trend 

summary maps, on the other hand, generalize place-specific trends, through graphic representation 

(glyphs), aggregate statistics, or classification, so that trend features across many places can 
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be clearly represented in a single view. The only generalization required to produce 

chronological map series is the division of a spatio-temporal distribution into “time slices” 

that can be viewed individually in a temporal or spatial sequence. If a dataset is already 

divided into time slices (as census data is, for example), then no additional generalization is 

required. To produce a space-time cube does not require any generalization, though of course 

complex spatio-temporal distributions will be difficult to interpret in a space-time cube 

without generalization. 

These basic features of the four temporal mapping approaches have several 

important implications for cartographic analyses of spatio-temporal patterns. First, as 

previously suggested, three of the mapping approaches naturally tend to emphasize one of 

the two conceptions of spatio-temporal patterns. Progression maps and chronological map 

series tend to emphasize trends in patterns, and trend summary maps tend to emphasize 

patterns in trends. Space-time cubes, on the other hand, by generalizing neither the spatial 

nor the temporal dimensions of spatio-temporal distributions, do not necessarily emphasize 

either trends in patterns or patterns in trends. 

Why is this? To interpret the trend in patterns in a geographic time series, one must 

first observe and interpret the spatial distribution that occurred at each measurement time 

and then interpret the overall trend in the observed patterns. If the patterns are not too 

complex, progression maps can facilitate this process by illustrating a sequence of simple 

spatial distributions all at once on one map. Chronological map series also facilitate this 

process by illustrating snapshots of changing spatial distributions over time. It is often 

possible to identify quickly the general pattern that appears in each map frame, which in turn 

allows us to interpret the trend in the patterns throughout the series. Trend summary maps 
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meanwhile tend to be of little use in this regard, as it is usually difficult, if not impossible, to 

discern from a trend summary map the spatial distribution at any specific time. 

To interpret the pattern in trends in a geographic time series, on the other hand, one 

must first observe and interpret the trend that occurred in each spatial unit and then 

interpret the spatial pattern in the observed trends. This sort of interpretation is typically 

difficult to achieve using progression maps or chronological map series. Progression maps 

cannot reveal more than the simplest information about trends at each place, usually nothing 

more than whether or not a phenomenon ever occurred in a place and if so, when. With 

chronological map series, to identify what the long-term trend is in any one place, we must 

first observe what symbol appears in that place in each frame of the series and then interpret 

what kind of trend that implies. To compare trends in two places, we must observe, 

interpret, and compare the symbol changes that occur in both places. It may be possible to 

compare several places in this manner, but it is difficult, if not impossible, to make holistic 

judgments about the entire pattern in trends. To do this by viewing a map series, it is almost 

necessary to construct a new map—entirely in our minds—that summarizes the types of 

trends we have observed in each place. But of course, a trend summary map does this kind 

of summary for us, symbolizing directly the types of trends that have occurred in each place, 

so there is no need to deduce and store the pattern in trends in our minds.10 

It may be possible to interpret either trends in patterns or patterns in trends with a 

space-time cube. One can examine either how spatial distributions vary along the temporal 

dimension or how “stacks” of phenomena—representing trends—vary among places. This 

is feasible, however, only if the spatio-temporal distribution is not too complex, and the 
                                                 
10 Andrienko et al. (2003) make some similar arguments with regards to techniques suitable for exploring the 
“general pattern of change” and the “change of spatial pattern”, but as discussed in Section 5.2, they do not 
thoroughly extend the arguments to patterns in nonlinear trends and nonlinear trends in patterns. 
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perspective used to view the cube does not hide or obscure important features of the 

distribution. Although having interactive control of the perspective helps to ensure that the 

latter criterion can be met, even in an interactive environment, many phenomena would 

seem to have spatio-temporal distributions that are too complex for effective investigation 

through space-time cubes. Because I believe urban population distributions to be one such 

phenomenon, I do not give space-time cubes much further attention in this research. 

Another issue to consider when assessing the suitability of the different approaches 

is that while progression maps and trend summary maps both effectively summarize spatio-

temporal patterns within a single view, space-time cubes may require multiple views for 

effective interpretation, and chronological map series always require multiple views by 

definition. Many authors have noted how interpreting map series can tax our cognitive 

abilities. In an animation, if mapped patterns are not simple or the duration of the animation 

is long, it is difficult for our short-term memory to store information observed in early 

frames long enough for us to be able to compare it with information we observe in later 

frames (Monmonier 1992, Dorling 1992b). As Dorling (1992a, p. 224) puts it, “One of the 

ironies of animation is that often the most effective way of seeing change over time is to not 

use time to show it.” Small multiples are little better than animations in this regard because 

in either case, interpreting temporal variations requires comparisons of several maps. The 

only difference is that using small multiples to interpret temporal variations requires “spatial 

deduction” while using animation requires “memory deduction” (Kraak and MacEachren 

1994). 

Gauging whether one form of deduction is easier to achieve than the other and 

identifying circumstances in which one form is consistently more effective than the other is 
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the subject of ongoing cartographic research (e.g., Griffin et al. 2006). Such research is 

valuable, but cartographers should be careful that the narrow emphasis of comparisons 

between animations and small multiples does not distract us from the many other possible 

temporal mapping approaches, which in many settings may be more effective than either 

animations or small multiples. For example, one setting in which both forms of 

chronological map series pose problems is multi-region comparative analysis, such as in the 

present context, where the aim is to compare spatio-temporal patterns among multiple urban 

areas. To compare several regions’ change patterns using chronological map series, one must 

be able to interpret the patterns arising in a series of maps of one region and simultaneously 

compare these with the patterns arising in map series of other regions. Progression maps and 

trend summary maps, on the other hand, enable the comparison of regions using just one 

graphic for each region. 

One last issue to consider when assessing the suitability of different approaches is 

that each approach has different data requirements corresponding to the types of change 

they may effectively represent. Progression maps require a dataset describing spatial properties 

of a small set of objects indexed by time. No attribute data is required beyond a time index 

and a nominal indication—explicit or implicit—of the phenomenon the dataset represents. 

Trend summary maps, on the other hand, generally illustrate only attribute changes rather 

than existential or location changes. Accordingly, they require a time series of attribute data 

associated with persistent, consistently defined spatial units. Some spatial information is 

required in order to place trend summary symbols on the map, but it is best if this 

information does not vary with time. If spatial properties do vary over time, it greatly limits 

the types of trend summary maps that can be used, and it may require “commingling” trend 
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summary map techniques with progression map techniques (e.g., variations in symbol 

locations could illustrate progression over space as on a progression map and variations in 

symbol size could illustrate the attribute trend). 

In the case of aggregate census data, as discussed in Chapter 3, trends simply cannot 

be measured where the definitions of spatial units vary over time. One must first re-

aggregate or interpolate the data to produce a dataset in which definitions are consistent over 

time. This represents one important advantage that chronological map series have over trend 

summary maps for census data analysis. Chronological map series may represent any type of 

change—existential, spatial or thematic (Andrienko et al. 2003). As long as a dataset is or can 

be divided into time slices, it can be visualized with a chronological map series. Census unit 

boundary changes may complicate the interpretation of a chronological map series somewhat, 

preventing direct comparison of units at different times and potentially causing the 

appearance of change where there should be none, but boundary changes do not complicate 

the creation of map series, as they do for trend summary maps. 

The relative ease with which chronological map series of census data can be 

produced should not, however, preclude the use of other approaches if other approaches 

promise to be more effective for analysis. In the present context, to study patterns in long-

term urban population trends, trend summary maps should be the most effective of the four 

temporal mapping approaches, even—I contend—if the interpolation required to produce 

trend summary maps introduces some error into the visualizations. Trend summary maps are 

the only approach that inherently emphasizes patterns in trends, and they have the added 

benefit of enabling the illustration of regional spatio-temporal patterns in single-view 

graphics, which in turn facilitates the comparison of patterns in multiple regions. Census 
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tract data is not immediately conducive to visualization in trend summary maps, but 

Chapters 3 and 4 summarize a method I use to address this problem. What remains to be 

determined is which specific types of trend summary maps should be most effective. 

5.3.3  Overview 

Before discussing in the next section which techniques of trend summary mapping 

should be most effective for visualizing patterns in urban population trends, I provide in 

Table 5.1 an overview of the general approaches we can use to map trends in geographic 

time-series data. The table also introduces two hybrid approaches that combine properties of 

chronological map series with, respectively, progression maps and trend summary maps. 

Chronological series of change maps could be one effective way to analyze how population 

trends have varied within urban areas, highlighting in particular how “patterns of change” 

have varied over time. As a map series technique, however, it suffers the same liability as 

other chronological map series for multi-region comparisons. Therefore, although they are 

likely worthy of application in future research on urban population distributions, I do not 

give them further attention here. 
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Table 5.1  Four general approaches and two hybrid approaches to temporal mapping 

 Progression Maps Chronological Map 
Series 

Trend Summary 
Maps 

Space-Time Cubes 

Description Compress trends in 
spatial patterns onto 
single map 

Multiple maps, each 
illustrating spatial 
pattern at/over a 
different time 

Compress spatial 
patterns in trends onto 
single map 

Perspective view with 
two spatial dimensions 
and a third dimension 
corresponding to time 

Emphasis Trends in patterns 
(in locations or extents) 

Trends in patterns Patterns in trends 
(in attributes) 

No implicit emphasis 

Examples Travel path maps 
Urban expansion maps 
Year-of-first-settlement 

maps* 
Centroid progression 

maps 
 

Chronological small- 
multiple maps 

Chronological 
animated maps 

 

Temporal glyph maps 
Change maps 
Date-of-extreme-value 

maps 
Date-threshold-passed 

maps* 
Trend cluster maps 
Trend component 

maps 
SOM-classified trend 

maps 

3D scatterplot of crime 
event locations 
and times 

Hägerstrand space-
time paths 

 
 

Chronological Series of 
Progression Maps 

Chronological Series of 
Trend Summary Maps 

Emphasis (Trends in) trends in patterns Trends in patterns in trends 
Examples Chronological small multiples of 

military campaigns 
Chronological animation of ozone 

pollution progression maps** 

Chronological small multiples of 
change maps 

Chronological animation of 
proportional symbol maps 
with visual benchmarks** 

* = Year-of-first-settlement maps and date-threshold-passed maps can be considered equivalent in settings 
where the “threshold passed” is a density indicating “first settlement”. Such a map functions 
simultaneously as a progression map and trend summary map, summarizing both spatial and thematic 
trends. 

** = Examples drawn from Harrower (2002). By adding “dynamic visual benchmarks” to animations to reveal 
past or future conditions, Harrower effectively transforms simple snapshot animation frames into the 
equivalent of progression maps or trend summary maps. 

5.4  Trend Summary Mapping Techniques 

5.4.1  Univariate Techniques 

Previously developed conceptual frameworks for temporal mapping have not 

thoroughly elaborated on the variety of trend summary map techniques that are available. 

Often, the discussion of trend summary maps is focused on simple change maps. Change maps 

are the most common and straightforward approach to trend summary mapping, but they 

are only one example of many possibilities, and they have many limitations. Change maps 
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illustrate the spatial distribution of only one variable: the absolute or relative change in a 

particular attribute between two times. Often, this single variable is the most interesting and 

important feature of trends. It is also possibly the easiest feature to interpret. If trends have 

any important nonlinear features, however, a single change measure will not adequately 

describe them. Two areas could experience the same total growth over fifty years and might 

therefore appear to be the same on a fifty-year change map, but what if the growth in one 

place ended twenty years before the growth in the other place began (Fig 5.2)? These two 

trends may have significantly different causes and implications, so it should be helpful for a 

trend map to indicate clearly the way in which the two place’s growth histories differ. 

Many other common types of trend summary maps are also univariate, revealing only 

one property of trends. Examples include maps of the dates at which an attribute reached its 

highest value or surpassed a particular threshold and maps of the minimum or maximum 

values of an attribute over a period of time. No one of these univariate techniques could tell 

us everything we might like to know about how complex trends vary spatially, but examining 

several univariate trend summary maps potentially could. One potentially effective strategy 

for visualizing complex trends is therefore to juxtapose multiple univariate trend maps. We 

could also use supplementary non-map graphics, such as time-series graphs like the one in 

Fig. 5.2 and perhaps more sophisticated multivariate techniques like correlation graphs and 

principal component plots (Monmonier 1992). These strategies can certainly be useful, but 

they do have some of the same limitations as chronological map series. Whenever it is 

necessary to compare multiple views to interpret patterns, it will likely tax our cognitive 

abilities and cause difficulties for comparisons of multiple regions. 
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Figure 5.2  A time-series graph of population trends in 
two places. The population in each place grew by 3,000 
over a fifty-year period, but the timing of the growth in 
each place was significantly different. 

 
 
 
 

 

5.4.2  Multivariate Techniques 

One strategy to address this problem is to use a multivariate mapping technique to 

represent multiple trend properties simultaneously on one map. For example, one bivariate 

map could reveal both overall rates of change and the degree of acceleration or deceleration 

in change. Such a map would allow us to distinguish the difference between the two places 

in Fig. 5.2. While both places experienced the same absolute change, Place 1’s growth 

decelerated and Place 2’s growth accelerated. The same map could also reveal places with 

declining or stable populations and places that grew and then declined or declined and then 

grew. Furthermore, using such a technique, we could compare regional patterns in multiple 

trend features using only one graphic per region. 

Multivariate maps of quantitative data are generally produced in one of two ways. 

Either multiple visual variables are employed to superimpose information about multiple 

variables on a single map, or multivariate data reduction techniques are employed to reduce a 

large number of variables to a smaller number of indices that can then be mapped using only 

one or a few visual variables (Chang 1982). Among “superimposition” techniques, two 

common strategies are multivariate point symbol maps and bivariate choropleth maps, both 

of which can be employed effectively to produce trend summary maps. I discuss both of 

these techniques and then turn to possible uses of multivariate data reduction techniques. 
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Temporal Glyphs 

First, to use multivariate point symbols to represent trend features is equivalent to 

using the temporal glyph strategy discussed above. Among the many possible temporal glyph 

approaches, time-series glyph mapping is particularly intuitive because it combines the standard 

temporal-data graphic (time-series graphs) with the standard spatial-data graphic (maps). The 

basic strategy is to place multiple time-series graphs or glyphs on the map, one for each spatial 

unit, to illustrate the trends that occurred throughout the mapped region (Fig. 5.1(b)). As we 

can see, it is relatively easy to identify regions of the map that have similar trends. It is also 

relatively easy to determine whether each trend is steady, accelerating, decelerating, or 

oscillating. When the time-series glyphs are “filled blocks” as they are in Fig. 5.1, it also easy 

to see which areas have relatively high or relatively low densities through time by observing 

the height of each glyph, which provides us with yet another useful piece of information 

about the pattern in trends. Another commonly used temporal glyph is the tree-ring glyph, 

which illustrates changing values of an attribute over time as variations in the size or shading 

of concentric rings (e.g., Borchert 1967 p. 326, Dorling 1992b p. 628, Harrower 2002 p. 

142). Monmonier (1990) provides examples of several other temporal glyph types as well.  

Temporal glyph maps do have a few drawbacks. First, for a dataset with a large 

number of spatial units or a long temporal record, it may be difficult or impossible to 

translate all of the data into interpretable graphics on the map. Glyphs would necessarily 

either mask each other or become illegibly small. Second, unlike some other multivariate 

mapping techniques, temporal glyph maps are a purely graphical technique, and do not 

facilitate any kind of complementary numerical summaries or classifications of patterns in 

trends. In the process of producing a change map, for example, it is easy to create 
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supplementary reports of mean, maximum and minimum change across the region or to 

classify and highlight regions experiencing similar rates of growth. Glyph maps do not 

directly facilitate such additional analytical steps. 

Bivariate Choropleth Trend Maps 

Another multivariate superimposition technique, bivariate choropleth mapping, does 

not have these drawbacks. In a bivariate choropleth map, area fill symbols vary in two 

dimensions, each dimension corresponding to a different variable. For example, one 

dimension of symbol variation might range from light to dark values and another dimension 

might range from red to blue hues. Brewer (1994) identifies and assesses several other 

possible schemes. One way to use a bivariate choropleth scheme for trend summary 

mapping is to associate each dimension of symbol variation with attribute values measured at 

a different time. In one example, one symbol dimension corresponds to 1980 cancer rates 

and the other corresponds to 1992 cancer rates (Edsall 2003). In this case, it is possible to 

distinguish several different types of areas according to their trends in cancer rates: areas 

maintaining high rates, areas maintaining low rates, areas rising from low to high, and areas 

falling from high to low. Another strategy that would be easy to implement but has 

nevertheless received little attention is a bivariate change map in which the two symbol 

dimensions of a bivariate choropleth scheme each correspond to change measures over two 

different periods. Such a map could effectively distinguish the two trend types in Fig. 5.2 as 

well as several others: continued growth, continued decline, decline-then-growth, growth-

then-decline, etc. 

Bivariate change maps would seem to be a promising approach for examining 

patterns in nonlinear trends and in long-term urban populations in particular. Using the core 
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dataset described in Chapter 4, we could for example use bivariate change maps to visualize 

population changes from 1950 to 1970 simultaneously with changes from 1980 to 2000 and 

then distinguish patterns in the different combinations of “postwar” and “recent” 

population trends that have occurred. While this strategy is worthy of further examination, a 

drawback is that the specification of change periods must be determined a priori by the 

researcher, and therefore may not optimally represent the most important trend variations. 

Why, for example, should we choose 1950-to-1970 and 1980-to-2000 as the two change 

intervals? Could a different selection be more informative? Even if there are sound 

theoretical grounds for making a particular choice, one could not be confident that a 

particular choice is appropriate without carefully examining the data. One way to avoid these 

concerns is to use multivariate data reduction techniques, which may enable the 

identification of meaningful variations in trends without the requirement of making strong 

prior assumptions. 

Multivariate Data Reduction Techniques 

For example, we can use cluster analysis procedures to group areas with similar trend 

features into distinct clusters and then symbolize on a map the cluster to which each area 

belongs. Although this trend cluster mapping strategy has not received much attention in the 

cartographic literature on temporal mapping, it has been used in some prior research, 

including Zelinsky’s (1962) analysis of U.S. rural county population changes from 1790 to 

1960 and Hammer et al.’s (2004) analysis of housing trends in the north central U.S. from 

1940 to 1990. Compared with bivariate change mapping, trend cluster mapping is somewhat 

less arbitrary, and it allows for the possibility that some important trend variations cannot be 

summarized by only two change measures. For example, perhaps there are many important 
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cases of growth-decline-growth trend sequences. It would not be possible to distinguish such 

“three-phase trends” on a bivariate change map, but cluster analysis could effectively group 

all such cases in a unique cluster. 

Cluster analysis of trends can be informative in other ways as well. Examining the 

clusters by themselves—the types of trends they represent and the numbers of places in each 

class, etc.—can reveal how trends tend to vary in general and may indicate some important 

types of trend anomalies. One could also compile a regional cross-tabulation, tallying the 

number of cases of each cluster within each region, to determine whether and how regions 

tend to vary in their trend compositions. (Of course, this could be accomplished not just 

with cluster analysis but with all techniques that classify trends, including classified bivariate 

change maps.) 

There are several other multivariate data reduction techniques that we could use to 

summarize complex trend variations on a single map. Monmonier (1992), for example, 

combines techniques of canonical correlation analysis and trend surface analysis to map 

spatial patterns in multiple attribute trends. Self-organizing maps may also be used to achieve 

a similar end (e.g., Skupin and Hagelman 2005, Guo et al. 2005, 2006). A more thorough 

examination and assessment of the many possibilities would be useful, but the present study 

does not aim to provide an exhaustive summary. I turn now instead to the multivariate data 

reduction technique that forms the basis of the present study’s main visualizations and 

analysis: principal component analysis (PCA).  

5.4.3  Principal Component Analysis & Trend Mapping 

PCA is one of the most commonly applied techniques of multivariate data analysis, 

and researchers have often used it to analyze geographic time-series data. To provide just a 
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few examples, Skaggs (1975) used PCA to investigate spatio-temporal drought patterns in 

the U.S. through the 1930s. Eastman and Fulk (1993) used PCA to investigate spatio-

temporal patterns in remotely sensed African vegetation data. Koenig and Bischoff (2004) 

used PCA to investigate hotel occupancy trends throughout Wales. What PCA provides in 

each of these cases is a way to identify and represent the major variations in long-sequence 

time series across many places as just a few principal components of variation. I provide here a 

brief overview of how PCA achieves this. Jolliffe (2002) and Jackson (2003) provide 

thorough explanations and Johnston (1978) explains the concepts of PCA in the context of 

geographical analysis. 

PCA takes as input a multivariate dataset—a dataset containing multiple observations 

of multiple variables. (To treat a geographic time series of a single measured attribute as a 

multivariate dataset, we can treat each measurement location as an observation unit and treat 

each measurement time as a separate variable, or vice versa.) From this input, PCA produces 

a set of components, each of which is defined by a vector of loadings, values indicating the 

strength of the relationship between the component and each variable in the original dataset. 

The components are ordered such that the first component describes the dimension of 

greatest variation in the dataset. The second component describes the dimension of greatest 

variation not captured by (i.e., orthogonal to) the first component. The third component 

describes the dimension of greatest variation not captured by the first and second 

components, and so on. Because of this ordering, most of the variation in a typical input 

dataset can be described by just the first few components, making it possible to identify and 

analyze much of the variation in the dataset by examining just a few components rather than 

all of the original variables. 
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When using PCA for time series analysis, with the input variables corresponding to 

different measurement times or periods, each principal component will correspond to a 

particular trend profile. For example, the first principal component might correspond to a 

trend of steady growth, and the second principal component might correspond to a trend of 

decline followed by growth. This would indicate that the greatest variation among trends, 

according to the first component, is the degree to which trends generally grew or declined. 

According to the second component, the strongest variation in trends after accounting for 

the first type of variation is the degree to which trends accelerated or decelerated (increased 

or decreased in growth rate over time).  

Once we have identified the principal components, we can then compute component 

scores for each area unit, which indicate the strength of correspondence between the trend in 

each area unit and the trend profile of each principal component. If, as above, the first 

component corresponds to steady growth and the second component corresponds to 

acceleration, then for both of the trends illustrated in Figure 5.2, the first component score 

would be relatively high (indicating that both places generally grew). The second component 

score, on the other hand, would be negative for Place 1 (indicating an inverse 

correspondence with the second component—a decelerating trend) and positive for Place 2 

(indicating a positive correspondence with the second component—an accelerating trend). 

Examining these scores would therefore clearly reveal both the similarity and the 

dissimilarity in the trends in Place 1 and 2. 

After we have computed component scores, we can then map the scores to visualize 

the principal ways in which trends vary spatially. For example, a map of scores for the first 

component described above would illustrate patterns of general growth and decline, and a 
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map of scores for the second component would illustrate patterns of acceleration and 

deceleration. Such component score maps are not uncommon; each of the PCA research 

examples listed above employ them. However, because only one component is illustrated per 

map, this strategy has some of the same basic drawbacks as other univariate trend summary 

maps. Comparing multiple maps to interpret patterns is mentally taxing and complicates 

multi-region analyses. With multiple component score maps, the challenge of interpretation 

is even greater because each component “stacks” with others. For example, given the 

components described above, a high second component score would indicate acceleration, 

but acceleration might mean decline followed by stability or growth followed by stronger 

growth. We could not know which without examining a map of first component scores. But, 

of course, we do not need to map only one component at a time. We could instead use a 

superimposition technique such as bivariate choropleth mapping to illustrate variations in 

multiple components simultaneously. 

5.4.4  Bicomponent Trend Mapping 

Bicomponent trend mapping, the approach I apply in the present study, uses 

bivariate choropleth mapping to illustrate spatial variations in two principal components of 

attribute trends simultaneously. For example, to use a bicomponent trend map to illustrate 

the two trend components described above, we might use a cyan-to-red diverging color 

sequence to represent scores on the first component and a blue-to-yellow diverging color 

sequence to represent scores in the second component. By superimposing these two 

schemes, purple (red + blue) would indicate decelerating growth (as in Place 1 in Fig. 5.2) 

and orange (red + yellow) would indicate accelerating growth (as in Place 2); green (cyan + 

yellow) would indicate slowing decline; and a greenish blue (cyan + blue) would indicate 
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advancing decline. Meanwhile, red by itself would indicate steady growth; cyan would 

indicate steady decline; yellow, decline followed by growth; and blue, growth followed by 

decline. Finally, gray would indicate general stability (no correspondence with either of the 

first two components). In fact, this is roughly the meaning of the colors that appear in the 

bicomponent trend maps in the appendix. 

When exploring spatial variations in nonlinear trends, bicomponent trend mapping 

offers many of the same advantages as trend cluster mapping and other multivariate 

reduction techniques. All such approaches can illustrate many types of meaningful variation 

in nonlinear trends in one map. All enable the visualization of patterns in trends throughout 

a large number of areas and in multiple regions simultaneously. All can facilitate classification 

and numerical summaries of trend variations. Why then choose to use bicomponent trend 

mapping rather than one of the other techniques? Ultimately, each approach may offer 

unique advantages, and most exploratory research will benefit by applying multiple 

techniques. In Chapter 6, I present an application of bicomponent trend mapping, and 

through comparison with other techniques including trend cluster mapping, I demonstrate 

that it does have some unique advantages for visualizing patterns in nonlinear trends and in 

particular for visualizing patterns in long-term urban population trends. 

5.5  Summary 

Approaches to mapping trends in geographic time-series data can be divided into 

four categories—progression maps, chronological map series, trend summary maps, and space-time cubes. 

Of these, trend summary maps are the best suited for identifying and visualizing patterns in 

urban population trends across many urban areas. Trend summary mapping is the only 

approach that inherently emphasizes patterns in trends, and it is also able to summarize 
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spatio-temporal patterns in a single view, which facilitates comparing patterns across many 

regions.  

Among trend summary mapping techniques, univariate trend summary maps, such as 

the common change map, cannot portray all potentially interesting variations in nonlinear 

trends. Among multivariate mapping strategies, the strategy of temporal glyph mapping can 

effectively illustrate many types of trend variations, but it has significant scale limitations and 

does not facilitate classification or numerical summaries of trend variations. Therefore, for 

an exploratory analysis comparing patterns in nonlinear trends in many areas throughout 

multiple regions, a more robust strategy is to apply a technique of multivariate data 

reduction. 

One such strategy is trend cluster mapping, which uses cluster analysis to group units 

sharing similar trends. Another strategy is to apply principal component analysis to identify 

the statistically strongest variations in trends. A novel and potentially powerful approach for 

mapping trend components is bicomponent trend mapping, which uses bivariate choropleth 

mapping to illustrate variations in two principal trend components simultaneously. Chapter 6 

describes how I apply bicomponent trend mapping to produce the map series in the 

appendix. Chapter 6 also compares the bicomponent trend maps with other visualizations 

and demonstrates that the new technique has several important advantages over other 

visualization strategies, not only for illustrating patterns in urban population trends but 

potentially for many other settings of spatio-temporal data visualization as well. 

In addition to this new mapping technique, the new typology presented in this 

chapter has relevance in many other settings of spatio-temporal data analysis. In particular, it 

should be clear that the category of trend summary maps encompasses a broad variety of 



 130

techniques, including several potentially effective types that have yet to receive much 

attention. Given the great potential for innovation in trend summary map design, and given 

trend summary maps’ inherent advantages over other approaches for visualizing patterns in 

trends, they deserve more attention in ongoing research on methods of geographic 

visualization. The present study aims to advance the research frontier in that direction. 
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Chapter 6 
BICOMPONENT TREND MAPS 

6.1  Introduction 

Just as Chapter 4 presented an implementation of the technique of cascading density 

weighting introduced in Chapter 3, Chapter 6 now presents an implementation of the 

technique of bicomponent trend mapping introduced in Chapter 5. Section 6.2 briefly 

describes and justifies the procedures used to produce effective bicomponent trend maps 

and covers the basics of how to interpret the output, which appears in the appendix. 

(Chapter 7 provides a more thorough analysis.) Section 6.3 then assesses bicomponent trend 

maps through comparison with other visualization strategies, focusing on chronological 

small multiples and trend cluster maps in particular. 

Compared with small multiples (a chronological-map-series approach), bicomponent 

trend mapping (as a trend-summary-mapping approach) illustrates patterns in trends more 

effectively and better facilitates multi-region comparisons, just as the conceptual framework 

developed in Chapter 5 suggests. Compared with trend cluster mapping, bicomponent trend 

mapping has both advantages and disadvantages, but some of the advantages are particularly 

useful. Bicomponent trend mapping provides greater flexibility in classification schemes, 

even enabling unclassified representations, and relationships among classes can be clearly and 

easily represented by using a basic diverging-diverging bivariate color scheme. This helps to 

make bicomponent trend maps more easily interpreted than trend cluster maps in some 

important ways. Also, as I will demonstrate further in the analysis of mapped patterns in 

Chapter 7, the bicomponent trend maps of urban population trends connect meaningfully to 
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neighborhood life cycle theory, clearly distinguishing tracts by how they have progressed 

through the life cycle stages of growth, decline and regrowth. I therefore contend that 

bicomponent trend mapping is a uniquely effective strategy for visualizing spatial patterns in 

complex trend variations generally and in long-term urban population trends specifically. 

6.2  Implementation 

6.2.1  Input Data 

The bicomponent trend maps in the appendix cover the entire spatial and temporal 

range of the core dataset described in Chapter 4. To review briefly, the core dataset includes 

decennial population counts from 1950 to 2000 for the core 2000 census tracts of the 40 

most populous U.S. urban areas of 2000, where “core tracts” are those that had an estimated 

1950 population density of at least 200 persons per square kilometer and were at least 90% 

covered by 1950 tracts. Thus, the maps summarize population trends throughout the thirty-

four “historically well-tracted major U.S. urban cores” from 1950 to 2000. 

The exact input variables for the principal component analysis were the normalized 

rates of population change for each of the five inter-census decades from 1950 to 2000, using 

the equation: 
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where Δy is the normalized rate of change between ystart, the population at the start of a 

decade, and yend, the population at the end of a decade. Normalized rates are symmetrical 

about 0, ranging from a minimum possible rate of -100% to a maximum of +100%, unlike 

conventional rates, which may range from -100% to positive infinity (Bracken and Martin 

1995, Gregory and Ell 2006). The symmetry of normalized rates means that an increase by 
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any factor produces a rate with the same magnitude as a decrease by the same factor. For 

example, an increase by a factor of 2 (a doubling) has a normalized rate of +33.3% and a 

decrease by a factor of 2 (a halving) corresponds to -33.3%. The equivalent conventional 

rates of +100% and -50% are not symmetrical. Such asymmetry generally causes 

conventional rates to have positively skewed, non-normal distributions with many large 

positive outliers. Therefore, for most data analysis techniques, including PCA and cluster 

analysis, using conventional rates as input variables results in cases of strong growth having a 

greater influence on results than do cases of proportionally equivalent decline. 

It would also be possible to apply PCA to instantaneous measures (tract populations or 

population densities at the time of each census) rather than to apply PCA to change rates. In fact, 

most applications of PCA to time series data take this approach. In most time series datasets, 

including the core dataset used here, instantaneous measures are positively correlated across 

time; observation units with low values early on tend to remain low, and units with high 

values early on tend to remain high. Applying PCA to such data typically produces a first 

component that has consistently positive (or consistently negative) loadings for all 

measurement times, indicating that the dimension of greatest variation among series is in 

overall “size”—how high or low values tended to be overall through time. “Size” is not of 

primary interest, however, when the object is to examine variations in trends—how values 

tended to change through time—as is the case here. I describe below the results of applying 

PCA to both change rates and to instantaneous densities, but the main maps and analysis of 

the present work focus on the former. 
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6.2.2  Principal Component Analysis 

I applied PCA to standardized normalized rates. (Each decade’s normalized rates were 

scaled and re-centered to have a mean of 0 and standard deviation of 1.) This is equivalent to 

applying principal component analysis using the correlation matrix rather than the 

covariance matrix of the input variables (Jolliffe 2002, Sect. 2.3). If the input rates are 

unstandardized, then decades with higher variability in rates will have a greater influence on 

the results than decades with low variability. This is significant for the core dataset because 

the variability in population change rates steadily declined between 1950 and 2000, from a 

standard deviation of 22.9% in the 1950s to 10.2% in the 1990s (using normalized rates). 

With the variance of 1950s rates being five times greater than the variance of 1990s rates, a 

PCA using unstandardized rates would effectively give five times more weight to the 1950s 

than to the 1990s. By instead using standardized input variables here, which results in each 

decade’s rates having equal influence on the resulting components, I am effectively assuming 

that each decade’s variability, no matter its magnitude relative to other decades, is equally 

interesting. 

Table 6.1 summarizes the results of the PCA, indicating the loadings and the relative 

strengths of the five output components. The first component, which accounts for 31.4% of 

the variance in the standardized normalized change rates, has a positive loading for each 

decade, with higher loadings for earlier decades, indicating that the dimension of greatest 

variation in trends over the entire period is the degree to which populations generally grew 

or declined overall, with emphasis on variations in the earlier decades (1950 to 1980). PC1 

scores are highest for tracts that grew strongly and lowest for those that declined strongly, 

particularly through the early decades. 
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Table 6.1  Principal components of normalized rates of decadal population changes  

 PC1 PC2 PC3 PC4 PC5
nrate50-60 .55 -.36 .20 .27 .67
nrate60-70 .59 -.29 .14 .09 -.73
nrate70-80 .49 .29 -.24 -.77 .14
nrate80-90 .30 .57 -.52 .56 -.01Lo

ad
in

gs
 

nrate90-00 .10 .62 .78 .05 -.01
Pct. variance explained 31.4 23.1 17.9 15.4 12.1
Cumulative percentage 31.4 54.5 72.4 87.9 100

 

The loadings for the second component increase throughout the period, negative for 

the first two decades, positive for later decades, and especially high for the 1980s and 1990s. 

PC2 scores are therefore highest for tracts that experienced strong growth in recent decades 

with weaker growth or decline in early decades. Conversely, large negative PC2 scores 

indicate declines in recent decades in contrast to growth or weaker decline in early decades. 

Although these first two components account for a majority of the variance in 

standardized decadal change rates, the remaining three components still account for a 

substantial proportion of variance—more than 12% each for a combined total of 45.5%. 

Therefore, to achieve a thorough overview of population trend variations throughout major 

U.S. urban cores, it is important to examine more than just the first two principal 

components. Accordingly, I do discuss the later components when summarizing overall 

trend variations in Section 7.3, but I limit the main cartographic analysis to only the first two 

components. There are multiple reasons why this is appropriate. 

To map more than two components would require a more complex multivariate 

symbol scheme than the bivariate scheme used here, or it would require a multi-map 

solution with different maps illustrating different components. Both of these options are 

undesirable when the aim of the analysis is to achieve a concise overview of trend patterns 

throughout many urban areas. Cartographic research has developed some well-established 
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guidelines for constructing relatively easy-to-interpret bivariate color schemes (Olson 1981, 

Eyton 1984, Brewer 1994), but the many possible strategies for mapping three or more 

variables have not received as much usage or critical assessment. It may be fruitful in future 

research to identify and assess strategies for mapping more than two components 

simultaneously, but with no well-established strategy available at present, I assume that 

limiting the maps to a bivariate scheme will help to ensure interpretability and clarity. As for 

the alternative of a multi-map solution, Chapter 5 has already discussed the problems such 

solutions pose, particularly when comparing patterns among multiple regions. In future 

research, it may be useful to expand upon the analysis here to examine maps of other 

components of trend variation, but I choose to focus on a single-map solution here in order 

to achieve a concise overview. (Another more tenable alternative for mapping multiple 

dimensions of trend variation simultaneously is trend cluster mapping, and Subsection 6.3.2 

discusses in detail the strengths and weaknesses of this strategy relative to bicomponent 

trend mapping.) 

If the aim is to employ a bivariate single-map strategy, then there are several reasons 

to map and analyze the first two components rather than any other pairings of variables. The 

first two components, by definition, capture as much of the variance in the input dataset as 

is possible. In this one important sense, no other pair of variables could convey as much 

information about overall trend variations as the first two components. But the first two 

components in this particular setting also stand out in other regards. Unlike the later 

components, each of the first two components accounts for more than the 20% each input 

variable by itself contributes to total variance. Thus, any of the last three components by 

itself does not capture as much variance as a single decade’s standardized change rates. 
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Furthermore, the first two components could be considered more interesting than the later 

components because the last three components each relate most strongly to a single contrast 

between consecutive decades: PC3 mainly contrasts the 1990s with the 1980s, PC4 contrasts 

the 1970s with the 1980s, and PC5 contrasts the 1960s with the 1950s. In effect, the first two 

components capture most of the common variations across decades while the remaining 

three components serve mainly to separate out unique decade-to-decade shifts. These shifts 

may be of great interest for studies focused on particular moments of change in population 

trends, but for a broad overview, as is the aim here, the general trends common across 

multiple decades should be of greater interest. 

In short, although the last three principal components account for a substantial 

proportion of variance among standardized decadal change rates, the bicomponent trend 

maps here focus only on the first two components of trend variation. These two 

components account for the majority of variance, and for a broad overview, they also appear 

to be the most interesting of the five output components. Maps of two components should 

be easier to interpret than visualizations including more components, but when interpreting 

the maps, it is important to understand that there are in fact many forms of trend variation 

that the bicomponent maps do not illustrate. 

As discussed in the prior subsection, a more common approach to applying PCA to 

time series data is to use instantaneous measures rather than change rates as input variables. 

Applying PCA to standardized population densities from the core dataset rather than to 

standardized change rates results in a first component with similar positive loadings for each 

census’s densities (all are between 0.398 and 0.414 from 1950 through 2000), and this one 

component accounts for 92.6% of the total variance in standardized densities. The second 
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component has loadings that decrease from positive to negative, contrasting early densities 

with late densities, relating to general growth or decline trends. This component accounts for 

only 5.3% of the total variance, indicating that variations in absolute density trends among 

tracts tended to be small relative to overall variations in absolute density. 

This does not mean, however, that variations in trends are not interesting, 

meaningful or important—they are merely not as substantial as variations in absolute 

density. Given that the present work specifically aims to examine patterns in trends (and not 

instantaneous patterns), there is relatively little value here in examining a component of 

absolute density variation. Maps of such a component would merely illustrate general density 

patterns—how density has varied over space rather than over time—which could just as 

easily be accomplished by mapping instantaneous or average densities. Applying PCA to 

change rates rather than to absolute populations or population densities helps to put the 

focus directly on variations in trends by immediately factoring out variations in the absolute 

densities of tracts.  

6.2.3  Classification 

As discussed in Chapter 5, to represent variations in two principal components 

simultaneously on one map, bicomponent trend maps employ a bivariate choropleth 

scheme, such that the map’s area symbols have two dimensions of variation, each 

corresponding to one of the two trend components. To indicate how bivariate map symbols 

correspond to the values they represent, bivariate choropleth maps typically provide a legend 

in the form of a rectangular grid or matrix. Each row in the matrix corresponds to a range of 

values in one of the mapped variables. Each column corresponds to a range of values in the 

other mapped variable. Each square cell in the matrix is filled with the symbol that 
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represents the ranges of values corresponding to the particular row and column in which the 

cell lies. The key for the bicomponent trend maps in the appendix (Fig. A.1) employs this 

same basic strategy with the addition of trend lines, as discussed in the next subsection. 

This legend representation requires that both variables are classified, usually into a 

small number of classes to ensure that all symbols are clearly distinguishable. I use a three-

by-three quantiles classification scheme, dividing tracts into tertiles (three classes with equal 

membership counts) first according to PC1 scores and again according to PC2 scores. This 

results in nine subclasses: the intersections of each pairing of PC1 and PC2 tertiles. Note 

that this does not mean that the nine subclasses are equally sized. In fact, the subclass sizes 

range from 902 (7.1% of the core dataset tracts) to 1,897 (14.9%), with the smallest being the 

intersection of the middle PC1 class and low PC2 class (a moderate general trend with recent 

decline) and the largest being the intersection of the high PC1 class and low PC2 class (a 

general trend of growth with recent decline). 

Other classification schemes may also be effective. A natural breaks scheme is not 

suitable because the component score distributions contain few apparent breaks or clusters 

except for far out in the tails. Breaks at equal intervals or at standard deviations could be 

meaningful, but such schemes do tend to isolate outliers in small, infrequently occurring 

classes. The quantiles classification on the other hand places breaks closer to the center of 

the distribution and thereby tends to emphasize typical trend variations over the exceptional 

variations of outliers. It also has the advantage of ensuring all classes are well represented on 

the maps. Outliers do often deserve special attention, and in that regard, the quantiles 

scheme is problematic. For thorough data exploration, it would be best to be able to adjust 

the class breaks dynamically and employ multiple classification schemes. For a single, static 



 140

presentation, however, the quantiles scheme may be optimal in being both informative and 

easily interpreted. 

It is also possible to produce an unclassed scheme with symbol properties varying 

continuously in proportion to attribute values. One could also apply a scheme with a 

relatively large number of classes (e.g., an eight-by-eight scheme with sixty-four subclasses) 

to achieve a similar effect. Such a scheme should reveal more accurately and clearly the 

degrees of trend variation among tracts, but it would become difficult to match map symbols 

with legend symbols to interpret varying trends. I do not repeat here the many arguments for 

and against unclassed choropleth maps (see Slocum et al. 2009, Sect. 14.6). In short, while an 

unclassed representation could be useful in conjunction with the classed representation, 

particularly for a thorough exploration, I have chosen to present only a small number of 

classes to make possible an easily interpretable legend, which seems particularly important 

given the complexities of the PCA process used to distinguish trend variations. 

6.2.4  Bicomponent Trend Matrix 

In constructing a legend for bicomponent trend maps, it is helpful to enhance the 

standard matrix structure by adding a representation of characteristic trends for each of the 

trend subclasses, as in Fig. A.1 in the appendix. To produce this bicomponent trend matrix, I 

first rescaled the core dataset populations, dividing each tract’s population time series by its 

mean population over time. For example, a tract population series that grew from 500 

persons to 2,000 persons with a mean of 1,000 over time would be rescaled to range from 

0.5 (500/1,000) to 2.0 (2,000/1,000). I then illustrate the mean “mean-scaled” trend for all 

tracts in each subclass with a trend line on the trend matrix. Scaling by means-over-time 

prior to determining mean subclass trends ensures that variations among tracts in absolute 
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population counts (or population densities) do not strongly influence the mean trend lines. A 

population change from 10 to 500 may therefore have an effect equivalent to change from 

100 to 5,000, which is appropriate because both changes have the same normalized rate. 

The utility of the bicomponent trend matrix goes beyond its function as a map key. 

It is by itself a relatively simple and intuitive visualization of two principal dimensions of 

variation in trends—in this case representing principal variations among population trends 

throughout major U.S. urban cores from 1950 to 2000. The variations in trend lines from 

left to right—from general decline to general growth—represents the dimension of greatest 

variation, and the variation in trend lines from top to bottom—from stronger recent trends 

to weaker recent trends—represents the dimension of greatest variation unrelated to (linearly 

independent from) the first dimension. 

The various trend lines also facilitate the interpretation of different combinations of 

component scores. Low PC1 scores coupled with high PC2 scores generally indicate strong 

decline followed by recent growth, as illustrated by the upper left trend line. High PC1 

scores coupled with low PC2 scores generally indicate strong growth followed by recent 

decline, as illustrated by the lower right trend line. Each of the other class intersections can 

be similarly interpreted. This overcomes a notable problem in prior efforts to map trend 

components using only univariate maps (e.g., Eastman and Fulk 1993, Skaggs 1975). Trend 

components are in a sense additive. The trend in any one place may not closely resemble the 

trend profile of any one component. It may instead require scaling and adding up multiple 

trend profiles, including inverses of some profiles, to understand what the trend is like in a 

place with multiple large component scores. It is a difficult mental task to imagine such 

combinations when the only trend illustrations we have are single-component profiles. The 
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bicomponent trend matrix effectively completes some example combinations for us, 

representing some important typical cases from throughout the range of possibilities and 

making it easier to imagine other more extreme combinations. 

The basic form of a bicomponent trend matrix is flexible, supporting many 

potentially useful refinements or supplements. Fig. A.1 presents just one relatively simple 

variation on the form. One modification would be to expand the number of classes to 

illustrate a finer breakdown of trend variations. Another possibility would be to use different 

measures to compute the trend lines. Reasonable alternatives include mean normalized rates, 

mean densities, or mean “mean-centered” densities rather than mean “mean-scaled” 

populations, as are used in Fig. A.1. (The trend matrix in Fig. A.11, for example, illustrates 

mean mean-centered density trends.) Also, medians instead of means could be used, or more 

lines could be added. Potentially, trend lines for all cases in each class could be 

superimposed, or a few representative trends could be selected (perhaps trends for the tracts 

with the highest and lowest component scores in each class). Finally, any pairing of principal 

components could be selected—not only the first two—and multiple matrices could be 

placed side-by-side to illustrate a third dimension of variation, with each sequential two-

dimensional matrix representing a “slice” out of a three-dimensional matrix. 

In an interactive software environment, all such variations could be controlled by the 

user, and the matrix could be linked dynamically to maps, enabling selection and “brushing” 

operations (as described by Monmonier 1989). The implementation, use and assessment of 

such possibilities should be a fruitful subject for future research. 
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6.2.5  Color Scheme 

When the input variables in a PCA are standardized, the resulting component scores 

have a mean of 0 for each component, with positive scores indicating similarity between an 

observation unit and a component profile, and negative scores indicating an inverse 

correspondence. Therefore, scores diverge meaningfully as positive and negative numbers 

away from the mean, and a bivariate choropleth symbol scheme can effectively represent this 

condition by using a diverging/diverging color scheme, in which: 

Different moderately dark hues are placed at each of the four corners of the 

legend to represent categories that are extremes for both variables. A very 

light or white color is placed at the center of the legend, creating an 

appropriately light color or the class that contains the critical value or 

midpoint of both variables. The remaining colors are lighter than the corners 

because they contain the midpoint of one of the two variables and are 

transitional hues that lie between adjacent corner hues. The color circle or 

spectrum is essentially stretched around the perimeter of the legend and 

lightness adjusted in response to critical values within the data ranges of both 

variables. (Brewer 1994, p. 143) 

Guo et al. (2005) develop a procedure for generating this kind of diverging/diverging 

bivariate color scheme by selecting colors systematically over a bell-shaped curve in CIELAB 

3D color space. The selection procedure used here is somewhat more old-fashioned; I do it 

by eye, but I also make every effort to ensure agreement with Brewer’s guidelines and to 

obtain intuitive associations between colors and the trends they represent. Under the 

assumption that warm colors (reddish and yellowish hues) tend to suggest vibrancy and 

growth while cool colors (blue-ish hues) tend to suggest coldness and appear to recede, I 

assign cool colors to generally declining trends and warm colors to growing trends. I assign 
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green and yellow—colors at the intersection of cool and warm and associated with spring 

and youth—to trends of regrowth. Violet and purple, which are also warm-cool mixtures, 

represent growth followed by decline. 

6.2.6  Other Map Features 

The final map series appears in Figs. A.2 through A.10 in the appendix. Colors on 

the maps correspond to trend colors in the bicomponent trend matrix. In addition, I use two 

shades of brown to indicate areas outside of the core dataset. Brown is suitable for this 

purpose as it is a neutral color clearly distinguishable from any of the colors in the trend 

matrix. I also use darker shades in “non-core” areas so that the relatively light shades of the 

trend symbols stand out. The lighter brown color indicates 2000 census tracts that were 

“urban but not well tracted in 1950” They meet the core dataset’s density requirement 

(estimated density ≥ 200 persons/km2 in 1950) but were not at least 90% covered by 1950 

tracts. The darker brown indicates areas that were either not dense in 1950 or not within a 

major 2000 urban tract area. This helps to indicate how well-tracted different urban areas 

are. For example, on the New York-Newark map (Fig. A.7), it is clear that large parts of 

New Jersey and Long Island were urban in 1950 but are not included in the core dataset 

because they were not tracted in 1950. The maps also include symbols for major highways, 

county boundaries, and water features for reference. 

To facilitate comparisons, all maps are drawn at the same scale (1:500,000) and use 

the same projection (Albers Equal-Area Conic, with central meridians adjusted so that north 

is oriented up for each urban area). The map frames are large enough to ensure that all “core 

tracts” are included. Note, however, that many light brown “poorly tracted” regions are 

excluded. The main maps are arranged in alphabetical order by urban area name, but Fig. 
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A.11 demonstrates that with more space (or at a smaller scale) it is also possible to arrange all 

maps geographically, with map positions corresponding approximately to urban area 

locations throughout the country. The geographical arrangement is particularly helpful for 

identifying regional patterns among urban population trends. 

6.2.7  Focus on Urban Cores 

As discussed in Chapter 4, focusing the present study on the core dataset rather than 

the complete dataset ensures that population estimates are more reliable and that there is 

greater consistency in coverage among urban areas, enabling more meaningful comparisons. 

I discuss here some additional reasons why focusing on the core dataset is particularly 

valuable for mapping long-term trends and for finding interesting patterns in such maps. 

One subtle but important reason why the core dataset is conducive to analysis with 

bicomponent trend maps is that the core set’s mean decadal normalized change rate is near 

zero: specifically, +1.3 for all decades from 1950 to 2000. This is valuable because after 

applying PCA to standardized normalized rates, zero component scores generally indicate 

similarity to the mean trend case. Therefore, a tract with a zero score on Component 1 

should also have a mean normalized change rate near zero, being similar to the mean trend. 

A helpful consequence is that negative Component 1 scores generally indicate decline and 

positive Component 1 scores generally indicate growth. Also, there is not much variability in 

the core dataset’s mean normalized rates from the 1950s through the 1990s. (The mean rates 

for each decade, in order, were +9.6, +1.2, -4.7, -0.4, and +1.0—most being relatively close 

to zero.) This means that a zero score on Component 2 implies only a small contrast 



 146

between early and late change rates, similar to the mean case.11 Accordingly, negative 

Component 2 scores generally indicate that later rates were lower than early rates, and 

positive Component 2 scores generally indicate that later rates were higher than early rates. 

Such simple correspondences do not exist for the complete dataset. The mean 

normalized change rate for the complete dataset, for all decades from 1940 to 2000, is 

+13.21. (It is higher than for the core dataset mainly because the complete set contains many 

more areas on the outskirts of urban areas, where most populations grew.) Thus, for a PCA 

applied to standardized rates from the complete dataset, positive and negative Component 1 

scores do not so neatly correspond to positive and negative growth trends. A tract with a 

negative score could have experienced significant overall growth. Also, in the complete 

dataset, there is a significant decline from early to late mean change rates, from +22.6 in the 

1950s to +5.5 in the 1990s, so Component 2 scores pivot about “moderate deceleration” 

rather than about “little-to-no deceleration,” as for the core dataset. 

Therefore, if a quantiles classification were used to produce a bicomponent trend 

matrix for the complete dataset, it would not reveal the balanced, easily interpreted 

symmetry that is apparent in the core dataset’s trend matrix. Other classification schemes 

could be used to achieve a similar balance, but the easily interpreted structure of the 

quantiles scheme would then be lost. 

This condition is relevant not only in how easily interpretable patterns are but also in 

how interesting patterns are. The lack of “symmetry” in the trends in the complete dataset is 

mainly due to the predominance of growth trends outside of the historical core since 1950. 

                                                 
11 The mean trend does show some contrast in rates, particularly between the growth in the 1950’s and decline in 
the 1970’s, and this is reflected in the mean trend line for the central “gray” subclass, which rises in the 1950’s 
and falls in the 1970’s. This contrast is nevertheless relatively small, which helps to ensure that Component 2 
scores are relatively easy to interpret. 
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As discussed in Chapter 4, the strongest form of variation among such growth trends is in 

the timing of growth. While the timing may be relevant for many studies, the spatial 

distribution is generally well known (bursts of growth spread steadily outward over time 

along the expanding urban fringe) and easier to visualize (an “extent of urbanization” 

progression map or chronological map series may suffice). In contrast, the trend variations 

within cores have been more varied in form (as the symmetry between growth and decline 

and between acceleration and deceleration demonstrates) and are not conducive to 

visualization by common temporal mapping techniques. The lack of prior visualizations of 

these core trend variations suggests that we are more likely to find interesting, previously 

unknown patterns in maps focused on core trends than in maps of trends throughout urban 

areas. 

Another reason why focusing on urban cores is helpful for visualization and analysis 

is that it reduces the spatial extent of analysis, which in turn enables representation at larger 

cartographic scales. A significant problem with many maps of patterns throughout urban 

areas (or worse, throughout metropolitan areas) is that the high-density tracts near urban 

centers, which often contain a large portion of the area’s population, are reduced to sizes too 

small to be easily interpreted while larger tracts on the outskirts, containing a relatively small 

portion of the area’s population, dominate the map. Limiting the focus to urban cores 

effectively reduces the area of coverage by 84%, from 114,000 to 18,000 square kilometers, 

which enables a corresponding increase in map scale. An additional step I take in the 

appendix maps is to “shrink-wrap” map frames to the extent of the urban cores, further 

helping to omit peripheral areas and highlight variations within cores. 
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6.3  Assessment 

Previous sections have provided some arguments for potential advantages of 

bicomponent trend mapping over other techniques. To achieve a more thorough and 

concrete assessment, I now compare bicomponent trend maps with two other visualizations 

of urban population trends through examples. Subsection 6.3.1 first compares small 

multiples—a chronological-map-series approach—with bicomponent trend mapping—a 

trend-summary-mapping approach. Subsection 6.3.2 then examines trend cluster mapping—

another trend-summary-mapping approach—which, like bicomponent trend mapping, 

employs a multivariate data reduction technique to summarize long-term nonlinear trend 

variations on a single map. Subsection 6.3.3 briefly summarizes bicomponent trend 

mapping’s general advantages. 

The examples in this section focus on a subset of three similarly sized urban areas 

from the complete set of 40 described in Chapter 4. The three urban areas—San Diego, 

Minneapolis-St. Paul and St. Louis—had 2000 populations of 2.67 million, 2.39 million and 

2.08 million respectively, ranking 15th, 16th and 17th overall. Although similar in size, the three 

urban areas have experienced significantly different patterns in population trends, 

exemplifying well the range of trend types that occurred throughout all major urban areas. 

The framework for assessment I use here is to critically examine each map series and 

determine which types of information each technique conveys most effectively. I aim to 

identify advantages and disadvantages to each technique, both generally for spatio-temporal 

data visualization and specifically for examining patterns in urban population trends. While this 

strategy provides conceptual grounds for judging each technique’s relative merits, a complete 
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assessment would ultimately involve user testing to determine whether the reasoning 

presented here pertains for a broader audience. I leave such testing to future research. 

6.3.1  Comparison with Small Multiples 

Fig. 6.1 illustrates tract population densities in San Diego, Minneapolis-St. Paul and 

St. Louis in each census year from 1950 to 2000 using chronological small-multiple maps. This is a 

chronological-map-series approach to mapping trends and is in that regard closely related to 

chronological animated maps, which would reveal the same information but in a temporal 

rather than a spatial sequence. For comparison, Fig. 6.2(A) presents bicomponent trend 

maps of populations in the same urban areas over the same period of time. 

A minor but notable difference between the two figures is that the spatial extents of 

maps in Fig. 6.1 are somewhat larger than in Fig. 6.2. This is unnecessary; the extents are not 

inherently determined by the trend mapping strategy and could easily be altered to be the 

same in both figures. I vary the extents, however, to highlight that the population density 

data illustrated in the small multiple maps are not limited to urban cores. As discussed in 

Subsection 5.3.2, one limitation of trend summary maps is that in order to compute trends, 

spatial units must have static definitions or interpolation must be used. This is a primary 

reason why the bicomponent trend maps are limited to areas where historical tract data are 

available, enabling more accurate interpolation of historical populations. Chronological map 

series, on the other hand, have no such requirement; each map in a single series may 

illustrate different spatial units. Fig. 6.1 illustrates population densities of historical tracts and 

“pseudo-tracts” (untracted county parts). The boundaries change from map to map, but the 

data are everywhere as accurate as the original census from which they are derived—there is 
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no interpolation—and the spatial extent may be broad without any concerns about 

interpolation accuracy. 

A more significant distinction between the two figures is that, in accordance with the 

conceptual framework presented in Section 5.3, the small multiples illustrate trends in patterns 

more effectively than the bicomponent trend maps, and the bicomponent trend maps 

illustrate patterns in trends more effectively than the small multiples. By scanning down each of 

the columns in Fig. 6.1, it is readily apparent that each urban area’s population distribution 

has expanded outward over time: a trend in patterns. The variations that are most obvious 

among the three columns are variations in the general shape of population distribution, which 

is constricted differently in each urban area. While the trend in patterns in all three urban 

areas is one of outward expansion, San Diego’s expansion is clearly the most constricted, 

bounded on one side by the ocean and on other sides by mountainous terrain. Rivers around 

the other two urban areas have a similar effect, though not as strong. 

The bicomponent trend maps provide little indication of such trends in patterns. 

With a careful reading of the maps, it is possible to infer the outward expansion of 

population by observing that the outskirts of the urban cores tended to grow. A thorough 

interpretation of trends in patterns is impossible, however. This is in part because the maps 

cover only the urban cores, but even if suitable data were available to map trends beyond the 

cores, it would still be impossible to use these maps to determine what the population 

distribution was at any single time. By observing how a tract’s population grew or declined, it 

may be possible to infer relative densities at different times, but not absolute densities. 
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Figure 6.1  Chronological small multiples of population densities in three urban areas 
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The bicomponent trend maps nevertheless clearly reveal, in a way that the small 

multiples cannot, the significant variations in patterns in trends among the three urban areas. 

St. Louis’ core has generally declined—in its center in the 1950s and 1960s, and in inner-ring 

suburbs as well in recent decades. The inner-ring suburbs in Minneapolis-St. Paul also 

exhibit trends of postwar-boom followed by decline or stagnation, but the city centers have 

generally regrown in recent decades, unlike in St. Louis. Finally, the populations in San 

Diego’s core have exhibited few declines in recent decades, and most tracts have experienced 

either continued growth or regrowth. 

Just as we can infer some trends in patterns from the bicomponent trend maps, it is 

also possible to determine some patterns in trends from the small multiples. For example, 

the small multiples make clear, by variations in the intensity of red coloring, both the general 

decline of St. Louis’ core and the general stability or growth of San Diego’s core. Subtler 

patterns in trends, however, such as the regrowth among tracts in central Minneapolis-St. 

Paul or the different decline trajectories of north and south St. Louis, are much easier to 

discern on the bicomponent trend maps. 

The two figures also illustrate the relative disadvantages of chronological map series 

for multi-region comparisons. Small multiples are of course both small and multiple. The 

reduced scale that is required to fit a map sequence on a single page can also make map 

interpretation more challenging. Some tracts that are small on the bicomponent trend maps 

are nearly indiscernible on the small multiples. This is not as great a problem for animated 

maps, for which the limit on map scale is unrelated to the length of the time sequence. But 

animated maps do have other scale restrictions imposed by display devices and, occasionally, 

by Internet transmission speed, which large-format paper maps still generally exceed. In any 
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case, neither small multiples nor animated maps avoid the problems of spreading 

information across multiple views. To compare general spatio-temporal patterns among the 

three urban areas, it seems distinctly easier using the bicomponent trend maps—simply 

scanning back and forth from one urban area to another—than it is using the small 

multiples, which requires scanning across both rows and columns. 

In conclusion, the maps illustrated in Figs. 6.1 and 6.2 provide strong support for the 

basic expectations developed in Chapter 5 regarding the relative strengths and weaknesses of 

chronological map series and trend summary maps. In general, the two strategies are each 

better suited for visualizing one of the two conceptions of spatio-temporal patterns—

chronological map series for trends in patterns and trend summary maps for patterns in 

trends. In addition, trend summary maps are more suitable for multi-region comparisons (as 

long as one can accept the inherent focus on patterns in trends rather than trends in 

patterns). For the present study, with its aim to identify patterns in population trends 

throughout major U.S. urban areas, the strategies presented in Fig. 6.1 should be inherently 

more suitable than chronological-map-series approaches. 

Indeed, an analysis of the small multiples would seem necessarily to lead one back to 

the standard distance-density decay models of population distribution, which have long been 

used to describe general trends in urban population patterns, as discussed in Chapter 2. The 

bicomponent trend summary maps, on the other hand, present a new, potentially powerful 

way of viewing urban population distributions, focused on how population trends have 

varied among sub-areas of urban regions, more in tune with the theory of neighborhood life 

cycles. 
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6.3.2  Comparison with Trend Cluster Maps 

As argued in Section 5.4, among the many possible trend-summary-map strategies, 

those employing multivariate data reduction techniques should be particularly well suited for 

visualizing patterns in long-term nonlinear trends. In addition to PCA, cluster analysis is 

another flexible, commonly used and relatively easy-to-interpret data reduction technique, 

and it is one of the few that has previously been used to produce multivariate trend summary 

maps (as in Hammer et al. 2004). To assess the merits of bicomponent trend mapping, it 

should therefore be useful to compare bicomponent trend maps with “trend cluster maps” 

(maps employing cluster analysis to classify trend types). This is achieved here by comparing 

maps of core population trends in San Diego, Minneapolis-St. Paul and St. Louis. 

The Trend Cluster Maps 

As with PCA, there is a multitude of variations on how cluster analysis can be 

applied (Kaufman and Rousseeuw 2005, Romesburg 1984, Aldenderfer and Blashfield 1984). 

To apply cluster analysis to housing trends in partial block groups, Hammer et al. (2004) use 

a combination of hierarchical agglomerative and partitioning methods. Partitioning methods 

are generally less computationally intensive than hierarchical methods and therefore better 

suited for analyzing large datasets. Hammer et al.’s dataset contains over 70,000 cases, so they 

use a partitioning method (k-medians) to determine their final set of clusters. Partitioning 

methods, however, require an initial set of seed cluster centers, which, if poorly selected, may 

produce “inconsistent and/or poorly differentiated results” (p. 198). Therefore, to select 

well-distributed seeds, Hammer et al. first apply average-linking hierarchical clustering to a 

sample of 3000 observations. They then drop several small, dissimilar clusters to reduce the 
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effect of outliers and use the centers of the remaining clusters as seeds for their final 

partitioning. 

For the present study, I applied a k-means partitioning method using the algorithm 

of Hartigan and Wong (1979). As with the PCA described in Section 6.2, the input data were 

the standardized normalized rates of decennial population change from 1950 to 2000 from 

the core urban tract dataset. To reduce the risk of excessively suboptimal results—and to 

reduce the need for an initial hierarchical clustering as used by Hammer et al.—I applied each 

k-means run one hundred times using different seed centers randomly selected from input 

tract cases and used the best results (the results that minimized the sum of squares from data 

points to the assigned cluster centers). 

For partitioning methods, it is necessary to specify the number of clusters a priori. I 

produced separate solutions for eight through fifteen clusters. I chose this range to produce 

classifications similar in precision to the nine-class partitioning of the bicomponent trend 

maps. I sought both to minimize the number of classes (to ensure simpler, more easily 

interpretable map symbols and to keep the precision comparable to the nine classes of 

bicomponent trend maps) and to achieve an elegant partitioning of the data in which classes 

would not be too large either in terms of class membership or in terms of dispersion as 

measured by within-cluster sums of squares. I therefore chose the eleven-cluster solution. Its 

largest cluster size (3,229 tracts) was 22% smaller than the ten-cluster solution’s largest 

(4,136), while beyond eleven clusters, the largest cluster size remained about the same (3,134 

for the fifteen-cluster solution) and most new clusters simply subdivided already-small 

clusters. Further, the sum of squares for the most dispersed cluster declined significantly 
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from the eight-cluster to eleven-cluster solution (from 7,009 to 3,367), beyond which, 

improvements slowed considerably (down to 2,627 with fifteen clusters). 

Table 6.2 summarizes the eleven-cluster k-means partitioning of core tracts, and Fig. 

6.2(B) presents trend cluster maps of the three study urban areas using this eleven-cluster 

solution. The key for the trend cluster maps illustrates the mean mean-scaled population 

trend for each of the eleven clusters from 1950 to 2000, making them directly comparable to 

the trend lines in the bicomponent trend matrix. The trend cluster key’s arrangement also 

corresponds to the bicomponent trend matrix’s. Clusters are ordered from left to right 

according to each cluster center’s first component score (indicating the general trend) and 

from bottom to top according to each cluster center’s second component score (indicating 

the recent trend relative to earlier trends). The colors used to symbolize the clusters have a 

similar correspondence to the bicomponent class colors. 

Each cluster identifier consists of a number and possibly a letter. The number 

indicates the quadrant of the “bicomponent space” in which each cluster’s center falls. Thus, 

Cluster 1 is in the first quadrant, indicating positive first and second component scores 

(general growth with accentuated recent growth). Letters distinguish clusters within the same 

quadrant according to their sizes (from largest to smallest) and their centers’ distances from 

the mean trend among all tracts (from closest to farthest). Thus, among clusters in the 

second quadrant (mainly cases of decline followed by growth), Cluster 2a is the largest and 

closest to the mean, and Cluster 2d is the smallest and most exceptional. 
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Table 6.2  Summary of the eleven population trend clusters 

Mean normalized rate of population change
Cluster Description 

Tract 
count 1950s 1960s 1970s 1980s 1990s

1 Steady growth 1,437 9.0 6.3 7.9 11.9 3.3
2a Moderate decline & regrowth 2,423 -3.7 -2.3 -4.3 1.1 8.1
2b 80s-90s regrowth 296 -11.8 -15.6 -40.1 15.9 11.1
2c 70s exceptional regrowth 139 -14.8 -39.8 33.9 2.3 7.5
2d 90s exceptional regrowth 69 -21.3 -31.8 -26.2 -46.0 47.3
3a Moderate steady decline 3,229 -2.3 -2.8 -6.2 -2.6 -3.0
3b Strong steady decline 903 -6.2 -13.8 -20.1 -14.5 -9.8
3c 90s exceptional decline 61 -5.5 -18.3 -22.3 11.5 -66.5
4a Moderate 50s-centered boom 2,118 20.2 5.7 -4.6 -2.2 0.5
4b Strong 50s-centered boom 1,312 55.1 6.9 -4.4 -1.1 0.9
4c Strong 50s & 60s boom 724 32.8 34.9 3.9 -0.1 1.3
 All core tracts 12,711 9.6 1.2 -4.7 -0.4 1.0

 

Comparison 

Regarding what is illustrated in each of the map series in Fig. 6.2, the similarities 

between the two techniques may be more remarkable than the differences. The prominent 

patterns in one series are also prominent in the other: in all urban cores, the outlying tracts 

tended to grow in the 1950s and 1960s with moderate change in recent decades; San Diego’s 

core contains an unusual number of “steady-growth” tracts; St. Louis’ is divided between 

strong decline in the north and weaker decline in the south; and Minneapolis-St. Paul’s 

centers have generally re-grown in recent decades. Furthermore, some of the trend classes 

appear to be nearly the same on both maps, particularly the orange steady-growth classes, 

which have similar mean trends and similar areas of coverage in both series. The series’ 

similarities should not be surprising given that both techniques rely on multivariate 

classification methods and similar symbolization schemes to summarize salient trend 

variations. That each technique highlights similar patterns indicates that there is some 

agreement between the techniques on what constitutes a “salient variation.” 
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Figure 6.2  Comparison of (A) bicomponent trend maps and (B) trend cluster maps of population, 1950-2000 
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There are nevertheless substantial and meaningful differences between the patterns 

presented by the two map series. First, the trend cluster maps highlight several exceptional 

outlier trends that the bicomponent trend maps do not distinguish. For example, the 

bicomponent trend maps generally divide cases of regrowth into two classes: green “strong 

decline followed by growth” cases and gold “moderate decline and regrowth” cases. On the 

trend cluster maps, these “green” and “gold” cases are further subdivided into several 

clusters. Most fall into cluster 2a, several fall into cluster 1, and a few relatively small groups 

fall into clusters 2b, 2c, and 2d. These smaller clusters indicate cases of exceptional regrowth, 

where populations had fallen to very low totals but later regained substantially following one 

of three trajectories: regrowth in the 1980s and 1990s, exceptional renewal in the 1970s after 

a sharp 1960s decline, or exceptional renewal in the 1990s after an 1980s decline. 

This difference in classification is due in part to the tendency of k-means clustering 

to isolate outliers in separate clusters. It is also due in part to the quantiles classification used 

for the bicomponent trend maps, which results in outliers being grouped together with more 

typical cases. And it is also due in part to the bicomponent trend maps’ illustration of only 

the first two principal components of trend variation, which makes it impossible to isolate 

cases of variation in other dimensions (e.g., a particularly strong contrast between 1960s and 

1970s or 1980s and 1990s change rates). 

By distinguishing outlier cases, the trend cluster maps provide potentially useful 

information that is unavailable on the bicomponent trend maps. In particular, the trend 

cluster maps in Fig. 6.2 show that the 2b, 2c, 2d and 3c “outlier clusters” generally occur in 

and around CBDs, in industrial and warehouse zones, and in other areas of specialized land 

use, as in the tracts around San Diego Bay. This indicates more clearly than the bicomponent 
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trend maps how such areas have been sites of large-scale redevelopment, alternating 

relatively rapidly between non-residential and residential uses or between low-density and 

high-density housing. This added information does, however, come with a cost. Each class 

dedicated to distinguishing outliers results in fewer classes being used to distinguish other 

less extreme but more common variations. In the eleven-cluster solution used here, the four 

smallest clusters contain only 4.4% of the tracts while the three largest clusters contain 61%. 

A risk is that large portions of trend cluster maps that appear to be relatively uniform—all 

grouped within one or two large clusters—in fact contain many variations of interest that are 

masked by the coarse classification. 

Balancing the competing goals of classification is a long-standing concern of 

thematic cartography, and in most settings, there is no solution that achieves all aims. There 

are numerous guidelines for choosing between a quantiles classification (equalizing class 

sizes) and equal interval or natural breaks classifications (which may highlight outliers), but a 

suitable choice will always depend on the aims of the particular visualization (Slocum et al. 

2009, Dent 1999). In many cases, and particularly for exploratory research, it is best to apply 

a variety of classifications and to consider unclassified representations as well, as no one 

view of a multivariate dataset could reveal all potentially interesting variations. 

It is impossible, however, to employ every potentially informative map technique in a 

single investigation, and if an exploratory analysis of patterns in trends is to be limited to one 

trend summary mapping technique, bicomponent maps provide some notable advantages 

over cluster maps. To alter cluster analysis results generally requires complete recalculations 

of cluster composition, each time specifying a different number of clusters or a different 

clustering algorithm. With bicomponent maps, however, once component scores are 
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computed, a dynamic visualization environment could enable rapidly adjusting classification 

schemes or changing which two components are illustrated. It would also be possible to 

produce an unclassified representation to visualize fine gradations in component scores, 

whereas cluster maps by definition may represent only classed data. Thus, although the 

bicomponent maps in Fig. 6.2 do not highlight outliers, it would be possible in a dynamic 

environment to adjust bicomponent maps to identify many of the same interesting outlier 

cases that the cluster maps in Fig. 6.2 reveal. 

Static, non-interactive maps do however remain a standard and important medium, 

and the maps in Fig. 6.2 illustrate that static bicomponent trend maps have some general 

advantages over trend cluster maps, even without the ability to alter them dynamically. First, 

the bicomponent scheme’s class divisions are all either parallel or orthogonal to each other and 

to the two mapped principal components. Therefore, each class encompasses a well-defined 

and easily interpreted range of trend types—bounded by constant component score limits 

on multiple sides. It is easy to identify subsets of classes that share a component score range 

and treat these as meaningful groups. For example, the orange, pink, and purple classes all 

have the same lower limit on first component scores, meaning that the three classes can be 

grouped together as one “general growth” class, easily distinguished by their reddish hues. In 

addition, the differences between these three classes are as easy to interpret as their 

similarities: second component scores for orange cases are higher than for pink cases, which 

are in turn higher than for purple cases, meaning that among these three “general growth” 

classes, orange cases had the strongest recent growth and purple cases had the weakest, with 

pink cases directly in between. 
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In comparison, it is more difficult to interpret relationships among clusters than 

among bicomponent classes. Divisions between neighboring clusters cut through a high-

dimensional space in ways that do not typically correspond to any easily interpreted 

dimension of variation and cannot be represented easily on a two-dimensional graphic, as are 

the class divisions in a bicomponent trend matrix. It is possible to infer some relationships 

among clusters by identifying relationships among the clusters’ mean trends, and in fact, the 

cluster coding scheme used here does group clusters according to properties of mean 

centers. Examining only the centers, however, provides little indication of the range of trend 

types occurring in each cluster. For example, the mean trend for Cluster 4a grew in the 

1950s and 1960s and declined in the 1970s and 1980s, with little change in the 1990s. Trends 

within the cluster may vary significantly from this basic profile, however. Whereas the 

cluster’s mean would be placed in the lavender bicomponent class, near to the intersection 

between the gray, pink and purple classes, the cluster itself includes a range of trends that 

span from the blue bicomponent class to the orange, including some cases in all but the 

turquoise and green classes. One cannot therefore safely infer from cluster 4a’s mean trend 

that members of the cluster generally grew, or that their recent trends were relatively weak. 

In fact, the mean trend for either a bicomponent class or a cluster may deviate 

significantly from actual trends within the class or cluster, but it is precisely for this reason 

that the easily interpreted ranges of bicomponent classes are valuable. Consider the tract in 

San Diego indicated by a white asterisk (*) in Fig. 6.2. This peculiar tract falls within both the 

lavender bicomponent class and cluster 2d, two groups whose mean trends could hardly be 

more different! The tract’s normalized change rates from the 1950s through the 1990s were 

55, 25, -25, -60, and 41. This 1990s growth rate deviates sharply from the lavender class’s 



 163

mean, but the general properties of the lavender class, as determined by its range of 

component scores, do seem clearly to apply: postwar growth followed by decline in recent 

decades. 

The fit within cluster 2d, on the other hand, is more difficult to conceive, as this 

tract’s 1950s and 1960s change rates are exceptionally higher than in 2d’s mean trend, and 

the mean trend is the only direct information we have about the cluster’s possible range of 

trend types. As it happens, the crucial property for membership within cluster 2d is a sharp 

contrast between 1980s and 1990s rates, which this tract has. Most other cluster members, 

however, declined greatly in the 1950s and 1960s, which results in a mean trend indicating 

strong postwar decline. This example tract clearly demonstrates that the mean trend is not an 

adequate indicator of the range of possible trend types within a cluster. 

The orthogonality of bicomponent class divisions thus simplifies the interpretation 

of class composition as well as relationships between classes. It should also simplify map 

symbolization. Because bicomponent classes vary in two dimensions, class symbols need 

only vary in two dimensions in order to achieve effective associations, and as discussed in 

6.2.5, there are well-established guidelines for bivariate choropleth color schemes. In this 

case, two superimposed diverging color schemes seem effective. Although the clusters in 

Fig. 6.2B are colored using a similar two-dimensional scheme, the true arrangement of 

clusters varies in five dimensions (one for each decade of change), and could vary in many 

more dimensions for a more complex dataset. This does not mean it is impossible to achieve 

an effective symbol scheme for clusters, but symbolizing bicomponent classes should in any 

case be more straightforward. 
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For the present study, the bicomponent trend maps provide one more unique 

advantage over the cluster maps. The simple symmetry of the nine-class bicomponent 

classification used here, centering on a mean trend of near-stability, results in a nearly ideal 

set of prototypical trend types, each of which has a distinctive shape corresponding to a 

unique pairing of overall and recent trends: from growth-growth to growth-decline to 

decline-decline to decline-growth, with intermediate categories of little-to-no change in 

between. This is particularly valuable for the present research because each of these trend 

types corresponds to a unique sequence of stages in a neighborhood life cycle, as described 

in Sect. 2.3.2. For example, blue “decline-decline” indicates downgrading and thinning out, while 

green “decline-growth” indicates thinning out followed by renewal. Pink indicates development 

and continued in-filling, whereas purple indicates development, in-filling, and subsequent 

downgrading, nearing the thinning out stage. Each of the classes can be interpreted in similar 

terms. 

The clusters do not so neatly isolate prototypical trends. For example, there is no 

cluster that corresponds neatly to the “general decline and recent stability” trend type 

covered by the turquoise bicomponent class, nor does a cluster capture the “early growth 

and recent decline” of the lavender class. Instead, there are three clusters of early growth (4a, 

4b, and 4c), distinguished primarily by the exact timing and magnitude of postwar growth, 

revealing little about how these areas have differed in their recent trends. In short, the 

bicomponent trend classes have a simple, straightforward correspondence to the general 

model of neighborhood life cycles and the trend clusters do not. This is a specific advantage 

that may have little relevance in other settings of spatio-temporal data visualization, but in 
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the present context, it stands as another important reason to focus on bicomponent trend 

maps, as I do in Chapter 7. 

6.3.3  Assessment Summary 

Section 6.3.1 demonstrated, through comparison of small multiples with 

bicomponent trend maps, that the latter illustrate patterns in trends more effectively and 

better facilitate multi-region comparisons. This provides support for the basic expectations 

developed in Chapter 5 regarding the relative strengths and weaknesses of chronological 

map series and trend summary maps. Section 6.3.2 then demonstrated, through comparison 

of bicomponent trend maps with trend cluster mapping, that these techniques share many 

advantages and reveal many of the same basic patterns in trends. Bicomponent trend 

mapping does, however, offer several advantages over trend cluster mapping. It provides 

greater flexibility in classification schemes, which makes it conducive to interactive control in 

dynamic visualization environments. Even on static maps, however, conceptualizing trend 

variations within and among classes is simpler with bicomponent maps than with trend 

cluster maps because of the simple orthogonality of bicomponent class divisions, which 

ensures that relationships among classes correspond directly to key dimensions of trend 

variation (the principal components). This orthogonality also ensures that bicomponent 

classes can be clearly and easily symbolized using a standard bivariate choropleth color 

scheme. For the present study, bicomponent trend maps are particularly useful because the 

bicomponent classes of urban population trends have simple, easily interpreted relationships 

to phases in neighborhood life cycles, which should make it easier to interpret mapped 

patterns in terms of standard theories of neighborhood change. 
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The assessment completed here is of course limited to comparisons with only two 

other techniques. There remain several other possible strategies of multivariate trend 

summary mapping that could offer some of the same advantages as bicomponent trend 

mapping as well as many others. In particular, self-organizing maps are receiving increasing 

attention as a means to summarize and classify complex trend variations (Skupin and 

Hagelman 2005, Guo et al. 2005, 2006). I leave the comparison of bicomponent trend 

mapping with other such strategies to future research. In any case, the basic advantages of 

bicomponent trend mapping described here relative to small multiples and trend cluster 

mapping would not be invalidated by comparison with other techniques. There is good 

reason therefore to apply bicomponent trend mapping to investigate patterns in long-term 

urban population trends. 
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Chapter 7 
POPULATION TRENDS IN MAJOR U.S. URBAN CORES, 1950-2000 

7.1  Introduction 

Chapters 3 through 6 have addressed the central methodological research question of 

the present study: how can spatial patterns in long-term urban population trends be 

identified and visualized effectively? I have argued that an effective strategy should be to 

estimate historical tract populations using cascading density weighting (CDW) and then to 

visualize these data using bicomponent trend mapping. In this chapter, I make use of these 

new techniques to provide some answers to the two basic empirical research questions raised 

in Chapter 1: 

1. How did population trends tend to vary within major U.S. urban areas since 

World War II? 

2. What important regularities and anomalies exist in the spatial distribution of 

these variations? 

It is customary to assess variability in terms of deviation from an average; 

irregularities are, after all, only irregular to the extent that they deviate from a norm. 

Therefore, to begin the analysis of trend variations here, I provide in Section 7.2 a summary 

of aggregate population trends throughout all major urban areas at the national scale and by 

major U.S. region. This establishes the general norms against which specific variations within 

and among urban areas can be assessed. In Section 7.3, I then begin to examine trend 

variations at the tract level, opening with an aspatial overview of the general dimensions of 

variation among tracts—the degree and form of variations across time, regardless of spatial 
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distribution. This draws in part on the results of the principal component analysis introduced 

in Section 6.2. 

In Section 7.4, I begin making use of the bicomponent trend maps, in this case to 

identify patterns in trends that are common among urban cores throughout the country. 

There are several regularities that correspond to Millward and Bunting’s (2008) volcano 

model, but there are also strong indications of regional variation and of divergence, 

especially in recent decades. In Section 7.5, I examine the regional variations in trend 

patterns more closely, identifying several sub-regions of urban cores that share similar trend 

patterns. Then in Section 7.6, I highlight some of the many patterns that are unique to 

specific urban areas, demonstrating that there are important patterns in many urban areas 

that do not conform to standard universal urban models, especially in recent decades. 

Finally, in Section 7.7, I summarize the findings and discuss how the results demonstrate 

some important unique advantages of the new techniques I have introduced in this research. 

7.2  Aggregate Trends 

Although the population time series used in this study, as detailed in Chapter 4, was 

developed to analyze variations within urban areas, the data also offer a unique opportunity to 

examine aggregate urban population trends using consistent, stable definitions of urban-area 

extents. As with census tract definitions, census definitions of metropolitan areas, urban 

areas, and cities (or census places) have changed over time, complicating the computation and 

interpretation of population trends. Because metropolitan areas are assemblages of either 

counties or New England towns, which have both been relatively stable over time, many 

studies have avoided the problems of changed metropolitan-area boundaries by using county 

and New England town data to determine historical characteristics of current metropolitan 



 169

areas (e.g., Frey and Speare 1992). Unfortunately, however, because of their correspondence 

to counties, metropolitan-area extents vary widely and do not consistently correspond to the 

real extent of densely settled urbanized land. This complicates comparisons, particularly 

among major regions, as counties are generally larger in the West, and it means that 

significant portions of metropolitan-area population may live in distinctly non-urban places.12 

In contrast, the present study’s complete dataset provides historical populations for 

stable units—urban tract areas, or UTAs—which have a consistent correspondence to the 

urbanized territory around the 40 most populous U.S. urban areas in 2000. (See Section 4.2 

for the precise definition.) The historical population estimates may vary in quality, in some 

places relying somewhat tenuously on the disaggregation of county data. Nevertheless, the 

data do at least enable an analysis of how populations have changed within regions that are 

now consistently urbanized, rather than throughout whole counties. 

7.2.1  National Trends 

The largest U.S. urban areas experienced strong overall population growth between 

1950 and 2000. According to the interpolated population estimates in the complete dataset, 

the total population of the 40 major UTAs nearly doubled, growing from 60 million in 1950 

to almost 120 million in 2000 (Table 7.1). This 99% increase outpaced the 86% growth of 

the nation as a whole. In aggregate, the major UTAs grew in every decade, but the growth 

was not consistently strong. The growth rate was highest in the 1950s, then slowed to a low 

point in the 1970s, and afterward rebounded somewhat in the 1980s and 1990s, though it 

remained below the 1950s and 1960s rates. This differs from the trend for the entire nation, 

                                                 
12 In common usage, there may be little distinction between the terms urban and metropolitan, but it is useful 
here, as it is in census terminology, to use urban to describe regions of high population density and to use 
metropolitan to describe regions with tight economic links to large urban centers, particularly through daily 
commuting patterns, regardless of the region’s density. The emphasis in this study is on the former. 
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which did also have its highest growth rate in the 1950s, but then reached a low point in the 

1980s, not the 1970s. Decade by decade, growth in the major urban areas outpaced growth 

elsewhere through the 1950s and 1960s, fell behind in the 1970s, regained the lead in the 

1980s, and fell back again in the 1990s, registering just below the national rate. 

These trends among major UTAs relate closely to previously observed trends in 

metropolitan areas. We see here as elsewhere that the 1970s were an important turning 

point—a moment of “counterurbanization” or “nonmetropolitan turnaround” when for the 

first time in many decades growth in rural areas and smaller urban places outpaced growth in 

major metropolitan regions (Frey 1988, Long and DeAre 1988, Champion 1989). This was 

followed by a revival of metropolitan population growth in the 1980s (Frey and Speare 1992) 

and subsequently a mixture of urbanizing and counterurbanizing trends into the 1990s 

(Fuguitt and Beale 1996, Mitchell 2004). 

 

Table 7.1  Population and population change among the largest U.S. urban tract areas, 1950-2000. UTA 
populations for 1950 through 1990 are estimates interpolated from census tract and county data. 

Complete dataset by region* 
 

Complete 
dataset 

Core 
dataset Northeast Midwest West South 

Entire 
U.S.A.**

Number of 
urban areas 40 34 6 10 11 13 

(urban & 
rural)

Population (in millions)   
1950 60.1 46.0 24.0 16.6 10.3 9.2 151
1960 76.5 51.3 27.4 20.5 15.3 13.4 179
1970 89.8 52.2 30.0 23.0 19.3 17.5 203
1980 95.5 47.5 28.8 22.7 22.5 21.5 227
1990 106.1 47.4 29.4 23.2 27.4 26.1 249
2000 119.8 48.8 31.2 25.1 32.2 31.3 281
Population change (percent)   
1950-1960 27.3 11.6 14.2 23.3 48.2 45.3 18.5
1960-1970 17.3 1.8 9.7 12.0 26.4 30.8 13.4
1970-1980 6.3 -9.0 -4.0 -1.2 16.5 22.5 11.4
1980-1990 11.1 -0.2 1.9 2.2 22.1 21.5 9.8
1990-2000 12.9 2.9 6.3 7.9 17.3 20.1 13.2

1950-2000 99.2 6.1 30.2 50.6 212.8 239.6 86.0
* Each urban area is assigned to the census region in which its principal central city lies. 
** Source: U.S. Census Bureau (1993, 2001a) 
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These new and varying trends may be explained by several interacting forces (Frey 

1988, 1989, Frey and Speare 1992, Mitchell 2004). First, some of the population 

redistribution may be attributed to specific historical circumstances arising in the 1970s. 

While the oil crisis and recession led to declines in major manufacturing centers and growth 

in smaller energy-industry centers, many baby boomers were also leaving home and going to 

college in smaller places. These particular conditions were temporary, however, while other, 

more transformational forces have continued to affect trends in the 1980s and 1990s. The 

strongest of these appear to be forces of deconcentration—whereby economic, demographic 

and technological changes have enabled larger numbers of households to move to desirable 

low-density regions—and forces of regional restructuring—whereby economic globalization 

has contributed to continued declines in manufacturing centers and growth in centers of 

advanced services, which may or may not be in major metropolitan areas (Frey and Speare 

1992). 

These trends establish a baseline for examining variations throughout major urban 

areas. Overall, we can expect urban tracts to have grown fastest in the 1950s and slowest in 

the 1970s. These are the norms, determined by broad national and international processes, 

and the most interesting variations will generally be those that deviate from these. 

7.2.2  Urban Core Trends 

For reasons discussed in Section 4.3 and Subsection 6.2.7, the present study focuses 

on a core dataset of historically dense tracts that were also well covered by 1950 census tract 

data. One would expect trends in these areas to differ markedly from recently developed 

tracts, and this was in fact the case, with generally much weaker trends in the core than 

outside (Table 7.1). Although total UTA populations grew by about 60 million between 1950 
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and 2000, the cores grew by less than 3 million, an increase of only 6.1%. Meanwhile, areas 

outside the core gained all of the remaining 57 million with a 401% increase. Furthermore, 

most of the core growth occurred in the 1950s, when the cores added over 5 million people. 

Over the four succeeding decades, the cores lost 2.5 million people, while at the same time 

areas outside the cores gained an estimated 46 million. Thus, most of the population growth 

in major urban areas between 1960 and 2000 occurred in areas that were not yet urbanized 

or covered by tract data in 1950. 

This distinction holds even if we expand the “core” to include areas that were 

probably urban but not well covered by tracts in 1950 (Fig. 7.1). This expansion adds the 

centers of six younger urban areas and some older peripheral regions of other areas.13 The 

population estimates for these areas are less reliable than those in the core dataset, being 

based largely on county disaggregation in earlier years, but the sharp contrast between trends 

within and outside of this expanded core is too large to be considered only an effect of 

estimation error. The expanded core appears to have fared better than the original tract-

covered core, with an estimated increase of 28% between 1950 and 2000 instead of the 

original 6.1%, but this still pales in comparison to growth outside of the expanded core, 

which exceeded 1,000% according to the estimates. In absolute terms, the parts of UTAs 

outside of the expanded core gained nearly three times as much population as did the 

expanded core (44 million versus 16 million), and the percentage of total UTA population 

outside the expanded cores grew from 7 to 40. 

                                                 
13 See Table 4.1 for a summary of how many tracts from each major UTA are in the core dataset and how 
many are in the “expanded core” (probably dense but not well covered by tracts in 1950). 
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Figure 7.1  Total population of major U.S. urban tract areas, 1950-2000. (A 2000 tract is considered “urban in 
1950” if it has an estimated 1950 density > 200 persons/km2. It is considered “well covered by tracts in 1950” 
if its area is > 90% covered.) 

 
Figure 7.2  Population changes throughout major U.S. urban tract areas, 1950-2000 

In summary, while major UTAs experienced strong growth overall, the cores grew 

only slowly, with the 1950s being the only decade of strong core growth. Core trends were 

similar to the complete UTA trends in at least one regard: aggregate change rates decreased 

from the 1950s to the 1970s, and then increased again in the 1980s and 1990s (Fig. 7.2). In 

fact, urban cores grew faster in the 1990s than in any other decade since the 1950s, evidence 
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that the trends of deconcentration most evident in the 1970s have not remained dominant, 

and that in the 1990s, as others have observed, many cores experienced an “urban 

turnaround” of population growth after decades of decline or stagnation (Simmons and 

Lang 2003). The general trend throughout urban cores was therefore a sequence of growth, 

decline, and regrowth. I now turn to the ways trends have varied from this norm throughout 

urban areas, beginning with a comparison of aggregate trends by region.  

7.2.3  Regional Trends 

Among the four census-defined U.S. regions, population trends have been much 

stronger in the major urban areas of the West and South than in the Northeast and 

Midwest.14 Between 1950 and 2000, major UTAs grew by over 200% in both the West and 

South, while UTAs grew by only 51% in the Midwest and by 30% in the Northeast (Table 

7.1). This disparity in trends has led to a significant change in the regional balance of major 

urban-area population (Fig. 7.3). In 1950, the West and South contained less than a third of 

this population, and the Northeast alone contained more than the West and South 

combined. By 2000, however, the West and South contained more than half of the major 

urban areas’ population, and both regions contained more individually than either the 

Northeast or Midwest. 

                                                 
14 See Fig. 7.5 for an illustration of the situation of the major UTAs among the four census-defined regions. 
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Figure 7.3  Populations of major urban tract areas by region, 1950-2000. (Estimates from the complete dataset, 
including all tracts regardless of 1950 density or tract data coverage.) 
 

 
Figure 7.4  Population changes in major urban tract areas by region, 1950-2000. (Estimates from the complete 
dataset, including all tracts regardless of 1950 density or tract data coverage.) 

These changes correspond closely to the general long-term trends among U.S. 

regions, as the “Sun Belt,” stretching along the southern reaches of the U.S. from the 

Atlantic to the Pacific, has for decades experienced stronger population growth rates than 

colder regions to the north. This is partly a continuation of the westward spread of 

population since original European settlement. Recently, however, it is more strongly 
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attributable to a combination of economic and technological developments that have 

enabled large populations to locate in desirably warmer climates. These developments 

include the decline in importance of the North’s advantages for manufacturing and the 

development of air conditioning systems (Glaeser and Shapiro 2003). 

The regional trends in UTA populations do, however, indicate some subtle but 

potentially significant deviations from the general patterns, most notably in the 1990s. 

Although the West and South maintained higher growth rates than the Northeast and 

Midwest in all decades since 1950, the gap shrank considerably in the 1990s (Fig. 7.4). 

Between 1950 and 1990, the average decadal change rate for the West and South, at 29%, 

was 22 percentage points above the Northeast and Midwest’s 7%. In the 1990s, however, the 

difference in rates was less than 12 points. Related to this, while the Northeast and Midwest 

experienced a continued resurgence in population growth in the 1990s, growth rates in both 

the West and South were down from the 1980s, and rates in the South, in fact, did not rise 

above the 1970s rate in either the 1980s or the 1990s. 

These shifts mean that in the 1990s there was greater uniformity in growth rates 

among regions than in prior decades. Some possible explanations are that the advantages 

offered by Sun Belt urban areas are declining in importance, that northern urban areas have 

undertaken effective policies for attracting and keeping firms and workers once again, or that 

the economic and demographic shifts that heightened northern losses in the 1970s and 

1980s have simply run their course. Of course, convergence may also be a temporary trend, 

and the 2010 census could reveal that the gap in rates has widened again. 

For the present study, the regional aggregate trends are important in two regards. 

First, we can expect to find trends throughout the urban areas of the West and South to be 
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consistently stronger than in the Northeast and Midwest. Second, we can expect that the 

general national trend of urban population resurgence in the 1980s and 1990s should be 

more apparent in the Northeast and Midwest than in the West and South, given that growth 

rates in the latter two regions have been relatively stable since the 1970s. 

It could be helpful to add to this analysis a comparison of aggregate regional trends 

in urban core populations, but I have chosen to use only the complete UTA dataset for 

regional comparisons because of inconsistencies among regions in core data coverage. In 

particular, all of the six major urban areas that were not covered by 1950 tract data were in 

the West and South. Therefore, aggregate regional statistics for urban cores either would not 

be uniformly representative or, if using the “expanded core” data, would vary in reliability. In 

either case, comparisons would be of questionable validity. I instead begin with an 

assumption that core trends vary among regions in ways similar to the complete UTA trends, 

but at lower overall rates. 

7.3  Dimensions of Trend Variation 

Having identified some broad (and mostly unsurprising) variations in population 

trends throughout major U.S. urban areas, I now enter into less well explored territory and 

begin to examine variations at a finer resolution—specifically, at the tract level throughout 

major urban cores. Before discussing spatial patterns in later sections, I present here an 

aspatial analysis, identifying the major dimensions of trend variation across all tracts 

regardless of their location.  
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Table 7.2  Summary of variation and covariation in decadal population change rates among tracts of major 
urban cores, 1950-2000 

 Normalized population change rates*  
 1950s 1960s 1970s 1980s 1990s  

Mean 9.6 1.2 -4.7 -0.4 1.0  
Std. deviation 22.9 15.3 13.0 10.7 10.3  

Correlation matrix  
1950s 1.00  
1960s .39 1.00  
1970s .16 .21 1.00  
1980s .04 .07 .20 1.00  
1990s -.02 -.01 .08 .11 1.00  

Principal component loadings** 
Pct. variance 

explained 
Cumulative 
percentage

PC1 .55 .59 .49 .30 .10 31.4 31.4
PC2 -.36 -.29 .29 .57 .62 23.1 54.5
PC3 .20 .14 -.24 -.52 .78 17.9 72.4
PC4 .27 .09 -.77 .56 .05 15.4 87.9
PC5 .67 -.73 .14 -.01 -.01 12.1 100.0

* See Subsection 6.2.1 for an explanation of normalized change rates 
** See Subsection 6.2.2 for an explanation of the PCA applied here 
 
 

One salient feature of trend variation is that variability among tracts has declined 

substantially since the 1950s. The standard deviation in normalized population change rates 

decreased in every decade from 1950 to 2000, from about 23% to 10% (Table 7.2). Change 

rates were therefore becoming more and more similar among core tracts. A likely causal 

factor is that many tracts meeting the core 1950 population density requirement were not yet 

fully urbanized in 1950. The tracts with vacant space for new development could grow very 

quickly in the 1950s, much faster than elsewhere in the core, but in later decades, after most 

available space had been developed, rapid growth was no longer feasible in most places. 

Core tracts therefore became more uniformly constrained in the amount of population they 

could easily add. Furthermore, most of the newly urbanized tracts of 1950 were home to 

young families in the midst of the Baby Boom, another cause of exceptional growth rates. In 

short, declining variability among core tracts may be largely attributable to the condition that 
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trends in fully developed neighborhoods are simply more similar to each other than they are 

to trends in newer neighborhoods. 

A more peculiar feature of trend variation is that correlations between change rates 

in consecutive decades have also steadily declined, from a correlation coefficient of 0.39 

between rates of the 1950s and 1960s down to only 0.11 between 1980s and 1990s rates, as 

indicated in the correlation matrix in Table 7.2. Even the correlation between the 1950s and 

1970s rates was stronger, at 0.16, than between 1980s and 1990s rates. This suggests that 

postwar trends had a relatively long duration compared to recent trends. Tracts that were 

growing in the 1950s tended to keep growing, and tracts that lagged behind tended to keep 

lagging. The rates of the 1990s, on the other hand, had relatively little relation to rates of 

previous decades and almost no relation whatsoever to rates of the 1950s and 1960s. 

One explanation for this might again be the capacity in some younger core tracts for 

continued development through the 1950s and 1960s, enabling greater continuity than in 

recent decades, when all core tracts were fully developed. This cannot, however, explain 

adequately the substantial drop in decade-to-decade correlation between the 1980s and 

1990s, as most core tracts were already fully developed before then. It seems instead that the 

break from the past in the 1990s could represent a broader transformation, a time of 

increasingly frequent reversals within urban cores bringing growth to many previously 

declining areas and decline to many previously growing areas.  

This interpretation is also supported by the PCA results summarized in Table 7.2 

(repeated in part from Table 6.1). As discussed in Subsection 6.2.2, the first component has a 

positive loading for all decades with the highest loadings for the first three decades, 

indicating that the dimension of greatest variation in trends is the degree to which 
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populations generally grew or declined, particularly in the earlier decades (1950 to 1980). This 

component could be considered primarily an indicator of how recently tracts had been 

developed in 1950. Tracts with vacant space and young families tended to grow and keep 

growing. Other tracts were stable or declined. 

The second component is, in contrast, heavily related to the 1980s and 1990s rates 

and inversely related to 1950s and 1960s rates, indicating that the dimension of greatest 

variation orthogonal to the first component is the degree to which populations grew or 

declined in recent decades, particularly in contrast to the early postwar trends. The remaining 

components—all of which account for a substantial proportion of total trend variation—

each relate most strongly to a contrast between change rates in consecutive decades, 

beginning, notably, with a third component that mainly contrasts 1980s and 1990s rates. 

Thus, after the first component captures general postwar growth or decline, the next two 

principal components highlight how recent trends—and particularly trends in the 1990s—

contrast with earlier trends. The degree of contrast between early and recent trends was 

therefore an important dimension of variation among core tracts, with many tracts 

containing relatively strong contrasts, either from low to high rates or vice versa. 

Another interesting feature of the PCA is that, although the 1970s stand out as an 

exceptional decade in the aggregate urban trends for the country, they did not stand out in 

trend variations among tracts. None of the first three components had their highest loadings 

in the 1970s, and it is not until the fourth principal component that variations in 1970s 

change rates are emphasized. For trends within urban cores, therefore, the 1970s appear to 

have been a transitional decade, sharing some characteristics with both the early and later 

decades, as indicated by its positive loadings on both of the first two components. Although 
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urban population change rates were in fact unusually low in the 1970s, this was consistent 

across urban cores and did not relate to many unusual variations within cores. 

In summary, even while the variability in population change rates among core tracts 

tended to decline over time, the variability in change rates between decades increased. Changes 

in the 1990s were therefore more consistent throughout cores than previously, but the 

decade’s changes were also the least like other decades’. Among core tracts, the way in which 

population trends varied the most—the first principal component of trend variation—was 

the degree to which populations generally grew or declined, particularly before 1980. After 

accounting for this form of variation, the next greatest dimension of variation—the second 

principal component—was the degree to which populations grew or declined in recent 

decades, particularly in contrast to early trends. I now turn to how these different types of 

trend variation were spatially distributed throughout urban cores. 

7.4  Typical Patterns in Trends 

The PCA results yield some useful information about how trends have varied 

generally, but of course, as demonstrated in Chapter 6, PCA is also useful for mapping and 

spatially analyzing multivariate datasets by reducing the number of variables that need to be 

mapped. It would be impossible to map every possible type of trend variation in core tracts. 

I therefore use PCA to identify just two important dimensions of trend variation—the first 

two principal components—and map those together in bicomponent trend maps of all 

thirty-four of the major urban cores for which 1950 tract data were available. These maps 

appear in the appendix in alphabetical order by urban-area name. I begin the analysis of the 

maps here by identifying some salient regularities in how trends vary spatially within urban 

cores. 
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The most apparent and consistent pattern is the contrast between trends in the 

centers and in the outskirts of cores. In one urban area after another, the trend classes in the 

center tend to be blue, turquoise, and green—indicating strong general declines, particularly 

in early decades. Although a few centers also included some gold and orange tracts, even this 

indicates that early trends were relatively weak. In contrast, tracts on the outskirts of cores 

tend to be purple, pink, and lavender—indicating strong growth in early decades—or in 

some cases orange or gray—also indicating early growth, but somewhat weaker. (To 

interpret trends on the “outskirts” of cores in the bicomponent trend maps, it is important 

to consider how much of the 1950 urban extent was covered by tract data. Several urban 

areas with poor 1950 tract coverage—e.g., Portland, Providence, San Francisco-Oakland, 

and San Jose—do not exhibit typical patterns of purple tracts on the outskirts, but this may 

be due entirely to a lack of tract data for areas where “purple trends” did in fact occur.) 

The prevalence of this pattern throughout the country demonstrates that from 1950 

into the 1970s, urban populations were generally declining in the center and growing on the 

outskirts. This agrees with the central findings of urban population density modeling, as 

synthesized in Millward and Bunting’s (2008) volcano model described in Section 2.2. Some 

other features of the volcano model are also identifiable in the maps, though not as clearly or 

consistently. For example, the volcano model suggests that trends along key rail corridors 

should resemble trends closer in to the center—growing earlier than other suburban areas 

and then plateauing or falling off. This is most evident in the shapes of some urban cores, as 

in Baltimore, Chicago, Cleveland, and Philadelphia, which all exhibit star-like patterns, 

apparently extending along prominent transportation corridors. In Chicago, some of the 

“inner-city” trends of early decline also extend outward along these same corridors. Another 
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feature of the volcano model is the emergence of suburban growth centers, especially near 

intersections of major radial and ring highways. There may be some evidence of this as well 

in some clusters of orange continuing-growth trends on the core outskirts, as in the 

northeast of Baltimore along Highway 1 and in the southeast of Houston along I-45. 

The patterns also generally agree with the neighborhood life cycle model discussed in 

Section 2.3. If we assume that the age of a neighborhood relates to its distance from the city 

center, then we would expect neighborhoods closer in to have already reached the later life-

cycle stages by 1950, with populations generally declining or in a few places growing again in 

renewal. In contrast, tracts on the outskirts were in the early stages of the life cycle in 1950 

and were therefore growing and, in most places, eventually leveled off into the middle life-

cycle stages. In between the center and outskirts, there are many “middle-aged” lavender and 

gray tracts that were just reaching the middle stages of the life cycle in 1950, still growing but 

leveling off, and soon to enter into the weaker trends of later stages. The mixture of trend 

classes in centers, from blue and turquoise to green and gold, also illustrates well the array of 

possible end sequences to the neighborhood life cycle—a continued thinning out vacating 

most homes (as in the blue tracts of Detroit), rehabilitation and gentrification yielding 

housing upgrades without an increase in population (as in the turquoise of south 

Minneapolis or in the northwest of Brooklyn, New York), or renewal with significant 

population growth due to conversions, high-rise developments or public housing projects (as 

in many of the green tracts in city centers). 

There appears, however, to be much more at work than what is suggested by either 

the volcano model or the neighborhood life cycle model. In particular, growth trends in 

recent decades, as indicated by PC2 scores, seem to follow few consistent patterns across all 
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urban areas. Beyond the one common pattern of regrowth in most CBDs, the patterns of 

recent growth—indicated by greens, yellows, oranges and pinks—show great diversity from 

one urban area to another, with recent growth sometimes pervasive, sometimes limited to a 

few pockets, sometimes in younger outer rings, sometimes in the older center, and 

sometimes in one direction but not another. This is in stark contrast to the relatively 

consistent core-periphery patterns in the early trends. 

One simple explanation for why the early trends have a more consistent pattern is 

that in the early postwar decades, the outer-core tracts were still near the urban fringe where 

most urban growth occurs, leading to a natural contrast with weaker trends farther in. By the 

1980s, however, all parts of the cores were fully developed and had reached later life cycle 

stages, so the availability of vacant land and neighborhood age could no longer be primary 

determinants of where new growth would occur. Growth patterns therefore became more 

varied as other determinants became more important. What then were the new primary 

growth determinants? I will discuss some possible local determinants of recent growth in 

Section 7.6, but first, I turn to what is apparently one of the most significant general 

determinants: regional situation. 

7.5  Regional Variations in Trend Composition 

It may be difficult to identify regional variations among core trends in the 

alphabetically ordered appendix maps, but by illustrating the national distribution of trends 

by urban area on a single graphic, as in Fig. 7.5, we can quickly see some strong contrasts 

among regions. As one would expect, these variations largely reflect the aggregate regional 

trends identified in Subsection 7.2.3; namely, trends in the West and South are generally 

stronger than in the Northeast and Midwest. For example, blue “continuing decline” trends 
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are rare in Western cores, but orange “continuing growth” is common. In the Midwest and 

Northeast, on the other hand, orange is the least common class, while blue dominates, along 

with turquoise, lavender, and purple—all indicating below-average trends in early decades, 

recent decades, or both. 

It is also clear, however, that the four census-defined regions do not effectively 

subdivide urban cores into similarly patterned groups. The largest group of like cores spans 

three regions, from Buffalo and Pittsburgh in the Northeast through most cores of the 

Midwest, spreading beyond the traditional “Rust Belt” westward to Kansas City and 

southward down the Mississippi to include Memphis and New Orleans. Throughout this 

Central region, trends are predominantly of general decline or of postwar growth followed 

by decline. Recent growth is uncommon, except in a few green renewing neighborhoods, 

usually concentrated around CBDs. 

In another group just to the northwest, Chicago, Milwaukee, and Minneapolis-St. 

Paul share the Central region’s prevalent blues and purples but with higher proportions of 

green and gold regrowth. Denver would also fit well in this “North Central” group, as its 

lack of 1950 tract coverage is likely masking purple trends that would make it more similar to 

the other North Central cores. On the other side of the Central region, Philadelphia and 

Baltimore form a group similar to the North Central cores, but with somewhat higher 

proportions of pink and orange continuing growth. Better tract coverage in Washington and 

Norfolk-Virginia Beach could reveal a mixture of trends similar to Philadelphia and 

Baltimore’s, enabling the formation of a Mid-Atlantic group that could reasonably be 

extended to include Atlanta, as well. 
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Figure 7.5  National distribution of bicomponent population trend classes by major urban area. 

To the northeast, New York, Boston, and Providence form a group with unusually 

large proportions of green and gold regrowth and relatively few cases of blue continued 

decline—a mixture of trends distinctly different from other cores of the Northeast. There is, 

however, one core outside the Northeast with very similar trends: San Francisco-Oakland. 

Although it is in a distant region, San Francisco-Oakland is like New York and Boston in its 

unusually high density, its cultural amenities, its renowned educational and research centers, 

and its leadership in growing sectors of the economy. The similarity in trends among these 

places is therefore not surprising. 

Seattle and Sacramento form another group that includes a balanced mix of all trends 

except for lavender and blue cases of strong recent decline. Unfortunately, poor tract 

coverage in Portland and San Jose make it unclear whether these two cores fit well with 

either San Francisco-Oakland or with Seattle and Sacramento. Portland’s tract coverage is, 
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however, broad enough to indicate that its neighborhoods have been unusually stable, with a 

large proportion of gray tracts. The Southern California cores of Los Angeles and San Diego 

form perhaps the most distinctive group of all, with exceptionally large proportions of 

orange and pink continuing growth trends in both areas. In contrast, the group of Texas 

cores is one of the most diverse groups, with traits that resemble both the generally declining 

Central group and the consistently stronger Western groups. Finally, Miami stands alone in a 

group of its own, characterized by pervasively strong postwar trends, with nearly half of its 

covered tracts falling (suitably) in the “flamingo-pink” class. 

There are then at least eight distinct regional groups of similarly patterned cores, and 

among them, there are several subtler and more interesting forms of variation than what is 

suggested by the aggregate regional statistics. For example, within the Midwest and 

Northeast, where most recent core trends were weak, a few groups of cores experienced 

pervasive regrowth. Core trend patterns also reveal a significant difference between the West 

and South that is masked by the aggregate statistics. We have seen that the complete urban 

areas of the West and South had similarly strong decadal growth rates throughout the period 

(Fig. 7.4). It appears, however, that urban cores in the South contained substantially larger 

proportions of declining tracts than cores in the West (Fig. 7.5). Perhaps the difference 

would be less striking if more 1950 tract data were available to compute core trends in both 

regions. The data we do have, however, suggests that while much of the recent growth in 

Western urban areas continued within urban cores, the similarly strong growth in Southern 

urban areas must have happened largely outside the cores. Here, the physical restraints on 

urban expansion in the West, including mountainous terrain and water scarcity, may be 



 188

major causes for the different growth styles, but human factors such as the settlement of 

immigrant populations in older neighborhoods are also likely influences (Fulton et al. 2001). 

In terms of the neighborhood life cycle model, it appears that the end stages a 

neighborhood experiences—whether it stabilizes, thins out, renews or rehabilitates—are 

strongly related to regional situation. For example, core neighborhoods in the Atlantic 

Northeast were likely to experience renewal, while through the center of the country, 

continued thinning out was the norm. Core neighborhoods in Southern California were 

likely never to reach the thinning out stage at all, but to experience continued growth 

instead. The strength of these regional variations confirms that the patterns were not 

random, and regional characteristics, both physical and human, are highly influential in 

determining core population trends. 

7.6  Unique Patterns by Urban Area 

We have now seen that patterns in core population trends had some common 

features throughout the country, corresponding well with standard models of urban 

population growth, and there were also several distinct regional groups of cores with similar 

trend compositions. The story does not end there, however. Many salient patterns in core 

trends were unique to specific urban areas, conforming neither to a typical national norm 

nor to any regional norms, and this is particularly true for recent trends. Most patterns in 

early postwar trends corresponded well to standard urban models and to broad regional 

patterns. The most striking unique local patterns appear mainly in recent trends. 

In Chicago’s core, for example, first component scores clearly increase from the 

center to the outskirts with trend classes varying steadily from blue and green, to lavender 

and gold, and then to purple and pink, with few exceptions (Fig. A.3). The pattern in second 
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component scores, between gold and green on the one hand and lavender and blue on the 

other, is considerably more complex. Blues of continued decline extend outward from the 

CBD to the west and south along two corridors of traditionally African-American 

neighborhoods. The southern corridor of recent declines continues on into lavender 

suburbs, while stable pink suburbs are located mainly along two corridors to the west and to 

the far north around Waukegan—an outlying center with dramatically stronger recent trends 

than at the other end of the core in Gary. Chicago’s center, meanwhile, fared well recently 

with a mixture of green and gold trends and even some orange. Perhaps most striking of all 

the patterns are two large concentrations of gold regrowing tracts to the northwest and 

southwest of the center, hugging either side of the western blue corridor. 

Aside from the regrowth in Chicago’s center, none of these prominent patterns are 

basic features of standard urban density distribution models, nor are they typical of other 

urban areas of the region. They are Chicago’s own. Likewise, only one urban core exhibits 

Atlanta’s unique pattern of strong recent growth in the north and weak recent growth in the 

south, and it is only in Houston where growth has continued strongly along corridors to the 

southeast and north and in a pocket to the southwest, while trends in other corridors have 

fallen off. Throughout most urban cores, in fact, it is possible to identify pockets or 

corridors of unusually strong or weak recent trends, with no systematic national or regional 

pattern in where these pockets occur (other than in the consistent regrowth around CBDs). 

This considerable variety in recent trend patterns confirms a prediction made by John 

Borchert in 1991: “Heterogeneity in the pre-auto ring of the metropolis … is likely to 

increase for several decades of transformation” (Borchert 1991, p. 247). This observation, 
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however, has not yet been adequately integrated into formal models of urban population 

structure and dynamics. 

Patterns in core trends no longer resemble concentric rings in the manner of 

Burgess’s (1925) urban growth model or Clark’s (1951) distance-density decay model. Nor 

do they conform uniformly to the contemporary and more robust volcano model 

synthesized by Millward and Bunting (2008). Instead, patterns in recent trends resemble a 

combination of Hoyt’s (1939) sector model and Harris and Ullman’s (1945) multiple-nuclei 

model, while maintaining aspects of the concentric ring model as well. Studies of factorial 

ecology executed prior to 1980 consistently confirmed that throughout industrialized 

nations, spatial patterns in age and family structure within cities corresponded to concentric 

rings, patterns in socioeconomic status and housing value corresponded to sectors, and 

patterns in race and ethnicity corresponded to multiple nuclei (Berry and Kasarda 1977, Ch. 

7). Perhaps in recent decades, all of these factors—the age, socioeconomic, and racial/ethnic 

characteristics of neighborhoods—have become important determinants of core population 

trends, in addition to the locations of natural and cultural amenities, which would explain 

why patterns of recent population growth appear to be mixtures of multiple spatial models. 

A further complication is that not all of the models are apparent in all urban areas. 

Sometimes only sectors of recent growth appear, and sometimes there is a mixture of rings 

and multiple nuclei, etc. Perhaps this is because the importance of different growth factors 

also varies by urban area, such that in some areas, factors related to sectors are most 

important, and elsewhere, factors related to rings or multiple nuclei are more important. In 

any case, it seems that any model of urban population structure based solely on distance 

relationships cannot adequately capture the diversity of emerging growth patterns, even if 
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the model includes distances to the CBD, to outlying job centers, to transportation 

networks, and to several other prominent features. These distance relationships are just one 

factor determining recent population change—an important one, as seen in the consistently 

regrowing CBDs across the country—but several regional and local characteristics also 

appear to be important determinants, and the relative importance of each of these 

determinants appears to vary among cores as well. 

7.7  Summary & Discussion 

This chapter has provided an overview of population trends in major U.S. urban 

areas since 1950, with an emphasis on trend variations within older urban cores. The picture 

that emerges illustrates great diversity. Although there are clear, non-random spatial patterns 

in core population trends, many of these patterns are complex and defy simple 

generalizations, and the picture seems to have grown only more complex over time. As the 

areas of strongest growth in urban areas have moved steadily outward, the trends in the 

cores left behind have become less predictable—or at least, the emerging patterns in trends 

no longer conform well to the expectations of conventional models of urban structure. 

Standard urban density models, as synthesized by Millward and Bunting (2008), 

suggest that population growth rates should consistently increase with increasing distance 

from the center, except where recent regrowth has occurred in city centers and where 

increased concentration has occurred along ring highways and around suburban job centers. 

The maps presented here indicate that this general model is not an adequate summary of 

salient trend variations in major U.S. urban cores. First, there are clear regional variations in 

the frequency of different trend types, and second, there are many distinctive local trend 

patterns as well. Similar recent trends sometimes appear in groups along radial sectors or in 
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scattered pockets that do not, in either case, conform neatly to the distance relationships 

considered to be most important in Millward and Bunting’s volcano model. In sum, the 

diversity of patterns apparent here confirms that there is an ongoing process of divergence 

in trend patterns among urban areas, as identified by Ford (1991, 1995), and an increasing 

heterogeneity in core growth patterns, as predicted by Borchert (1991). 

7.7.1  The Benefits of a New Approach 

The findings presented here also provide further evidence for the value of the new 

techniques introduced in prior chapters. Analyzing variations among tract population trends 

is not possible without first constructing a time series of tract data, which the technique of 

cascading density weighting achieves efficiently and with adequate accuracy. CDW 

interpolation errors may distort patterns within individual historical tracts, suggesting, for 

example, that all parts of a 1950 tract grew at the same rate in the 1950s when in fact some 

parts grew much faster than others. Most of the salient patterns discussed here, however, are 

systematic enough and occur over large enough areas that they could not be the result of 

such interpolation errors alone. Likewise, the particular framework of cartographic analysis 

used here also proves to have several important advantages. 

First, as proposed in Chapter 1, it has been possible to gain several unique insights 

here by examining patterns in long-term nonlinear trends rather than patterns alone, trends 

alone, trends in patterns, or patterns in short-term linear trends. In particular, many of the 

prominent emerging patterns identified here have thus far received little attention in density 

modeling research, perhaps largely because such research has focused on tracking changes in 

instantaneous distributions—i.e., on trends in patterns and not on patterns in trends. 

Examining models or maps of urban densities at different times (as in the small multiples in 
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Fig. 6.1) reveals the general trend in patterns—dispersal and outward expansion—but it does 

not clearly convey many of the significant patterns in trends that are evident here in the 

bicomponent trend maps. Similarly, research examining trends according to neighborhood 

age has confirmed the tendency of neighborhoods to pass through a typical life cycle, but 

research focused on typical trends alone will miss the many significant spatial patterns in 

neighborhood “life courses,” which are again evident here. And examining patterns in short-

term trends alone, as, for example, Berube and Forman (2003) achieve through maps of 

population change in the 1990s, may adequately reveal the diversity of recent trend patterns, 

but it cannot simultaneously convey the variety of relationships existing between recent 

patterns and earlier patterns, as the bicomponent trend maps do. 

The findings discussed here also demonstrate the value of the second distinguishing 

feature of this research—its emphasis on a broad cartographic analysis rather than on 

aggregate statistics, model fitting or narrower case studies alone. By examining maps, it has 

been possible to identify both general patterns and local particularities through a single 

mechanism with a relatively low risk of “smoothing over” or “averaging out” important 

deviations. And by examining trends throughout thirty-four major urban cores rather than 

focusing on a few case studies, it has been possible to make broader generalizations and to 

demonstrate clearly the diversity of trend patterns. It provides strong evidence that models 

of urban population structure and dynamics based only on an idealized, universal conception 

of spatial form cannot adequately capture all important patterns in trends, and developing 

better models will require accounting for a variety of regionally and locally specific growth 

determinants. 
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Finally, some of the unique advantages of bicomponent trend mapping over other 

multivariate trend summary mapping techniques also prove to be useful here. As discussed 

in Section 6.3, it is relatively easy to visually group bicomponent trend classes together into 

sets with similar scores for one component or another, making it possible to use a single 

map to analyze general post-war population trends (according to first component scores) or 

recent trends (according mainly to second component scores). Also, the bicomponent trend 

classes have straightforward relationships to phases in the neighborhood life cycle model, 

making it possible to interpret mapped patterns in terms of typical neighborhood life 

courses. An additional, more subtle advantage of the bicomponent trend mapping technique 

appears in the trend composition charts in Fig. 7.5. The particular three-by-three 

arrangement of the bicomponent classification scheme is what makes it possible to use these 

modified pie chart symbols effectively. The neighboring “slices” in the charts are also 

neighbors in the bicomponent trend matrix, indicating that they represent tracts with similar 

trend types. Furthermore, the arrangement of the outer eight classes in the bicomponent 

trend matrix translates naturally to the circular slice arrangement in the pie charts. It would 

not be possible to summarize trend cluster compositions in a similar manner with the same 

correspondence in arrangements. 
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Chapter 8 
CONCLUSION 

8.1  Summary of Contributions 

In this research, I have sought to develop an effective strategy for visualizing 

patterns in long-term urban population trends in order to provide a broad but concise 

overview of population trend patterns throughout major U.S. urban areas since 1950. In 

doing so, this work makes both methodological and substantive contributions to multiple 

fields of research—principally, urban studies, cartography, and spatio-temporal data 

analysis—with much of the work dedicated to the development and assessment of new 

techniques to address two key methodological challenges. 

The first challenge is to construct a dataset that enables measuring and mapping 

intra-urban variations in long-term population trends. Historical census tract data should be 

useful for this purpose, but constructing a time series of census tract populations requires 

somehow linking data through time even where tract boundaries have changed. In Chapter 

3, I present and compare a few relatively simple areal interpolation techniques that can be 

used to efficiently construct long time series of census tract data. Two case studies indicate 

that historical-housing target-density weighting (HH-TDW) can produce highly accurate 

results but unfortunately causes gross errors in a few common settings. In contrast, 

cascading density weighting (CDW) may be less accurate than HH-TDW in a majority of 

cases but should nevertheless be more consistently effective overall, with fewer gross errors 

than HH-TDW. I therefore use CDW to create a tract population time series for this 

research, but CDW should also be useful in many other settings where the boundaries of 
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analysis units are inconsistent over time, particularly for broad, long-term explorations in 

which the suitability of a data-linking technique depends not only its accuracy, but also on 

the simplicity of its implementation and data requirements 

The second methodological challenge addressed here is to identify an effective 

visualization strategy for investigating patterns in long-term trends. The present research 

makes multiple contributions that should benefit other researchers facing this type of 

challenge, not only in the study of urban populations specifically but in studies of geographic 

time-series data generally. First, I present in Chapter 5 a new conceptual framework that 

divides temporal mapping techniques into four categories—progression maps, chronological 

map series, trend summary maps, and space-time cubes—and I demonstrate how these 

different approaches tend to emphasize different conceptions of spatio-temporal patterns. In 

particular, the only approach that inherently emphasizes patterns in trends more than trends 

in patterns is trend summary mapping. And unlike the more commonly employed forms of 

chronological map series (small multiples and animation), trend summary maps can 

effectively condense spatio-temporal patterns into a single view, which achieves greater 

efficiency in representation and simplifies comparisons of trends across regions. 

Despite these unique advantages, trend summary maps have received relatively little 

attention in recent research on techniques of spatio-temporal data visualization. I therefore 

provide here, in Section 5.4, an overview and assessment of several types of trend summary 

mapping techniques, and I introduce a novel technique, bicomponent trend mapping, which 

combines principal component analysis with bivariate choropleth mapping. Through 

comparison with small multiples and trend cluster maps in Chapter 6, and through the 

analysis of a bicomponent trend map series in Chapter 7, I demonstrate that bicomponent 
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trend mapping has several important advantages over other temporal mapping strategies, not 

only for illustrating patterns in urban population trends but potentially for many other 

settings of spatio-temporal data visualization as well. 

Applying the new techniques of CDW interpolation and bicomponent trend 

mapping to historical census tract data enables the central substantive contribution of this 

research: an overview of population trend variations throughout major U.S. urban cores that 

achieves a previously infeasible combination of broad spatial extent, fine spatial resolution, 

and long temporal range. This overview confirms and elucidates much of what past research 

has suggested about urban population trends. There is a clear tendency in postwar decades 

for decline in central tracts and growth in outer tracts, followed by regrowth in some central 

tracts in recent years as well as recent stabilization or decline in populations of inner-ring 

suburbs. There are also, however, many salient deviations from these standard narratives of 

urban dynamics, particularly in recent decades. 

Emerging patterns in trends vary by region and within individual urban areas in 

interesting and important ways that do not conform to standard monocentric or polycentric 

models of urban structure. The relative frequency of regrowth or continued decline in older 

neighborhoods varies markedly among several subregions of the U.S. Trend patterns in 

several cores more closely resemble Hoyt’s (1939) sector model or Harris and Ullman’s 

(1945) multiple nuclei model than the concentric variation that dominates standard models 

of urban density distribution. Distance to the CBD remains an important factor, but several 

other factors seem increasingly influential as well, including the racial, ethnic, and socio-

economic characteristics of neighborhoods, proximity to natural and cultural amenities, and 

the economic strength of an urban area in advanced services and technology, as well as 
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climate factors. There is ample evidence, therefore, of an increasing divergence in trend 

patterns among urban areas, as identified by Ford (1991, 1995), and of an increasing 

heterogeneity in trend patterns within cores, as predicted by Borchert (1991). To explain or 

influence these evolving patterns, urban growth models will therefore also need to evolve to 

take better account of regionally and locally unique factors. 

These substantive findings also point to another type of methodological 

contribution: the demonstration of the value of the two basic distinguishing features of this 

research, as discussed in Section 1.3 and Subsection 7.7.1. First, focusing on patterns in 

trends, and particularly on patterns in long-term nonlinear trends, results here in the 

elucidation of several prominent patterns that have largely been overlooked in density-

modeling studies focused instead on trends in patterns. This distinction between patterns in 

trends and trends in patterns should be useful in many other settings of spatio-temporal data 

analysis as well. It is relevant when assessing the utility of different temporal mapping 

techniques (for example, animation should more effectively illustrate trends in patterns than 

patterns in trends) and when determining data requirements (for example, examining 

patterns in trends requires a time series with static spatial units). The distinction should also 

help alert researchers to blind spots in analyses and suggest new ways of understanding 

geographical systems, as I believe it has here. Second, by completing a broad cartographic 

analysis, rather than focusing on aggregate statistics, model fitting, or narrow case studies 

alone, it has been possible here to identify both general patterns and local particularities 

without ignoring or smoothing over the many forms and scales of trend variation.  

This last point could also justifiably be recast as a critique of the present research. 

“Ignoring” and “smoothing over” forms of variation are essential steps in the process of 
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separating signal from noise and in extracting meaningful information from raw data. 

Therefore, while the map series and discussion presented here may effectively illustrate a 

broad variety of population trends throughout major urban cores, the level of detail 

presented remains high, perhaps complicating the picture as much as simplifying it. This 

research may therefore stop too far short in the work of selection, reduction and 

generalization. There is nevertheless value in the efficient communication of complexities, 

and most effective research projects raise as many questions as they answer. I therefore 

readily admit that there are many more patterns of interest appearing in the bicomponent 

trend maps than I have been able to identify or discuss, much less explain. That is why I 

believe the maps by themselves may stand as the single most important contribution of this 

work, presenting a broad view of U.S. urban population dynamics in all their complexities, 

enabling map readers to identify and interpret patterns and trends they find to be most 

interesting. 

8.2  Prospects for Future Research 

This study engaged multiple research frontiers, and along each of them, there 

remains much space for advancement. To begin, regarding the first methodological research 

challenge addressed here, there are many possibilities for producing more accurate or more 

complete time series of census tract data. CDW’s simplicity is both an advantage and a 

liability, leaving it susceptible to systematic errors. The results presented here are therefore 

distorted by some unknown degree of interpolation error, and it would be useful to 

complete a more thorough assessment of the accuracy of CDW than was achieved in the 

limited case studies here. Alternatively, there are several strategies that could be used to 

obtain more reliable estimates, including using recent census block data to guide the 
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allocation of recent tract populations, using land cover data, street data, or other sources to 

identify large regions that were likely to have been “persistently unpopulated”, and possibly 

developing a hybrid of HH-TDW and CDW that takes advantage of the merits of each while 

reducing the risk of pitfalls. In addition, both of these methods are relatively simple 

deterministic strategies, and there are many statistical and geostatistical frameworks that 

could be employed to integrate multiple ancillary datasets and to model variability and spatial 

autocorrelation effectively. It could also be useful to produce a dataset with a broader spatial 

and/or temporal scope by identifying effective strategies for using county data and other 

ancillary sources to estimate historical census tract populations where no tract data existed. 

In addition, more work is needed to determine which interpolation strategies should be most 

effective when examining variables other than total population or working with spatial units 

other than census tracts. 

Regarding the second methodological research challenge addressed here—identifying 

an effective visualization strategy for investigating patterns in long-term trends—there are 

again several ways to build on the present work. First, to confirm the relative strengths of 

different temporal mapping techniques, it should be useful to conduct user testing. An 

effectively designed survey could indicate more strongly whether the conceptual framework 

developed here is valid—whether most map readers do in fact find trend summary maps 

most useful for visualizing patterns in trends while finding chronological map series and 

progression maps to be better for visualizing trends in patterns. A survey could also be used 

to investigate the interpretability and suitability of different trend summary mapping 

techniques in different settings, comparing not only bicomponent trend maps and trend 

cluster maps but also maps employing temporal glyphs, self-organizing maps, or other 
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strategies of trend summarization. Aside from the evaluation of existing trend summary 

mapping methods, there also remains great potential for the development of new methods 

employing any number of multivariate mapping, statistical, or computational techniques. 

One promising direction for continued innovation is in the extension, revision, or re-

application of bicomponent trend mapping. To produce a more complete—though also 

more complex—overview of urban population trends, it would be possible to produce 

bicomponent trend maps with many more class divisions or with an unclassed color scheme, 

illustrating finer gradations in trend variation. In contrast, to reduce some of the complexity 

of the maps, it would be possible to spatially smooth component scores to produce 

isoplethic trend maps. This could reduce clutter on the maps by eliminating discrete, 

complex edges around tract boundaries. Proportional symbols or cartogram techniques 

could also be used to standardize the size of trend symbols, reducing the risk of larger tracts 

receiving too much emphasis relative to smaller tracts. Given the many potentially useful 

variations on classification and symbolization schemes, dynamic control of bicomponent 

trend map features in an interactive software environment could be a highly effective tool of 

exploratory data analysis, not only for investigating urban population trends but also in many 

other settings of spatial data analysis. 

To build on the substantive findings of this research, there remains a need, first, for 

more interpretation and explanation of the many emerging patterns in urban population 

trends identified here, as well as any other potentially significant patterns that I did not 

discuss, with due consideration of the multiple scales of variation: national consistencies, 

regional variations, and locally unique features. What explains the particular regional 

groupings of urban cores with similar trend compositions? What factors contribute to the 
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occurrence of pockets of recent growth in the many urban cores dominated by recent 

decline? Is there a consistent correspondence between traditionally black neighborhoods and 

“blue” continued-decline corridors? Why do trend patterns in the urban cores of Texas seem 

more eclectic than elsewhere? The list of questions raised by the mapped patterns could 

extend for several more pages, and providing sound answers could be the aim of many more 

research efforts, if not several research careers. 

One research direction that could be particularly fruitful in addressing these 

questions is the development of a more robust urban growth model, taking into account not 

only the distance relationships considered to be important in conventional density 

distribution models, but also neighborhood (tract) population and housing characteristics as 

well as the economic, climate, and amenity characteristics of whole metropolitan regions. All 

of these factors appear to be relevant in emerging core trend patterns. Advanced modeling 

could help to determine which growth determinants are most important, whether some 

factors are becoming more or less important over time, and whether some factors vary in 

influence across regions. This would aid in both the description and explanation of the 

increasingly complex variety of trend patterns. 

Finally, with the 2010 census soon approaching, it should be interesting to re-apply 

bicomponent trend mapping with the new tract data when it becomes available, or to use the 

data to develop an advanced growth model as described above. We might expect the trend 

patterns of the new millennium to continue the divergence of the 1980s and 1990s, but they 

might also begin to exhibit new, unforeseen patterns in response to the recent housing boom 

and bust and extreme fluctuations in fuel prices. In any case, the framework of analysis 

developed here should be useful in investigating such developments. 
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Appendix 
- 

BICOMPONENT TREND MAPS OF URBAN CORE POPULATIONS, 1950-2000 

 
Figure A.1 Key to the bicomponent trend maps on succeeding pages. At left, the bicomponent trend matrix 
summarizes population trends among 2000 census tracts of major U.S. urban cores from 1950 to 2000, 
classified by principal component scores. The trend lines indicate the mean relative deviation from the mean population 
through time for all tracts in each class. Section 6.2 provides a complete explanation. 
 
All maps are drawn at the same scale (1:500,000) using an Albers Equal-Area Conic projection with the central 
meridian adjusted for each map. The maps are ordered among pages alphabetically by urban-area name. 
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Figure A.2 Atlanta, Austin, Baltimore and Boston 
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Figure A.3 Buffalo & Chicago 
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Figure A.4 Cincinnati, Cleveland, Columbus, Dallas-Fort Worth & Denver 
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Figure A.5 Detroit, Houston, Indianapolis & Kansas City 
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Figure A.6 Los Angeles, Memphis, Miami & Milwaukee 
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Figure A.7 Minneapolis-St. Paul, New Orleans, New York-Newark & Norfolk 
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Figure A.8 Philadelphia 
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Figure A.9 Pittsburgh, Portland, Providence, Sacramento & St. Louis 
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Figure A.10 San Diego, San Francisco-Oakland, San Jose, Seattle & Washington 
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Figure A.11 The bicomponent trend maps arranged geographically. Reduced from a poster-sized (ANSI E) 
layout presented at the Meeting of Association of American Geographers (Schroeder 2008). The trend lines in 
the trend matrix in this representation were computed differently than in Fig. A.1, but the colors and classes 
here nevertheless correspond directly to those on previous figures. 


