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Abstract

Bayes �nite di�erence schemes are an alternative ver-
sion of �nite di�erence schemes. They are derived
by constructing an expression for the average error
of a scheme, and then minimizing the error over all
possible versions of �nite di�erence schemes. Opti-
mum schemes are constructed for several situations
and their performance analyzed. They are found to
be more e�cient than traditional schemes. Also, the
average error is a tool that can be used to do many
di�erent kinds of optimization. For example, we �nd
schemes which achieve a speci�ed accuracy at mini-
mum cost.

1 Introduction

An extremely common task in numerical analysis is
the following: you know the value of a function at a
few points, usually equally spaced, and you want to
approximate some linear functional or operator using

this data, for example, the derivative. The usual way
of doing this is to �nd an interpolating polynomial for
your data, apply the operator to the polynomial, and
let this be your approximation. This idea underlies
most of numerical analysis.

An alternative approach is to construct the Bayes
estimator for the operator given your data. A Bayes
estimator is described in the following way: You
probably have some a priori knowledge about what
functions you will have to deal with. Suppose the
prior knowledge can be expressed as a probability
distribution for functions. Once the set of all func-
tions has been equipped with a probability, then any
scheme for estimating any aspect of a function from
any kind of data has an expected error. The Bayesian
idea is to use the estimation scheme which minimizes
the expected error. This scheme is called the Bayes
estimator (BE).

By expressing prior knowledge as a probability dis-
tribution I mean constructing a probability measure
somehow with the property that random functions
taken from this measure \look like" functions that
come from the real source. So functions or sets
of functions that you expect to encounter often are
given high probability, and functions that you expect
to encounter rarely are given low probability.

What does Bayes estimation mean in the context
of �nite di�erence schemes? Well, we have some grid-
points fxigki=1 where we know the value of a function
u(x), and we want to estimate u0(x�) with a scheme
of the form

u0(x�) �
kX

i=1

aiu(xi): (1)

So we pick the coe�cients ai by minimizing the ex-
pected value of

��u0(x�) � kX
i=1

aiu(xi)j
2 (2)

over the ai.

This idea has some advantages. One problem with
the traditional approach is that for very high-order �-
nite di�erence schemes, no reliable means of estimat-
ing their accuracy exists. The Taylor-series method
of analysis gives �nite-di�erence schemes error esti-
mates of the form

� = O
�
�x�kf (k+1)(�)

�
(3)

where k is the order of the scheme, and � is some un-
known point inside the support of the scheme. If k is
small, then it is reasonable to assume that f (k+1) is
O(1) and say that � = O(�xk). But if k is large then
f (k+1) is probably huge and (3) is no longer meaning-
ful without saying something about jf (k+1)(�)j. In
contrast, any scheme, high or low order has an ex-
pected error.
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A more practical advantage is that Bayes �nite dif-
ference schemes are constructed speci�cally to min-
imize the expected error. Traditional polynomial-
interpolation (PI) schemes do not, and therefore PI
schemes are less accurate than Bayes schemes.
The purpose of this paper is to describe a few dif-

ferent kinds of Bayes �nite di�erence schemes and
investigate their performance, especially in compari-
son with traditional �nite di�erence scheme.
In sections 1-4 we will show how to construct Bayes

�nite di�erence schemes. In section 5 their perfor-
mance is analyzed in a simple case. In section 6, 8
and 9 their performance is investigated numerically.
In section 10 Bayes versions of compact schemes are
constructed and their performance investigated. In
section 11 we consider the question of what choice of
scheme order and gridpoint spacing achieves a de-
sired accuracy while minimizing computational ef-
fort. This question is very hard to ask in the tra-
ditional framework. In section 12 we use Bayes �nite
di�erence schemes to discretize a PDE. We construct
the Bayes analogue of the classic explicit scheme for
the 1-D heat equation and compare its performance
with the traditional version.

1.1 Bayes Estimation

We will begin by de�ning some things and describing
Bayesian estimation in general terms. Let u(x) be
a random function from the probability distribution.
Let M be the operator or functional that we want to
estimate, and let A be an operator which takes u(x)
and gives our data about it, namely its value at some
points fxig. This is called the information operator.
Finally, let B be any operator which attempts to es-
timate Mu from Au. Then the expected or average
error for that operator is

�0(B) = E
�
k(M �BA)uk

�
; (4)

where E(�) is the expected value of a quantity. A
slight modi�cation of this which leads to simpler
mathematics is

�(B) = E
�
k(M �BA)uk2

� 1
2 : (5)

Since there is no particular reason to prefer (4) we
will use (5) exclusively in this paper.
The Bayes estimator is the operator B� which min-

imizes �(B) over B. A small generalization of this
idea is the restricted Bayes estimator (RBE), where
�(B) is minimized over some convenient subset of op-
erators.
Under a wide range of conditions, the BE is the

conditional expectation

B�a = E(MujAu = a): (6)

This is discussed at length in [1]. If M = I, then
this is the mean of the conditional probability. A
su�cient condition for (6) to be true is that u(x) and
Mu(x) be members of separable Hilbert spaces, and
the norm in (5) be the Hilbert space norm. For the
rest of the paper, we will assume that we are working
in a separable Hilbert space.

The simplest kind of in�nite-dimensional probabil-
ity distribution is the Gaussian measure. This is the
only kind we will deal with here. A probability distri-
bution is a Gaussian measure if l(u) is a normal ran-
dom variable for all bounded linear functionals l(�).
Gaussian measures have some convenient properties:
if the information operator A and the estimated op-
erator M are both linear, then the Bayes estimator
is also a linear operator, and the BE is obtained from
a linear least{squares problem. Probably for almost
all non-Gaussian probability distributions, the Bayes
estimator will be far more di�cult to construct and
apply. If a restricted Bayes estimator is desired where
estimators are restricted to linear operators, then the
RBE is obtained from the same linear least{squares
problem as the Gaussian BE.

It is natural to ask how appropriate it is to assume
a Gaussian measure, since functions obtained from
any real source will have small or large deviations
from a Gaussian measure. My opinion is that since
the probability distribution is being used merely as
a container for whatever a priori knowledge we have,
a Gaussian measure is appropriate if (and only if) it
can easily express our prior knowledge. One type of
knowledge that it can easily express is knowledge of
smoothness or lack of it, over the whole domain, or
at particular points.

For example, consider a situation where we know
that functions are smooth except at a single point.
If that point is known, then a Gaussian measure is
appropriate. If the point is unknown, then it is not.
If the discontinuity were known to be at one of sev-
eral known points, then a possible probability dis-
tribution would be a linear combination of the Gaus-
sian measures associated with discontinuities at those
points.

2 Construction of the Linear

Bayes Estimator

The material in this section can be found in other
sources, such as [2], Sect. 1.1, or possibly in books
on the Kalman �lter.

Let f�l(x)gl2� be a complete orthogonal basis for
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the space. Then let

û = Su = fh�l; uigl2� = fûlgl2� (7)

where h�; �i is the inner product for the space. For the
rest of the paper we will deal mainly with û rather
than u itself. In particular, the information matrices
and estimated matrices will operate on û rather then
on u.
The covariance matrix for the probability distribu-

tion is de�ned by

Clk = E
�
h�l; uih�k; ui

�
; l; k 2 �; (8)

and the mean is

�l = E
�
h�l; ui

�
; l 2 �: (9)

It is always possible to �nd a complete orthogonal
basis such that C is diagonal. Such a basis has some
useful properties. Together, the mean and the covari-
ance matrix uniquely specify a Gaussian measure. In
this paper we will always assume that � = 0. This
corresponds to the assumption that for any function
f(x), �f(x) and f(x) are equally likely to be encoun-
tered.
Now suppose G is any in�nite matrix. We can see

that Gû is a random vector and that its covariance
matrix is

(CG)ij = E
�
(Gû)i(Gû)j

�
= E

�P
k
Gikûk

P
l
Gjlûl

�
=

P
k

P
l
GikE

�
ûkûl

�
Gjl

=
�
GCGt

�
ij
: (10)

By similar means we can say that�
CG;H

�
ij
= E

�
(Gû)i(Hû)j

�
=
�
GCHt

�
ij
: (11)

The next result we need is

E
�
kuk2

�
= E

�
kûk2

�
= E

�P
l2�

h�l; ui
2
�

=
P

l2�
E
�
h�l; ui

2
�

= tr
�
C
�

(12)

We are skipping over some real analysis issues. To
be rigorous, we would have to show that the sums
in question converge, and justify the exchanging of
sums and expectations.
Now recall that tr(AtA) = kAk2F = kAtk2F , where

k � kF is the Frobenius norm. Let C
1

2 be a matrix

satisfying C
1

2
tC

1

2 = C, and now we have

E
�
kûk2

�
= kC

1

2 kF ; (13)

E
�
kGûk2

�
= kC

1

2GtkF ; (14)

and �nally

�(B) = E
�
k(M �BA)ûk2

�
= kC

1

2AtBt � C
1

2M t)kF : (15)

Minimizing this over B is the multiple-right-hand-
side linear least squares problem. Methods for solv-
ing this are discussed in many sources, such as Golub
and Van Loan [5]. Using the normal equations ap-
proach gives us the equation

B� = MCAt
�
ACAT

��1
(16)

for the BE. There is also a form involving the gener-
alized inverse. This is

B� = MC
1

2

�
AC

1

2

��
: (17)

Singular value decomposition and QR decomposition
approaches also exist for this problem, and they are
usually preferable to the normal equations approach.
The matrix ACAT is the covariance matrix for the

data. If the data is complete enough that the ex-
pected error of estimation is small, then ACAT will
be an ill-conditioned matrix, and it will be impossi-
ble to accurately compute the BE using (16). In this
situation, the SVD or QR approaches are much more
stable.
This development uses the covariance matrix, but

not any other aspect of the probability distribution.
In addition, it assumes a linear estimator. There-
fore, what we have constructed is the linear-estimator
RBE. In other sources, for example [3], [4] it is shown
that if the probability distribution is Gaussian, then
B�(Au) is indeed the mean of the conditional prob-
ability, and that the conditional probability is Gaus-
sian. So, in the Gaussian case, (16) is the BE as well
as the linear-estimator RBE.

2.1 Information and Other Matrices

Since we are concerned with �nite di�erence schemes
in this paper, our information will consist of function
values at some gridpoints, usually equally spaced.
The functionals and operators we wish to estimate
will be also be evaluated at some gridpoints.
Since f�l(x)gl2� is a complete orthogonal basis,

u(xi) =
X
l2�

�l(xi)h�l(x); u(x)i =
X
l2�

�l(xi)û: (18)

where fxig
n
i=1 are the gridpoints being used in the es-

timation process. So the elements of the information
matrix are

Ail = �l(xi); l 2 �; i 2 f1; . . . ; ng: (19)
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Suppose that M0 is a (linear) operator being es-
timated, and x0j are the points at which it will be
evaluated. Then

(M0u)(x
0

j) =
X
l2�

(M0�l)(x
0

j)û (20)

and so the entries of the estimated matrix are

Mjl = (M0�l)(x
0

j); l 2 �; i 2 f1; . . . ; ng: (21)

These are in�nite-by-�nite matrices. To do arith-
metic on them with a computer, they must be trun-
cated somehow. Usually, all but a �nite number of
rows of C

1

2At have very small entries and it is pos-
sible to throw away all the rows but the ones with
large entries.

3 Modifying the (R)BE for In-

put Noise

Most of the material in this section is similar to the
discussion in [2] Sect. 1.1.1. If the matrix ACAt is
ill-conditioned, then the norm of the BE will be large.
If the input data is exactly correct, then this doesn't
matter. But if the data are corrupted by some noise,
then the noise will be ampli�ed by the estimation
operator and can result in large errors. It is possible
to modify the BE to take into account input noise.
This can be crucial in very ill-conditioned situations.
So instead of observing Au, we observe Au + n,

where n is a noise vector. If we assume that n is a
Gaussian random vector with covariance matrix Cn,
we can use existing formulas with bigger matrices.
We consider an new function being estimated,

v =

�
û

n

�
: (22)

which has a new covariance matrix

C0 =

�
C 0
0 Cn

�
: (23)

We have a new operator to estimate,

M 0 =
�
M; 0

�
: (24)

a new information operator,

A0 =
�
A; I

�
: (25)

Substituting these into equation (15) gives the new
least squares problem

"
C

1

2At

C
1

2

n

#
Bt �

�
C

1

2M t

0

� 
F
: (26)

The normal equations version of this is

B� = MCAt(ACAt +Cn)
�1: (27)

4 Covariance Matrices for Fi-

nite Di�erence Schemes

Before we can construct the Bayes estimator for any-
thing, we need to know how to express our a priori
knowledge as a covariance matrix. This can be done
in several ways, see for example [2]. In this section
we will use symmetry properties of the probability
distribution to partly de�ne the covariance matrix.
For the moment, we will assume that our functions

are periodic on the interval [0; 2�). Later on, we will
let the length of the interval go to in�nity.
The assumption we will make is that the proba-

bility distribution is invariant under translations and
reections. Let Sd and R be the translation and re-
ection operators, so that for all d, Sdu(x) = u(x+d)
and Ru(x) = u(�x). So now what we mean by invari-
ance is that Sdu(x) and Ru(x) are as likely functions
as u(x). Then we would expect that the covariance
matrices for Sdu and Ru would be the same as the
covariance matrix for u.
If we let our orthogonal basis functions be the com-

plex exponentials, then we can show that these in-
variance properties imply that the covariance matrix
must be diagonal.
The covariance matrix for Sdu is de�ned by

cov(Sdu(x)) =

E
�
heikx; Sdu(x)iheik

0x; Sdu(x)i
�
: (28)

We have

heikx; Sdu(x)i = eikdheikx; u(x)i (29)

and so by applying this to 10, the translation invari-
ance gives us

Ck;k0 = eid(k�k
0)Ck;k0 (30)

for all d. This can only be true if Ck;k0 = 0 whenever
k � k0 6= 0.
We can do a similar analysis for reections. It can

be seen that

heikx; Ru(x)i = �hei(�k)x; u(x)i; (31)

which gives us

Ck;k0 = C�k;�k0: (32)

Putting these two together we see that the covariance
matrix is of the form

Ck;k0 = �k;k02
jkj (33)

for some sequence 2k. This sequence is usually called
the power spectrum.
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Much of the material in this section can probably
be found somewhere in Grenander and Szeg�o, [6], or
in discussions of homogeneous turbulence such as [7].

These invariance assumptions only partly de�ne
the covariance matrix. We still have to choose a
power spectrum. This is possible in many situations.
For example, if we know that the functions encoun-
tered have exactly d continuous derivatives then we
know that ûk = O(k�d), and a reasonable choice of
power spectrum is

2k = k�d: (34)

If we know that u(x) has been operated on by the
heat equation for at time�t, then a reasonable choice
of power spectrum is

2k = expf�k2�tg (35)

4.1 Matrices For the Fourier Case

With the basis functions feikxg1k=�1, the informa-
tion matrix becomes

Aik = eikxi ; (36)

and the estimated operator matrix becomes

Mjk = (M0e
ikx
�
(x0j): (37)

If the operator M0 is translation-invariant, i.e.,
M0Sdu = SdM0u, then there is a sequence m̂k such
that

M0e
ikx = m̂ke

ikx (38)

and so we have

Mjk = m̂ke
ikx0

j : (39)

The sequence m̂k is usually called the symbol or the
frequency response of M0.
These are in�nite matrices and we have to decide

how to truncate them. Typically, there will be a num-
ber kmax such that all of the rows of C

1

2At and C
1

2M t

beyond kmax have entries smaller than the machine
precision. Then we can take the �nite submatrices up
to kmax and presumably computations on these �nite
matrices will give the same results as computations
on the in�nite matrices.

4.2 In�nite Domains

In this case, the Fourier sum becomes a Fourier in-
tegral. The discrete parameter k is then replaced
by the continuous parameter ! and sums over k are
replaced by integrals over !. The rows of A and

M change from being vectors indexed by k to be-
ing functions of !. In order to do computations, the
frequency domain has to be discretized somehow.
This can be done by �nding a set of frequencies

!k and weights ck such that the continuous inner
product Z

1

�1

2(!)Ai(!)Mj (!)d! (40)

is approximated to (the square of?) machine preci-
sion by the �nite inner product

kmaxX
k=�kmax

ckAi(!k)Mj(!k); (41)

where Ai(!) and Mj(!) are (continuous) rows of the
information and estimated operator matrices. Then
the discrete matrices are�

C
1

2At
�
ik
= c

1

2

kAi(!k); (42)

�
C

1

2M t
�
ik
= c

1

2

kMi(!k): (43)

If 2(!) is the weight function of a family of or-
thogonal polynomials, then a natural choice for !k
and ck is the points and weights for Gaussian inte-
gration with respect to it.

5 A Simple Example

There are probably no closed-form expressions for
either the BE or its expected error in any but the
simplest cases. In this section, a situation will be
shown where closed form expressions exist. Some of
the properties of this case are generic to more com-
plex situations.
The probability distribution will be translation in-

variant, and the domain will be in�nite. The input
data are assumed to be exact.
We will be estimating the derivative, evaluated at

x = 0. Our data will be function values at 3 points,
uj = u(j�x); with j = �1 to 1. We are looking for
coe�cients bj so that

u0(0) �
P1

j=�1
bjuj: (44)

The power spectrum will be the one appropriate for
the heat equation,

2(!) =

r
a

�
expf�a!2g: (45)

The information operator A is de�ned by

uj = (Aû)j =

Z 1

�1

e�i!(j�x)û(!)d!; (46)
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and the estimated operator by

u0(0) = Mû =

Z
1

�1

i!û(!)d!: (47)

The BE is then de�ned by the following least-squares
problem

min
b
k(!)(i! �

P
j
bje

i!j�x)k2 (48)

where

k � k22 =

Z
1

�1

j � j2d! (49)

denotes the L2 norm in Fourier space.
In this simple case, the integrals in the above

expression can be evaluated analytically, giving a
closed-form expression for the expected error. This
is a quite messy expression, but it can be simpli�ed
by using symmetry considerations to assume that b�
is of the form

b� =
�

2�x
f�1; 0; 1g (50)

for some �. Then the expected error is

�2 =
1

2a
�

�2

2�x2
�
1� e��x2=a

�
�

�

a
e��x2=4a (51)

To �nd the BE, we di�erentiate this expression with
respect to � and set that to zero, giving

� =
�x2e3�x2=4a

a(e�x2=a � 1)
: (52)

and the expected error associated with this is

�2(b�) =
1

2a
�

�x2e��x2=2a

2a2(1� e��x2=a)
: (53)

We can compute the expected error of the corre-
sponding estimator based on polynomial interpola-
tion, i.e. with � = 1. It is

bPI =
1

2�x
f�1; 0; 1g; (54)

and its expected error is

�2(bPI) =

1

2a
+

1

2�x2
(1� e��x2=a)�

1

a
e��x2=4a: (55)

These are rather messy expressions. It is useful to
look at what happens as �x ! 0. So we expand
these expressions in power series in �x and look at
the leading terms. The expected error for the BE is

�2(b�) �
�x4

48a3
: (56)

Now compare this with the expected error for the
polynomial interpolation scheme

�2(bpi) �
5�x4

95a3
: (57)

We can draw several interesting conclusions from
this:

1) We see that as �x! 0, �2(b�) also goes to zero.

2) The error estimator predicts second order accuracy
for the PI scheme, which is consistent with conven-
tional error estimates.

3) The BE also has second order accuracy, but its
expected error is smaller than the error of the PI
scheme by a factor of

p
5=2.

4) The BE does not lose its advantage over the PI
scheme as �x! 0.

We can also look at the di�erence between the co-
e�cients of the BE and the PI scheme. They di�er
by the factor �. If we look at its power series, we see

� � 1 +
�x2

4a
+ O(�x4): (58)

We see that as �x ! 0, or as a ! 1, the co-
e�cients of the Bayes scheme approach those of the
polynomial interpolation scheme. Recall that a is
a parameter in the probability distribution which
controls the expected smoothness of functions. Big-
ger a corresponds to smoother functions expected.
Thus, polynomial interpolation can be viewed as the
in�nitely-smooth-functions limit of Bayes schemes.
These conclusions probably continue to be true in
more complex situations.

6 A More Complex Case

If we have more than 3 gridpoints or they aren't
equally spaced, or there is input data noise or the
power spectrum function isn't simple, then the Bayes
coe�cients and the error estimates have to be deter-
mined numerically.
In this experiment, functions are periodic with pe-

riod 1, with n equally spaced gridpoints in the do-
main. A power spectrum was used that is supposed
to be appropriate for homogeneous isotropic turbu-
lence,

2turb(k) = k�5=3 expf�2:16�k4=3g (59)

This expression was taken from [7]. The parameter
� is the viscosity and is essentially the inverse of a
Reynolds number. Smaller viscosity means activity
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on smaller length scales, i.e., less smoothness. The
functional being estimated was the derivative, evalu-
ated at x = 0. For data, the 2m + 1 gridpoints

xi = i�x; i 2 f�m; . . . ;mg (60)

were used. Values of parameters were

�x = 1=60;

� = 0:2;

C
1

2 = diag
�
turb(k); jkj � �kmax

�
;

kmax = 120;

C
1

2

n = 10�12I; (61)

where Cn is the noise covariance matrix. The Bayes
coe�cients were computed using the Lapack subrou-
tine DGELSS, which uses the singular value decom-
position. For comparison, the PI coe�cients were
computed for the same problem, using an algorithm
of Fornberg [8], and their expected error calculated.
This and all other calculations described in this paper
were done using IEEE double precision.
In �gure 1, the expected error for the BE and the

PI scheme is shown for di�erent values of m. We can
see that

1) as the number of points used increases, the ad-
vantage of the Bayes scheme over the PI scheme in-
creases.

2) The expected error of the Bayes scheme decreases
rapidly at �rst, but then falls o� more slowly. This
suggests that the increased accuracy associated with
using many points in the scheme is not worth the ex-
tra work. That is, high order �nite di�erence schemes
are more e�cient than spectral schemes.

7 Theoretical properties of the

BE

Let B�(A) be the Bayes estimator for something us-
ing data represented by the information matrix A.
Let ��(A) denote its expected error. We can see that
if �

A1

A2

�
(62)

is an informationmatrix giving the data fromA1 plus
the data from A2 then

��

��
A1

A2

��
� ��(A1) (63)

That is, additional data never increases the expected
error. The reason for this is that the Bayes estima-
tor is de�ned as the estimator which does at least

as well as every other estimator. Among the estima-
tors which it competes with is an estimator which
is the BE for A1, and which ignores the data from
A2. Another competitor is the estimator based on
polynomial interpolation. So,

1) The expected error of the BE is never greater than
the expected error of the polynomial interpolation
scheme.

2) If you add to the set of gridpoints used to esti-
mate something, the expected error of the BE never
increases. Estimators based on polynomial interpo-
lation don't have this very desirable property.

8 Convergence of Polynomial

Interpolants: Runge Phe-

nomenon

Suppose a function f(x) is de�ned on the interval
[�1; 1], and a polynomial Pn(f) interpolates it at n
equally spaced points. Then unless f is extremely
smooth, Pn(f) will not converge to f as n ! 1. It
will diverge, in fact. If the point spacing is kept �xed
and the interval of approximation enlarged as n in-
creases, then the smoothness requirements are even
more strict. If the polynomial interpolant is to con-
verge, f must be analytic and have no singularities
anywhere in the complex plane.

However, even if Pn(f) does not converge, it usu-
ally will not diverge everywhere in the domain of ap-
proximation. Typically, if f is not smooth enough,
Pn(f) will converge to f in some region in the center
of the domain, and diverge outside it. This means
that PI schemes that are centered or almost centered
are fairly robust. However, o�-centered schemes
based on polynomial interpolation are pretty worth-
less.

In this o�-centered case, the Bayes schemes' guar-
antee that the error will decrease as the number of
points used increases makes it far superior to the
polynomial interpolation schemes.

Figure 2 is the same as �gure 1 except that the
derivative is evaluated at x = 0, and the gridpoints
are

xi = i�x; i 2 f0; . . . ; 2mg; (64)

so the schemes are completely one-sided. We see that

1) As m increases, the expected error of the PI
scheme decreases to a minimum at about 2m = 10,
and then begins to increase again. Also, the mini-
mum error is not very small.

2) The expected error of the BE is non-increasing,
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and is eventually able to achieve much smaller ex-
pected errors and the PI schemes. In addition, even
at small m, the advantage of the BE over the PI
schemes is bigger than in �gure 1.

9 Robustness Against

Wrong Assumptions About

the Probability Distribution

In any real situation, our prior knowledge will not
be completely correct. Also the prior knowledge is
probably in a vague form such as hunches, intuition,
etc. So there may be additional errors introduced
when translating the prior knowledge into a proba-
bility distribution. How bad is this?
We can explore this numerically by introducing a

correlation matrix with a free parameter �. Then we
can set some value �0 to be the \true" value. Then
we construct the BE using several di�erent values for
�, and calculate their expected error using �0.
The curves in Figure 3 show expected error of a

centered stencil as the number of gridpoints used in-
creases. The several curves represent di�erent values
of �=�0 = :5; :9; 1:0; 1:1; 2:0. Values of parameters
are as given in equations (61), except for �0 = 0:2.
Gridpoints are given by equation (60). We can see
that

1) If � is o� by 10%, there is almost no loss of accu-
racy, but

2) if � is o� by a factor of 2, then the error can
be even worse than the scheme based on polynomial
interpolation.

Figure 4 is the same as �gure 3 except that the
stencils are one-sided, with gridpoints given by equa-
tion (64). In this case small deviations from �0 also
produce no loss of accuracy. Larger deviations from
the correct value of � give substantial losses in accu-
racy, but they do not give the exponential growth in
error that the polynomial scheme shows.
In general, the BE is not as robust to errors in

the prior as we would like. A non-Gaussian measure
could probably be made more robust than a Gaussian
one.

10 Compact Schemes

Compact schemes are a variation of �nite di�erence
schemes of the form

nX
j=�m

�j(Mu)i+j =

n0X
j=�m0

�jui+j: (65)

When the coe�cients are determined by a Taylor
series analysis, compact schemes are equivalent to
spline interpolation. To actually evaluate Mu, we
have to solve the system of equations

Av = Bu (66)

where A and B are band Toeplitz matrices whose
entries are �j and �j , except for modi�cations to take
into account boundary conditions. The elements of
the vector v are (Mu)i.
Bayes versions of compact schemes exist. In com-

pact schemes we want to minimize the expected error
over all possible choices of f�jg and f�jg. However,
since compact schemes are not a linear subspace of
the space of linear functionals/operators, construct-
ing the compact scheme is a nonlinear least squares
problem, instead of a linear one.
We start by taking the Fourier transform of (65),

nX
j=�m

�je
2�ijk�xv̂k =

n0X
j=�m0

�je
2�ijk�xûk; (67)

we see that

v̂k =

Pn
j=�m

�je
2�ijk�xPn0

j=�m0
�je2�ijk�x

ûk (68)

is the frequency response of the compact scheme. By
subtracting the desired frequency response m̂k and
taking the expectation, we have the expected error

�2(f�g; f�g) =
1X

k=�1

2k

�
m̂k �

Pn
j=�m

�je
2�ijk�xPn0

j=�m0
�je2�ijk�x

�2
(69)

which we want to minimize over f�jg and f�jg.
In �gure 5 the expected error is shown for Bayes

and conventional centered compact schemes of di�er-
ent orders. In this computation, the domain of the
function is in�nite. The covariance matrix is the one
for the heat equation,

2(!) = expf�a!2g: (70)

This is the weight function for the Laguerre poly-
nomials, and so the power spectrum function was
discretized by the points and weights for Gauss-
Laguerre integration.
The nonlinear minimization was performed by the

Minpack routine LMDER, using the standard com-
pact scheme as the initial guess. Data were

�x = 0:1;
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a =0 :1;

number of Gauss points = 99;

C
1

2

n = 0:

n = m = n0 = m0 (71)

As expected, the error of the Bayes compact
scheme is smaller than that of the standard com-
pact scheme. In particular, as the order increases
past 12-th order the standard scheme is not able to
increase its accuracy much, while the Bayes scheme
is still able to improve. However, this may be due
to errors in computing the coe�cients of the stan-
dard compact scheme. Computing the coe�cients of
the standard compact scheme involves solving a lin-
ear system of equations. For high orders, this system
is somewhat ill-conditioned. Its condition number is
approximately 105.

11 Minimizing the Work for a

Given Accuracy

An interesting question is that of choosing a value for
the order of a �nite di�erence scheme, and a value
for �x, such that the desired accuracy is obtained at
minimum cost. The cost is the number of operations
involved in computing, say, the derivative at each
gridpoint in the domain. Suppose the domain is a
d-dimensional periodic cube. Let k be the order of
the scheme, and n be the number of gridpoints on a
side of the cube, so �x = 1=n. Then the cost of the
computation is

cost(k; n) = k � nd: (72)

Let

��(k; n) (73)

be the expected error of the Bayes �nite di�erence
scheme of k-th order, with gridpoint spacing 1=n.
And suppose �0 is our desired accuracy. Then the
minimization task is to �nd k and n such that
cost(k; n) is minimized subject to the (inequality)
constraint

��(k; n) � �0: (74)

Since the state space is not very big, we can deter-
mine the optimum by exhaustive search.

In �gure 6 the optimum values for k and n are
shown for di�erent values of �0. The functions are
periodic with period 1, as in �gure 1. The covariance
matrix is the turbulence one, with � = 0:2, and noise

covariance matrix C
1

2

n = 10�12I. Curves are shown
for the 3-dimensional case, (marked d = 3 in the

�gure) and also the one-dimensional case (marked
d = 1). We see that

1) The optimal order increases as the accuracy re-
quirements increase, but are always much less than
the number of gridpoints. If we think of spectral
methods as �nite di�erence schemes with the order
equal to the number of gridpoints, then we can see
that spectral methods are not optimal.

2) the optimal order is typically 10 � 25, which
is much higher than the order of �nite di�erence
schemes commonly in use now. So the optimal meth-
ods are intermediate between spectral methods and
the low-order �nite di�erence methods in use today.

3) If the dimension of the problem is high, then the
cost of re�ning the grid is also high. In that case, we
would expect that the optimal scheme would have
higher order and fewer gridpoints than in a low-
dimensional case. This can be seen in the �gure. In
one space dimension, the optimal degree is approx-
imately 0:15n, where n is the number of gridpoints
on a side. In three dimensions the optimal order is
approximately 0:3n.

The probability distribution also e�ects the opti-
mal choice of parameters. If typical functions have
little smoothness, then data from far distant points
will have little bearing on the point at which the
derivative is being estimated. In that case, we would
expect the optimal scheme to have lower order and a
�ner grid than if typical functions were more smooth.
In �gure 7 the optimal scheme is examined for two
di�erent power spectrum functions. They are both
the turbulence spectrum, but with � = 0:15 and
� = 0:3. Both cases are two-dimensional. It is found
that about the same order of scheme is chosen in
both cases, but in the � = 0:15 case a much larger
number of gridpoints is used. The two curves in the
�gure show the value of k=n. As expected it is less
for � = 0:15, which is the less smooth case.

These experiments seem to imply the following
heuristic: Given a probability distribution, there is
a distance d over which values of the function have
\signi�cant" correlation. The order of the scheme
should be such that the distance between the left-
most and rightmost gridpoints used by the scheme
is approximately d, and �x chosen so that the de-
sired accuracy is achieved. Later we will �nd that
this heuristic is only valid when typical functions are
close to being analytic (but not entire) in some sense.

Many similar investigations are possible, for exam-
ple comparing the e�ciency of Bayes and standard �-
nite di�erence schemes, comparing compact schemes
with �nite di�erence schemes, minimizing interpro-
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cessor communication, and comparing the e�ciency
of centered and non-centered schemes. These are left
as exercises for the interested reader.

11.1 Theoretical Analysis of the Op-

timum Schemes

We can reinforce the above results with some analytic
ones. If we could �nd a closed form expression for
��(k; n) then we could solve the minimization prob-
lem exactly. In this section, we will construct esti-
mates of ��(k; n) and explore the consequences.
Conventional �nite di�erence schemes have error

estimates of the form

�(k; n) � pk
� 1
n

�k
f (k+1)(�) (75)

where pk is some fraction and � is some unknown
point inside the support of the scheme. We will re-
place the derivative with its expected value, ignore
the fraction, and simplify a little for easier algebra.
The expectation is

I2k = E
�
kf (k)k2

�
=

Z 1

�1

!2k2(!)d!: (76)

We will use the following family of power spectrum
functions,

21 (!) = expf�apj!jpg: (77)

For p = 1, this corresponds to functions which are an-
alytic but have singularities somewhere in the com-
plex plane. With 0 < p < 1, this corresponds to
functions which are C1 but not analytic, and with
p > 1 functions are entire. For this choice of , the
expected derivative is

I2k =
p

2
a�(2k+1)�

�2k + 1

p

�
: (78)

Applying Stirling's formula gives

f2k = I2k+1 =

p
8�

p
p
q
a�pqe�qqq (79)

where q = (2k + 3)=p, and so our estimate of �(k; n)
is

�(k; n) = n�kfk (80)

Using Lagrange multipliers to formulate the cost min-
imization problem gives

knd = �
d�(k; n)

dk
; (81)

kd

n
nd = �

d�(k; n)

dn
; (82)

�(k; n) = �0: (83)

Solving these equations with (80) gives us

k �
6 + p

4
+
p

2
(an)p exp

��p
d

	
; (84)

and

k =
3

2
+
�1
d
+
1

p

��1�
ln

1

�0
+
1

2
ln
�n3
p

r
8e�

q

��
: (85)

If p = 1, then (84) simpli�es to give

k

n
=

7

4n
+

a

2
exp

��1
d

	
(86)

and in (only) this case the optimum value of k=n is
almost independent of the required accuracy and of
the probability distribution. For smoother functions,
optimum k=n grows as the accuracy increases. For
functions that are less smooth than analytic, k=n de-
creases with increasing accuracy.

In equation (85) we have not actually solved for k,
but the point of this equation is that the terms which
depend on n and k vary with �0 much more slowly
than the ln(1=�0) term. So it can be viewed as

k �
ln 1

�0
1
p
+ 1

d

+ const: (87)

In �gure 8 the optimumvalue of k is plotted for the
two numerical optimizations described in �gure 7 and
also a theoretical estimate given by letting const = 0
in (87), with p = 4=3, and d = 2. The theoretical
estimate is consistently smaller than the numerical
results by about 6, but its slope is very close to the
slope of the numerical curves. So we can draw the
very interesting conclusion that the optimumvalue of
k depends mostly on the desired accuracy, and very
little upon the power spectrum function.

This analysis suggests a new heuristic for picking
n and k: decide what accuracy � you need, let k �
6 + ln(1=�) and then choose a gridpoint spacing such
that the desired accuracy is achieved.

12 Numerical Results of an

Actual Scheme

All of the claims about accuracy made so far in this
paper have been theoretical. No functions have actu-
ally been di�erentiated numerically. In this section
we will construct the Bayes analog of the classic ex-
plicit scheme for the on-dimensional heat equation.
Then we will actually use the scheme to integrate
ut = uxx in time and compare its accuracy with that
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of the classic explicit scheme. Recall that the classic
explicit scheme is

u
j+1
i = ��1u

j
i�1 + �0u

j
i + �1u

j
i+1 (88)

where
u
j
i = u(t = j�t; x = i�x); (89)

��1 = � (90)

�0 = 1� 2� (91)

�1 = �; (92)

and

� =
�t

�x2
: (93)

The domain will be [�1; 1], nonperiodic, and the
exact solution will be

uexact(x; t) =
1

p
4�t

expf�
x2

4t
g: (94)

The initial and boundary conditions will be taken
from the exact solution.
The operator that we want to estimate is the evo-

lution operator for the heat equation,

S�tu(�; t) = u(�; t+�t); (95)

evaluated at x = i�x and using as data u
�
(i �

1)�x; t
�
; u
�
i�x; t

�
, and u

�
(i + 1)�x; t

�
The fre-

quency response function for the evolution operator
is

m(!) = expf�!2�tg: (96)

The obvious choice for the power spectrum is the
power spectrum of the exact solution,

2(!) = expf�2!2tg: (97)

This depends on t, so we will be constructing a new
scheme at each time step.
In this experiment we will use the normal equations

formulation of the BE. This is adequate in situations
where the discretization error is more than the square
root of the machine precision. The BE is

at = C�1
d m; (98)

where�
Cd

�
ij
=
�
ACAt

�
ij
= E

�
u(xi)u(xj)

�
(99)

is the covariance matrix for the data, and

mj = (MCAt)j = E
�
(S�tu)u(xj)

�
(100)

is the correlation between the data and the evolution
operator. Since the power spectrum and frequency

response functions are simple, the elements of Cd and
m can be calculated analytically. They are

�
Cd

�
ij
=

r
�

2t
expf�

(i � j)2�x2

8t
g; (101)

and

mj =

r
�

2t+�t
exp

�
�

j2�x2

4(2t+�t)

	
: (102)

Note that Cd is a Toeplitz matrix, and so fast algo-
rithms for constructing C�1

d m exist.
Figure 9 shows the L2 norm of the error at time

t for both the classic explicit scheme and its Bayes
analog. Data are

�x = 1=8

� = 1=2

tinitial = 0:5

tfinal = 1:5: (103)

The error of the Bayes scheme is approximately �ve
times smaller than the error of the standard scheme.

13 Conclusions

We have presented a variant of �nite di�erence
schemes, namely Bayes estimators, which have
substantial advantages over standard polynomial
interpolation-based schemes. In all cases, they are
more accurate. In some cases, such as non-centered
schemes, the improvement is dramatic. Another ad-
vantage is the ability to take into account knowledge
of errors in the input data.
The statistical framework also provides a power-

ful analytical tool, namely the expected error. It al-
lows error estimates of schemes in situations where no

other estimates exist, and it allows questions about
optimization to be to be asked which cannot be asked
in any other framework.
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Figure 1: Expected error of centered Bayes �nite di�erence schemes
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Figure 2: Expected error for non-centered Bayes �nite di�erence schemes
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Figure 3: Expected error for centered Bayes �nite di�erence schemes with wrong assumptions about the
prior
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Figure 4: Expected error for non-centered Bayes �nite di�erence schemes with wrong assumptions about
the prior
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Figure 5: Expected error of Bayes and standard compact schemes of order 4m
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Figure 6: Values of k and n which minimize work for 1 and 3 dimensions
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Figure 7: The ratio k=n for optimal �nite di�erence scheme for two di�erent priors

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

0.45

0.5

0 2 4 6 8 10
number of accurate digits required

order of scheme/number of points used, d=2

 nu = 0.15

 nu = 0.30

Figure 8: Theoretical and numerical values of optimum k
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Figure 9: Error vs. time for classic explicit scheme for the heat equation
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