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Abstract

The objective of this project is to detect moving objects in video of smoky regions
provided by unmanned aerial vehicles. Such moving objects may include pedestrians or
motor vehicles, which would indicate individuals in danger. Ultimately, an alarm could
be raised automatically when an individual is presumed to be in harm’s way.
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1 Introduction
Unmanned aerial vehicles (UAV) are particularly useful in providing video of environments
that might be dangerous or difficult for humans to enter directly. Smoky regions, such as
suburban or forest fires, provide an example of a situation in which video from UAV may serve
particularly useful as a life-saving tool. Analyzing this video, however, can require constant
diligence on the part of a viewer, and human error by that viewer could be potentially fatal
for individuals on the ground. As such, it is desirable to develop image processing tools that
could alert an operator in real time to moving objects that could represent persons in danger.

Work on this project was begun by Alonzo Vázquez, et al. [4] in January 2010 at a work-
shop at Centro de Investigaciones en Matematicas, A. C. (CIMAT). That workgroup identified
several of the major difficulties associated with analyzing aerial video of smoky regions in-
cluding “unstable source video", “smoke [is] moving and must not be confused with objects’
motion", “static objects...can occlude the moving objects", and “noise may produce a false
positive". The workgroup made substantial progress both in the stabilization of source video
and detection and monitoring of moving objects.

To stabilize the video, the workgroup performed an affine registration between two frames,
then proceeded to use an affine transformation to stabilize the two frames. For our purposes,
however, this process has non-trivial drawbacks. As will be discussed at greater length later,
affine transformation can create distortions which may cause stationary objects to appear to
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be moving. Therefore, generating an homography between frames may be more effective in
image stabilization.

Alonzo Vázquez, et al. then proposed subtracting stabilized frames. Any pixels which had
a non-zero difference between frames are likely moving. The pixels would then be proba-
bilistically seeded and monitored through future frames using either optical flow methods or
particle filters.

In the field of differentiating between human motion and smoke motion, Alonzo Vázquez,
et al. did not make as substantial progress. Therefore, it was the primary task of the authors
of this paper to filter smoke from the images.

2 Smoke filtering

2.1 Ineffective methods

Alonzo Vázquez, et al. proposed two methods of smoke identification, the weaknesses of each
will be discussed very briefly here. First, they trained a neural network to identify smoke
based on a variety of features, primarily color. We attempted to perform image segmentation
in the vein of [7] along the basis of color in order to differentiate smoke from the rest of the
image. The results were effective in some images, but ineffective in many others on account of
the fact that smoke can vary substantially in color to include many shades of grey and even
brown. Make the range of colors in the filter too narrow, and smoke may not be detected in
all images. Make the range of colors in the filter too wide, and the filter may remove objects
of interest.

The previous workgroup also suggested using Brownian motion to model smoke dynamics,
then use these simulations of smoke trajectories to filter out smoke. This method is effective
when smoke has a point source and the smoke is not distorted by wind or other environmental
factors. However, this supremely curtailed window of efficacy is not ideal for our purposes.

We also attempted to use the MATLAB image processing toolkit to filter the smoke via
texture. Since smoke is cloud-like, one might expect that it can be filtered on account of that
texture, which will not be shared by other moving objects. The method of generating a texture
filter we pursued is roughly the same as that detailed by [3]. Unfortunately, while this method
proved very effective for tracking the movement of smoke over the entirety of some video, it
was wholly ineffectual for other videos. No changes in parameters was useful in improving
the success of this method. Furthermore, the reason for this impotence is indeterminate. The
entropy of the videos tested was roughly equal. Regardless of the reason why texture filtering
was ineffective, the fact remains that this method cannot be regarded as a possible solution
to the problem of distinguishing smoke from other moving objects.

Next, we pursued a wavelet based approach to smoke filtering. Believing that smoke would
exhibit periodic behavior, we attempted to generate a wavelet basis that would accurately
mask the periodicity of the smoke, as is suggested by [14]. Due to time constraints and the
fact that the periodicity of smoke is not uniform across images, such a basis could not be
developed although theoretically, this approach remains in the realm of the possible.

We include these methods so that the reader does not pursue a methodology of smoke
discrimination that has already been determined to be ineffective. The reader should not be
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discouraged into thinking that filtering smoke is impossible. We now detail methods of smoke
detection which were quite effective.

2.2 Effective methods

In the process of performing the homographies to stabilize the video, we stumbled upon a
very useful and straightforward solution to the problem of differentiating smoke from moving
objects. Smoke has no corners, whereas human beings, cars, and houses all exhibit corners
in images. Therefore, corner detection, as is elaborated upon later, became an integral part
of our methodology. On the same page, wavelet coefficients can be used to detect corners, as
the Haar wavelet coefficients of an image will be higher where corners are sharp.

These corners can further be used to perform the image segmentation that was so ineffective
with colors. When used in conjunction with analysis of color variance, corner detection can
be used to accurately segment a single frame of video of a smoky environment into smoke and
not-smoke regions. This particular process will be discussed at length in the next section.
While this method is very effective in distinguishing smoke from other objects, ultimately it
requires several frames of video to analyze the color variance, and as such is too slow to be
performed in real-time on a video. Hence, it is not the method of smoke detection that we
ultimately chose to utilize in carrying the project forward.

Decomposing an image into its chrominance and luminance channels could also be used to
filter smoke. Smoke exhibits low chrominance, and, thus, all but disappears when chrominance
filters are applied. Though this fact does not factor into our methodology, it may prove to be
a springboard for further research on the matter of smoke detection in images.

3 Variance and corners metric for smoke segmentation
The main objective of this part is segment the image into two principal labelings: SMOKE
and NO SMOKE. With this segmentation, it is possible discriminate which objects are the
principal objectives for tracking, like people or cars, and what objects are only “noise”, like
the smoke. We want to distinguish what parts of the image are closer to the fire, and this can
be done using the smoke as reference.

The principal idea is use some algorithm for image segmentation as in [7] over all of the
image. To make this possible, we use some preprocessing labeling over all the pixels in the
image. After that we use that labeling for be the initial step in the segmentation algorithm.

3.1 Labeling

3.1.1 Variance over the time

Using the variance over n images around all pixels in t steps of time gives us an idea of which
objects moved faster and more frequently in an image. The regions with higher variance are
the regions that correspond to those objects. In the smoke detection problem this is useful
because in general the smoke moves faster than many objects in the images.

For this work we suggested uses the variance over all the colors in RGB color space.
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(a) Original Image (b) Variance over time (c) Corners metric (d) Labeling mask

Figure 1: Mask and final labeling for the preprocessing of image segmentation.

V (x) = [Vr(x), Vg(x), Vb(x)] (1)

V̄ (x) =
1

3
[Vr(x) + Vg(x) + Vb(x)] (2)

V V (x) =
1

3

[
(Vr(x)− V̄ (x))2 + (Vg(x)− V̄ (x))2 + (Vb(x)− V̄ (x))2

]
(3)

The equation shown in 3 is the final form to estimate the variance over the time for all the
image.

3.1.2 Corner metric

Using some corner detector (Harris, maximum eigenvalue, wavelet, etc.), it is possible to
generate a corner metric matrix for the gray scale or logical image I. Larger values in C
correspond to pixels in I with a higher likelihood of being a corner feature. Its possible use
this information to generate a map of regions in the images that probably do not have smoke.
This idea makes sense since we expect that the smoke does not have corners; if corners exist
the numbers of corners in the smokey regions surely is going to be a small number.

If we apply some method for extending these regions, its possible to have a bad segmen-
tation of regions without smoke in to the image, for that purpose we suggest use of a dilation
method.

3.1.3 Mask construction

It is possible to create labels for segmenting the image, with labels corresponding that pixels
that belong to SMOKE, NOT SMOKE and UNKNOWN pixels. The first labels that cor-
respond to smoke regions are constructed with the variance over the time, and the second
label are generated using the corner metric; the pixels that do not have any label, we labeled
as UNKNOWN. The combination of that labels generates a mask for segmentation of the
complete image. In many cases, its possible that one pixel is being labeled at the same time
with two labels. If this occurs, we prefer the label of UNKNOWN over the other one because
the segmentation algorithm will probably assign the best label to UNKNOWN pixels. The
results are shown in figure 1.
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3.2 Smoke Segmentation

After at preprocessing labeling, we use the QMMF algorithm for the image segmentation,
using for the initial steps the mask generated in 3.1.3. The results of the final segmentation
are shown in figure 2.

In the figure 2, we can see there exist a few poorly segmented regions. This occurs because
the pixel intensities in those regions are labeled with UNKNOWN, and the QMMF algorithm
assigns the intensity with the biggest likelihood over all labels. That means if some regions are
similar to smoke intensity (the smoke could be not only black) that pixels will be segmented
as smoke.

Figure 2: Smoke segmentation

4 Wavelets
Let the scaling function φ(x) and wavelet function ψ(x) be solutions of

φ(x) =
√

2
L−1∑
k=0

hkφ(2x− k)

and

ψ(x) =
√

2
L−1∑
k=0

gkφ(2x− k)

where φ(x) is normalized and hk = (−1)khL−k. Let j, k ∈ Z. Then, we may define a basis
using dilations and translations of the scaling function and wavelet function, which are defined
by

φj,k(x) = 2−j/2φ(2−jx− k)

and
ψj,k = 2−j/2ψ(2−jx− k).

Then, for a fixed j, we define the spaces Vj and Wj to be the spaces spanned by the φj,k(x)
and ψj,k(x) over the variable k. Explicitly, we have

Vj = spank∈Zφ
j
k(x)
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and
Wj = spank∈Zψ

j
k(x).

Then the resulting Vj are nested

. . . ⊂ V1 ⊂ V0 ⊂ V−1 ⊂ . . .

with the properties that ⋂
j∈Z

Vj = {0}

and ⋃
j∈Z

Vj = L2(R).

It is a well known result that Vj = Vj+1 ⊕Wj+1 and the wavelets form an orthonormal basis
for L2(R), that is L2(R) = ⊕j∈ZWj. This allows us to write any f(x) ∈ L2(R) as

f(x) =
∑
j∈Z

∑
k∈Z

dj,kψj,k(x) (4)

where
dj,k =

∫ ∞
−∞

f(x)ψj,k(x)dx.

The wavelet coefficients, dj,k, are important as they indicate the amount of oscillation of
our function at various intervals and resolution levels. Small coefficients mean the function
behaves smoothly in a region and, as such, our function f(x) can be reconstructed to within
a small error by setting some of these small coefficients to 0, a technique exploited in the
jpeg2000 image coding system. Conversely, regions with large dj

k indicate a large amount of
oscillation.

4.1 Continuous Haar wavelets

Define the functions

ψ(x) =


1
−1
0

0 ≤ x ≤ 1/2
1/2 < x ≤ 1
otherwise

and
ϕ(x) =

{
1
0

0 ≤ x ≤ 1
otherwise

then the Haar wavelet function is defined as

ψj,k(x) = 2−j/2ψ(2jx− k)

and the Haar scaling function is defined as

ϕj,k(x) = 2−j/2ϕ(2jx− k)
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Figure 3: Two Haar Wavelets at Different Scales and Translations

We can then consider the sets
Wj = {ϕj,k(x)|j, k ∈ Z}

Vj = {ψj,k(x)|j, k ∈ Z}

Which are simply integer translations of ϕ and ψ at different integer scales. These have the
multi-resolutional analysis property defined above of forming nested approximation spaces of
L2(R).

4.2 Discrete Haar wavelet transformations

The discrete Haar wavelet transformation can be thought of as the decomposition of a signal
into averages and differences. Consider the vector x = (x0, x1, x3, x4)

T . We can then perform
this by the operation

1

2


1 1 0 0
0 0 1 1
−1 1 0 0
0 0 −1 1




x0

x1

x2

x3

 =
1

2


x0 + x1

x2 + x3

x1 − x0

x3 − x2

 .

We denote the matrix that performs this transformation as H4.
Consider now a square N ×N matrix A, with N even, representing a digital image. The

two-dimensional discrete Haar wavelet transformation of A is obtained by the operation

Â = HNAH
T
N .
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Figure 4: One Iteration of The Haar Wavelet Transformation

If we consider this one matrix multiplication at a time we see that Â will be a 2 × 2 block
matrix

Â =

(
Â1 | Â2

Â3 | Â4

)
where the (i, j)th entry of Â1 is the average of all it’s neighbors, the entries of Â3 are the vertical
differences, the Â2’s are the horizontal differences and the Â4’s are the vertical differences of
the horizontal differences.

Note that in practice this is not really how the discrete wavelet transformation is performed,
for a further discussion of such details, see [13].

4.3 Applications to feature tracking in the presence of smoke

Smoke has an inherent feature of transparency which gives it the appearance of having no
hard edges. This same property also has a smoothing effect on hard edges that appear in
images. Since hard edges appear as local extrema in the wavelet domain, we can monitor
these coefficients to determine the presence of smoke in a region. Figure 3 shows an image
with hard edges partially occlude by smoke.

If a region at some time has large wavelet coefficients and at a later time they begin to
decrease slowly in magnitude this may correspond to the presence of smoke moving into a
region. Also, since people and cars have hard edges and corners, this provides a natural way
of determining when they are coming into contact with smoke.
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Figure 5: A Rockstar and His Edges

5 Tracking corner motion relative to camera movement

5.1 Camera motion model

Following [12], and assuming a pinhole camera model, any two images of a planar surface
in space are related by an homography, which is an invertible 3 × 3 matrix which maps the
homogeneous co-ordinates of points in one image to homogeneous co-ordinates of points in
the other image.

Given a point with co-ordinates [x, y]T in Image A, the corresponding homogenized co-
ordinates are P = [x, y, 1]T . If we let the homography relating Image A to Image B be Hab,
then the homogeneous co-ordinates of [x, y, 1]T under the homography are given by HabP

′ h11 h12 h13

h21 h22 h23

h31 h32 h33

 x
y
1

 =

 x′

y′

z′


In order to recover the planar co-ordinates in Image B of the point P ′, we normalize the

homogeneous co-ordinates [x′, y′, z′]T to [x′

z′ ,
y′

z′ , 1]T . So that the image plane co-ordinates of
P ′ are [x′

z′ ,
y′

z′ ]
T .

5.2 Compensating for camera motion

The typical sequences of video in which we would like to detect motion, will be aerial views
of urban or forest fires in which the camera pans and scans over the disaster region. We want
to ignore objects in the scene which are stationary, thus we need to calculate the apparent
motion of such objects due to camera motion and ignore features detected on such objects
when highlighting points of interest in the video.

We propose keeping a vector of features of interest in each frame, then using an homography
relating two frames, Frame A and Frame B, to predict the position of each feature from Frame
A in Frame B and deleting any features of interest in Frame B within a radius of the predicted
position of the features from Frame A. The remaining features of interest should be features
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detected on objects whose motion was not predicted by the homography; i.e. objects which
have moved.

We propose keeping a 3 × Nj matrix Wj of the homogeneous co-ordinate vectors of Nj

features of interest for each frame j = 1, ..., F . If Wa is the feature matrix for Frame A, and
Wb is the feature matrix for Frame B, then P ′b = HabWa is the 3×Na matrix of the predicted
positions of the the features of Frame A in Frame B. h11 h12 h13

h21 h22 h23

h31 h32 h33

 x1 x2 ... xNa

y1 y2 ... yNa

1 1 ... 1

 =

 x′1 x′2 ... x′Na

y′1 y′2 ... y′Na

z′1 z′2 ... z′Na


We normalize the homogeneous co-ordinate vectors in P ′a to obtain the image plane co-

ordinates in Frame B, of the predicted positions of the features from Frame A.
x′
1

z′
1

x′
2

z′
2

...
x′

Na

z′
Na

y′
1

z′
1

y′
2

z′
2

...
y′

Na

z′
Na

1 1 ... 1


If we let S be the set which is the union of all the predicted positions in Frame B of the

features from Frame A, then any features in Frame B which lie within an ε-neighborhood of S.
The remaining features in Frame B will either be features which were not present in Frame A,
or features in Frame A which have moved in ways that were not predicted by the homography,
i.e. features on moving objects.

5.3 Details of implementation

We give below the pseudocode of our algorithm for detecting moving corners after we have
compensated for camera movement.

for frm = startFrame to endFrame do
currentFrame = Frames(frm)
Corners(frm) = DetectCorners(currentFrame)
if frm mod 5 is 0 then

H = FitHomography(Frames(frm-3), currentFrame)
PredictedCorners = H * Corners(frm-3)
for all corner in Corners(frm) do

if distance(corner, PredictedCorners) < ε then
Remove corner from Corners(frm)

end if
end for
InterestingCorners = Corners(frm)

end if
for all corner in Corners(frm) do

if distance(corner, InterestingCorners)< α then
Highlight corner as Red

else

10



Highlight corner as Blue
end if

end for
end for
We detect corners using the Haar Corner Detector discussed earlier in this report, with a

threshold of 0.0392 In order to fit an homography for moving from Frame A = Frames(frm)
to Frame B = Frames(frm - 3), we use cross-correlation to match corners from Frame A with
corners from Frame B, and then use a RANSAC based procedure for fitting an homography
to the pairs of matched corners from Frame A and Frame B.

Figure 6: Frame A

Figure 7: Frame B
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6 Neural Network and Support Vector Machine for smoke
detection and object classification

Another way of identifying smoke-filled regions is by utilizing either Neural Networks (NN) or
Support Vector Machines (SVM). Traditionally, the term “Neural Network" had been used to
refer to a network or circuit of biological neurons; the modern usage of the term often refers
to artificial neural networks, which are composed of artificial neurons or nodes [1].

In order to classify the image patches we train a NN with positive and negative examples
of smoke patches. The architecture of the neural network is a Back-propagation with 3 inputs:
dataset of train, targets and the structure of the neural network. The training was archived
off-line with Levenberg-Marquardt algorithm using commercial numerical libraries (MATLAB).

Our training dataset consisted of two videos: “House Destroyed By Fire.avi” and “YouTube
Mansion Fire.avi”, in figure (8), we can see two images of our training dataset. First, we train
with patches in RGB (7x7x3), next in order to use more characteristics, we choose the mean
µRGB, variance σRGB and the histogram with 16 bins HRGB of the patches, then we have
54 characteristics for each patch. After training the NN, we tested with other images of our
dataset. In figure 9 (a) and (b), we can see the result of the classification using the NN. We
can observe that using more information of the patches the errors in the classification are less.

(a) House Destroyed by Fire (b) Mansion Fire

Figure 8: Training dataset.

Support vector machines are a set of related supervised learning methods which analyze
data and recognize patterns, used for statistical classification and regression analysis. Then
given a set of training examples, each marked as belonging to one of two categories, an SVM
training algorithm builds a model that predicts whether a new example falls into one category
or the other. Intuitively, an SVM model is a representation of the examples as points in
space, mapped so that the examples of the separate categories are divided by a clear gap that
is as wide as possible. New examples are then mapped into that same space and predicted to
belong to a category based on which side of the gap they fall on [2]. In order to reduce the
processing in the training part and obtain major performance, we used the SVM technique
from MATLAB. In figure 9 (c) we can see that the results using SVM are slightly better than
using NN.

Importantly, SVM methods can also be used to classify other types of images. Once the
regions of interest have been obtained, one would need a method of classifying the objects
in this region. A suitable method of classifying these objects would be to use a supervised
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(a) Using NN with values RGB of all patches

(b) Using NN with µRGB , σRGB and HRGB

(c) Using SVM with µRGB , σRGB and HRGB

Figure 9: Results of the classification.

learning algorithm. In which case, we could create an estimator

Ŷ (x) = f(F;D)

which attempts to classify the feature vector F into classes using a training dataset

D := { (yi, Fi) | i = 0..N}

where yi is the correct classification of Fi. For the scope of this paper, we only want to classify
objects as either a pedestrian/vehicle or something else. Since this is a binary classification
problem, a suitable estimator would be the aforementioned SVM.

In order to utilize the SVM, we will need to be able to transform any image of an object
(~x ∈ ΩO) into an adequate feature vector. If the object is defined as the set

O := { (~x, IO(~x)) | ~x ∈ ΩO }
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where IO(~x) is the RGB value at the point ~x, then one needs to construct a mapping between
O and our feature space. From this, we can construct a feature vector from the object of
interest using the transformation

FO = F(O)

One such transformation was proposed by Oren et al.[8], who used the Haar wavelet coefficients
as the feature vector of a given image. However, one can think of other suitable transformations
(i. e. grayscale values of the image). If one would want to use these methods, one would have
to rescale the image to a predefined size before applying these transformations in order to
keep FO the same size for all domains.

In order train the SVM, one would first need to manually identify examples of both classes
(pedestrians/vehicles and everything else) from test video feeds. We can then apply the
feature transform to each example to construct the training dataset D. Using the estimator
and training dataset, one can search for objects in the region of interest using the methods
discussed in [8].

7 Conclusion and future research
The results of the above research provide the framework for the following method of object
detection in smoky regions. By using the methods detailed above, one can establish a real-time
system for detecting human movements in videos of smoky regions.

(1) Detect corners. Using the Haar wavelet corner detection program detailed in section
3, one can detect corners in a given frame. These corners can then be grouped using
some standard clustering method such as \kmeans, in order to aid in recognizing objects
of interest.

(2) Stabilize the video. Once corners have been detected, they can be used to compute
a homography between two frames and stabilize the video.

(3) Track moving images. After the homography has been established, we can determine
which particles are actually moving across frames. Clusters of corners which are moving
are seeded and then tracked. By methods of optical flow or particle filters as in [4] or
some other method of tracking (MATLAB tracking toolkits are available online, one such
toolkit is given in [6]), moving particles can be monitored. When developing real-time
implementation of these methods, an alarm can be raised when a monitored particle
approaches a smoky region. If smoke starts to obscure a monitored particle, its Haar
wavelet coefficients should gradually decrease, providing a catalyst for an alarm.

(4) Classify particles. Using support vector machines or neural networks we can then
differentiate between human movement and noise. We can set up image classes (cars,
pedestrians, etc.) to detect that movement that is most relevant to our needs.

While these methods are, when used in tandem, sufficient for completing the objectives of
the project, there remains ample opportunity to refine this process. In addition to establishing
alarms when humans are detected in danger, it may be desirable to attempt to predict the
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trajectories of moving objects, as is suggested by [4]. One possible method for trajectory
prediction is to utilize Kalman filtering as in [10]. Furthermore, other methods of classifying
objects of interest may be preferable to color- or wavelet-based SVM or Neural Networks. The
Histogram of Oriented Gradients method described and advanced in [5],[9], and [11] is both
fast and highly effective in recognizing humans in video.
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