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Abstract

We describe techniques to fit linear and generalized linear mixed models with different

types of response variables and their respective parameter estimation. We consider the

traditional frequentist and Bayesian approaches to model development and parameter

estimation. For both paradigms we develop Markov chain Monte Carlo (MCMC)

algorithms to fit the models.

We first show the development of the linchpin variable sampler and its application

to Bayesian hierarchical linear mixed models. We start by looking at a joint density

that can be factored into the product of a conditional density from which is easy to

generate observations and a more complex marginal density. We propose an algorithm

that samples sequentially from the marginal density using an MCMC step and directly

from the conditional density. We show theoretical properties that are consequences of

this sampling technique and empirical properties by studying computational results.

Secondly, we turn our attention to generalized linear mixed models (GLMMs).

In particular we work with Bernoulli, Poisson, negative binomial, and gamma re-

sponses with normal and t distributed random effects. For each of these models we

implement a Monte Carlo Expectation-Maximization (MCEM) algorithm in the pack-

age mcemGLM. In addition to parameter and standard error estimation, the package

performs analysis of variance tests, linear combination estimation, and other func-

tionality.
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Chapter 1

Linear Mixed Models

The first use of a linear mixed model (LMM) is attributed to George B. Airy in 1861.

Airy made telescopic observations clustering data on different nights and analyzed the

data separating the random night effects’ variance from the within-nights residuals.

It was not until 1925 that Fisher outlines a general method to estimate variance

components by partitioning random variation into components from different sources.

The following decades saw the development of the theory behind LMM and their

application to a wide variety of models. We will not attempt a discussion of the

history behind LMMs throughout the 20th century but we will refer West et al.

(2006) for a timeline of key events for their development.

Traditional linear models have one error term to account for the variability of

the data and use “fixed” effects to describe or predict a response variable. LMMs

introduce “random” effects with the goal of clustering observations by assigning un-

observable effects to each of these clusters. This clustering creates one of the features

of LMMs, i.e., the ability to aggregate observations and look at the variability within

the clusters.

The definition of random effects is not standard across literature. Gelman (2005)

cites five definitions that involve different assumptions. For now we will use the

definition stated in McCulloch (2003).

1



Chapter 1. Linear Mixed Models 2

Definition 1.1 (McCulloch (2003))

“If a distribution is assumed for the levels of a factor it is a random factor. If the

values are fixed, unknown constants it is a fixed factor.”

Using random effects in a model enables us to make inference on a population from

where the random effects are being drawn, and introduce correlation among the ob-

servations that belong to a single cluster. Note that this definition may not be

appropriate from a Bayesian perspective since in that case we also would assign a

distribution to the fixed effects.

The most basic form of a LMM is described for a response variable Yij, for i =

1, . . . , K, and j = 1 . . . , Ki. The indexes i and j represent the cluster number and the

observation within each cluster, respectively. The observed response is then written

as

yij = µ+ ui + εij. (1.1)

The term µ can be considered as a population mean, ui corresponds to the random

effects corresponding to each cluster, and εij is an error term for each observation. In

this sense we can think of ui as the deviation of cluster i from the mean.

We can assign distributions to ui and εij with the following hierarchical structure:

Yij|Ui = ui ∼N(µ+ ui, σ
2
E)

Ui ∼N(0, σ2
R)

We assume the random effects and error terms to be mutually independent so that

the observations Yij are mutually independent given U = (U1, . . . , Uk).

In general, µ is a linear function of an n × p design matrix X and fixed effects

coefficients β = (β1, . . . , βp), where n stands for the total number of observations Yij.
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We will turn our attention to LMMs in a Bayesian context in Section 3.3 and for

the rest of this chapter we will focus on a generalization known as the generalized

linear mixed model (GLMM.) Then we discuss maximum likelihood estimation and

inference, which is the approach we take in the mcemGLM package.

In Chapter 2 we turn our attention to Markov chain Monte Carlo (MCMC) and

its role in estimation problems. We discuss basic and important properties which are

of interest for the development of the linchpin variable sampler (LVS.) In Chapter

3 we go over the development of the LVS in detail and provide applications in the

context of Bayesian hierarchical mixed models.

In Chapter 4 we go back to the GLMM. First we discuss in detail the Expectation-

Maximization (EM) algorithm and its generalization, the Monte Carlo EM (MCEM)

algorithm. The later is the algorithm used by the mcemGLM package for estimation.

Followed by this background we describe the implementation of the package and

provide examples of its application for four types of models.

1.1 Generalized linear mixed models

In the most basic sense, the GLMM is an extension of the LMM used to accommodate

a response variable that does not follow a normal distribution. To accomplish this,

instead of modeling the observation directly, as in (1.1), we model a function of the

mean of Yij. We start this section by discussing the setting of the model, followed by a

review of maximum likelihood estimation theory, its inference, fitting, and prediction.

Suppose we observe a vector of data Y = (Y1, . . . , Yn) ⊂ Y ⊆ Rn corresponding

to a probability model that depends on a (p + l)-dimensional parameter vector θ,

a known n × p fixed effects design matrix X, a known n × k random effects design

matrix Z, and a k-dimensional vector of unobservable random effects U . Also let

U = (UT
1 , . . . , U

T
l )T , and Z = (Z1 · · ·Zl) be decompositions for the vector U and the
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matrix Z, respectively. We set
∑l

i ki = k so that Ui is a ki-dimensional vector that

Zi is a n× ki matrix.

Let θ consist of p fixed effects coefficients β = (β1, . . . , βp)
T and l variance param-

eters, σ2 = (σ2
1, . . . , σ

2
l )
T , associated to the random effects U1, . . . , Ul, i.e. we assume

that Ui has a known distribution with variance that depends on the parameter σ2
i .

Our first goal is to find estimators for the (p+ l)-dimensional parameter θ in a space

Θ ⊂ Rp+l.

We assume that the expected value of Yi can be written as a linear combination

of the observable and unobservable variables through a bijective “link” function g.

Let X(i) and Z(i) be the ith rows of the matrices X and Z, and let E(Yi|U = u) = µi.

Then

g(µi) = X(i) β + Z(i) u, for i = 1, . . . , n.

In general let µ = (µ1, . . . , µn) and let g(µ) denote the element-wise evaluation of

g on the vector µ, then we can write the mean as

g(µ) = X β +
l∑

j=1

Zj uj. (1.2)

Let fU(u) be the probability density function of U . We assume that conditional

on U , the data is generated from a probability model with probability mass (or

density) function f(y|U, θ,X, Z) and that we can write its likelihood function in

terms of µ = g−1(X β+
∑l

i=1 Zi ui), and σ2. With the model defined this way we can

characterize it with the following likelihood functions:

1. A complete data likelihood function:

L(θ|y, u,X, Z) = f(y, u|θ,X, Z) = fY |U(y|U, θ,X, Z) fU(u|θ). (1.3)
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2. And a marginal data likelihood function:

L(θ|y,X, Z) =

∫
Rk
fY |U(y|U, θ,X, Z) fU(u|θ)du. (1.4)

Since the vector U is not observable we need to obtain the parameter estimates from

(1.4). For the rest of the discussion we will drop X and Z from L( · | · ) and f( · | · )

for clearer notation.

We will discuss models for the following types of data:

1. Bernoulli data. We say that Yi ∼ Bernoulli(pi), for i = 1, . . . , n, with 0 < pi < 1,

if Yi has probability mass function

f(yi) = pyii (1− pi)1−yi , for yi = 0, 1.

With E(Yi) = pi, Var(Yi) = pi(1− pi), and g(pi) = log(pi/(1− pi)).

2. Poisson data. We say that Yi ∼ Poisson(µi) for i = 1, . . . , n, with µi > 0, if Yi

has probability mass function

f(yi) = e−µi
µyii
yi!
, for yi = 0, 1, 2, . . .

With E(Yi) = µi, Var(Yi) = µi, and g(µi) = log(µi).

3. Negative binomial data. We say that Yi ∼ neg-binom(µi, α), for i = 1, . . . , n,

with µi > 0, and α > 0, if Yi has probability mass function

f(yi) =
Γ(yi + α)

Γ(α) yi!

(
α

µi + α

)α(
µi

µi + α

)yi
, for yi = 0, 1, 2, . . .

With E(Yi) = µi, Var(Yi) = µi + µ2
i /α, and g(µi) = log(µi).

The expectation and variance of Yi can be found easily by using iterated ex-

pectation with respect to a random variable M distributed gamma with shape

parameter α, and rate parameter α/µ and setting Yi|M = m ∼ Poisson(m).
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By using this definition of the distribution of Yi we can treat the parameter α

as the amount of over-dispersion with respect to the Poisson distribution. The

value α = ∞ corresponds to no over-dispersion. Notice that in this model, we

need to estimate this extra parameter in addition to β and σ2.

4. Gamma data. We say that Yi is distributed Gamma with shape parameter α

and rate parameter α/µi, for i = 1, . . . , n, with α > 0, and µi > 0, if Yi has

probability density function

f(Yi) =

(
α

µi

)α
Γ(α)

yα−1e
− α
µi
yi , for yi > 0.

With E(Yi) = µi, and Var(Yi) = µ2
i /α, and g(µi) = log(µi).

This kind of response can be used to model variables that feature a variance

proportional to its squared mean. Similarly to the negative binomial data, α

corresponds to an over-dispersion parameter. The case with no over-dispersion,

α = 1 corresponds to an exponential distribution with rate parameter 1/µi.

In addition to a distribution for the observed data, we will specify a distribution

on the random effects U1, . . . , Ul. Let Ik be a k × k identity matrix, Nk(a,B) a

k-dimensional multivariate normal distribution with mean vector a and covariance

matrix B, and tk(ν, a, B), a k-dimensional multivariate t distribution with ν degrees

of freedom, location vector a, and scale matrix B. We will assume that the random

effects are normally or t distributed as follows:

1. Set Ui ∼ Nki(0, σ
2
i Iki) for i = 1, . . . , l, with the Uis mutually independent.

2. Set Ui ∼ tki(νi, 0, σ
2
i Iki) for i = 1, . . . , l, with the Uis mutually independent.

Normal random effects have been widely discussed in the context of continuous

normal data (Pinheiro and Bates, 2000) and categorical data (Agresti, 2002). Non-

normal random effects, such as t distributed random effects, although not as popular
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they have been discussed by Pinheiro et al. (2001) in the context of linear data.

Pinheiro et al. (2001) note that the model with normal random effects suffers from

the lack of robustness against outliers similarly to other models based on the normal

distribution and they show that one way to improve the robustness of the model is

to follow the modeling approach described by Lange et al. (1989).

1.1.1 Maximum likelihood estimation

We assume that θ0 is the true value of the parameter θ. In this section we discuss the

maximum likelihood estimator (MLE) of θ0. Given the marginal likelihood function

we define the MLE of θ as a value θ̂n such that

L(θ̂n|y) ≥ L(θ|y), for any θ ∈ Θ.

The usual way of finding θ̂n is by maximizing the log-likelihood function, logL(θ|y).

Notice that in the problem at hand we need to evaluate the integral in (1.4) before

we start the maximization.

For now we will assume that we are able to work with (1.4). Given logL(θ|y), we

define its score vector as the vector of partial derivatives of the likelihood function,

S(θ) =
∂ logL(θ|y)

∂θ
, (1.5)

and its Hessian matrix as the matrix of partial derivatives,

H(θ) =
∂2 logL(θ|y)

∂θ∂θ′
. (1.6)

We also define Fisher’s information matrix as

I(θ) = E
[
S(θ)S(θ)T

]
(1.7)
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The following result (Lehmann and Casella, 1998) eases the computation of I(θ). If

S(θ), and H(θ) exist for all θ ∈ Θ and if the first and second derivatives with respect

to θ of the left side of∑
y∈Y

fY (y|θ) = 1

can be obtained by differentiating under the sum, then we can write

I(θ) = −E

[
∂2 logL(θ|y)

∂θ∂θ′

]
.

Additionally we estimate I(θ) with I(θ̂n), the observed Fisher’s information matrix.

Since our goal is to perform inference on θ we must take a look at the properties of

the MLE. In particular we want to look at its point-wise convergence to show that θ̂n

converges to θ, and to its distribution so that we are able to measure our estimation

error.

The consistency of the MLE has been discussed in many instances. We describe the

conditions as given by Theorem 17 of Ferguson (1996). Before stating the conditions

we need some definitions. We say that a real-valued function, f(θ), defined in Θ

is upper semicontinuous on Θ, if for all θ ∈ Θ and for any sequence θn ∈ Θ such

that θn → θ, we have lim supn→∞ f(θn) ≤ f(θ) or, equivalently, if for all θ ∈ Θ,

sup|θ′−θ|<ρ f(θ′)→ f(θ) as ρ→ 0. Assume an independent and identically distributed

(i.i.d.) sample of size n with density fY (y|θ). If

1. Θ is compact,

2. fY (y|θ) is upper semicontinuous in θ for all y,

3. there exists a function K(y) such that E |K(Y )| <∞ and

log fY (y|θ)− log fY (y|θ0) ≤ K(y), for all y and θ,

4. for all θ ∈ Θ and sufficiently small ρ > 0, sup|θ−θ0|<ρ fY (y|θ) is measurable in y,
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5. (identifiability) fY (y|θ) = f(y|θ0) (a.e.)⇒ θ = θ0,

then, for any sequence of maximum likelihood estimates θ̂n of θ,

θ̂n
a.s.→ θ0.

Given an i.i.d. sample of size n with density fY (y|θ) we can find the MLE of θ by

looking at the solution of the likelihood equation,

n∑
i=1

∂

∂θ
fY (yi|θ) = 0. (1.8)

Theorem 18 of Ferguson (1996) states conditions for the asymptotic normality of the

roots of (1.8). Suppose that θ is a (p + l)-dimensional vector. Taken from Cramér

(1946) the conditions are

1. Θ is an open subset of Rp+l,

2. second partial derivatives of fY (y|θ) with respect to θ exist and are continuous

for all y, and may be passed under the integral sign in
∫
fY (y|θ)dy,

3. there exists a function K(y) such that E[K(Y )] < ∞ and each component of

H(θ) is bounded in absolute value by K(y) uniformly in some neighborhood of

θ0,

4. I(θ0) = −E[H(θ0)] is positive definite,

5. fY (y|θ) = f(y|θ0) a.e. ⇒ θ = θ0.

Under these five conditions there exists a strongly consistent sequence θ̂n of roots of

the likelihood equation such that

√
n
(
θ̂n − θ0

)
L→ N

(
0, I(θ0)−1

)
. (1.9)
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Remark: Although this result is often considered as a method to find the asymptotic

distribution of the MLE, the consistent sequence of roots of the likelihood equation

may not correspond to the MLE. However, in those cases where for every n there is

a unique root of the likelihood equation, this sequence will be consistent and asymp-

totically normal (Ferguson, 1996).

1.1.2 MLE-based inference

To consider inference in the generalized linear mixed models framework we assume

that we are able to find a root of the likelihood equation that is also the MLE of θ.

The asymptotic normality established in (1.9) allows us to find an estimate of the

covariance matrix of the MLE, namely I(θ̂n)−1.

We discuss two ways of performing inference on the fitted model and its parameter.

First we define the likelihood ratio test between two different models. Let Θ0 ⊂ Θ

and suppose we are interested in testing H0: θ ∈ Θ0 (null model) versus H1: θ ∈ ΘC
0

(alternative model). The likelihood ratio test is defined as

Λ(y) =
sup{L(θ|y) : θ ∈ Θ0}
sup{L(θ|y) : θ ∈ Θ}

. (1.10)

Notice that the denominator of (1.10) corresponds to the likelihood function evaluated

at the MLE of θ.

In terms of the models we want to test, the usual set up is to have k0 components

of θ to be equal to zero, that is, the dimension of θ, the parameter vector that needs

to be estimated is reduced to p+ l − k0.

Let χ2(ν) denote a Chi-squared distribution with ν degrees of freedom. Then

Wilk’s theorem (Ferguson, 1996) provides an asymptotic distribution for Λ,

−2 log Λ(y)→ χ2(k0).
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Therefore, to test H0: θi = 0 versus H1: θi 6= 0 we need to estimate the value of the

log-likelihood function at the MLE for the models with and without the parameter

θi. The observed test statistic, −2 log Λ(y), is used to calculate the corresponding

p-value.

Let θ̂n,i denote the ith component of θ̂n, and θ0,i the ith component of θ0. The

ith diagonal element of I(θ̂n)−1 corresponds to the estimate of the variance of θ̂n,i,

i.e., ŝ.e.(θ̂n,i). With the estimate of the standard error we can construct confidence

intervals for each parameter and perform hypothesis tests with the following Wald

test statistic:

Wi =
θ̂n,i − θ0,i

ŝ.e.(θ̂n,i)
.

Hence for a two sided test of the form H0: θi = 0 versus H1: θi 6= 0 we can calculate a

standard p-value as P(|N(0, 1)| > |wi|), where wi is the observed test statistic under

H0.

Remark: This p-value calculation is not appropriate for the variance estimators

since the tests of interest are not two sided tests. In many cases a test of interest has

the form H0: σ2
i = 0 versus H1: σ2

i > 0. When we have a model with only a random

intercept, the null asymptotic distribution is a mixture of degenerate χ2 distribution

at 0 and a χ2 distribution with one degree of freedom (Molenberghs and Verbeke,

2007). If σ̂2 > 0, we use 1
2
P (|N(0, 1)| > |wi|), where wi is the corresponding test

statistic. If σ̂2 = 0, the likelihood distributions under H0 and H1 are identical.

In many applications we might be interested in testing linear combinations of the

parameters. Let c = (c1, . . . , ck)
T be a vector of constants and θ = (θ1, . . . , θk)

T be a

vector of parameters in the model.

For a linear combination cT θ our primary interest is to test H0: cT θ = ν0 versus

H1: cT θ 6= ν0, where ν0 is a known constant. Given θ̂n, the MLE of θ, the MLE of

cT θ can be calculated as ĉT θ = cT θ̂n.



1.1. Generalized linear mixed models 12

Therefore the asymptotic distribution of cT θ̂n, under the regularity assumptions

discussed in the previous section, is

√
n
(
cT θ̂n − cT θ

)
L→ N

(
0, cT I(θ0)−1c

)
.

Once we have determined the asymptotic distribution and have calculated θ̂n we

can estimate the variance of the linear combination and define a Wald test statistic

for H0: cT θ = ν0 as

W 2 =
(
cT θ̂n − ν0

)(
cT I(θ̂n)−1c

)−1 (
cT θ̂n − ν0

)
.

The asymptotic distribution of W 2 is χ2(1) hence a p-value for the test is P(χ2(1) >

w2), where w2 is the observed test statistic.

Our application considers the testing of multiple linear combinations simulta-

neously by performing a Bonferroni correction to the p-values obtained from each

individual test.

After having obtained the MLE and its respective error matrix we might be in-

terested in looking at the residuals of the model. In the case of GLMMs two types of

residuals are usually defined:

1. Pearson residuals. For an observation Yi with E(Yi) = µi, recall that g is a

bijective link function, hence we can write µ̂i = g−1(X(i)β̂ + Z(i)û) where β̂ is

the MLE of β and û is a predicted random effect vector. Also let ŝ.e.(Yi) be the

estimated standard deviation of Yi. We define the observed Pearson residual

for Yi as

ei =
yi − µ̂i
ŝ.e.(Yi)

, for i = 1, . . . , n.

2. Deviance residuals. We define the observed deviance residual for Yi as

di =
yi − µ̂i
|yi − µ̂i|

√
2
[
log fY |U(yi|µi = yi, u)− log fY |U(yi|µi = µ̂i, u)

]
.
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Here we evaluate the conditional log-likelihood function by setting µi = µ̂i and

µi = yi. Also we use predictions for the values of u. We will discuss how to

obtain these prediction at the end of this section.

The mcemGLM package produces response residuals at the link function level and

the mean response level for the overall population. To obtain a prediction of the

link function we set u = 0 and set ĝ(µi)new = Xiβ̂, and µ̂i,new = g−1(Xβ̂) for i =

1, 2, . . . , n.

Prediction for the random effects can be obtained from the distribution of U |Y .

We can predict u by using the posterior mean of this distribution, E(U |Y ). The

implementation in the mcemGLM package relies on obtaining a sample from this distri-

bution at each step of the algorithm, therefore we have access to a sample from U |Y

at the end of the algorithm. However, since we do not know the true value of θ, we

use its estimate θ̂n. This change will affect the standard error of U |Y since now it

will contain Monte Carlo error which will lead to underestimated errors (Booth and

Hobert, 1998).

1.2 Estimation methods

Recall the marginal likelihood function:

L(θ|y) =

∫
Rk
f(y, u|θ) du.

To find the maximum likelihood estimator θ̂n we need to perform the integration of

the random effects u. However, this integral does not have a closed form when we

used the response variables considered so far.

Common ways of approaching this problem include Gauss-Hermite quadrature

(e.g., Anderson and Aitkin (1985)), Monte Carlo techniques (e.g., Zeger and Karim

(1991), McCulloch (1994), McCulloch (1997), Booth and Hobert (1999)), or Laplace
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approximation methods and Taylor series expansions (e.g., Breslow and Clayton

(1993), Wolfinger and O’Connell (1993)).

1.2.1 Laplace approximation

A random variable Y is said to be part of the exponential family if its probability

mass function or probability density function is of the form

f(y|η, φ) = exp
{
φ−1 [ηy − ψ(η)] + c(y, φ)

}
.

Where ψ( · ), and c( · , · ) are known functions, η is called the natural parameter, and

φ the scale parameter.

The conditional models considered in our application, i.e., Bernoulli, Poisson,

negative binomial, and gamma, are part of the class of exponential families when we

consider normally distributed random effects. For example, for a Bernoulli response

we can write

f(yi|u, θ) = exp

{
yi log

(
pi

1− pi

)
+ log(1− pi)

}
.

That is, η = log(pi/(1− pi)), φ = 1, ψ(η) = log(1 + exp(η)), and c(y, φ) = 0.

The Laplace method consists in approximating an integral of the form
∫ b
a
eMf(x)dx,

by doing a Taylor expansion of the function f(x) around the global maximization

point x0. When we use normal random effects in the model, the joint probability

function f(y, u|θ) can be written as an exponential family so that it is possible to

apply the Laplace approximation. Breslow and Lin (1995) used a fourth-order Laplace

approximation to estimate nested random effects for groups with a single random

effect.

This type of fitting is available in the R package lme4 Bates et al. (2014). In

our experience this is the fastest method available of computing the MLE. However

it has the disadvantage that it does not have a way of assessing the quality of the

approximation.



1.2. Estimation methods 15

1.2.2 Expectation-Maximization

The Expectation-Maximization (EM) algorithm was streamlined and generalized by

Dempster et al. (1977). Its basic idea consists of the estimation of MLEs in the

presence of missing data. In the context of GLMMs we can treat the unobserved

random effects as the missing data that the EM algorithm requires.

Our application, the mcemGLM package, relies on the EM algorithm to do the

estimation. We will defer our discussion of the EM algorithm to Section 4.1.

1.2.3 Monte Carlo likelihood approximation

The Monte Carlo Likelihood Approximation (MCLA) has as a goal to replace the

marginal log-likelihood function, logL(θ|y), with a Monte Carlo approximation. The

MCLA algorithm was proposed by Geyer (1990) and used by Geyer and Thompson

(1992) for likelihood approximation of normalized densities for models with random

effects.

For the family of joint densities {f(u, y|θ) : θ ∈ Θ} and the likelihood of interest

fY (y|θ) =
∫
f(y, u|θ)du we define the log-likelihood relative to γ ∈ Θ as

`(θ; γ) = log
fY (y|θ)
fY (y|γ)

= log E

[
f(Y, U |θ)
f(Y, U |γ)

∣∣∣∣∣Y = y, γ

]
. (1.11)

Given a sample u1, . . . , un, from U |Y, γ, the expectation above can be approxi-

mated as

`n(θ; γ) = log

(
1

n

n∑
i=1

f(y, ui|θ)
f(y, ui|γ)

)
As a function of θ, expression (1.11) is the log-likelihood shifted by log fY (y|γ). Geyer

(1994) states conditions and convergence rates for this approximations.

The MCLA algorithm starts with an initial value θ(0). If this initial value is near

the MLE, then the log-likelihood can be approximated with one large Monte Carlo
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sample. This Monte Carlo sample is obtained through an importance sampling ap-

proach. This algorithm is implemented in the package glmm available in R (Knudson,

2015). The current models available for fitting are Bernoulli and Poisson models.



Chapter 2

Estimation and Markov Chain
Monte Carlo

One of the most basic uses of a Markov chain Monte Carlo (MCMC) sampler is the

estimation of an integral such as an expected value. To introduce our setting let

π(x) denote a probability density function having support X , and π∗( · ) denote the

distribution corresponding to the density π(x), i.e.,

π∗(A) =

∫
A

π(x) dx, A ∈ X .

Define the function g:X → R. Then we might be interested in estimating a

parameter defined as,

θ := E[g(X)] =

∫
X
g(x)π(x) dx. (2.1)

In many practical situations this integral can be intractable. In these cases one

straightforward approach to estimate θ is to do it via Monte Carlo simulation, i.e.,

we simulate independent and identically distributed (i.i.d.) observations X1, . . . , Xn

from π and use the sample mean,

θ̂n =
1

n

n∑
i=1

g(Xi). (2.2)

17
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In this context the law of large numbers (LLN) and the central limit theorem

(CLT) are basic tools for our estimation problem. If E[g(X)]2 <∞, then as n→∞,

θ̂n → θ with probability 1 and if σ2
θ = Var g(X), then

√
n
(
θ̂n − θ

)
L−→ N(0, σ2

θ).

In short, the LLN shows that our estimator converges to the right quantity and the

CLT gives us a way to measure our estimation error by estimating the standard error

of θ̂n.

In many modern applications statistical models are too complicated to allow direct

simulation. In this situation we can use an MCMC approach to produce a sample that

is “close in distribution” to an i.i.d. sample X1, . . . , Xn. Common implementations

of MCMC algorithms include the Metropolis-Hastings algorithm (Metropolis et al.,

1953; Hastings, 1970) and the Gibbs sampler (Geman and Geman, 1984).

Before discussing the notion of a sample that is “close in distribution” to an i.i.d.

sample we need to define some notation.

Let {Xn} denote a Markov chain. Markov chains can exist in discrete or contin-

uous spaces. For our exposition we will focus on chains on continuous spaces. Given

a chain {Xn} that exists on a continuous space, we can characterize it by its Markov

transition density (MTD), i.e., the probability density function of the (n+ 1)st state

given the nth state.

Definition 2.1

Let A ∈ X be a measurable set. The MTD of {Xn} is the probability density function

k(xn+1|xn) such that

P(Xn+1 ∈ A|Xn = xn) =

∫
A

k(xn+1|xn)dxn+1.
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Moreover, let

P n(x,A) = P(Xn ∈ A|X0 = x).

Here P n(x,A) denotes the n-step transition probability, i.e., the probability that the

chain will be in the set A at the nth step given that its initial point is X0 = x. With

this notation we can also define P (x,A) as the Markov kernel corresponding to the

chain {Xn}.

Two important concepts are reversibility and stationarity.

Definition 2.2

A Markov chain {Xn} is said to be reversible with respect to the density π(x) if for

all x, and x′, π(x)k(x′|x) = π(x′)k(x|x′), where k(x|x′) is the MTD of {Xn}.

Definition 2.3

Let {Xn} be a Markov chain with MTD k(x′|x). We say that π(x) is the stationary

density of {Xn} if∫
X
π(x)k(x′|x) dx = π(x′).

Additionally we say that π∗( · ) is the stationarity distribution of {Xn}.

The following result relates reversibility with stationarity.

Theorem 2.1

If a Markov chain {Xn} with MTD k(x′|x) is reversible with respect to π(x) then

π(x) is a stationary density of {Xn}.

Proof (Theorem 2.1)

∫
X
π(x)k(x′|x) dx =

∫
X
π(x′)k(x|x′) dx = π(x′). �



Chapter 2. Estimation and Markov Chain Monte Carlo 20

What we look for in a Markov chain is that the marginal distribution of Xn will

be close to its corresponding stationary distribution as n → ∞. One way in which

we can measure the distance between the current state of the chain and its stationary

distribution is by using the total variation distance.

Definition 2.4

Let A ∈ X be a measurable set. The total variation distance between two probability

measures µ1 and µ2 is

‖µ1 − µ2‖ = sup
A

∣∣µ1( · )− µ2( · )
∣∣.

For a chain {Xn} with with n-step transition probability P n(x, · ) and stationarity

distribution π∗(x) we would like that the total variation distance ‖P n(x, · )− π∗( · )‖

converges to 0 as n → ∞ for any initial value x. Also notice that once we have

established that P n(x, · ) → π∗( · ) this implies that Xn converges in distribution to

π∗.

To be able to satisfy ‖P n(x, · ) − π∗( · )‖ → 0 we need stronger conditions than

just having the correct stationary density. However before stating these conditions

we need to define φ−irreducibility and aperiodicity:

Definition 2.5

A Markov chain {Xn} is φ−irreducible if there exists a non-zero σ−finite measure

φ on X such that for all A ⊆ X with φ(A) > 0, and for all x ∈ X , there exists a

positive integer n = n(x,A) such that P n(x,A) > 0.

In other words we require that any subset A (with a positive measure) is reachable

from any starting point x in a finite number of steps with a positive probability.

Definition 2.6

A Markov chain with stationary distribution π∗( · ) is aperiodic if there do not exist
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d ≥ 2 and disjoint subsets X1. . . . ,Xd ∈ X with P (x,Xi+1) = 1 for all x ∈ X

(1 ≤ i ≤ d− 1) and P (x,X1) = 1 for x ∈ Xd, such that π∗(X1) > 0.

For a φ−irreducible and aperiodic Markov chain with stationary distribution π∗,

lim
n→∞
‖P n(x, · )− π∗( · )‖ = 0,

for π∗−a.e. x ∈ X (Roberts and Rosenthal, 2004). In other words, the Markov chain

will converge to its stationary distribution as long as we choose a starting value from

a set with positive π∗-measure. Under the same conditions, if g : X −→ R with

E |g(X)| <∞, then a LLN holds for θ̂n (Meyn and Tweedie, 1993).

By proposition 10.1.2 of Meyn and Tweedie (1993) we have that if {Xn} is

φ−irreducible and π∗( · ) is its stationary distribution, then π∗( · ) is a maximal ir-

reducibility measure, i.e., π∗(A) = 0 implies φ(A) = 0. This means that to verify

φ−irreducibility we only need to show that {Xn} is π∗−irreducible.

Remark: Periodic chains sometimes appear in MCMC and it is possible to have

other conditions so that a LLN holds (Roberts and Rosenthal, 2004).

Now that we have conditions for a LLN we are interested in the conditions to

have a CLT. In addition to moment conditions we will also require conditions on

the convergence rate of the chain, in particular we want to establish uniform and

geometric ergodicity for the Markov chains.

Definition 2.7

The Markov chain {Xn} is uniformly ergodic if for some ρ < 1 and M <∞

‖P n(x, · )− π∗( · )‖ ≤M ρn, n = 1, 2, 3, . . .

and is geometrically ergodic if for some ρ < 1 and M(x) <∞ for π∗−a.e. x ∈ X

‖P n(x, · )− π∗( · )‖ ≤M(x) ρn, n = 1, 2, 3, . . .
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Theorem 2.2 (Roberts and Rosenthal (2004))

If the Markov chain is reversible, a CLT holds for any function such that E [g(X)]2 <

∞ if and only if the chain is geometrically ergodic.

Remark: If a Markov chain is not reversible we can still obtain a CLT by having

stronger moment or rate of convergence conditions, for examples see Jones (2004),

Cogburn (1972), and Chan and Geyer (1994).

2.1 The Metropolis-Hastings algorithm

In this section we will review the Metropolis-Hastings algorithm. This algorithm was

first introduced by Metropolis et al. (1953) and later generalized by Hastings (1970).

Let q(y|x) denote a conditional density function. The Metropolis-Hastings algo-

rithm consists of the following steps.

1. Choose an initial value x0.

2. At the nth step, draw a proposed state x′ from q(x′|xn−1).

3. Compute the acceptance probability:

α(xn−1, x
′) =


min

{
1,

π(x′) q(xn−1|x′)
π(xn−1) q(x′|xn−1)

}
, π(xn−1) q(x′|xn−1) > 0

1, π(xn−1) q(x′|xn−1) = 0

4. With probability α(xn−1, x
′), set xn = x′. If rejected, set xn = xn−1.

5. Repeat steps 2-4 K times to obtain K samples.
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From this description we note that we have to choose an initial state and a proposal

distribution.

Let x and y be the current and next step of the Markov chain respectively. The

MTD of the Metropolis-Hastings Markov chain is given by

k(y|x) = q(y|x)α(x, y) + r(x)δx(y),

where r(x) = 1−
∫
q(y|x)α(x, y)dy and δx(y) is the delta function with mass at x.

The Markov chain with MTD k(y|x) is reversible with respect to π(x) by con-

struction, hence π(x) is its stationary density (Roberts and Rosenthal, 2004).

A simple condition to guarantee π−irreducibility is given by the following lemma

(Mengersen and Tweedie, 1996):

Lemma 2.1

The chain with MTD k(y|x) is π−irreducible if

π(y) > 0⇒ q(y|x) > 0, ∀x ∈ X .

Lemma 2.1 implies that no matter what the current state is, any other set with

positive measure has a positive probability of being selected in one step.

Although the condition in Lemma 2.1 appears to be a strong one, this is a common

approach for Metropolis-Hastings algorithms. Examples of weaker conditions are

possible and can be found in Roberts and Tweedie (1996).

Lemma 1.2 of Mengersen and Tweedie (1996) states that a Metropolis-Hastings

chain will be aperiodic if π(x) and q(y|x) are positive and continuous for all x, y. This

is also the case for most common applications so aperiodicity is not hard to verify.

In addition to the properties we have reviewed so far we need to add a moment

condition, E |g(X)| <∞, to have enough conditions to guarantee a LLN for a sample

mean θ̂n.
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To guarantee a CLT we need to look at the convergence rate of the Markov chain.

We will discuss the convergence properties of two special cases of the Metropolis-

Hastings algorithm: the independence sampler and the random walk sampler.

The independence sampler corresponds to the case where the proposal distribution

does not depend on the current state of the chain, i.e., q(y|x) = q(y), ∀x, y ∈ X .

Uniform ergodicity of this type of sampler can be established by Theorem 2.1 of

Mengersen and Tweedie (1996).

Theorem 2.3 (Mengersen and Tweedie (1996))

An independence sampler with proposal density q(y) and stationary density π(y) is

uniformly ergodic if there exists β > 0 such that

q(y)

π(y)
≥ β, ∀y ∈ X ,

and then

‖P n(x, · )− π∗( · )‖ ≤ (1− β)bnc.

Conversely, if ess inf{q(y)/π(y)} = 0 in π∗−measure, then the algorithm is not even

geometrically ergodic.

Notice that for this class of samplers we either have a uniform rate of convergence

or one that is slower than geometric convergence. If we were to be interested in

quantifying it we would need to find β in Theorem 2.3. If we are able to find β

in principle we could just do direct simulation of π(x) by using rejection sampling.

However if β is difficult to find but proving its existence is straightforward, or if

β is very large and direct sampling would require too much computational time an

independence sampler can be a valid option.

The random walk sampler corresponds to the case where the proposal distribution
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is symmetric, i.e., q(y|x) = q(x|y). Moreover, in many situations the proposal density

will also satisfy q(y|x) = q(|x−y|). Notice that in this case the acceptance probability

ratio simplifies to

α(x, y) = min

{
π(y)

π(x)
, 1

}
.

For one-dimensional samplers theorem 3.2 of Mengersen and Tweedie (1996) gives

conditions for geometric ergodicity that rely on the tails of π(x).

First we need to define the class M of densities such that π(x) is continuous and

π(x) > 0 for all x ∈ R. A density π(x) ∈M is called log-concave in the tails if there

exist γ > 0 and x1 such that for all y ≥ x ≥ x1,

log π(x)− log π(y) ≥ γ(y − x) (2.3)

and for all y ≤ x ≤ −x1

log π(x)− log π(y) ≥ γ(x− y) (2.4)

Theorem 2.4 (Mengersen and Tweedie)

Suppose that π(x) ∈ M is log-concave in the tails and symmetric. Then for any

continuous proposal density q(y|x) = q(|x − y|) > 0 the random walk sampler is

geometrically ergodic, with

‖P n(x, ·)− π∗( · )‖ ≤ Rr−n V (x)

for some R < ∞, r > 1 and V (x) = es|x| for any s < γ, where γ is as in (2.3) and

(2.4).

If π(x) is not symmetric, then the same condition holds provided that the proposal

density satisfies also q(x) ≤ be−γ|x| for some finite b.

If the sampler is not one-dimensional Roberts and Tweedie (1996) develop curva-

ture conditions for a class of densities R with the form π(x) = h(x) exp{p(x)}, for
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polynomials h and p on Rd. This class contains the multivariate normal distribution

and other elliptical densities with lighter tails than the normal.

Let |x| denote the L2 norm and ∇π(x) the gradient of a function. Define

L = lim sup
|x|→∞

x

|x|
· ∇ log π(x). (2.5)

The density π is said to be super-exponentially light if L = −∞, exponentially light

if L < 0, and sub-exponentially light if L = 0. Using this classification we have the

following result due to Jarner and Hansen (2000).

Theorem 2.5 (Jarner and Hansen (2000))

If π is super–exponentially light and satisfies

lim sup
|x|→∞

x

|x|
· ∇π(x)

|∇π(x)|
< 0,

then the random walk sampler with q bounded away from zero on a neighborhood of

zero is geometrically ergodic.

Moreover, for exponentially light and sub-exponentially light densities, Johnson

and Geyer (2012) develop a variable transformation for such densities to obtain geo-

metric ergodicity.
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The Linchpin Variable Sampler

Let f(x, y) be a positive probability density function on X× Y ⊆ Rd1 × Rd2 . If fX|Y

and fY are associated conditional and marginal densities, respectively, then we say y

is a linchpin variable if

f(x, y) = fX|Y (x|y)fY (y)

and we can simulate X ∼ fX|Y . If it is possible to simulate Y ∼ fY , then we can

obtain a random sample from f via sequential sampling. Indeed, let q be a density

on Y which is easy to sample and suppose there exists M <∞ such that

sup
y∈Y

fY (y)

q(y)
≤M . (3.1)

In this case, we can implement an accept-reject algorithm to obtain Y ∼ fY and

we say that a sequential accept-reject sampler (SAR) exists for drawing (X, Y ) ∼ f .

Notice that M is the expected number of proposed samples until an acceptance, so

if M is large, then a SAR may not be efficient. Another common complication is

that we can show the existence of M , but it is difficult to calculate its value and

we are forced to rely on an approximation obtained through numerical maximization

routines.

27
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An alternative is to use a Metropolis-Hastings update for fY with proposal density

q(y′|y). This results in the linchpin variable sampler (LVS), which is now described.

If the current state of the simulation is (Xn, Yn) = (x, y), then the next state is

obtained as follows.

Iteration n+ 1 of the linchpin variable sampler:

1. Draw V ∼ q( · |y), call the observed value v and let

α(y, v) = min

{
1,

fY (v) q(y|v)

fY (y) q(v|y)

}
.

Independently draw U ∼ Uniform(0, 1) and set Yn+1 = v if U ≤ α(y, v), other-

wise set Yn+1 = y.

2. Draw Xn+1 ∼ fX|Y ( · |Yn+1).

We will see that the linchpin variable sampler results in a Markov chain that is

reversible with respect to f and that the stability properties are the same as those of

the Metropolis-Hastings update for fY . In particular, the existence of M satisfying

(3.1) implies that the corresponding LVS is uniformly ergodic. While M can be used

to bound the convergence rate of the LVS, it plays no role in its implementation.

Hence the LVS will naturally evolve according to the smallest possible value of M

and may outperform SAR. Indeed, we will see in several examples, that there exists

an LVS which is better than both SAR and the Gibbs sampler.

In the following sections of this chapter we will first introduce some motivating

examples that demonstrate the use of the LVS. Following these examples, we will

discuss and establish some of its theoretical properties. Finally we will discuss at

its application on Bayesian linear mixed models and at this point we will look at its

performance when fitting different datasets.
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3.1 Motivating examples

We consider implementation of linchpin variable samplers, sequential accept-reject

algorithms and the Gibbs sampler in the context of four examples. The first example

is a simple data augmentation setting, the second example involves a multi-modal

target distribution, the third example is a version of a one-way hierarchical random

effects model, and the fourth example concerns Bayesian probit regression.

3.1.1 Data augmentation

Hobert (2011) introduced a multivariate example where

f(x, y) =
4√
2π
y3/2 exp

{
−y(2 + x2/2)

}
I(y > 0), (3.2)

and showed that the marginal density ofX (denoted fX(x)) corresponds to a Student’s

t density with 4 degrees of freedom. We say that X ∼ Gamma(a, b) if it has density

proportional to xa−1e−bx, for x > 0. Hobert (2011) also shows that X|Y = y ∼

N(0, y−1) and Y |X = x ∼ Gamma(5/2, 2 + x2/2). Thus it is straightforward to

implement a Gibbs sampler with target density f(x, y). This will result in a sample

{(X1, Y1). . . . , (Xn, Yn)}, but since our goal is to sample from the marginal fX , we

simply discard the Yi.

Notice also that the other marginal fY (y) corresponds to a Gamma(2, 2) density.

Hence y is a linchpin variable. Now it is simple to use a SAR to make independent

and identically distributed draws from f , but our goal is to compare two LVS algo-

rithms with the Gibbs sampler. We will consider an LVS with proposal distribution

Gamma(2, 3), which we will denote IndepLVS, and an LVS with normal proposal dis-

tribution having mean centered at the current state and a variance of 4, which we will

denote RWLVS. Just as with the Gibbs sampler, the result of either LVS algorithm is
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Figure 3.1: Left: trace plots for the last 1000 samples. Right: density estimates
(black) against true density (red) for each algorithm. Top to bottom: Gibbs sampler,
IndepLVS, and RWLVS.

a sample {(X1, Y1). . . . , (Xn, Yn)}, but we are only interested in fX so we will discard

the Yi.

We implemented all 3 algorithms for 1 × 104 iterations from a common starting

value of (0, 1). The results are shown in Figure 3.1. It is clear from the figure that

both LVS algorithms do a better job of exploring the support of the target, i.e. fX ,

and result in better estimates of the true density.

3.1.2 Multi-modal target

Let csc denote cosecant and suppose

f(x, y) ∝ exp
{
−0.5(x2 + (csc y5 − x)2)

}
I(−10 < x < 10)I(−10 < y < 10) . (3.3)
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Figure 3.2: Contour plot of joint density in equation (3.3).

A contour plot of f(x, y) is given in Figure 3.2. This density was introduced by

Leman et al. (2009) who found that Metropolis-within-Gibbs algorithms performed

poorly. Note that X|Y = y ∼ N(csc y5/2, 1/2) and if Φ denotes the standard normal

distribution function, then

fY (y) ∝
[
Φ(
√

2(10− 1/2(sin y5)))− Φ(−
√

2(10 + 1/2(sin y5)))
]

exp

{
− 1

2(sin y5)2
.

}
(3.4)

Hence Y is a linchpin variable. Figure 3.3 plots the marginal fY .

Our goal is to compare the sequential accept-reject algorithm with a N(0, 25)

proposal, denoted SAR, an LVS with a N(0, 25) proposal, denoted IndepLVS, and an

LVS with a normal proposal centered at the current state and variance 25, denoted

RWLVS.

We ran IndepLVS and RWLVS each for 50 replications of 1× 104 iterations each



3.1. Motivating examples 32

−10 −5 0 5 10

0.
00

0.
05

0.
10

0.
15

0.
20

Figure 3.3: Marginal density fY in equation (3.4).

and calculated the median effective sample sizes for each of the two components and

the median run times of each replication. As expected, the minimum median effective

sample sizes occurred for the linchpin variable and these are reported in Table 3.1.

We then ran 50 replications of SAR for each of 3 run lengths: 1× 104, 2300 and 617.

The reasoning behind these values are: 1 × 104 to match the run length of the two

implementations of LVS, 2300 to match the run time of the IndepLVS and 617 to

match the smallest observed median effective sample size.

Table 3.1 also contains the estimated mean squared error in estimating the mean

of fX , that is, 0. We see also that only the shortest run (617) of SAR is statistically

different from the others, so that estimation of the marginal mean looks to be of

about the same quality for the other 4 implementations, while using SAR to obtain

2300 observations is nearly identical to using IndepLVS or RWLVS in terms of time

and estimation. However, both IndepLVS and RWLVS do much better in terms

of estimating the marginal density fY ; see Figure 3.4 which contains the results of
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Method SAR SAR SAR IndepLVS RWLVS
Length 617 1× 104 2300 1× 104 1× 104

Med. Time (s) .123 2.05 .462 .465 .329
Med. ESS y – – – 858 617
MSE 8.5e-4 1.1e-4 3.9e-4 2.7e-4 3.4e-4

(1.8e-4) (2.7e-5) (8.1e-5) (8.7e-5) (7.4e-5)

Table 3.1: Summary of simulation study results.
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Figure 3.4: Estimates of the marginal density fY .

using a single run of each of the 4 methods. Similar results were found in all of the

replications. Putting all of this together we see that in terms of density estimation

both IndepLVS and RWLVS do about as good as SAR based on 1×104 observations,

but are at least 4 times faster. In addition, both IndepLVS and RWLVS do much

better than using SAR to obtain 2300 observations and basically the same clock time.

Thus either LVS is apparently a viable competitor to using sequential accept-reject.
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3.1.3 One-way random effects model

Consider the following conditionally independent hierarchical model. For i = 1, . . . , K

suppose that for known a > 0, b > 0

Yi|θi ∼ N(θi, 1)

θi|µ, λ ∼ N(µ, λ)

λ ∼ IG(a, b)

f(µ) ∝ 1 .

This hierarchy results in a proper posterior f(θ, µ, λ|y) with θ = (θ1, . . . , θK). Jones

et al. (2006) considered the factorization

f(θ, µ, λ|y) = f(θ|µ, λ, y)f(µ|λ, y)f(λ|y)

and showed that f(θ|µ, λ, y) is a product of univariate normal densities θi|µ, λ, y ∼

N((λyi + aµ)/(λ + a), aλ/(λ + a)) and f(µ|λ, y) is also a normal density µ|λ, y ∼

N(ȳ, (λ+ a)/K). If ȳ = K−1
∑K

i=1 yi and s2 =
∑K

i=1(yi − ȳ)2, then

f(λ|y) ∝ 1

λb+1(λ+ a)(K−1)/2
e−b/λ−s

2/2(λ+a) .

Thus λ is a linchpin variable. Jones et al. (2006) also show that if q is the kernel of an

IG(a, b) density, then the ration π(λ|y)/q(λ) is maximized at λ = 0 ∨ s2/(K − 1)− 1

hence SAR can be implemented.

Efron and Morris (1975) give a dataset with the transformed (
√

45 arcsin(2x−1))

batting averages after 45 at-bats for 18 Major League baseball players in the 1970

season. We will use the above hierarchy to model this data with a = b = 2. Our

goal is to compare 4 algorithms for estimating the posterior mean vector. Specifically,

we will consider a sequential accept-reject algorithm that produces a random sample,

an LVS with a IG(c, d) proposal, denoted IndepLVS, an LVS with a normal proposal
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Method AR AR Gibbs IndepLVS RWLVS
Length 1480 1× 104 1× 104 1× 104 1× 104

Med. Time (s) .431 2.836 .464 .531 .403
Med. ESS λ – – 3007 1910 1476
MSE 6.8e-3 9.8e-4 8.1e-3 1.3e-3 9.6e-4

(2.5e-3) (2.7e-4) (3.1e-3) (4.5e-4) (3.4e-4)

Table 3.2: Summary of simulation study results.

centered at the current state and a variance σ2 = .752 (this was chosen based on

examination of trace plots in trial runs), denoted RWLVS, and a Gibbs sampler (see

Rosenthal, 1996, for a description of the Gibbs sampler and its ergodicity properties).

We estimated the true posterior mean vector with a simulation of length 1× 107

using SAR. We then conducted 50 independent replications of IndepLVS, RWLVS

and Gibbs, each of length 1 × 104. We recorded the time it took to complete each

replication, the effective sample size for each of the 20 components and the estimated

mean squared error for estimating the entire posterior mean vector. The smallest

effective sample size was always for the λ component with median effective sample size

of 1476 for RWLVS, 1910 for IndepLVS, and 3007 for Gibbs. We then implemented 50

replications of the SAR algorithm for simulation lengths of 1× 104 and 1480 iterates.

The results are reported in Table 3.2. The computation time was comparable among

all methods, except for the SAR method run for 1 × 104 samples, which is not too

surprising since the acceptance rate for it was about 10%. All 3 MCMC methods

outperformed SAR when computational time is factored in, but both linchpin variable

samplers outperformed Gibbs in terms of estimation accuracy. Overall, we see that

RWLVS performed best in terms of computational speed and estimation accuracy.
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3.1.4 Probit regression

For i = 1, . . . , n let xi be a known p× 1 vector, β be a p× 1 vector with p < n and Φ

denote the cumulative distribution function of a standard Normal random variable.

Assume

Yi|β
indep.∼ Bernoulli

(
Φ(xTi β)

)
and π(β) ∝ 1 . (3.5)

Chen and Shao (2000) give conditions for the existence of the posterior, among

which are that the matrix X whose ith row is xTi must be of full rank. Letting

y = (y1, . . . , yn) denote all of the data the posterior is characterized by

f(β|y) ∝
n∏
i=1

[
Φ(xTi β)

]yi [
1− Φ(xTi β)

]1−yi
.

Albert and Chib (1993) proposed a data augmentation method to facilitate posterior

sampling and which is now described. Define z1, . . . , zn such that Yi = 1 if zi > 0 and

Yi = 0 otherwise. The joint posterior distribution of β and z = (z1, . . . , zn)T is given

by

f(β, z|y) ∝
n∏
i=1

[I(zi > 0)I(yi = 1) + I(zi ≤ 0)I(yi = 0)] exp

{
−1

2
(zi − xTi β)2

}
.

Letting P⊥ = I −X(XTX)−1XT we see that

f(β, z|y) ∝
n∏
i=1

[I(zi > 0)I(yi = 1) + I(zi ≤ 0)I(yi = 0)] exp

{
−1

2
zTP⊥z

}
(3.6)

× exp

{
−1

2

(
β − (XTX)−1XT z

)T
XTX

(
β − (XTX)−1XT z

)}
.
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It now follows by inspection that β|z, y ∼ Nn((XTX)−1XT z, (XTX)−1). Integrating

with respect to β in the joint posterior density yields

fZ(z|y) ∝
n∏
i=1

[I(zi > 0)I(yi = 1) + I(zi ≤ 0)I(yi = 0)] exp

{
−1

2
zTP⊥z

}
. (3.7)

Thus z is a linchpin variable for f(β, z|y). Theorem A.1 in Appendix A.1 shows that

there exists a SAR for this model using this proposal distribution. This implies that

we can also implement an IndepLVS using z as a linchpin variable by first choosing a

vector of positive constants λ = (λ1, . . . , λn). We set independent proposal densities

for each zi of the form

q(zi|y) = [I(zi > 0)I(yi = 1) + I(zi ≤ 0)I(yi = 0)]λi

× exp {[I(yi = 0)− I(yi = 1)]λizi} .

This way the proposal density for z is given by

q(z|y) =
n∏
i

q(zi|yi) .

We generated data to compare two linchpin variable samplers and a Gibbs sampler.

The data consists of 50 observations of a binary variable, a continuous covariate, and

a binary covariate. Figure 3.5 shows the data used for this example. For this sampler

note that the linchpin variable dimension is 50. Although a sequential accept reject

sampler exists it is highly inefficient. We still want to compare the performance of the

IndepLVS, the RWLVS and the Gibbs sampler. Since it is not feasible to use a SAR

to approximate the true posterior means we instead implemented a Gibbs sampler

and ran it for 1× 107 iterations.

We conducted 50 replications of each sampler. Each replication had 5 × 104

iterations. For the IndepLVS described above we set λi = 0.75 for i = 1, . . . , 50. For

the RWLVS we used a normal proposal densities with σ = 0.08. These values were
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Figure 3.5: Response and continuous covariate with coded binary covariate (squares
and circles).

Method Gibbs IndepLVS RWLVS
Med. Time (s) 12.36 45.67 16.85
Med. ESS β 12805 16589 20499
MSE 0.00019 0.5065 0.1360

(3.87e-5) (7.08e-2) (2.07e-2)

Table 3.3: Summary of simulation study results.

chosen based on examination of trace plots of trial runs. Note that it is not necessary

to use the same parameter for each component however due to the size of the vector

it is not practical to try to optimize the parameters of different components.

From Table 3.3 we can see that the Gibbs sampler has the best performance with

the RWLVS being second. The large difference in ESS is reflected in the MSE of each

sampler. The IndepLVS has a larger MSE and it is slower when compared to the

other two samplers.
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3.2 Stability properties of the linchpin variable sam-

pler

In this section we study some basic properties, such as reversibility, irreducibility and

the convergence rate of the LVS. In particular, we show that the convergence rate of

LVS depends only on the sub-chain used to sample from the linchpin variable.

Let f(x, y) be a positive probability density function on X× Y ⊆ Rd1 × Rd2 ,

fY (y) =

∫
X

f(x, y) dx > 0, ∀y ∈ Y

and fX|Y (x|y) = f(x, y)/fY (y). Let F , FX|Y and FY be the distributions associated

with the densities f , fX|Y and fY , respectively. Define kY : Y×Y → [0,∞) satisfying

fY (y′) =

∫
Y

fY (y)kY (y′|y) dy . (3.8)

Also let B(X) be the collection of Borel sets on X. Then PY is a Markov kernel having

invariant distribution FY if

PY (y, A) =

∫
A

kY (y′|y) dy′, ∀A ∈ B(Y) .

Next define for all (x, y) ∈ X× Y

k(x′, y′|x, y) := fX|Y (x′|y′) kY (y′|y) .

Then

P ((x, y), A) =

∫
A

k(x′, y′|x, y) dx′ dy′, ∀A ∈ B(X)× B(Y)

defines the Markov kernel for the linchpin variable sampler. For n ∈ N = {1, 2, . . .} let

P n
Y and P n denote the n-step Markov kernels associated with PY and P , respectively.
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Now PY is reversible with respect to FY if for all y′, y

kY (y′|y)fY (y) = kY (y|y′)fY (y′) (3.9)

and P is reversible with respect to F if for all x′, y′, x, y

k(x′, y′|x, y)f(x, y) = k(x, y|x′y′)f(x′, y′) . (3.10)

Integrating both sides of (3.9) implies that kY has invariant density fY and similarly

(3.10) implies k has invariant density f . Of course, if kY is a Metropolis-Hastings

sampler, as in a linchpin variable sampler, then (3.9), and hence (3.8), is satisfied by

construction.

Theorem 3.1

The kernel P is reversible with respect to F if and only if the kernel PY is reversible

with respect to FY .
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Proof

Assume (3.10). Let y, y′ ∈ Y and let x′ ∈ X be such that fX|Y (x′|y′) > 0. Then

fY (y)kY (y′|y) =

∫
X

f(x, y)kY (y′|y) dx

=

∫
X

f(x, y)fX|Y (x′|y′)kY (y′|y)

fX|Y (x′|y′)
dx

=

∫
X

f(x, y)k(x′, y′|x, y)

fX|Y (x′|y′)
dx

=

∫
X

f(x′, y′)k(x, y|x′, y′)
fX|Y (x′|y′)

dx

=

∫
X

fX|Y (x′|y′)fY (y′)fX|Y (x|y)kY (y|y′)
fX|Y (x′|y′)

dx

=fY (y′)kY (y|y′)
∫
X

fX|Y (x|y) dx

=fY (y′)kY (y|y′)

and hence (3.9) holds. Now assume (3.9). Then

f(x, y)k(x′, y′|x, y) =f(x, y)fX|Y (x′|y′)kY (y′|y)

=fX|Y (x|y)fX|Y (x′|y′)fY (y)kY (y′|y)

=fX|Y (x|y)fX|Y (x′|y′)fY (y′)kY (y|y′)

=f(x′, y′)fX|Y (x|y)kY (y|y′)

=f(x′, y′)k(x, y|x′, y′)

and hence (3.10) holds. �

Another key stability property is irreducibility. Recall that P is φ-irreducible if φ

is a non-zero σ-finite measure such that for all A ⊆ B(X)×B(Y) with φ(A) > 0, and

for all (x, y) ∈ X × Y, there exists a positive integer n such that P n((x, y), A) > 0.

Irreducibility of PY is defined similarly.
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Theorem 3.2

If PY is FY -irreducible, then P is F -irreducible.

Proof

Note that our assumptions imply F and FY are σ-finite. Let A ∈ B(X) × B(Y)

satisfy F (A) > 0. Let AX ∈ B(X) and AY ∈ B(X) be such that AX × AY ⊆ A and

F (AX × AY) > 0. By assumption Pm
Y (y, AY) > 0 for a positive integer m. Since

AX × AY ⊆ A we can write

Pm((x, y), A) =P((Xm, Ym) ∈ A|X0 = x, Y0 = y)

≥P((Xm, Ym) ∈ AX ×AY|X0 = x, Y0 = y)

=P(Xm ∈ AX|Ym ∈ AY, X0 = x, Y0 = y) P(Ym ∈ AY|X0 = x, Y0 = y).

Given Ym, Xm is independent of X0 and Y0, and Ym does not depend on X0, therefore,

Pm((x, y), A) ≥ P(Xm ∈ AX|Ym ∈ AY) P(Ym ∈ AY|Y0 = y) .

The construction of the linchpin variable sampler yields P(Xm ∈ AX|Ym ∈ AY) > 0

and we already have P(Ym ∈ AY|Y0 = y) > 0, hence Pm((x, y), A) > 0. �

Definition 3.1

Let L( · ) denote a distribution. A process {ζn} is said to be de-initializing (Roberts

and Rosenthal, 2001) for a Markov chain {γn} if for each n ≥ 1,

L(γn|γ0, ζn) = L(γn|ζn).

From the construction of the linchpin variable sampler that for n ≥ 1

L(Xn, Yn|X0, Y0, Yn) = FX|Y ( · |Yn) = L(Xn, Yn|Yn) .

That is, {Yn} is de-initializing for {Xn, Yn}. Then setting h(Xn, Yn) = Yn and using
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the fact that {Yn} is a Markov chain, Corollary 4 in Roberts and Rosenthal (2001)

yields the following result.

Theorem 3.3

The Markov chains PY and P converge to their respective invariant distributions at

the same rate in total variation norm. That is,

‖P n((x, y), · )− F ( · )‖ = ‖P n
Y (y, · )− FY ( · )‖ .

A linchpin variable sampler is uniformly ergodic if there exist ρ < 1 and B < ∞

such that

‖P n((x, y), · )− F ( · )‖ ≤ B ρn, n = 1, 2, 3, . . .

Uniform ergodicity is a useful stability property (see Jones and Hobert, 2001, for dis-

cussion), but uniform ergodicity of Markov chain Monte Carlo samplers for practically

relevant statistical models has received little attention (see Choi and Hobert, 2013;

Johnson et al., 2013; Jones et al., 2014; Mengersen and Tweedie, 1996). However, in

linchpin variable samplers there is a simple sufficient condition for uniform ergodicity.

The proof of the following result is similar to the proof of Theorem 2.1 of Mengersen

and Tweedie (1996), but is included here for the sake of clarity.

Theorem 3.4

If

ε := inf
y,y′∈Y

q(y′|y)

fY (y′)
> 0 , (3.11)

then

‖P n((x, y), · )− F ( · )‖ ≤ (1− ε)n, n = 1, 2, 3, . . .
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Proof

It is sufficient to show that k(x′, y′|x, y) ≥ ε f(x′, y′) for all x, y ∈ X × Y (Meyn and

Tweedie, 1993, p392). Note that

k(x′, y′|x, y) ≥fX|Y (x′|y′) q(y′|y) min

{
1,

fY (y′) q(y|y′)
fY (y) q(y′|y)

}
=fX|Y (x′|y′) fY (y′) min

{
q(y′|y)

fY (y′)
,
q(y|y′)
fY (y)

}
=f(x′, y′) min

{
q(y′|y)

fY (y′)
,
q(y|y′)
fY (y)

}
≥ε f(x′, y′).

�

Remark

Notice that if we only establish the existence of ε in (3.11), then we still establish

that the LVS is uniformly ergodic. Also, notice that establishing the existence of ε is

equivalent to establishing the existence of M in (3.1) when q(y′|y) = q(y′). Thus es-

tablishing the existence of M , and hence the feasibility of the sequential accept-reject

sampler, simultaneously establishes the uniform ergodicity of the linchpin variable

sampler with the same proposal density. In particular, the fact that we can imple-

ment SAR shows that all of the IndepLVS in Section 3.1 are uniformly ergodic.

3.3 Hierarchical linear mixed models

We turn our attention to the implementation of the LVS in hierarchical linear mixed

models. We start with a straightforward application to Bayesian Lasso regression and

then move towards Bayesian linear mixed models with two variance components.
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3.3.1 Bayesian lasso regression

Let y denote a n× 1 vector of observations, β a p× 1 vector of coefficients and X a

n× p design matrix. Also let λ denote a known positive constant and a and b known

positive hyperparameters. Assume

Y |β, γ ∼ Nn (Xβ, γ−1In)

π(β|γ) =

(
λγ

4

)p
exp

{
−λγ

2
||β||1

}
γ ∼ Gamma(a, b) .

(3.12)

Let u be a p-dimensional vector and ||u||1 =
∑p

1 |ui| and ||u||22 = uTu. Usual

manipulation shows that the conditional distribution of γ|β, y is

γ|β, y ∼ Gamma

(
n

2
+ p+ a,

λ||β||1 + ||y −Xβ||22
2

+ b

)
.

Additionally the marginal posterior of β|Y is

fβ(β|y) ∝
(

1 +
λ||β||1 + ||y −Xβ||22

2b

)−(n2 +p+a)
.

For this particular marginal posterior density we have that

fβ(β|y) ∝
(

1 +
λ||β||1 + ||y −Xβ||22

2b

)−(n2 +p+a)

≤
(

1 +
1 + (β − (XTX)−1XTy)T (XTX)(β − (XTX)−1XTy)

2b

)−(n2 +p+a)
.

The right-hand side of the inequality corresponds to the density of an unnormalized

multivariate t-distribution with location vector (XTX)−1XTy, scale matrix (XTX)−1

and 2b degrees of freedom. This means that the ratio of fβ and this density is bounded

and hence a sequential accept-reject sampler exists as long as X is a full rank matrix.

However, in practice this sampler is highly inefficient to the point of not being able to

get one sample after a few hours of running. It is also not unusual in applications for
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Figure 3.6: Median estimates for the regression parameter β for example Section 3.3.1.

X to be of less than full rank. The dimension of β can be large, hence an independence

linchpin variable sampler is not expected to be as efficient as in the examples with

lower dimensionality.

We can implement a random walk linchpin variable sampler on β. We use the

diabetes dataset of Efron et al. (2004) which consists of n = 442 observations and

p = 10 covariates. The implementation was done for the following values

λ ∈ {0.1, 1, 10, 31.62278, 100, 316.2278, 1000, 1200, 1500, 2000, 4000} .

For each value a random walk linchpin variable sampler was used. Each sampler

consisted of 5 × 106 observations. A normal proposal was used where the standard

deviations for β were 40 for the first 4 parameters, 150 for parameters 5 and 6, and

40 for the rest of the parameters.

Figure 3.6 shows the path of the posterior median estimates of β for different
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values of log10(λ). We set λ = 63 to make it comparable to the values chosen by cross

validation and marginal maximum likelihood as described in Park and Casella (2008).

Table 3.4 shows the posterior median estimates for this model. These estimates were

obtained with one run of the random walk linchpin variable sampler with 3 × 106

iterations with the same standard deviations used in the previous samplers.

Parameter Median Std Err
(1) age 1.46 1.08
(2) sex -196.99 1.33
(3) bmi 511.20 1.70
(4) map 289.92 1.60
(5) tc -111.93 3.62
(6) ldl -37.85 2.65
(7) hdl -158.06 3.29
(8) tch 94.38 3.42
(9) ltg 480.02 2.64
(10) glu 71.26 1.00

Table 3.4: Posterior medians for the regression parameters with λ = 63 for example
Section 3.3.1.

Figure 3.7 shows the trace plots for the last 1× 105 iterations of the random walk

for coefficients β1 and β3 and Figure 3.8 shows posterior histograms for the same

coefficients. From these diagnostic plots we can see that the chain appears to have a

good mixing.

We can compare this method to a Metropolis-within-Gibbs sampler (MwGS). To

do this we used the same settings as the previous implementation but only ran each

sampler for 5× 105 iterations. The run times were 41 seconds and 60 seconds for the

RWLVS and the MwGS, respectively. Table 3.5 show the posterior median estimates

for both samplers. We see the samplers are very similar in performance with RWLVS

being slightly faster.
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Figure 3.7: Trace plots for the last 1 × 105 iterations of β1 and β3 forexample Sec-
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Figure 3.8: Posterior histograms for β1 and β3 for the Bayesian lasso regression.



3.3. Hierarchical linear mixed models 49

Parameter RWLVS (Std Err) MwGS (Std Err)
(1) age 4.66 (2.67) 3.92 (2.49)
(2) sex -197.00 (3.02) -200.52 (3.39)
(3) bmi 511.86 (4.00) 508.06 (3.81)
(4) map 285.34 (3.42) 293.47 (3.61)
(5) tc -103.54 (7.87) -119.88 (8.01)
(6) ldl -45.45 (6.08) -34.85 (5.92)
(7) hdl -161.48 (7.08) -161.42 (7.02)
(8) tch 95.45 (7.31) 100.45 (7.44)
(9) ltg 473.89 (5.78) 480.35 (5.66)
(10) glu 72.60 (2.36) 70.77 (2.36)

Table 3.5: Comparison between the posterior medians obtained by RWLVS and
MwGS for example Section 3.3.1

3.3.2 Bayesian linear model with two variance components

Let Y denote an n × 1 vector, β a p × 1 vector, u a k × 1 vector, X a known n × p

full column rank design matrix, Z a known n × k full column rank matrix. Also

assume that p < n and k < n. Then a Bayesian linear model is given by the following

hierarchy

Y |β, u, λE, λR ∼ Nn

(
Xβ + Zu, λ−1

E In
)

β ∼ π(β)

u|λE, λR ∼ Nk

(
0, λ−1

R Ik
)

λE ∼ Gamma (e1, e2)

λR ∼ Gamma (r1, r2) .

(3.13)

We assume that e1, e2, r1, r2 > 0 are known hyperparameters.
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Conjugate prior distributions

We will work on two cases of this model. We start by assuming that b ∈ Rp, B is a

p× p positive definite matrix, and

β|u, λE, λR ∼ N(b, B−1).

Additionally assume that β and u are a posteriori conditionally independent given

λE and λR which holds if and only if XTZ = 0. An example where this condition

holds is a balanced block design analysis of variance.

Let ξ = (βT , uT )T , λ = (λE, λR)T and let y denote all of the data, then the

posterior density satisfies

f(β, u, λE, λR|y) = f(ξ, λ|y) = fξ|λ(ξ|λ, y)fλ(λ|y) (3.14)

where y has been removed from the subindices for cleaner notation and we need to

identify fξ|λ(ξ|λ, y) and fλ(λ|y).

Standard calculations show that ξ|λ, y ∼ Np+k(µ,Σ), where

µ =

(λEXTX +B
)−1 (

λEX
TY +Bb

)
λE
(
λEZ

TZ + λRIk
)−1

ZTY

 (3.15)

and

Σ =

(λEXTX +B
)−1

0

0
(
λEZ

TZ + λRIk
)−1

 . (3.16)
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Let | · | denote determinant of a matrix. Integrating with respect to ξ in the joint

posterior yields the unnormalized density

fλ(λ|y) ∝ λ
n/2+e1−1
E λ

k/2+r1−1
R

|λEXTX +B|1/2 |λEZTZ + λRIk|1/2
exp {−e2λE − r2λR

− 0.5λEy
Ty + 0.5

(
λEX

Ty +Bb
)T (

λEX
TX +B

)−1 (
λEX

Ty +Bb
)

(3.17)

+0.5λ2
Ey

TZ
(
λEZ

TZ + λRIk
)−1

ZTy
}
.

Hence λ is a linchpin variable for f(ξ, λ|y). We will consider a proposal density of

the form q1(λ′E) q2(λ′R) where q1 is a Gamma(s1, s2) density and q2 is a Gamma(t1, t2)

density. The proof of the following result is given in Appendix Appendix A.2.

Theorem 3.5

If t1 ≤ r1, t2 < r2, s1 ≤ e1 + n/2 and

s2 < e2 +
1

2
yT (I −X(XTX)−1XT − Z(ZTZ)−1ZT )y ,

then there exist a SAR and a uniformly ergodic IndepLVS.

Improper prior distribution on β

Now we assume that

π(β) ∝ 1.

Additionally we do not require XTZ = 0 in this subsection. Sun et al. (2001) show

that this hierarchy results in a proper posterior. Let ξ = (βT , uT )T , λ = (λE, λR)T

and let y denote all of the data. Then the posterior density satisfies

f(β, u, λE, λR|y) = f(ξ, λ|y) = fξ|λ(ξ|λ, y)fλ(λ|y) (3.18)



3.3. Hierarchical linear mixed models 52

where y has been removed from the subindices for cleaner notation and we need to

identify fξ|λ(ξ|λ, y) and fλ(λ|y).

Letting P⊥ = I − P = I −X(XTX)−1XT and Q = λEZ
TP⊥Z + λRIk, standard

calculations show that ξ|λ, Y ∼ N(µ,Σ), where

µ =

(XTX)−1XT (I − λEZQ−1ZTP⊥)y

λEQ
−1ZTP⊥y

 (3.19)

and

Σ =

(λEX
TX)−1 + (XTX)−1XTZQ−1ZTX(XTX)−1 −(XTX)−1XTZQ−1

−Q−1ZTX(XTX)−1 Q−1

 .

(3.20)

Let π(λ) be the prior distribution of λ. Integrating with respect to ξ in the joint

posterior density yields

fλ(λ|y) ∝ π(λ)λ
n/2−p/2
E λ

k/2
R

|λEZTP⊥Z + λRIk|1/2
exp

{
−λE

2
yT
(
P⊥ − λEP⊥ZQ−1ZTP⊥

)
y

}
.

(3.21)

Hence λ is a linchpin variable for f(ξ, λ|y). We will consider a proposal density of

the form q1(λ′E) q2(λ′R) where q1 is a Gamma(s1, s2) density and q2 is a Gamma(t1, t2)

density.

Let A+ be the Moore-Penrose inverse of a matrix A. The proof of the following

result is given in Appendix Appendix A.3.
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Theorem 3.6

If t1 ≤ r1, t2 < r2, s1 ≤ e1 + (n− p)/2 and

s2 < e2 +
1

2
yT (P⊥ − P⊥Z(P⊥Z)+)y ,

then there exist a SAR and a uniformly ergodic IndepLVS.

3.3.3 Health maintenance organizations (HMO) premiums

Although we have convergence results for the independence LVS this is not always

the sampler that shows the best performance. In the following example we look at

the monthly premiums in U.S. dollars for individual subscribers across 341 HMO in

42 states, the District of Columbia, Guam, and Puerto Rico (for simplicity we call all

of these states). States have a different number of plans, ranging from 1 to 31.

The model can be written as in section Section 3.3.2 with p = 1 (intercept only)

and k = 45 (each state is a random effect). In this sense we have an overall mean

µ with 45 random effects. The full data are available from Hodges (2014). We use

a Gamma(1, 2) prior for λE and λR. We ran 5 × 104 steps of a random walk LVS

using Normal proposals with standard deviations of 0.001 and 0.01 for λE and λR,

respectively. These values were chosen based on previous exploratory runs.

Parameter Post Mean Std Err
λE 0.002000 4.9e-6
λR 0.005691 6.6e-5

Table 3.6: Posterior means and standard deviations for λ for the HMO data example.

Table 3.6 shows the posterior medians for λ and Figure 3.10 histograms for λE

and λR. Figure 3.9 shows the data averages for each state and the posterior means

with the respective random effect for each state.

We also ran an IndepLVS of length 5× 104 with the same prior distribution. The

proposal distributions for λE and λR were both Gamma(0.3, 1.6). The estimation
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Figure 3.9: Average premiums for each state (dots) and posterior overall mean with
random effects (triangles) for the HMO data example.
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Figure 3.10: Histograms and smoothing kernels for λE and λR for the HMO data
example.
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Figure 3.11: Trace plots for the last 1 × 104 observations of an IndepLVS (left) and
an RWLVS (right) for the HMO data example.
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error for the RWLVS was lower for almost every parameter. Figure 3.11 shows trace

plots for the last 1 × 104 iterations of each sampler on λE. Clearly the IndepLVS

suffers from a very slow mixing time. This behavior is the same for λR and this

would cause the overall errors to be larger for the IndepLVS. Different values for the

proposal distribution parameters did not show much improvement for the IndepLVS.

3.3.4 Bayesian linear mixed model with multiple variance

components

The Bayesian linear mixed model described in section Section 3.3.2 can be extended

to include more than two variance components. Let Y, β,X, Z and λE be defined

as in section Section 3.3.2. Let l be the number of variance components for the

random effects and set u = (uT1 , . . . , u
T
l )T where each ui is a ki dimensional vector

with
∑l

i=1 ki = k. Also set D = ⊕li=1λiIki with λi > 0 for i = 1, . . . , l.

Y |β, u, λE, λR ∼ Nn

(
Xβ + Zu, λ−1

E In
)

π(β) ∝ 1

u|λE, λi ∼ Nk (0, D−1)

λE ∼ Gamma (e1, e2)

λi ∼ Gamma (ri1 , ri2) , for i = 1, . . . , l .

(3.22)

Sun et al. (2001) gives conditions on the hyperparameters to guarantee a proper

posterior distribution. Like in the last example we can partition the parameter

space into ξ = (βT , uT )T and λ = (λE, λ1, . . . , λl)
T . Letting P⊥ = I − P =

I−X(XTX)−1XT and Q = λEZ
TP⊥Z+D, standard calculations show that ξ|λ, Y ∼
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N(µ,Σ), where

µ =

(XTX)−1XT (I − λEZQ−1ZTP⊥)y

λEQ
−1ZTP⊥y

 (3.23)

and

Σ =

(λEX
TX)−1 + (XTX)−1XTZQ−1ZTX(XTX)−1 −(XTX)−1XTZQ−1

−Q−1ZTX(XTX)−1 Q−1

 .

(3.24)

Notice that this is almost the same as the conditional posterior of the model used in

section Section 3.3.2. Let π(λ) be he prior density of λ. The unnormalized marginal

posterior density of λ is given by

fλ(λ|y) ∝ π(λ)λ
(n−p)/2
E

∏l
i=1 λ

ki/2
i

|λEZTP⊥Z +D|1/2
exp

{
−λE

2
yT
(
P⊥ − λEP⊥ZQ−1ZTP⊥

)
y

}
.

(3.25)

Again, this is very similar to the model used before. However the increased dimension-

ality makes the theoretical results messier to prove. Also depending on the number

of variance components finding a good accept-reject sampler can be difficult. In the

next section we implement this model using a random walk sampler for λ.

3.3.5 Molecular structure of a virus

We look at the data from Peterson et al. (2001) on the count of the capsid protein gp8

of the bacteriophage virus φ29. Counting the copies of this protein had four steps,

selecting a parent (4 levels), preparing a batch (9 levels), creating gels to separate the

different proteins (11 levels) and burning several gel pieces in an oxidizer run to get
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Figure 3.12: gp8 count by components.

a gp8 weight to convert into a count (7 levels).

These four steps are treated as different random effects that come from four dif-

ferent variance components. In terms of model Section 3.3.4 we have p = 1 (intercept

only) and k = 31. In this way we partition u in l = 4 vectors; u = (uT1 , u
T
2 , u

T
3 , u

T
4 )T

where the precision matrix of ui is given by λiIki , where ki is the number of levels

for each ui: 4, 9, 11 and 7 respectively. Figure 3.12 shows the data grouped in each

category. Clearly this is not a balanced design and some categories have only two

observations (e.g. batch level 2).

The prior distributions of the variance components are:

• λE ∼ Gamma(0.25, 10),

• λ1 ∼ Gamma(12, 6),

• λ2 ∼ Gamma(7, 3.5),

• λ3 ∼ Gamma(5, 2.5), and

• λ4 ∼ Gamma(9, 4.5).

The values for the hyperparameters were selected this way to satisfy the condi-

tions to attain a proper posterior distribution (Sun et al., 2001). We ran 1 × 106
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Figure 3.13: Autocorrelation and Trace plots for λE and λ4.

iterations of a random walk LVS with a multivariate Normal proposal with standard

deviations of (0.0002, 2, 0.003, 2, 2) for λE, λ1, λ2, λ3, and λ4 respectively. These

standard deviations were selected based on inspection of trace plots of preliminary

runs. Table 3.7 shows posterior means and their respective standard errors for the

precision parameters.

Parameter Posterior Mean standard error
λE 0.002096 (2.5063e-6)
λ1 1.9991 (4.03e-3)
λ2 0.002733 (8.0354e-6)
λ3 1.9679 (7.24e-3)
λ4 1.9680 (5.51e-3)

Table 3.7: Posterior means and standard deviations for the precision parameters.

Figure 3.13 shows autocorrelation and trace plots of the last 5× 104 iterations for

λE and λ4. Figure 3.14 shows histograms for the posterior distributions of λE, λ1 and

λ4.
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Figure 3.14: Posterior histograms for selected variance components.

3.4 Comments

A linchpin variable sampler for a joint density f(X, Y ) allows the possibility of sam-

pling any number of iterations from the marginal chain {Yn} before starting to sample

from the conditional chain {Xn|Yn}. Hence it is possible to look at the output of the

marginal chain, make modifications to its settings, e.g. the proposal density parame-

ters, and look at convergence diagnostics before running the conditional chain. This

can be useful to save computing time when tunning the samplers.

Recall that the existence of a constant M in (3.1) guarantees the existence of a

SAR for drawing (X, Y ) ∼ f . We have seen in Section 3.3.3 that it is possible to

know the constant exists but it is either too difficult to calculate or when it can be

calculated the sampler is highly inefficient. However even if the sampler is inefficient

if it is possible to draw one observation from (X, Y ) we can use this as a starting

point for the LVS. As an example we can use the model and data of Section 3.3.3.
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Figure 3.15: Left: Trace plot for λE (solid) and λR (dashed) with a starting value
selected by SAR. Right: Trace plot for λE (solid) and λR (dashed) with a starting
value of 0.5.

By Theorem 3.6 we know that there is a SAR for this model, however, in practice its

implementation has a low acceptance rate.

Figure 3.15 shows the possible impact of selection of a starting point through

rejection sampling. The figure shows the trace plots of two runs of a RWLVS with

the same parameters used to obtain Figure 3.11 but with different starting values and

proposals’ standard deviation of 0.0005 and 0.005 for λE and λR respectively. The

first run had a starting point obtained by SAR while the second run had a starting

value of 0.5 for both λE and λR. We see that starting the chain from a point obtained

by SAR improves mixing of the chain and in this case also relieves the problem of

selecting a ’burn-in’ period.



Chapter 4

The mcemGLM Package

The mcemGLM package estimates the MLEs of the generalized linear mixed models

mentioned in Section 1.1 (Bernoulli, Poisson, negative binomial, and gamma data.)

These response types can be used with normal or t distributed random effects.

To find the MLEs of these models we use to (Markov chain) Monte Carlo Expecta-

tion-Maximization (MCEM) algorithm. The MCEM algorithm is a generalization

of the Expectation-Maximization (EM) algorithm. The next section discusses the

foundation of the EM and MCEM algorithms and then we follow with an overview of

the implementation done in the mcemGLM package. We end this chapter by showing

the application to various datasets.

4.1 The EM and MCEM algorithm

As mentioned in Section 1.2.2, the basic idea starts by assuming two sets of data: An

“observed” dataset we call Y and a second set of “missing” data U . In our context the

observed data Y are the actual observations we have measured, i.e., the success and

failures for the logistic regression, the counts for the Poisson (and negative binomial)

regression, and measurements for the gamma regression. The missing data are the

unobservable random effects U which we have assumed either to be normally or t

62
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distributed.

The EM algorithm estimates the MLEs of a GLMM by an iterative algorithm.

Let θ(t) denote the current estimate at the ith iteration. Let

Q(θ, θ(t)) = E
[
log f(y, u|θ)|y, θ(t)

]
. (4.1)

The next value, θ(t+1), is found by maximizing (4.1) with respect to θ. The

expectation in (4.1) is taken with respect to f(u|y, θ). Hence if we want to obtain

its closed form we need f(y, u|θ) and fY (y|θ). The function fY (y|θ) is not available

in closed form for the models we are considering, therefore we need to resort to a

numerical method to calculate this expectation.

Note that the EM algorithm works on maximizing Q(θ, θ(t)) rather than the com-

plete or marginal likelihood functions. Next we show an argument (based on Little

and Rubin (1987)) that shows that an increase in the Q function yields an increase

in the marginal log-likelihood function. The marginal likelihood function is

L(θ|y) = fY (y|θ) =

∫
Rk
f(y, u|θ)du.

Notice that we can also write

log fY (y|θ) = log f(y, u|θ)− log fU |Y (u|Y, θ).

Multiplying by fU |Y (u|Y, θ(t)) and integrating with respect to U yields

log fY (y|θ) =

∫
Rk

log f(y, u|θ)fU |Y (u|Y, θ(t)) du

−
∫
Rk

log fU |Y (u|Y, θ)fU |Y (u|Y, θ(t)) du

=Q
(
θ, θ(t)

)
+H

(
θ, θ(t)

)
.

Where H
(
θ, θ(t)

)
= −

∫
Rk log fU |Y (u|Y, θ)fU |Y (u|Y, θ(t)) du. We can substitute θ by



4.1. The EM and MCEM algorithm 64

θ(t) in the last equation to obtain

log fY (y|θ(t)) = Q
(
θ(t), θ(t)

)
+H

(
θ(t), θ(t)

)
.

Now we can subtract this from the original equation

log fY (y|θ)− log fY (y|θ(t)) =Q
(
θ, θ(t)

)
−Q

(
θ(t), θ(t)

)
(4.2)

+H
(
θ, θ(t)

)
−H

(
θ(t), θ(t)

)
.

Notice that

H
(
θ, θ(t)

)
−H

(
θ(t), θ(t)

)
= −

∫
Rk

log fU |Y (u|Y, θ)fU |Y (u|Y, θ(t)) du

+

∫
Rk

log fU |Y (u|Y, θ(t))fU |Y (u|Y, θ(t)) du

=

∫
Rk

log

(
fU |Y (u|Y, θ(t))

fU |Y (u|Y, θ)

)
fU |Y (u|Y, θ(t)) du.

The last equality can corresponds to the Kullback-Leibler divergence between U |Y, θ(t)

and U |Y, θ which is always non-negative, hence

H
(
θ, θ(t)

)
−H

(
θ(t), θ(t)

)
≥ 0.

Using this and setting log fY (y|θ) = logL(θ|y) we obtain from (4.2) that

logL(θ|y)− logL(θ(t)|y) ≥ Q
(
θ, θ(t)

)
−Q

(
θ(t), θ(t)

)
. (4.3)

This means that by maximizing the value of Q
(
θ, θ(t)

)
we increase the value of

the marginal log-likelihood function, logL(θ|y) at each step of the iteration by the

same amount Q has been increased.

We can also ask ourselves if this increase in L(θ|y) will result in convergence to

the MLE. Dempster et al. (1977) and Wu (1983) discuss in detail the convergence
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of the EM algorithm. It is established that the EM algorithm, like most optimiza-

tion algorithms, only converges to a local maximum of L(θ|y) in the corresponding

parameter space Θ.

Let {θ(t)}t≥0 be a sequence obtained from the EM algorithm. Wu (1983) es-

tablishes the following regularity conditions for convergence to a local maximum or

stationary point.

1. Θ is in the (p+ l)-dimensional Euclidean space,

2. Θ0 = {θ ∈ Θ0 : logL(θ|y) ≥ logL(θ(0)|y)} is compact for any logL(θ(0)) > −∞,

3. logL is continuous in Θ and differentiable in the interior of Θ, and

4. as a consequence of the above, {L(θ(t))}t≥0 is bounded above for any θ(0) ∈ Θ.

Also we assume that the starting point θ(0) satisfies logL(θ(0)|y) > −∞ and that θ(t)

is in the interior of Θ. By maximizing Q we assure that θ(t+1) is a solution of

∂Q(θ, θ(t))/∂θ = 0.

The main convergence theorem given by Wu (1983) is in terms of a General-

ized Expectation-Maximization (GEM) algorithm. The GEM algorithm is defined

by Dempster et al. (1977) for those cases were it is not possible to maximize the Q

function analytically. The maximization step is can be changed to finding a value

θ(t+1) such that

Q
(
θ(t+1), θ(t)

)
≥ Q

(
θ(t), θ(t)

)
.

That is, choose the next value so that it increases the current value of the Q function.

For the EM algorithm as a sufficient condition is that

Q(Ψ,Φ) is continuous in both Ψ and Φ.
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This condition is required to have convergence of the log likelihood function. That

is, logL(θ(t)|y) converges monotonically to logL∗ = logL(θ∗|y) for some stationary

point θ∗ ∈ S. Where S is the set of stationary points in the interior of Θ.

In our application we may run into problems with the second regularity condition

since we are estimating variance components in our model. As McLachlan and Kr-

ishnan (1996) note, a workaround to this is to make the space compact by bounding

the variances by a constant σ2
i ≥ ε for i = 1, . . . , l. However, this is not necessarily

an appropriate solution for cases that either have a solution at the boundary or when

the algorithm is started sufficiently close to the boundary.

In some applications, like the models we are fitting, we might not be able to

calculate the Q function analytically. However since what we are calculating an

expectation we can approximate it by using Monte Carlo simulation. The MCEM

algorithm, introduced by Wei and Tanner (1990), consists of the following steps.

1. Select an initial value θ(0) for the EM sequence.

2. At step t, obtain a sample ut,1, . . . , ut,mt , from U | θ(t), Y .

3. Obtain θ(t+1) by maximizing

Q̂t(θ) =
1

mt

mt∑
j=1

log f(y, ut,j|θ) (4.4)

with respect to θ.

4. Repeat 2 and 3 until a convergence criterion is reached or a maximum number

of iterations has been done.
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The key difference between EM and MCEM is that in the expectation step we

approximate the Q function using Monte Carlo simulation through the Q̂ function

defined in (4.4). This modification turns the integration problem into a sampling

problem. Now we are faced with the task of obtaining a sample from the conditional

distribution U |Y, θ(t).

When we look at the convergence properties of the MCEM we have to consider

which type of convergence we are interested in. First we have the Monte Carlo step

convergence to the EM sequence, that is, the convergence of arg max Q̂t(θ) to θ(t).

Then we can consider how the Monte Carlo approximation affects the convergence of

the EM sequence {θ(t)}t≥0.

The first point that should be noted is that the index t on the Monte Carlo sample

size mt is there to emphasize the importance of increasing the Monte Carlo sample

size as we go up in the EM iterations. If we fix mt to a value m then we will have a

persistent Monte Carlo error throughout the EM sequence that will prevent it from

converging.

Because of this Monte Carlo error it is crucial to consider a Monte Carlo sample

size that increases at each iteration of the EM algorithm. One of the first results

on MCEM convergence properties are due to Chan and Ledolter (1995). They treat

data as fixed and hold the Monte Carlo sample size constant, i.e., mt = m. Then

they consider m → ∞ and look at the properties of the MCEM sequence as an

approximation to the EM sequence.

Sherman et al. (1997) consider running multiple independent Markov chains to

carry out the E-step. Then they construct their convergence results letting the number

of chains, the length of each chain, the number of EM iterations, and the data sample

size all go infinity. They prove
√
n-consistency and asymptotic normality of the

estimator θ(t).



4.1. The EM and MCEM algorithm 68

The approach we have taken in our implementation of the MCEM algorithm is

closer to the work done by Fort and Moulines (2003). In their approach they treat

data as fixed and the Monte Carlo sample size to be increasing deterministically with

the EM iterations. Their results apply to the cases where U |Y is obtained through

i.i.d. sampling or a uniformly ergodic Markov chain.

For their proof, Fort and Moulines (2003) used a variation of the MCEM algorithm.

They define what is called a stable MCEM. Let {Kt}t≥0 be a sequence of compact

subsets of Θ satisfying

Kt ⊂ Kt+1 for each t, and
∞⋃
t=0

Kt = Θ. (4.5)

Set p0 := 0 and choose θ(0) ∈ K0. The stable MCEM is then defined as follows. Let

θ′ = arg supθ Q̂t(θ). Then

1. If θ′ ∈ Kpt , then θ(t+1) = θ′ and pt+1 = pt.

2. If θ′ /∈ Kpt , then θ(t+1) = θ(0) and pt+1 = pt + 1.

In the stable MCEM, if the MCEM update falls outside a specific set the algorithm

is reinitialized at the point θ(0). From the description, we have that pt counts how

many times the algorithm is reinitialized. Fort and Moulines (2003) show that under

a set of assumptions, which we list below, {pn} is almost sure (a.s.) finite.

The complete data model is assumed to be from the class of curved exponential

families. Let Y ⊂ Rn and U ⊂ Rk denote the range of Y and U . Then for some

integer v there exist functions ψ : Θ → R, η : Θ → Rv, and S : Y × U → S ⊂ Rv

such that

logL(θ|y, u) = log f(y, u|θ) = η(θ)TS(y, u) + ψ(θ).

Other assumed regularity conditions are
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1. φ and ψ are continuous on Θ, S is continuous on Y × U ,

2. for all θ ∈ Θ, S̄(θ; y) := E(S(y, U)|y, θ) is finite and continuous on Θ,

3. there exists a continuous function θ̂ : S → Θ such that for all s ∈ S,

logL(θ̂(s)|y, u) = supθ∈Θ logL(θ|y, u),

4. the observed data log-likelihood logL(θ|y) is continuous on Θ, and for any λ,

the level set {θ ∈ Θ : logL(θ|y) ≥ λ} is compact,

5. the set of fixed points of the EM algorithm is compact.

Set Γ to be the set of fixed points of the EM algorithm. By theorem 2 of Wu

(1983) under the above assumptions if Θ is open and η and ψ are differentiable on Θ,

then logL(θ|y) is differentiable on Θ and Γ = {θ ∈ Θ : ∇ logL(θ|y) ≥ λ}. Hence the

set of fixed points of the EM algorithm coincides with the set of stationary points of

logL(θ|y).

Let Cl( · ) denote the closure of a sequence. We now state the main result from

Fort and Moulines (2003).

Theorem 4.1 (Fort and Moulines (2003))

Assume the complete data model belongs to the curved exponential family, and the

model satisfies the assumptions 1. through 6. listed above. Consider an implemen-

tation of the stable MCEM algorithm using a sequence of sets {Kt} satisfying (4.5).

Let θ(0) ∈ K′ and suppose the Monte Carlo sample sizes {mt} satisfy
∑∞

t=0 m
−1
t <∞.

Then

1. (a) lim
t→∞

pt <∞ with probability 1 (w.p. 1), and lim
∑

t→∞
|θ(t)| <∞ w.p. 1;

(b) the log-likelihood sequence {logL(θ(t)|y)} converges w.p. 1 to a connected

component of logL(Γ|y).
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2. If {logL(θ|y) : θ ∈ Γ ∩ Cl({θ(t)})} has an empty interior, then {logL(θ(t)|t)}

converges w.p. 1 to a point λ∗ and {θ(t)} converges to the set {θ : logL(θ|y) =

λ∗}.

Note that if Γ consists of a single point θ̂n, this theorem guarantees that the log-

likelihood EM sequence logL(θ(t)|t) will converge to logL(θ̂n) w.p. 1 and θ(t) will

converge to θ̂n w.p. 1.

In addition to calculate the MLEs we need to calculate Fisher’s information ma-

trix for each model. Let S(θ; y, u), S(θ; y), H(θ; y) and H(θ; y, u) denote the score

vectors and Hessian matrices of the marginal and complete log-likelihood functions,

respectively.

Louis (1982) shows that Fisher’s information matrix of the model can be calculated

as

I(θ) = −E [H(θ; y, u)|Y ]− E
[
S(θ; y, u)S(θ; y, u)T |Y

]
+ S(θ; y)S(θ; y)T . (4.6)

The expectations in equation (4.6) are taken with respect to the conditional density

fU |Y (u|Y, θ). Also note that since θ̂n corresponds to a root of the marginal score

function we have that S(θ̂n; y) = 0.

Let T be the last iteration of the MCEM algorithm. After the algorithm has

been stopped and we have set θ̂n = θ(T ) we proceed to estimate Fisher’s information

matrix by taking a final sample from U |Y, θ̂n, say u1, . . . , umT , and then use Monte

Carlo estimators for the first two terms of (4.6):

1

mT

mT∑
i=1

H(θ̂n; y, ui), and

1

mT

mT∑
i=1

[
S(θ̂n; y, ui)S(θ̂n; y, ui)

T
]
, respectively.
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One point that we have not discussed is the prediction of the random effects. A

straightforward way to address this is to use the mean of the distribution of U |Y .

After stopping the MCEM procedure and obtaining a sample of U |Y, θ̂n as mentioned

above we are able to obtain predictions for the random effects by using the sample

means for each element of U .

4.2 The mcemGLM package

In this section we will discuss an overview of the mcemGLM package implementation

followed by examples of its utilization on various datasets. We end with a discussion

on the Monte Carlo error, and the performance of the MCEM algorithm compared

to other methods.

To find the MLE of a specified model, the main function of mcemGLM package runs

through the following steps:

1. Choose θ(0), the starting value for the EM step. The default method is to fit

a model without random effects and use the MLEs of the fixed coefficients as

starting values for β. For σ we set a predefined value of 4. In the case of a

negative binomial model, MLEs from a Poisson model are used with the over-

dispersion parameter set to 100. User-specified initial values are also supported.

2. At step t, obtain the sample ut,1, . . . , ut,m. This is done by using a Metropolis-

Hastings algorithm that uses a multivariate normal random variable as its pro-

posal. The standard deviation vector of the proposal distribution is chosen by

performing an auto-tuning step before the first iteration. After each iteration

the rejection rate of the chain is checked and if it is either too large (> 0.40)

or to small (< 0.20) the package performs an auto-tuning step before the next

iteration.
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3. After obtaining the sample, (4.4) is maximized with respect to the parameters

using the trust function from the trust package. The maximizers are set as

the current value of the estimator of the MLEs.

4. Steps 2 and 3 are repeated until the condition

max
i

{
|θ(t)
i − θ

(t−1)
i |

|θ(t)
i |+ δ

}
< ε (4.7)

for specified values of δ and ε is met three consecutive times or a maximum

number of iterations have been performed. This is a stopping rule recommended

by Booth and Hobert (1999).

The default values in the package are δ = 0.025 and ε = 0.02 but these can

be easily changed by the user. The default number of iterations is 40 and this

value can also be changed by the user.

5. After terminating the iterative process an additional sample from the condi-

tional distribution of U |Y is used to estimate Fisher’s information matrix.

Theorem 4.1 has among its conditions that
∑∞

t=0 m
−1
t <∞. Besides this condition

there is no consensus about a best way to approach this. The package starts by

choosing a starting Monte Carlo sample size m1 (with default value m1 = 3000) and

this is increased by a multiplicative factor f > 1 at each step of the algorithm, i.e.

mt = f ·mt−1. Common experience is that at the start of algorithm small sample sizes

are adequate at the beginning of the algorithm but larger sample sizes are required

towards the end. Our approach is to increase f at two times during the algorithm.

First after 15 steps we go from 1.025 to 1.2. After another 15 iterations or if we have

met condition (4.7) twice we increase it to 1.5.

One issue that can arise with a fitted model is that it is possible that the Monte

Carlo sample size at the last iteration of the algorithm to be inadequate to calculate
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the observed Fisher’s information matrix due to Monte Carlo error (Caffo et al., 2005;

Booth and Hobert, 1999; Gueorguieva and Agresti, 2001). In this case the package

will return a warning and will suggest the user to run the algorithm for longer. The

package offers functionality to continue the MCEM procedure from an already fitted

model.

The last MCMC iteration of the algorithm is saved and returned to help with

convergence assessment and can be used to predict the random effects. In addition

to the sample from the distribution U |Y , u1, . . . , umT , the package also returns the

evaluated complete log-likelihood function for each ui which can also be used to assess

convergence for MCMC step.

In addition to MLE estimation, the package also offers Wald tests for model terms,

as well as linear combination testing, prediction, and residual estimation. These

functions are similar in use to R’s built in linear model functionality. Now we turn

and look at examples of the use of the package for each type of supported model.

4.2.1 Bernoulli model: The salamander data

Our first example comes from McCullagh and Nelder (1989). The data consists of

three experiments, each consisting in salamander mating in two closed groups. Both

groups contained 10 males and females each with five species “R” and five species

“W”. Each experiment resulted in 120 binary observations indicating which matings

were successful and which were not.

Let yij be the indicator of a successful mating between females i and male j for

i, j = 1, . . . , 60. Since the salamanders were divided in groups only 360 of these pairs

are of interest. Let um and uf be the vectors of random effects for males and females.

Each component corresponds to a single salamander, therefore each of these is a 60×1
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vector. The conditional mean can be written as

log

(
pij

1− pij

)
= xijβ + zf,i uf + zm,j um.

Where xij is a 1× 4 row vector indicating the type of cross, β = (βR/R, βR/W , βW/R,

βW/W ), zf,i a 60× 1 row vector indicating the female involved in the cross, and zm,j

a 60× 1 row vector indicating the male involved in the cross.

We can fit this model with the mcemGLM package by using its main function

mcemGLMM. We first state the command followed by the description of its arguments.

The data is saved in the salamander data frame. It consists of four columns: Mate,

Cross, Female, and Male.

> head(salamander)

Mate Cross Female Male

1 1 R/R 10 10

2 1 R/R 11 14

3 1 R/R 12 11

4 1 R/R 13 13

5 1 R/R 14 12

6 1 R/W 15 28

> fit0 <- mcemGLMM(fixed = Mate ~ 0+Cross,

+ random = list(~ 0+Female, ~ 0+Male),

+ data = salamander,

+ family = "bernoulli",

+ vcDist = "normal")

These are the basic arguments to fit model:

• The fixed argument specifies the fixed effects. Since we want to estimate the

effects for each type of cross we specify that we do not wish to fit an intercept

in the model.
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• The random argument specifies the random effects. In case of more than one

random effect these have to be in a list. Each random effect must be specified

to not have an intercept.

• The data arguments states the name of the data frame that contains the data.

• The family argument specifies the type of response we wish to fit.

• The vcDist argument specifies the distribution of the random effects.

Given a fitted model we can look at the MLEs, standard errors, and default

hypothesis tests with the summary command.

> summary((fit0))

Call:

mcemGLMM(fixed = Mate ~ 0 + Cross, random = list(~0 + Female,

~0 + Male), data = salamander, family = "bernoulli", vcDist = "normal",

controlEM = list(verb = TRUE))

Two sided Wald tests for fixed effects coefficients:

Estimate Std. Error z value Pr(>|z|)

CrossR/R 1.0334858 0.4064957 2.5424273 0.01100855

CrossR/W 0.3325053 0.3705215 0.8973982 0.36950647

CrossW/R -1.9225708 0.5091765 -3.7758434 0.00015947

CrossW/W 0.9974322 0.4060552 2.4563954 0.01403387

One sided Wald tests for variance components:

Estimate Std. Error z value Pr(>z)
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Female 1.371174 0.6193152 2.214016 0.013413851

Male 1.210056 0.4908574 2.465188 0.006847072

This command displays the original call used to fit the model, and tables of point esti-

mates, standard errors, and Wald tests for the fixed effects and variance components

respectively.

For comparison, the MLEs for this problem reported by Booth and Hobert (1999)

are β̂R/R = 1.03, β̂R/W = 0.32, β̂W/R = −1.95, β̂W/W = 0.99, σ̂2
f = 1.40, and σ2

m =

1.25.

We can test multiple linear combinations with the contrasts.mcemGLMM com-

mand. To do so we first set up a contrast matrix. For example if we want to compare

all possible pairs of means for each mating groups the matrix is

> ctr0 <- matrix(c(1, -1, 0, 0,

+ 1, 0, -1, 0,

+ 1, 0, 0, -1,

+ 0, 1, -1, 0,

+ 0, 1, 0, -1,

+ 0, 0, 1, -1), 6, 4, byrow = TRUE)

> rownames(ctr0) <- c("R/R - R/W", "R/R - W/R", "R/R - W/W",

+ "R/W - W/R", "R/W - W/W", "W/R - W/W")

> ctr0

[,1] [,2] [,3] [,4]

R/R - R/W 1 -1 0 0

R/R - W/R 1 0 -1 0

R/R - W/W 1 0 0 -1

R/W - W/R 0 1 -1 0

R/W - W/W 0 1 0 -1
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W/R - W/W 0 0 1 -1

Once we have the contrast matrix we use the contrasts.mcemGLMM command. The

first argument is the mcemGLMM object that contains the model and the second argu-

ment the contrast matrix to be tested.

> contrasts.mcemGLMM(fit0, ctr0)

Estimate Std. Err. Wald Adj. p-value

R/R - R/W 0.7009805 0.4636811 2.285457274 7.835499e-01

R/R - W/R 2.9560567 0.5869128 25.367542072 2.842943e-06

R/R - W/W 0.0360536 0.5650985 0.004070511 1.000000e+00

R/W - W/R 2.2550761 0.6402068 12.407428754 2.565776e-03

R/W - W/W -0.6649269 0.4878779 1.857486052 1.000000e+00

W/R - W/W -2.9200031 0.5810517 25.254400563 3.014688e-06

The table returns the estimates, standard errors and Bonferroni adjusted p-values for

each linear combination.

We have access to the residuals with the residuals command. The arguments

needed are the mcemGLMM object that contains the model and type, a string that spec-

ifies the type of residual, i.e., deviance residuals (default value, type = ‘deviance’)

or Pearson (type = ‘pearson’) residuals. Figure 4.1 shows the deviance residuals

for each observation and grouped by cross type.

We can obtain mean predictions at the population level with the predict com-

mand. This command can take three arguments, the first argument is the mcemGLMM

object that contains the model. The second argument, newdata is a list with vectors

corresponding to the values of fixed effects where the predictions will be evaluated.

If this argument is not provided the function will return a prediction for each ob-

servation in the model. The third argument type is a string that specifies the type

of prediction to be returned, i.e., a link function evaluation (type = ‘link’) or a

prediction on the response mean (type = ‘response’).
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Figure 4.1: Left: Deviance residuals for each observation. Right: Deviance residuals
grouped by cross type.

> predict(fit0, newdata=list(Cross = c("R/R", "R/W", "W/R", "W/W")),

+ type = "link")

[1] 1.0334858 0.3325053 -1.9225708 0.9974322

> predict(fit0, newdata=list(Cross = c("R/R", "R/W", "W/R", "W/W")),

+ type = "response")

[1] 0.7375911 0.5823688 0.1275752 0.7305534

The “link” and “response” predictions correspond to the value of the link function

and the probability of success respectively for the value of the random effects when the

random effects are set equal to zero. The response prediction is based on a Taylor’s

linear approximation for the mean and a second order approximation for the variance.

We can obtain random effect predictions ranef.mcemGLMM command. The output

of this command is not shown for space concerns but Figure 4.2 shows Q-Q plots for

the two variance components.

We can assess convergence of the MCEM iterations by looking at trace plots of

the EM sequence estimators. The field mcemEST contains a matrix with the MLE

estimates at each iteration of the MCEM algorithm. Figure 4.3 shows trace plots for
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Figure 4.2: Left: Q-Q plot for Female random effects. Right: Q-Q plot for Male
random effects.

all the parameters estimated in the model.

We can also obtain a trace plot for the value of the Q̂ function at each iteration,

the field QfunVal contains these values. Figure 4.4 shows a trace plot for the values

of this estimate across the EM iterations.

To assess convergence at the MCMC level we can use the sample obtained at

the last EM iteration of U |Y . In this problem we have 60 different chains so it is

not feasible to look at trace plots of all of them. However it is recommended to

the user to look at trace plots and autocorrelation functions of at least a handful of

them. In addition to the sample from U |Y , we can find the Q̂ function evaluated at

each observation of the U |Y chain in the field QfunMCMC. This can also be useful for

convergence assessment since the maximization step of the algorithm is done on this

function. Figure 4.5 shows these assessment plots for the first female subject and the

Q̂ function. In this example we note high autocorrelation in the MCMC step. This

can be the reason we observe a high variation on the marginal log-likelihood estimate

in Figure 4.4.
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Figure 4.5: Top: Trace plot and autocorrelation function for the first female subject.
Bottom: Trace plot and autocorrelation function for the Q̂ function function.

4.2.2 Poisson model: The Minnesota clinic data

The next data comes from Waller and Zelterman (1997) it consists in a longitudinal

study of 121 senior citizens enrolled in a health plan in Minnesota. The data contains

the number of times each patient visited and called a clinic in each of four six-month

periods. The original data analysis was done by treating all the variables as fixed.

Booth et al. (2003) perform an analysis that includes random effects.

Let i = 1, . . . , 121, j = 1, 2, and k = 1, . . . , 4. The model we will fit is given by

the following mean function:

log(µijk) = xjkβ + ziui,

where xjk is a row vector that indicates the type of event j (visit or call), and the

time period k, and zi is a row vector indicating the patient identifier.

We fit this model with as
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> fitPoisson <-mcemGLMM(fixed = count ~ event + period,

+ random = list(~0 + id),

+ data = visits,

+ family = "poisson",

+ vcDist = "normal")

The summary for this model is

> summary(fitPoisson)

Call:

mcemGLMM(fixed = count ~ event + period, random = list(~0 + id),

data = visits, family = "poisson", vcDist = "normal",

controlEM = list(verb = TRUE))

Two sided Wald tests for fixed effects coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) 1.21595542 0.22369329 5.435815 0.00000005

eventv -0.23834743 0.03062653 -7.782384 0.00000000

period2 0.32966844 0.04306284 7.655520 0.00000000

period3 0.28768207 0.04344735 6.621395 0.00000000

period4 -0.06001801 0.04715996 -1.272648 0.20314309

One sided Wald tests for variance components:

Estimate Std. Error z value Pr(>z)

id 0.5600941 0.09664298 5.795497 3.405954e-09

For models with multiple fixed effects we might be interested in performing an

Anova on the respective terms. The function anova returns an Anova table based on
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Wald tests of the coefficients corresponding to each term.

> anova(fitPoisson)

Wald’s Chi-squared ANOVA table

Df Wald Stat Pr(>W)

event 1 60.5655 0

period 3 122.9557 0

All previous discussed methods are available for Poisson models. If we wish to test

for pairwise differences among the time periods we can use the contrasts.mcemGLMM

command. The object ctr0 contains the contrast matrix needed for the comparisons.

> contrasts.mcemGLMM(fitPoisson, ctr0)

Estimate Std. Err. Wald Adj. p-value

P1 - P2 -0.32966844 0.04306284 58.606982 1.155192e-13

P1 - P3 -0.28768207 0.04344735 43.842873 2.134947e-10

P1 - P4 0.06001801 0.04715996 1.619632 1.000000e+00

P2 - P3 0.04198636 0.03980880 1.112393 1.000000e+00

P2 - P4 0.38968645 0.04383070 79.044890 3.642875e-18

P3 - P4 0.34770008 0.04420853 61.858224 2.214586e-14

A note on this model: The analysis done by Booth et al. (2003) on this data

set includes random slopes in both covariates. Booth et al. (2003) report MLEs for

this larger model. When we attempt to fit the model with the mcemGLMM function,

the MCMC step performs poorly (see Figure 4.6.) When we attempt to start the

algorithm at the reported MLEs the algorithm crashed at the maximization of the

Q̂ function. We then tried to fit the model with the package glmm but this had the

same problem since this package uses the same maximization algorithm. The model
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Figure 4.6: Trace plot for the first random effect.

can be fitted with the package lme4 but the values obtained are very different from

the values found by Booth et al. (2003).

The model with all the variance components has 847 random effects. It is possible

that this behavior comes with this complexity and that the model requires a dedicated

implementation, much more tuning of the MCMC step with added computation time.

4.2.3 Negative binomial model: The epilepsy data

Thall and Vail (1990) look at the data from an experiment with i = 1, . . . , 59 epilepsy

patients. Each of the patients was assigned to a control group or a treatment group.

The experiment recorded the number of seizures experienced by each patient over

four two-week periods. The experiment also recorded a baseline count of the number

of seizures the patients had experienced during the previous eight weeks. In their

analysis they used the following covariates.

• Base: The logarithm of baseline/4.

• Age: The logarithm of the patient’s age in years.

• Trt: An indicator variable for the treatment group.
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• V4: An indicator variable for the fourth time period.

Breslow and Clayton (1993) also analyze this data. One of their models replaces

the variable V4 with the variable Visit, defined as (j − 2.5)/5 for j = 1, 2, 3, 4 where

each value corresponds to one of the four time periods. The analysis of Thall and Vail

(1990) consists of a multiplicative model, while the analysis of Breslow and Clayton

(1993) consists of a Poisson loglinear model. Booth et al. (2003) note that the Poisson

loglinear model fails to account for over-dispersion and consider the use of a negative

binomial model. This last model is the one we fit here in this example.

Let yij be the count for the ith subject at the jth period. Then we can write the

model as

log µij = β0 + β1Base + β2Trt + β3Base× Trt + β4Age + β5Visit + ui.

The full model used by Booth et al. (2003) also includes a second set of random

effects for the slope of Visit but the MLEs for its variance seems to convergence to

zero. If we use the mcemGLMM function to fit the model using the random slope we

observe the same behavior. In our experience, the effect of a variance parameter

converging to zero slows down the converge of the algorithm. In this example we will

fit the model with only a random intercept by using a normal distribution and a t

distribution.

> fitNegbin <- mcemGLMM(fixed = count ~ base * group + age + visit,

+ random = list( ~ 0 + id),

+ data = epilepsy,

+ family = "negbinom",

+ vcDist = "normal")

The summary of the model is
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> summary(fitNegbin)

Call:

mcemGLMM(fixed = count ~ base * group + age + visit, random = list(~0 +

id), data = epilepsy, family = "negbinom", vcDist = "normal",

controlEM = list(verb = TRUE))

Two sided Wald tests for fixed effects coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) -0.9669817 1.0823941 -0.893373 0.37165744

base 0.8900310 0.1318283 6.751443 0.00000000

group -0.8837439 0.4099746 -2.155606 0.03111443

age 0.3642596 0.3138739 1.160529 0.24583364

visit -0.2580017 0.1664548 -1.549981 0.12114614

base:group 0.3057053 0.2060364 1.483744 0.13787678

Overdispersion parameter alpha:

Estimate Std. Error

alpha 7.450413 1.782152

One sided Wald tests for variance components:

Estimate Std. Error z value Pr(>z)

id 0.2246019 0.06087996 3.689258 0.0001124546

All previously discussed methods are available for negative binomial models. Using

the predict function we can construct effects plots for the model. Figure 4.7 shows
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Figure 4.7: Effect plots for different values of the parameters. The black dots and
red dots correspond to predictions for the control group and the treatment group
respectively.

the expected counts at the 25th, 50th, and 75th observed quantiles of Age and Base

for at each Visit for both experimental groups.

To fit the model using t distributed random effects we can use the following com-

mand.

> fit1 <- mcemGLMM(fixed = count ~ base * group + age + visit,

+ random = list( ~ 0 + id),

+ data = epilepsy,

+ family = "negbinom",

+ vcDist = "t",

+ df = 3)

In addition to setting the argument vcDist to "t" we need to specify the degrees of

freedom of the distribution. This is done with the argument df. For models with two

or more variance component the degrees of freedom need to be passed as a vector of
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length equal to the number of variance component. Variance components can have

different values for the degrees of freedom.

The summary of this model is

> summary(fit1)

Two sided Wald tests for fixed effects coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) -1.0021708 1.0810595 -0.9270266 0.35391275

base 0.8961166 0.1781901 5.0289926 0.00000049

group -0.8818270 0.4049600 -2.1775657 0.02943839

age 0.3707081 0.3095856 1.1974334 0.23113768

visit -0.2565656 0.1673728 -1.5328990 0.12530075

base:group 0.3050293 0.2147828 1.4201755 0.15555658

Overdispersion parameter alpha:

Estimate Std. Error

alpha 7.282472 2.235723

One sided Wald tests for variance components:

Estimate Std. Error z value Pr(>z)

id 0.2145302 0.1865542 1.149962 0.1250797

Changing the distribution of the random effects did not seem to have a large impact

on the overall model. When we look at the residual plots these also seem to be

unaffected.
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4.2.4 Gamma model simulation

Gamma models can be used for skewed continuous data. These types of model are

often replaced by the more common log-linear model, that is for a skew data a log

transformation is applied to the response variable and then a LMM is fitted to the

transformed response. Baldi et al. (2013) performed a simulation where its shown

that for a gamma response, a log-linear model approach can lead to estimations that

are biased by up to 10%, while the bias from a gamma GLMM never exceed 1%.

To illustrate the implementation of a gamma model in the mcemGLM package we

simulated data from a gamma model as described in Appendix B.3. The true param-

eters are β = (−0.5, 0.5, 1)T and α = 5.

We fit a gamma model but we will terminate the algorithm after 10 iterations.

> fitGamma <- mcemGLMM(fixed = response~x1+x2,

+ random = ~0+id, data = pData, family = "gamma",

+ vcDist = "normal", controlEM = list(EMit = 15))

Warning message:

In mcemGLMM(fixed = response ~ x1 + x2, random = ~0 + id, data = pData, :

Negative standard error estimate.

This is possible due to Monte Carlo error. Extending the model with

mcemGLMMext is recommended. See help(mcemGLMMext) for details.

The effect of terminating the algorithm early is that the small Monte Carlo sample

size implies a large Monte Carlo error and this results in a poor estimate of the

information matrix. If we attempt to view the summary of the model we will see that

some of the standard errors cannot be calculated.

> summary(fitGamma)

Call:

mcemGLMM(fixed = response ~ x1 + x2, random = ~0 + id, data = pData,
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family = "gamma", vcDist = "normal", controlEM = list(EMit = 20,

verb = TRUE), initial = c(0, 0, 0, 1, 1))

Two sided Wald tests for fixed effects coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) -0.4299066 0.08122090 -5.293053 1.2e-07

x1 -0.4521267 0.03495819 -12.933356 0.0e+00

x2 1.0690288 NaN NaN NaN

Overdispersion parameter alpha:

Estimate Std. Error

alpha 5.053188 NaN

One sided Wald tests for variance components:

Estimate Std. Error z value Pr(>z)

id 0.759658 0.1796991 4.227388 1.182098e-05

Warning message:

In sqrt(diag(cmat0)) : NaNs produced

In these cases we can extend the algorithm with the mcemGLMMext function. This

function takes an object fitted with mcemGLMM, reads its current state and continues its

iterative process. We can select a maximum number of iterations for this procedure.

In this case we ran the algorithm for another 20 iterations.

> fitGammaExt <- mcemGLMMext(fitGamma, it = 20)

> summary(fitGammaExt)
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Call:

mcemGLMM(fixed = response ~ x1 + x2, random = ~0 + id, data = pData,

family = "gamma", vcDist = "normal", controlEM = list(EMit = 20,

verb = TRUE), initial = c(0, 0, 0, 1, 1))

Two sided Wald tests for fixed effects coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) -0.5315257 0.50999167 -1.042224 0.29730774

x1 -0.4546066 0.03595582 -12.643477 0.00000000

x2 1.2203937 0.45749963 2.667529 0.00764112

Overdispersion parameter alpha:

Estimate Std. Error

alpha 5.454886 0.942532

One sided Wald tests for variance components:

Estimate Std. Error z value Pr(>z)

id 0.7563191 0.1833308 4.125435 1.850176e-05

Figure 4.8 shows the behavior of the EM sequence across the fits. In this case

the first fitting failed because we set a maximum number of iterations. However it is

possible for the algorithm to finish before a large Monte Carlo sample size is reached.
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Figure 4.8: Trace plots for the EM sequences of each parameter. Left: sequence
obtained by the first fit. Right: sequence obtained after extending the original fit.

4.2.5 Assessing the Monte Carlo error

When we use the MCEM algorithm instead of a traditional EM algorithm we intro-

duce Monte Carlo error in our estimate. The EM algorithm has a very important

property called the ascent property. At each step the Q(θ, θ(t)) function is maximized,

and we have seen that by (4.3) this yields an increase in the value of the log-likelihood

function, i.e., at each step we have that Q
(
θ(t+1), θ(t)

)
≥ Q

(
θ(t), θ(t)

)
. Therefore the

EM algorithm will not make the likelihood function to decrease in value hence each

steps improves on the last one unless we have arrived at a local maximum or saddle

point. Due to Monte Carlo error introduced by using a Monte Carlo approximation,

the ascent property of the EM algorithm is no longer guaranteed. There are two

proposed methods to overcome this disadvantage. Booth and Hobert (1999) propose

the use of confidence ellipsoids for θ(t) and keep increasing the sample size mt until

the previous estimate θ(t−1) falls outside this ellipsoid. Caffo et al. (2005) propose to

look at the asymptotic distribution of Q̂
(
θ, θ(t)

)
and find a mt such that the ascent
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property holds with high probability.

While both of the proposed methods result in automated MCEM algorithms, in

practice they can require very large sample sizes mt at the final steps of the algo-

rithm. For this reason we have opted to use the simpler method of increasing mt

deterministically at each step.

Because of the ascent property, if we start an EM algorithm at the MLE, the

value of the next iteration will not change. We can assess the Monte Carlo error by

starting the MCEM at the MLE and stop after performing one iteration. Using the

salamander data we did this for the following Monte Carlo sample sizes:

mt ∈ {10000, 15000, 20000, 30000, 50000, 75000, 100000, 150000, 200000, 300000}.

For each sample size we performed one iteration of the MCEM algorithm 100 times.

The values of the MLE used were those reported by Booth and Hobert (1999), these

values are 1.03, 0.32, -1.95, 0.99, 1.40, 1.25 for the four fixed effects and the two

variance components respectively. Figure 4.9 shows boxplots for these estimates for

all the parameters across the chosen sample sizes. For a comparison, the model

fitted in Section 4.2.1 ran through 156905 iterations in its last EM step. Figure 4.9

is an indication of how fast the Monte Carlo error is decreasing with respect in the

parameter estimation. However since we are also interested in estimating the standard

errors of the parameters we can also take a look at the impact of the Monte Carlo

error on these.

First we can look at the issue in which the sample size is too small to allow proper

estimation of Fisher’s information matrix. In Section 4.2.2 we saw that it is possible to

have a Monte Carlo error large enough to impede the standard error of a parameter.

Table 4.1 shows the number of simulations that resulted in a valid standard error

estimate for each sample size. We see that it is not until we use a sample size of

100000 that we obtain valid standard error estimates more than 90% of the time.



4.2. The mcemGLM package 94

10000 15000 20000 30000 50000 75000 1e+05 150000 2e+05 3e+05

0.
95

1.
00

1.
05

1.
10

Monte Carlo Sample Size

βR
/R

10000 15000 20000 30000 50000 75000 1e+05 150000 2e+05 3e+05

0.
25

0.
30

0.
35

Monte Carlo Sample Size

βR
/W

10000 15000 20000 30000 50000 75000 1e+05 150000 2e+05 3e+05

−
2.

00
−

1.
95

−
1.

90
−

1.
85

Monte Carlo Sample Size

βW
/R

10000 15000 20000 30000 50000 75000 1e+05 150000 2e+05 3e+05

0.
95

1.
00

1.
05

Monte Carlo Sample Size

βW
/W

10000 15000 20000 30000 50000 75000 1e+05 150000 2e+05 3e+05

1.
30

1.
35

1.
40

1.
45

1.
50

Monte Carlo Sample Size

σ2
_f

10000 15000 20000 30000 50000 75000 1e+05 150000 2e+05 3e+05

1.
15

1.
20

1.
25

1.
30

1.
35

Monte Carlo Sample Size

σ2
_m

Figure 4.9: Observed variability in the parameter estimation after one EM iteration
for different Monte Carlo sample sizes.
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Sample size Valid standard errors Sample size Valid standard errors
10000 39 75000 94
15000 45 100000 96
20000 52 150000 98
30000 67 200000 98
50000 82 300000 100

Table 4.1: Number of simulation that resulted in a valid standard error estimate out
of 100 simulations.

Figure 4.10 shows boxplots for the estimates of the standard errors across the

different sample sizes for each of the parameters. We see the same general behavior

observed for the parameter estimates except for a couple of cases where the stan-

dard error for the variance parameters was very large compared to the rest of the

simulations.

4.2.6 Final comments

The mcemGLM package offers the ability to fit mixed models for a variety of responses

and random effects distributions. More importantly it offers the ability to assess the

quality of the estimation for this particular algorithm.

In our experience the process is mostly automated, except for those cases were

standard errors cannot be computed. However even in this case we offer an easy way

to continue the algorithm until better estimates are obtained.

An important remark is that the models that can be fit are not constrained to

the exponential family case, and the implementation of other responses and random

effects distributions follow a similar implementation. However for non-exponential

families, the convergence of the MCEM needs to be considered more carefully since

the results of Fort and Moulines (2003) assume a curved exponential family.

We also note that using an MCMC step with an auto tuning step seems to be
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Figure 4.10: Observed variability in the standard error estimation after one EM
iteration for different Monte Carlo sample sizes.
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Parameter βR/R βR/W βW/R βW/W σ2
f σ2

f

Estimate 1.0082 0.3062 -1.8960 0.9904 1.174 1.041
Standard Error 0.3937 0.3747 0.4460 0.3912 · ·

Table 4.2: MLEs obtained with Laplace approximation

sufficient for most cases. The cases were it was inadequate can probably be helped

by tuning the variance parameter of the proposal distribution.

In earlier stages of the package we experimented with different correlation struc-

tures for the random effects. This proved to be a much more difficult fitting problem

since closed form derivatives were in general not available. The fitting process was

too slow for practical use hence it was dropped from the package.

As of now the lme4 package is the most popular package to fit GLMMs. Since

this package its based on a Laplace approximation it has the advantage of being

faster than most other available methods. However it is hard to know how good the

approximation is. If we fit the salamander dataset with the lmer function we obtain

the MLEs shown in Table 4.2. In this particular case, the results for the fixed effects

are relatively close to the real MLEs but the differences for the variance components

are 0.226 and 0.209. This corresponds to relative errors of about 16%. It is important

to stress that the important issue is not the error itself but the lack of information

about its size in a general problem.

From a practical point of view the speed of an approximation method is a very

valuable asset. We think that a viable solution is to incorporate the Laplace approx-

imation to Monte Carlo methods such as MCEM or MCLA by using it to find initial

values for these computationally intense methods. Another viable strategy, suggested

by Booth and Hobert (1999), is to use the approximation methods to perform model

selection and then fit the chosen model with an exact method.
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Appendix A

Proofs for Chapter 3

A.1 Probit Bayesian regression proof

Theorem A.1

There exists a SAR for model (3.5).

We can write the joint proposal distribution as

q(z|y) =

(
n∏
i=1

λi[I(zi > 0)I(yi = 1) + I(zi ≤ 0)I(yi = 0)]

)

× exp

{
n∑
i=1

[I(yi = 0)− I(yi = 1)]λizi

}
(A.1)

=

(
n∏
i=1

λi[I(zi > 0)I(yi = 1) + I(zi ≤ 0)I(yi = 0)]

)
exp

{
sTy z
}

(A.2)

where sy is a column vector with entries (I(yi = 0)− I(yi = 1))λi.
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Define R(z) = fZ(z|y)/q(z|y). We will show that supz R(z) <∞. Notice that

R(z) ∝

n∏
i=1

[I(zi > 0)I(yi = 1) + I(zi ≤ 0)I(yi = 0)] exp

{
−1

2
zTP⊥z

}
n∏
i=1

[I(zi > 0)I(yi = 1) + I(zi ≤ 0)I(yi = 0)] exp
{
sTy z
}

∝ I∗(y; z) exp

{
−1

2
zTP⊥z − sTy z

}

where I∗(z; y) stands for the appropriate product of indicator functions.

We use the indicator functions to make sure we propose values of z with the right

sign, therefore we do not need to worry about the case when the indicator functions

are zero since this happens with probability zero. For any z ∈ Rn, it is easy to see

that R(z) will be finite. This leaves us to check the behavior of R(z) when |z| → ∞,

i.e., at least one of its components goes to infinity in absolute value. Notice that if

yi = 0 we can set R(λ) = 0 if zi > 0, and if yi = 1 we can set R(λ) = 0 if zi ≤ 0.

Since P⊥ = I −X(XTX)−1XT is positive semidefinite, we have that zTP⊥z ≥ 0 for

all z ∈ Rn, hence the form −1
2
zTP⊥z− sTy z is dominated by the quadratic term, and

since −1
2
zTP⊥z → −∞ we have that R(z)→ 0.

A.2 Proof of Theorem 3.5

We begin with a preliminary result. Recall that | · | denotes the determinant of a

matrix.

Lemma A.1

Let A be a k×k positive semidefinite symmetric matrix and B a k×k positive definite

symmetric matrix, then |A+B| ≥ |B|.
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Proof

Let A = P TNP where P is an orthogonal matrix and N is a diagonal matrix which

entries are the eigenvalues of A. Let vi be the ith eigenvalue of A, since A is positive

semidefinite we have that vi ≥ 0 for i = 1, . . . , k. Notice that

|A+ Ik| =
∣∣P TNP + Ik

∣∣ =
∣∣P TNP + P TP

∣∣
=
∣∣P T

∣∣ |N + Ik| |P | =
k∏
i=1

(vi + 1)

≥
k∏
i=1

1 = 1.

Using this property we have that

|A+B| =
∣∣A+B1/2B1/2

∣∣ =
∣∣B1/2

(
B−1/2AB−1/2 + I

)
B1/2

∣∣
=
∣∣B1/2

∣∣ ∣∣B−1/2AB−1/2 + I
∣∣ ∣∣B1/2

∣∣
≥
∣∣B1/2

∣∣ ∣∣B1/2
∣∣ = |B|.

�

Proof (Theorem 3.5)

We will show that

sup
λ

fλ(λ|y)

q(λ)
<∞ .
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Let R(λ) = fλ(λ|y)/q(λ). Then

R(λ) ∝ λ
n/2+e1−s1
E λ

k/2+r1−t1
R

|λEXTX +B|1/2 |λEZTZ + λRIk|1/2

× exp

{
−(e2 − s2)λE − (r2 − t2)λR −

1

2
λEy

Ty

+
1

2

(
λEX

Ty +Bb
)T (

λEX
TX +B

)−1 (
λEX

Ty +Bb
)

+
1

2
λ2
Ey

TZ
(
λEZ

TZ + λRIk
)−1

ZTy

}
.

Note that R(λ) has the form h1(λ)eh2(λ), where h1(λ) and h2(λ) are rational functions

of λ.

Since XTX, ZTZ and B are positive definite we have that
∣∣λEXTX +B

∣∣ > 0 and∣∣λEZTZ + λRIk
∣∣ > 0 as long as λE and λR are not both zero. Also both matrices are

invertible for all positive values of λ and therefore R(λ) exists.

Next we show that R(λ) is bounded on the boundary. We will consider the

following cases: (i) λE → c ∈ (0,∞), λR → 0; (ii) λE → 0, λR → c ∈ (0,∞); (iii)

λE → 0, λR → 0; (iv) λE → ∞, λR → c ∈ (0,∞); (v) λE → c ∈ (0,∞), λR → ∞ ;

(vi) λE →∞, λR →∞; (vii) λE → 0, λR →∞; and (viii) λE →∞, λR → 0.

(i) Suppose λE → c ∈ (0,∞) and λR → 0. Since t1 ≤ r1 we have that h1(λ)→ 0

and h2(λ)→ a <∞, hence R(λ)→ 0.

(ii) Suppose λE → 0 and λR → c ∈ (0,∞). Since s1 ≤ e1 + n/2 we have that

h1(λ)→ 0 and h2(λ)→ a <∞, hence R(λ)→ 0.

(iii) Suppose λE → 0 and λR → 0. Recall that the design matrices are assumed
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to be full rank. Then for λE > 0 and λR > 0, Lemma A.1 yields

0 ≤ λ
n/2+e1−s1
E λ

k/2+r1−t1
R

|λEXTX +B|1/2 |λEZTZ + λRIk|1/2

≤ λ
n/2+e1−s1
E λ

k/2+r1−t1
R

|B|1/2 |λRIk|1/2

≤ λ
n/2+e1−s1
E λr1−t1R |B|−1/2 .

Since s1 ≤ n/2 + e1 and t1 ≤ r1 it follows that lim
λ→0

h1(λ) <∞.

Now consider h2(λ). The matrix λ2
E

(
λEZ

TZ + λRIk
)−1

will become singular as

λE, λR → 0. We can find its limit using polar coordinates:

lim
r→0

r2 cos2 φ
(
r cosφZTZ + r sinφ Ik

)−1
=lim
r→0

r cos2 φ
(
cosφZTZ + sinφ Ik

)−1

the matrix
(
cosφZTZ + sinφ Ik

)
is always invertible for 0 ≤ φ ≤ π/2. Hence the

limit will be a zero matrix independently of φ. Therefore for h2(λ)→ 0.5 bTB−1b and

R(λ) = h1(λ)eh2(λ) <∞ as λE, λR → 0.

(iv) Suppose λE → ∞ and λR → c ∈ (0,∞). Since h1(λ) ≤ λ
(n−p)/2+e1−s1
E λr1−t1R

we require that h2(λ)→ −∞ so that R(λ)→ 0. Now

h2(λ) = −(e2 − s2)λE − (r2 − t2)λR −
1

2
λE
[
yTy

−
(
XTy + λ−1

E Bb
)T (

XTX + λ−1
E B

)−1 (
XTy + λ−1

E Bb
)

−yTZ
(
ZTZ + λ−1

E λRIk
)−1

ZTy
]

(A.3)

and hence because s2 < e2 + 0.5 yT (Ik − XT (XTX)−1X − ZT (ZTZ)−1Z)y we have

that h2(λ)→ −∞.

(v) Suppose λE → c ∈ (0,∞) and λR →∞.

yTZ
(
ZTZ + λ−1

E λRIk
)−1

ZTy = λ−1
R yTZ

(
λ−1
R ZTZ + λ−1

E Ik
)−1

ZTy → 0 .
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Thus since t2 < r2 we have from (A.3) that h2(λ)→ −∞ and hence R(λ)→ 0.

(vi) Suppose λE → ∞ and λR → ∞. Again we must show that h2(λ) → −∞ so

that R(λ)→ 0. Recall (A.3), and that by assumption r2 − t2 > 0 and

s2 < e2 + 0.5yT
(
I −X

(
XTX

)−1
XT − Z

(
ZTZ

)−1
ZT
)
y .

Thus we need only show that

lim
λE→∞,λR→∞

e2 − s2 +
1

2

[
yTy −

(
XTy + λ−1

E Bb
)T (

XTX + λ−1
E B

)−1 (
XTy + λ−1

E Bb
)

−yTZ
(
ZTZ + λ−1

E λRIk
)−1

ZTy
]
> 0 .

Let g(c) = yTZ
(
ZTZ + c Ik

)−1
ZTy, taking derivatives we have

g′(c) = −yTZ
(
ZTZ + cIk

)−2
ZTy .

The matrix
(
ZTZ + c Ik

)
is positive definite for c > 0. This implies that g′(c) < 0,

thus g(c) is a decreasing function for c > 0. Therefore we have that

lim
λE→∞,λR→∞

e2 − s2 +
1

2

[
yT y −

(
XT y + λ−1

E Bb
)T (

XTX + λ−1
E B

)−1 (
XT y + λ−1

E Bb
)

−yTZ
(
ZTZ + λ−1

E λRIk
)−1

ZT y
]

≥ lim
λE→∞,λR→∞

e2 − s2 +
1

2

[
yT y −

(
XT y + λ−1

E Bb
)T (

XTX + λ−1
E B

)−1 (
XT y + λ−1

E Bb
)

−yTZ
(
ZTZ

)−1
ZT y

]
= e2 − s2 +

1

2
yT y − 1

2

(
XT y

)T (
XTX

)−1 (
XT y

)
− 1

2
yTZ

(
ZTZ

)−1
ZT y

and hence the limit is positive.
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(vii) Suppose λE → 0 and λR →∞. Notice that

lim
λE→0, λR→∞

λEY
TZ
(
ZTZ + λ−1

E λRIk
)−1

ZTY

= lim
λE→0, λR→∞

λ2
Eλ
−1
R Y TZ

(
λEλ

−1
R ZTZ + Ik

)−1
ZTY

=0 .

Thus we have that h2(λ)→ −∞ by (A.3), and the assumptions that r2 − t2 > 0 and

s2 < e2 + 0.5yT
(
I −X

(
XTX

)−1
XT − Z

(
ZTZ

)−1
ZT
)
y .

(viii) Suppose λE → ∞ and λR → 0. Thus from (A.3) it is clear that to have

h2(λ)→ −∞ we need

lim
λE→∞,λR→0

e2 − s2 +
1

2

[
yTy −

(
XTy + λ−1

E Bb
)T (

XTX + λ−1
E B

)−1 (
XTy + λ−1

E Bb
)

−yTZ
(
ZTZ + λ−1

E λRIk
)−1

ZTy
]
> 0 .

The limit is equal to

e2 − s2 +
1

2
yT
(
I −X

(
XTX

)−1
XT − Z

(
ZTZ

)−1
ZT
)
y .

which is positive under our assumptions. �

A.3 Proof of Theorem 3.6

We will show that

sup
λ

fλ(λ|y)

q(λ)
<∞ .
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Let R(λ) = fλ(λ|y)/q(λ), then

R(λ) =
λ

(n−p)/2+e1−s1
E λ

k/2+r1−t1
R

|λEZTP⊥Z + λRIk|1/2
· exp

{
−
(
e2 − s2 +

1

2
yTP⊥y

)
λE

−(r2 − t2)λR +
1

2
λ2
Ey

TP⊥Z
(
λEZ

TP⊥Z + λRIk
)−1

ZTP⊥y

}
. (A.4)

Note that R(λ) has the form h1(λ)eh2(λ), where h1(λ) and h2(λ) are rational

functions of λ. The matrix ZTP⊥Z is positive semidefinite, hence λEZ
TP⊥Z + λRIk

is positive definite and its determinant is positive as long as λE and λR are not both

zero. Also its inverse exists for positive values of λ and therefore R(λ) exists.

Next we show that R(λ) is bounded on the boundary. We will consider the

following cases: (i) λE → c ∈ (0,∞), λR → 0; (ii) λE → 0, λR → c ∈ (0,∞); (iii)

λE → 0, λR → 0; (iv) λE → ∞, λR → c ∈ (0,∞); (v) λE → c ∈ (0,∞), λR → ∞ ;

(vi) λE →∞, λR →∞; (vii) λE → 0, λR →∞; and (viii) λE →∞, λR → 0.

(i) Suppose that λE → c ∈ (0,∞) and λR → 0. By Lemma A.1 we have that

h1(λ) will be bounded by:

0 ≤ λ
(n−p)/2+e1−s1
E λ

k/2+r1−t1
R

|λEZTP⊥Z + λRIk|1/2

≤ λ
(n−p)/2+e1−s1
E λ

k/2+r1−t1
R

|λRIk|1/2
(A.5)

≤ λ
(n−p)/2+e1−s1
E λr1−t1R .

Since t1 ≤ r1 we have that h1(λ)→ 0. if r1 when s1 ≤ (n− p)/2 + e1 and t1 ≤ r1.

Consider

h2(λ) = −
(
e2 − s2 +

1

2
yTP⊥y

)
λE − (r2 − t2)λR

+
1

2
λ2
Ey

TP⊥Z
(
λEZ

TP⊥Z + λRIk
)−1

ZTP⊥y . (A.6)



A.3. Proof of Theorem 3.6 114

Let (P⊥Z)+ denote the Moore-Penrose pseudoinverse of P⊥Z, which is unique and

always exists (Horn and Johnson, 1999, p 421). Since

λ2
Ey

TP⊥Z
(
λEZ

TP⊥Z + λRIk
)−1

ZTP⊥y

=λEP
⊥Z
(
ZTP⊥P⊥Z + λ−1

E λRIk
)−1

ZTP⊥y

we have

lim
λE→c, λR→0+

λ2
Ey

TP⊥Z
(
λEZ

TP⊥Z + λRIk
)−1

ZTP⊥y = c P⊥Z(P⊥Z)+y

Using (A.6) we obtain

lim
λE→c, λR→0+

h2(λ) =

(
e2 − s2 +

1

2
yTP⊥y

)
c+ c P⊥Z(P⊥Z)+y .

and since h1(λ)→ 0 we see that R(λ)→ 0.

(ii) Suppose that λE → 0 and λR → c ∈ (0,∞). Since s1 < (n − p)/2 + e1 we

can use (A.5) to see that h1(λ) → 0. Notice that the matrix λEZ
TP⊥Z + λRIk is

invertible so h2(λ)→ a <∞ and hence R(λ)→ 0.

(iii) Suppose that λE → 0 and λR → 0. Since s1 < (n− p)/2 + e1 and t1 < s1 we

can use (A.5) to see that h1(λ) < a. for some a <∞. Recall (A.6) and consider the

term λ2
Ey

TP⊥Z
(
λEZ

TP⊥Z + λRIk
)−1

ZTP⊥y. If we change to polar coordinates we

have that

lim
λE ,λR→0

λ2
Ey

TP⊥Z
(
λEZ

TP⊥Z + λRIk
)−1

ZTP⊥y

= lim
r→0

(r cosφ)2 yTP⊥Z
(
r cosφZTP⊥Z + r sinφ Ik

)−1
ZTP⊥y

= lim
r→0

r cos2 φ yTP⊥Z
(
cosφZTP⊥Z + sinφ Ik

)−1
ZTP⊥y .

For any 0 < φ < π/2 this limit is 0 hence h2(λ)→ 0 and R(λ) < a <∞.

(iv) Suppose that λE → ∞ and λR → c ∈ (0,∞). From (A.5) we have that

h1(λ) ≤ λ
(n−p)/2+e1−s1
E λr1−t1R and hence we require that h2(λ) → −∞ to achieve
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R(λ)→ 0. Note that

h2(λ) =−
(
e2 − s2 + 0.5 yTP⊥y − 0.5 yTP⊥Z

(
ZTP⊥Z + λ−1

E λRIk
)−1

ZTP⊥y
)
λE

− (r2 − t2)λR . (A.7)

Therefore we require that

lim
λE→∞,λR→c

e2 − s2 + 0.5 yTP⊥y − 0.5 yTP⊥Z
(
ZTP⊥Z + λ−1

E λRIk
)−1

ZTP⊥y > 0 .

Since λ−1
E λR → 0 we have that the limit is e2− s2 + 0.5 yTP⊥y− 0.5 yTP⊥Z(P⊥Z)+y

and this is positive since s2 < e2 + 0.5 yT (P⊥ − P⊥Z(P⊥Z)+)y.

(v) Suppose that λE → c ∈ (0,∞) and λR → ∞. As in (iv) we require that

h2(λ)→ −∞ to achieve R(λ)→ 0. Recall (A.7) and notice that h2(λ)→ −∞ since

t2 < r2 and

yTP⊥Z
(
ZTP⊥Z+λ−1

E λRIk
)−1

ZTP⊥y

=λ−1
R yTP⊥Z

(
λ−1
R ZTP⊥Z + λ−1

E Ik
)−1

ZTP⊥y → 0 .

(vi) Suppose λE → ∞ and λR → ∞. As in (iv) we require that h2(λ) → −∞ to

achieve R(λ)→ 0. Once again we need that

lim
λE→∞,λR→c

e2 − s2 + 0.5 yTP⊥y − 0.5 yTP⊥Z
(
ZTP⊥Z + λ−1

E λRIk
)−1

ZTP⊥y > 0 .

It is easy to see that g(c) = yTP⊥Z
(
ZTP⊥Z + c Ik

)−1
ZTP⊥y is decreasing in c. And

since

lim
c→0+

yTP⊥Z
(
ZTP⊥Z + c Ik

)−1
ZTP⊥y = yTP⊥Z(P⊥Z)+y
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we can write

lim
λE→∞,λR→∞

[
e2 − s2 + 0.5 yTP⊥y − 0.5 yTP⊥Z

(
ZTP⊥Z + λ−1

E λRIk
)−1

ZTP⊥y

]
≥ e2 − s2 + 0.5 yTP⊥y − 0.5 yTP⊥Z(P⊥Z)+y .

Since s2 < e2 +0.5 yT (P⊥−yTP⊥Z(P⊥Z)+)y and t2 < r2 we have that h2(λ)→ −∞.

(vii) Suppose λE → ∞ and λR → 0. As in (iv) we require that h2(λ) → −∞ to

achieve R(λ)→ 0. Thus we need that

lim
λE→∞,λR→c

e2 − s2 + 0.5 yTP⊥y − 0.5 yTP⊥Z
(
ZTP⊥Z + λ−1

E λRIk
)−1

ZTP⊥y > 0 .

Since λ−1
E λR → 0

lim
λE→∞,λR→0

e2 − s2 + 0.5 yTP⊥y − 0.5 yTP⊥Z
(
ZTP⊥Z + λ−1

E λRIk
)−1

ZTP⊥y

= e2 − s2 + 0.5 yTP⊥y − 0.5 yTP⊥Z(P⊥Z)+P⊥y,

which is positive by assumption.

(viii) Suppose that λE → 0 and λR →∞. We proceed as in (iv)-(vii). Note that

λEλ
−1
R → 0 so

lim
λE→∞,λR→0

yTP⊥Z
(
ZTP⊥Z + λ−1

E λRIk
)−1

ZTP⊥y

= lim
λE→∞,λR→0

λEλ
−1
R yTP⊥Z

(
λEλ

−1
R ZTP⊥Z + Ik

)−1
ZTP⊥y

= 0

and since t2 < r2 we see that h2(λ)→ −∞.



Appendix B

Appendix for Chapter 4

B.1 Likelihood Calculations for the mcemGLM Pack-

age

Using the notation defined for GLMMs we can write the complete log-likelihood

function of θ as

logL(θ|y, u) = log fY |U(y|U, θ) + log fU(u|θ).

From this equation we can derive the formulas needed to calculate S(θ̂n; y, u) and

H(θ̂n; y, u) which are needed to compute the observed information matrix of the

model.

Moreover, the two functions f log fY |U(y|U, θ) and log fU(u|θ) each depend on dif-

ferent sets parameters hence their respective derivatives can be calculated separately.

We start by stating the formulas associated with the random effects.

1. Normal distributed random effects.

log fU(u|θ) =
l∑

i=1

[
−ki

2
log(σ2

i )−
1

2σ2
i

uTi ui

]
+ constant.

117



B.1. Likelihood Calculations for the mcemGLM Package 118

∂

∂σ2
j

log fU(u|θ) = − kj
2σ2

j

+
1

2(σ2
j )

2
uTj uj, for j = 1, . . . , l.

∂2

∂σ2
j∂σ

2
j

log fU(u|θ) =
kj

2(σ2
j )

2
− 1

(σ2
j )

3
uTj uj, for j = 1, . . . , l.

2. t distributed random effects.

log fU(u|θ) =
l∑

i=1

[
−ki

2
log(σ2

i )−
νi + ki

2
log

(
1 +

1

νi σ2
i

uTi ui

)]
+ constant.

∂

∂σ2
j

log fU(u|θ) = − kj
2σ2

j

+
νj + kj

2
·

uTj uj

νj(σ2
j )

2 + σ2
ju

T
j uj

, for j = 1, . . . , l.

∂2

∂σ2
j∂σ

2
j

log fU(u|θ) =
kj

2(σ2
j )

2
+
νj + kj

2
·
uTj uj(2 νj σ

2
j − uTj uj)

[νj(σ2
j )

2 − σ2
j u

T
j uj]

2
,

for j = 1, . . . , l.

∂2

∂σ2
k∂σ

2
j

log fU(u|θ) = 0, for j 6= k.

Now we state the formulas for associated with the observations. Let wi = Xiβ +

Ziu. Note that the form of log fU(u|θ) will depend on the distribution of the random

effects.

1. Bernoulli data model.

Recall that E(Yi) = pi, and log(pi/(1− pi)) = wi.
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(a) Complete log-likelihood function.

logL(θ|y, u) =
n∑
i=1

[
yi log

(
pi

1− pi

)
+ log(1− pi)

]
+ log fU(u|θ) + constant

=
n∑
i=1

[
yiwi − log (1 + exp(wi))

]
+ log fU(u|θ) + constant.

(b) Score vector of the complete log-likelihood. Let Xij be the jth component

of the row vector Xi and βj the jth component of β.

S(βj) =
∂

∂βj
[logL(θ|y, u)]

=
n∑
i=1

Xij

[
yi −

exp(wi)

1 + exp(wi)

]
, for j = 1, . . . , p.

S(σ2
j ) =

∂

∂σ2
j

log fU(u|θ), for j = 1, . . . , l.

(c) Hessian of the complete log-likelihood.

H(βj, βh) =
∂2

∂βh ∂βj
[logL(θ|y, u)]

=−
n∑
i=1

XijXih
exp(wi)

[1 + exp(wi)]2
, for j, h = 1, . . . , p.

H(σ2
h, σ

2
j ) =

∂2

∂σ2
j∂σ

2
j

log fU(u|θ), for j, h = 1, . . . , l.
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(d) Q̂( · ) function. At iteration t, let uit,1 , . . . , uit,mt be a sample from Ui|Y, θ(t),

for i = 1, . . . , l, and ut,mt = (uT1t,j , . . . , u
T
lt,j

)T . Also let wit,j = Xiβ
(t)+Ziut,j.

Q̂(θ) =
1

mt

mt∑
j=1

{
n∑
i=1

[
yiwit,j − log(1 + exp(wit,j))

]
+log f

(
uj,mt |θ(t)

)}

2. Poisson data model. Recall that E(Yi) = µi, and log(µi) = wi.

(a) Complete log-likelihood function.

logL(θ|y, u) =
n∑
i=1

[−µi + yi log(µi)]

+ log fU(u|θ) + constant

=
n∑
i=1

[− exp(wi) + yiwi]

+ log fU(u|θ) + constant.

(b) Score vector of the complete log-likelihood.

S(βj) =
∂

∂βj
[logL(θ|y, u)]

=−
n∑
i=1

Xij [exp(wi)− yi] , for j = 1, . . . , p.

S(σ2
j ) =

∂

∂σ2
j

log fU(u|θ), for j = 1, . . . , l.
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(c) Hessian of the complete log-likelihood.

H(βj, βh) =
∂2

∂βh ∂βj
[logL(θ|y, u)]

=−
n∑
i=1

XijXih exp(wi), for j, h = 1, . . . , p.

H(σ2
h, σ

2
j ) =

∂2

∂σ2
j∂σ

2
j

log fU(u|θ), for j, h = 1, . . . , l.

(d) Q̂( · ) function. At iteration t, let uit,1 , . . . , uit,mt be a sample from Ui|Y, θ(t),

for i = 1, . . . , l, and ut,mt = (uT1t,j , . . . , u
T
lt,j

)T . Also let wit,j = Xiβ
(t)+Ziut,j.

Q̂(θ) =
1

mt

mt∑
j=1

{
n∑
i=1

[
− exp(wit,j) + yiwit,j

]
+ log f

(
uj,mt |θ(t)

)}

3. Negative binomial data model. Recall that E(Yi) = µi, and log(µi) = wi.

(a) Complete log-likelihood function.

logL(θ|y, u) =
n∑
i=1

[
log Γ(yi + α)− log Γ(α) + α log(α) + yi log(µi)

− α log(µi + α)− yi log(µi + α)
]

+ log fU(u|θ) + constant

=
n∑
i=1

[
log Γ(yi + α)− log Γ(α) + α log(α) + yiwi

− (yi + α) log(exp(wi) + α)
]

+ log fU(u|θ) + constant.
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(b) Score vector of the complete log-likelihood.

S(βj) =
∂

∂βj
[logL(θ|y, u)]

=−
n∑
i=1

αXij

[
exp(wi)− yi
exp(wi) + α

]
, for j = 1, . . . , p.

Let ψ(t) =
d

dt
log Γ(t) be the digamma function evaluated at t.

S(α) =
∂

∂α
[logL(θ|y, u)]

=
n∑
i=1

[
ψ(yi + α)− ψ(α) + log(α) + 1

− log(exp(wi) + α)− yi + α

exp(wi) + α

]
.

S(σ2
j ) =

∂

∂σ2
j

log fU(u|θ), for j = 1, . . . , l.

(c) Hessian of the complete log-likelihood.

H(βj, βh) =
∂2

∂βh ∂βj
[logL(θ|y, u)]

=−
n∑
i=1

α(α + yi)XijXih exp(wi)

(exp(wi) + α)2
, for j, h = 1, . . . , p.
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Let ψ1(t) =
d2

dt2
log Γ(t) be the trigamma function evaluated at t.

H(α, α) =
∂2

∂α2
[logL(θ|y, u)]

=
n∑
i=1

[
ψ1(yi + α)− ψ1(α) +

1

α

− 2

exp(wi) + α
+

yi + α

(exp(wi) + α)2

]
.

H(βj, α) =
∂2

∂α ∂βj
[logL(θ|y, u)]

=−
n∑
i=1

Xij exp(wi)(exp(wi)− yi)
(exp(wi) + α)2

, for j, h = 1, . . . , p.

H(σ2
h, σ

2
j ) =

∂2

∂σ2
j∂σ

2
j

log fU(u|θ), for j, h = 1, . . . , l.

(d) Q̂( · ) function. At iteration t, let uit,1 , . . . , uit,mt be a sample from Ui|Y, θ(t),

for i = 1, . . . , l, and ut,mt = (uT1t,j , . . . , u
T
lt,j

)T . Also let wit,j = Xiβ
(t)+Ziut,j.

Q̂(θ) =
1

mt

mt∑
j=1

{
n∑
i=1

[
log Γ(yi + α)− log Γ(α) + α log(α) + yiwit,j

− (yi + α) log(exp(wit,j) + α) + log fU(uj,mt |θ)
]}

.

4. Gamma data model. Recall that E(Yi) = µi, and log(µi) = µ2
i /α.
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(a) Complete log-likelihood function.

logL(θ|y, u) =
n∑
i=1

[
α log(α)− α log(µi)− log Γ(α)

+ α log(yi)−
α

µi
yi

]
+ log fU(u|θ) + constant

=
n∑
i=1

[
α log(α)− αwi − log Γ(α)

+ α log(yi)− α yi exp(−wi)

]
+ log fU(u|θ) + constant.

(b) Score vector of the complete log-likelihood.

S(βj) =
∂

∂βj
[logL(θ|y, u)]

=−
n∑
i=1

αXij (1− yi exp(−wi)) , for j = 1, . . . , p.

S(α) =
∂

∂α
[logL(θ|y, u)]

=
n∑
i=1

[
1 + log(α)− wi − ψ(α) + log(yi)− yi exp(−wi)

]
.

S(σ2
j ) =

∂

∂σ2
j

log fU(u|θ), for j = 1, . . . , l.
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(c) Hessian of the complete log-likelihood.

H(βj, βh) =
∂2

∂βh ∂βj
[logL(θ|y, u)]

=−
n∑
i=1

αyiXijXih exp(−wi), for j, h = 1, . . . , p.

H(α, α) =
∂2

∂α2
[logL(θ|y, u)]

=
n∑
i=1

(
1

α
− ψ1(α)

)
.

H(βj, α) =
∂2

∂α ∂βj
[logL(θ|y, u)]

=−
n∑
i=1

Xij (1− yi exp(−wi)) , for j, h = 1, . . . , p.

H(σ2
h, σ

2
j ) =

∂2

∂σ2
j∂σ

2
j

log fU(u|θ), for j, h = 1, . . . , l.

(d) Q̂( · ) function. At iteration t, let uit,1 , . . . , uit,mt be a sample from Ui|Y, θ(t),

for i = 1, . . . , l, and ut,mt = (uT1t,j , . . . , u
T
lt,j

)T . Also let wit,j = Xiβ
(t)+Ziut,j.

Q̂(θ) =
1

mt

mt∑
j=1

{
n∑
i=1

[
α log(α)− αwit,j − log Γ(α)

+ α log(yi)− α yi exp(−wit,j)
]

+ log fU(uj,mt |θ)

}
.
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B.2 Options for the mcemGLM package

The help file of the mcemGLMM function lists other possible options that can be passed

through the controlEM argument. The complete list of options is:

EMit: Maximum number of EM iterations.

MCit: Initial number of Monte Carlo iterations for the MCMC step.

MCf: Factor in which the MC iterations increase in each EM iteration.

verb: Logical value. If set to TRUE, at each EM iteration the function will print

convergence information and a trace plot for one of the random effects. This

can be useful to assess the performance and tuning of the algorithm but it can

impact the actual running time.

MCsd: Initial standard deviation for the proposal density of the MCMC step. If

zero (default) an auto-tuning step will be performed.

EMdelta: constant for the EM error assessment, see (4.7).

EMepsilon: constant for the EM error assessment, see (4.7).

The object returned by the mcemGLMM function has the following fields:

mcemEST: A matrix with the value of the maximum likelihood estimators at the

end of each EM step.

iMatrix: Observed Fisher’s information matrix.

QfunVal The of the Q function (up to a constant.)

QfunMCMC: The Q function evaluated at a sample from the distribution of U |Y, θ̂n
obtained after finishing the algorithm.
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randeff: A sample from the distribution of U |Y, θ̂n.

y: The vector of observations.

x: The design matrix for the fixed effects.

z: The design matrix for the random effects.

EMerror The relative error at the last iteration, see (4.7).

MCsd: The last value for the standard deviation of the proposal distribution of the

MCMC step.

call: The original call used to fit the function.

Once a model has been fitted with the mcemGLMM function, the following functions

can be applied to the returned object:

summary: Prints and returns a table of the parameter estimates, standard errors,

Wald test statistics, and p-values.

anova: Prints and returns an analysis of variance table based on Wald tests for each

fixed effect term in the model.

contrasts.mcemGLMM: Performs contrast analysis for a given contrast matrix.

coef: Returns the fixed effects coefficient estimates.

ranef.mcemGLMM: Returns the predicted random effects.

covMatrix.mcemGLMM: Returns the correlation matrix for the fixed effects co-

efficient estimates.

residuals: Returns a vector of residuals. The type of residuals can be chosen with the

argument type. The possible values are ’deviance’ (default), and ’pearson’.
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predict: Returns a vector predictions at the population level. A new set of obser-

vations can be supplied with the newdata command. If the argument se.fitis

set to TRUE, a matrix with the predicted values and their standard errors will

be returned.

B.3 Gamma regression simulated data

The data consists in 200 observations corresponding to 40 clusters with five observa-

tions per cluster. The data was simulated by using a continuous covariate vector X1

of length 200 generated from a standard normal distribution, and binary covariate,

X2 consisting of 100 zeros and 100 ones. The random effects were obtained from a

standard normal distribution.

The fixed effects vector was β = (−0.5,−0.5, 1)T and we set α = 5. Then, the

data was generated as

set.seed(80811)

x1 <- rnorm(200, 0, 1)

x2 <- rep(c(0,1), each=100)

kX <- model.matrix( ~ x1 + x2)

id <- factor(rep(1:40, each = 5))

kZ <- model.matrix( ~ 0 + id)

kU <- rnorm(40, 0, 1)

kBeta <- c(-0.5, -0.5, 1)

kW <- kX %*% kBeta + kZ %*% kU

kY <- rgamma(200, 5, 5/exp(kW))

pData <- data.frame(response = kY, x1 = x1, x2 = x2, id = id)


