
 
 
 
 

Christopher G. Chute, MD, Dr.PH. 
Narrator 

 
Dominique A. Tobbell, Ph.D. 

Interviewer 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

INSTITUTE FOR HEALTH INFORMATICS 
HISTORY PROJECT 

 
UNIVERSITY OF MINNESOTA 



 2 

INSTITUTE FOR HEALTH INFORMATICS 
HISTORY PROJECT 

 
In 2015, the Institute for Health Informatics (IHI) celebrates the 50th anniversary of 
health informatics at the University of Minnesota. Early institutional markers serve as the 
formal beginnings of the emergent discipline of health informatics at the University of 
Minnesota, designating the University of Minnesota as one of the first academic 
institutions to support and subsequently anchor the development of the new discipline. In 
1965, the National Institute of Health (NIH) Division of Research Resources awarded the 
University of Minnesota’s College of Medical Sciences a grant to establish a Biomedical 
Data Processing Unit at the University. Two years later, the Hill Family Foundation 
awarded a ten-year grant to Professor Eugene Ackerman to initiate a graduate research 
and training program in Biomedical Computing. In 1968, the College of Medical 
Sciences established the Division of Health Computer Sciences, which would serve as the 
administrative home for the NIH research resources grant, housed within the Department 
of Laboratory Medicine. The Division provided interdisciplinary training to pre-doctoral 
and post-doctoral students applying health computer sciences technology to health 
services research. In 1974, the University of Minnesota was awarded the prestigious 
National Library of Medicine Grant for Training in Health Computer Sciences, which 
formally established the Graduate Program in Health Informatics at the University of 
Minnesota. The Division and its institutional successor, the Institute for Health 
Informatics (created in 2006), received continuous training grants from the National 
Library of Medicine until 2009.  For fifty years, the University of Minnesota has been 
one of the preeminent health informatics institutions in the United States.  
 
The Institute for Health Informatics History Project captures, analyzes, and records the 
history of health informatics at the University of Minnesota. Through oral history 
interviews, the Project preserves the personal stories of faculty members and National 
Library of Medicine administrators who were involved in the early history of the field 
and have keen insights into the history of health informatics at the University of 
Minnesota. 
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Biographical Sketch 

 
Christopher Chute received his undergraduate degree in English in 1977 and his medical 
degree in 1982 from Brown University. That same year, Dr. Chute also earned a Master’s 
in Public Health from Harvard University. After completing his residency in internal 
medicine at Dartmouth College, Hitchcock Medical Center from 1982 to 1985, Dr. Chute 
went on to complete a doctorate in Epidemiology at Harvard University in 1990. In 1988, 
Dr. Chute joined the faculty of the Mayo Clinic as assistant professor of epidemiology in 
the Department of Health Sciences Research. In his first year at the Mayo Clinic, he 
founded the Division of Biomedical Informatics within the Department of Health 
Sciences Research and chaired the division until 2008. In 1988, Dr. Chute was also 
appointed director of the Mayo Clinic’s Cancer Registry, a position he held until 2001. In 
1990, Dr. Chute was appointed as an associate member of the health informatics graduate 
faculty at the University of Minnesota, becoming a senior member of the graduate faculty 
in 2005. In 1998, Dr. Chute was appointed co-principal investigator with Laël Gatewood, 
PhD of the joint University of Minnesota/Mayo Clinic National Library of Medicine 
Research Training Program in Medical Informatics. Throughout his career, Dr. Chute’s 
research focus has been in the domain of biomedical terminology and ontology, with a 
long-standing emphasis on scalable terminology services that can be used across biology 
and medicine. This work has extended into high-throughput disease phenotyping methods 
using electronic health records. Dr. Chute was inducted into the American College of 
Epidemiology in 1987, the American College of Physicians in 1988, and the American 
College of Medical Informatics in 1995. 
 
 

Interview Abstract 
 
Christopher Chute begins by discussing his educational background and his decision to 
move to the Mayo Clinic in the late 1980s. Next, he discusses some of the health 
informatics research and educational projects that the Mayo Clinic and the University of 
Minnesota have collaborated on. Dr. Chute describes in detail the main research projects 
that he and the Division of Biomedical Informatics have worked on since the late 1980s, 
including research in the areas of biomedical terminology and ontology and the 
management of patient data in electronic medical records. He discusses his role in the 
University of Minnesota’s National Library of Medicine Research Training Program and 
the eventual formal incorporation of the Mayo Clinic into the training program. He 
discusses the changes in the training program over the course of the 1990s and early 
2000s in the context of broader changes in the field of health informatics in particular and 
biomedical research more generally. Dr. Chute next discusses the efforts, beginning in 
the mid-2000s, to establish a collaborative health informatics training program between 
the Mayo Clinic, Arizona State University, and the University of Minnesota. He also 
discusses the process by which both the Mayo Clinic and the University of Minnesota 
secured Clinical Translation Science Awards. Finally, Dr. Chute reflects on the 
interprofessionalism that has characterized health informatics at the University of 
Minnesota.   
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Interview with Doctor Christopher G. Chute 
 

Interviewed by Dominique Tobbell, Oral Historian 
 

Interviewed for the Academic Health Center, University of Minnesota 
Oral History Project 

 
Interviewed in Doctor Chute’s Office 

at the Mayo Clinic, Rochester Minnesota 
 

Interviewed on September 26, 2014 
 
 
 
Christopher Chute - CC 
Dominique Tobbell - DT 
 
DT:  This is Dominique Tobbell.  I’m here with Doctor Chris Chute.  It is September 26, 
2014.  We’re in Doctor Chute’s office at the Mayo Clinic. 
 
Thanks for meeting with me today. 
 
CC:  My pleasure. 
 
DT:  To get us started, could you tell me about your educational background? 
 
CC:  I had an undergraduate degree in English, humanities major.  I was one of the initial 
humanities in medicine undergraduates at Brown [University].  They had a new program 
and I continued in the program in medicine at Brown.  I took a year out to do teaching in 
East Africa in a bush school.  When I was in medical school, I realized a lot of what they 
were teaching us was folklore and anecdote.  I picked up on that.  Evidence base was 
limited.  So I thought I could fix that by going into epidemiology.  I didn’t know the term 
evidence-base medicine at that time.  While I was in medical school, I simultaneously got 
a master’s in public health at Harvard.  I, literally, commuted between two cities while a 
medical student.  I did my internship and residency Dartmouth [College] in internal 
medicine.  By then, I realized that I needed more than just epidemiologic methodology, 
that it really came down to data.  Nevertheless, I went back to Harvard and finished my 
doctorate in epidemiology.   
 
I came here to Mayo directly from graduate school.  But when they interviewed me for 
epidemiology here at Mayo, about a day and a half into the interview, I said, “I’m not 
interested in doing epidemiology.  Thank you.  But, by the way, you have a marvelous 
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opportunity here”—I didn’t know the word informatics at that time—“to build a scientific 
basis for the infrastructure of epidemiology and the systematic analysis of clinical data.”  
To my surprise, they told me to go home and write that up, which I did, and I, eventually, 
ended up coming here to Mayo.  True to their word, a year or so after I came here, they 
lateraled me into an FTE [full-time equivalent] slot, an academic slot in what became 
informatics.  
 
Now, this ties in very closely with the University of Minnesota.  Mind you, arriving here 
in town with, I should add, no formal training whatsoever in informatics and, now, I’m a 
professor of informatics.  There are ironies all about.  I think we always end up doing 
what we’re never trained to do.  But, in any event, I clearly leaned very heavily on Laël 
[C.] Gatewood and faculty members at the University of Minnesota who had, probably, 
one of the longest established informatics training programs in the country.  They were, 
at that time, as is known, an NLM [National Library of Medicine] training site for 
informatics and trained a very large number of high profile people now in the field.  This 
is documented elsewhere.  Laël was among my informatics mentors and helped me shape 
my early career, helped me understand the mechanics of the National Library of 
Medicine, which was the primary funding organization at that time, and invited me to 
collaborate over the years with her training program, until five years or so after I had 
been here and it came time for a renewal.  I believe that was probably the right timing.  
Mayo became a formally affiliated site and it was a joint NLM training grant between 
Mayo Clinic and the University of Minnesota that lasted for ten years.   
 
When Laël stepped down as the training grant director—it was sort of on a retirement 
progress path, I suppose—there was some bickering over who would become the 
principal investigator of the new submission.  Suffice it to say, I lost that discussion and 
we lost the grant, and we’ve yet to get it back.  I confess I tried myself for the last cycle 
leading a tripartite coalition among University of Minnesota, Mayo Clinic, and Arizona 
State University, simply because the Arizona State University’s informatics program 
literally sits on the Mayo Campus in Arizona, and it would be difficult for Mayo Clinic to 
engage in an informatics training program without engaging the Arizona State University.  
The reviewers found that a bit of a stretch, quite frankly, to have three organizations over 
a significant geographic spread.  They didn’t really see Mayo as the glue.  Even though I 
led that effort, it, too, was unsuccessful.   
 
DT:  I want to come back to each of those points.   
 
What led to your decision to move to Mayo right after you finished your residency? 
 
CC:  No, it was while I was in graduate school.  When I finished my residency, I spent 
three years at Harvard to finish my doctorate.  I didn’t literally finish.  I didn’t graduate 
until I was already at Mayo.  As I said, Mayo was hiring for a clinical epidemiologist, and 
I was in an epidemiology program.  The interesting thing about me personally is that I 
was a bad epidemiologist in that I cared more about the process than the answer.  This is 
a bad sign for an epidemiologist 
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DT:  [chuckles]  
 
CC:  They’re supposed to care about the answer and the process is merely the means to 
the answer.  I guess I was a latent informaticist.  I just didn’t know it.  I was much more 
fascinated by the processes leading to scientific discovery, inference analysis, and 
outcome than I was in the answer.   
 
When I came to Mayo, frankly—this may offend some people listening to this—living on 
the East Coast, the Midwest was flyover land, right?  Who in their right mind would ever 
go to the Midwest?  But I had never been to the Mayo Clinic.  When I was invited to 
interview here, I said, “Oh, I have no interest in the job.  I have a career path here at 
Harvard.  Where else would I want to be?  But I’ll go anyhow, because it could be fun.  
I’ll just get out and explore a little and see other places.”   
 
I’ve already told the story that when I came here, I basically stopped the interview a day 
and a half into the process and said, “Look, I have no interest in this epidemiology gig.”  
This was an epiphany for me: the very idea that one could create a career around 
information and information formalization, comparable and consistent information, in a 
clinical context to enable epidemiology and, subsequently, of course, to enable a great 
many other things in biomedical research and practice.  It had not occurred to me until 
that interview here at Mayo.  So the reason I, ultimately, came to Mayo was because they, 
foolishly, were willing to hire somebody with no training on the subject who, basically 
said, “Hey, this could be fun to come on out and build a career having fun,” which is 
what I did, more or less.  It was because Mayo was willing to invest in my career and in 
the whole idea of what, subsequently, I came to know as informatics.   
 
It caused me to leave Harvard where I was in a very comfortable groove.  I was a project 
director on the Health Professionals Follow-up Study, which was this brother project of 
the Nurses Health Study.  In epidemiology circles, those were two very famous studies.  I 
started the male cohort, the Health Professionals Follow up.  I wasn’t the principal 
investigator, but I was the chief gofer graduate student.  I did all the work for [Walter C.] 
Walt Willett who is a luminary in the epidemiology world.  My career path there was 
quite sound.  I have no doubt I could have had a very happy and prosperous future in 
epidemiology.  
 
But I wasn’t really interested.  As I said, I had this nagging problem that I didn’t care 
about the answer.  It was the process.  This, as I said, was a bad sign for an 
epidemiologist.   
 
DT:  There was a lineage with Laël and with [Eugene] Gene Ackerman having come 
from Mayo… 
 
CC:  From Mayo, yes, and Laël had warm, fuzzy feelings about Mayo.  She also had 
some not so warm fuzzy feelings for other reasons, but, in general, she was very 
sympathetic to Mayo.  She, obviously, had worked her early career here with Gene 
Ackerman.  Gene had been faculty here and started a lot of his population simulation 
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work here in that computing space.  I think they had more opportunity.  You have to 
understand that Mayo is not a university.  It does grant degrees but it doesn’t think or act 
like a university.  It’s a medical center, first and foremost.  I think they found a much 
more fertile and happy academic environment in Minneapolis relative to Rochester, 
which, of course, has occurred to me from time to time, but nevertheless…  The 
opportunity for them to pursue population simulation and what became, essentially, 
applied informatics research as a primary task rather than as an adjunct to some clinical 
practice question that would drive Mayo Clinic, I think was a happier home for them.  
That being said, she was more than willing to continue partnership.  The geographic 
distance is not so great that you can’t go up and go down for a day—a long day as you 
probably will discover, literally, today.   
 
DT:  [laughter]   
 
CC:  But it’s doable.   
 
The opportunity to have cross lectureships and, eventually, the training grant 
partnership…  I think there was a great deal of synergy between Mayo Clinic and the 
University of Minnesota in those days, because we had a fairly active informatics 
research program up and going by then, working with patient data, working with national 
consortia, working with other programs in applying informatics in a large clinical 
practice.  [The University of] Minnesota had, and still has, a far greater didactic depth, 
larger faculty, a more established curriculum, a deeper bench for teaching and education, 
more experience in the management of how you actually engage students and graduate 
them, all those pesky things that come up with formal education.  So we were great 
partners.  We were, more or less, the research practicum for many of the doctoral students 
at the U and, indeed, most of the post docs did their work effectively here at Mayo.  We 
benefitted tremendously from having that, again, didactic depth, educational depth, 
course depth that we didn’t have to replicate here in Rochester.  We didn’t have the 
faculty bench to do so.  So it was, I thought, a very practical synergy that may continue, 
or has continued, in other contexts.   
 
As you’re probably aware, there’s the Minnesota Partnership.  There’s the BICB 
program, which, of course, is centered in Rochester.  BICB, for those of you listening—I 
can’t imagine anybody would listen to this—is the Biomedical Informatics 
[Computational Biology] program managed by the University of Minnesota.  It is 
actually a branch of the University of Minnesota here in Rochester.  It is comprised of 
joint faculty from, obviously, the University, Mayo Clinic, IBM [International Business 
Machines], and a Hormel foundation—it has a special name, the Hormel Institute, I guess 
it is—who do, of course, applied genomic study, in this case driven by agricultural 
concerns, but, nevertheless, with a fairly sophisticated genomic application.  That’s been 
another partnership that’s been very successful.   
 
[Note:  other BICB partners include Cray, In., the National Marrow Donor Program, and 
the Brain Sciences Center.]  
 



 8 

It’s interesting that the bioinformatics world and the clinical informatics world have led 
parallel lives.  This has been true in many other academic institutions.  I know high 
profile people like [Edward H.] Ted Shortliffe, whom you may or may not have heard of 
in our field, have striven most of their late careers to anneal clinical informatics and 
bioinformatics into this joint biomedical informatics rubric with varying degrees of 
success.  I do see a lot of overlap between those fields.   
 
It’s clear in the grant that I run for the eMERGE [Electronic Medical Records and 
Genomics] consortium on GWAS, Genome Wide Association Studies, and phenotyping, 
that you, clearly, need strong clinical informatics to do the EHR [electronic health record] 
mining and characterization of patients to describe disease entities.  That marries very 
closely, particularly on this research, the genomic analysis: what are the characteristics of 
the genome that you want to associate with the underlying phenotypes.   
 
So the partnerships are obvious, but the academic worlds have been parallel and, I think, 
probably for the most part, will remain parallel despite efforts to house them in single 
departments or single groups, because their traditions and their underlying science are not 
identical.  I think the genomic community grew, more or less, out of the statistical 
genetics community with a lot of emphasis on computational algorithm and a lot of 
emphasis on statistical association and probability.  While informatics has its 
epidemiologic analog, so to speak, in statistical genetics in terms of comparative 
effectiveness research or other kinds of patient outcomes research, it is driven by a 
different set of machinery.  We’re not so sequence dependent.  We’re not obsessed with 
four nucleotides.  Our world is I won’t say richer but more complex.  You can do a lot 
with four nucleotides academically.  It’s a different culture.  You see that even manifest 
today with the Minnesota/Mayo relationship where we have the parallel BICB 
relationship and the continuing collaboration in clinical informatics space. 
 
DT:  When you set up, basically, the informatics program here at Mayo, what were some 
of those initial projects that you worked on and set up?   
 
CC:  In the beginning, we were part of an NLM/AHRQ [Agency for Healthcare Research 
and Quality] jointly funded initiative for patient record research and did a lot of work in 
ontologies and vocabularies.  That was the era when the Unified Medical Language 
System, the dreaded UMLS, was started by the National Library of Medicine.  It’s 
become, more or less, a cornerstone resource in medical semantics in biomedical 
research.  So we contributed to its evolution, to its development, to its application, and, 
basically, had a de facto focus in the vocabulary ontology space as a consequence.  A lot 
of our early work was based on leveraging associations in patient data that could be 
derived from a semantic characterization that is vocabulary… 
 
[brief interruption] 
 
CC:  Basically, we developed a reputation here at Mayo as being the vocabulary kids 
with a scientific emphasis on ontology, but it was shamelessly focused on clinical 
characterization of patients.  It turns out that the semantics of patient description are 
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challenging.  Human language being what it is, trying to have a computer manage the 
sophistication and subtlety of human language as clinical characteristics are described 
into what a statistician would characterize as binning or classification or more specific 
and precise and, ideally, consistent typing of underlying disease concepts, outcomes, and 
the like, is an enormous challenge and really became the core of our initial work.   
 
DT:  Was that, ultimately, successful? 
 
CC:  Have we solved the problem?   
 
DT:  Right…basically.  [chuckles]   
 
CC:  No, of course not.  That’s the joy of science.  You’re never done.   
 
For example, today I chair, for the World Health Organization [WHO], what’s called the 
International Classification of Disease, the ICD.  We’re on ICD-11.  It’s been around, 
really, since the sixteenth century, but they started numbering it, I guess, in the mid 
1800s, in the middle of the nineteenth century.  We’re in close partnership with 
SNOMED [Systematized Nomenclature of Medicine].  SNOMED is a very formal 
terminological schema for biomedical concepts that has hundreds of thousands of 
concepts in it.  The SNOMED organization and the WHO are partnering on building this 
next generation terminology, if you will.  It’s actually a semantic network that we, 
subsequently, linearize into statistical classification.  The big problem with the ICD is 
that it was a very shallow instrument historically with a single purpose of statistical 
classification of patients…very frustrating from a clinical perspective.  For example, 
stomach cancer is allowed to be a cancer, but it’s not a GI [gastrointestinal] disease.  
Stomach cancer has nothing to do with the GI track.  Well, that’s just dumb!  It’s a 
consequence of it being a statistical classification where, historically, they made arbitrary 
but, nevertheless, principled decisions about which basket you get counted in.  Their big 
fear was that you didn’t want to count somebody twice, so you made these arbitrary 
decisions about where things ended up.  That’s inconsistent with our conceptualization of 
health and disease.   
 
DT:  It’s ongoing. 
 
CC:  It’s ongoing.  It will not stop in my lifetime.  I could go on, and probably will if we 
start this puppy, about, well, it’s not just vocabulary, because there’s a lot of semantics 
and information models.   
 
The poster child example is if I draw a box on the wall here and I put heart disease in the 
box and, then, I ask you, “What does it mean?”  The correct answer is you don’t know, 
because you don’t know what the label on the box is.  If I say, “The label on the box is 
“History of,” I’ve just created a trivial information model where I’ve substantially 
modified the semantics of what’s in the box by having it in a box labeled “History of.”  
So you don’t know if the patient has heart disease or not or better yet, “Family history 
of.”  That’s even more fun.  You have no idea if the patient has heart disease or not, but 
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you know that it’s their family history of heart disease, which is a different semantic 
statement.   
 
The point is there’s a vast amount of semantics in contextual relationships that is often 
latent and not fully recognized and that were the problem just as simple as coming up 
with the grand ontology to end the darkness, bind them and be done, then we’d have a 
prayer.  But we have to grapple with this what we call isosmorphic identity between 
information model constructs that convey semantics and the underpinning semantics of 
the terms themselves.  That’s a challenge that will not be completed in my lifetime, 
though we’re making pragmatic progress.  It’s not as though we’ve given up and gone 
home.  Quite the contrary.  I think we’ve made huge progress, not the least of which is 
people—here we are in the early twenty-first century; we’re getting well into the twenty-
first century, sadly—get the problem.  In the 1980s, when I was babbling about this, I 
was, clearly, a voice in the wilderness and people were wondering why I was wasting my 
career, which was otherwise promising, on such a stupid problem as vocabulary.  Now, 
everybody understands.  Oh, semantics are fundamental to analytics, to all the other 
applications, comparative effectiveness.  Unless we get comparable and consistent data 
straight, nothing else matters.  I was saying, “Yes.  That’s what I was trying to tell you.”  
People are listening now.  So it’s a different conversation.   
 
But I’m prattling. 
 
DT:  No.  This is really interesting.  I wonder, does your background in English kind of 
factor in here? 
 
CC:  Oh, it would be an elegant story if it did.   
 
DT:  [laughter]    
 
CC:  I don’t know.  Obviously, you may tell from my speech patterns I’ve been 
fascinated by language most of my life.  I think not deeply but often about words, sort of 
the arbitrary…this whole semiotics thing, you know, signs, symbols, expressions.  From 
a cognitive science perspective, it’s fascinating.  How do you assign meaning to a word?  
How do you conceptualize thought absent language?  You can get very deep.  I try not to 
in my application to biology and medicine, because there would be dragons.  I’m just 
trying to keep this at a concrete applied level; although, I would invoke quasi-reasoning 
machinery.   
 
In ontological space, it turns out that most ontologies these days—this is recent, really; 
since, I would say the 1990s when the technology became practical—are expressed in a 
subset of first order predicate logic.  First order predicate logic comes out of the 
thirteenth century.  Arguably, the monks weren’t doing anything better.  But it’s 
computationally intractable.  It’s one of those NP-hard problems [Non-deterministic 
Polynomial-time problems] that computer scientists like to talk about.  Well, if you 
deconstruct first order predicate logic into its logical elements, you can reassemble a 
subset.  You can actually reassemble a large number of subsets.  That family of subsets 
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that are computationally tractable are called description modules and the most 
fashionable description logic on the street this week is OWL, the Ontology Web 
Language.  It is a description logic.  It is a subset of first order predicate logic, but it 
allows you to describe concepts and their relationships in a way that is tractable to 
computational reasoning.  There’s this whole computer science branch of reasoners and 
people who spend their lifetimes doing tableau methods to define faster and better 
reasoners so that you can split through the millions of concepts in SNOMED in under ten 
seconds on a laptop; whereas, in the 1990s, it would have taken days and days.  Well, 
actually, you probably couldn’t have done it.  The science of computational reasoners as 
a subset of computer science has transformed the way we can manage large concept 
spaces so that we can have guaranteed consistency of relationships.  We can detect 
cycles.  If they’re there, we can find them and fix them.  We can computationally look at 
vast concept relationship spaces that would not be cognitively tractable for a human mind 
and systematically and sequentially—we’ve turned it into a linear process—reason about 
the kinds of relationships between and among terms and concepts.  For something as vast 
as biomedicine, that’s really been transformative.  Our ability to manage ontological 
spaces leveraging these kinds of machineries and tools has just been transformative. 
 
[break in the interview] 
 
DT:  You talked about the research around language, vocabulary, and ontology.  Were 
there other projects that you were working on here? 
 
CC:  We worked with the Minnesota Supercomputer Center in roughly that same period 
on what was effectively latent semantic indexing.  It’s a field of computer science that 
uses statistical reduction of term document associations, the frequency of terms in a 
document, their pattern, position, profile.  We modified that to work with the frequency 
of words in definitions and strings within terms and definitions and other sort of 
characteristics.  At that time, you were starting to see the emergence, again in the Unified 
Medical Language System and others, of fairly large corpora of terms and dictionaries in 
machinery readable form.  This was considered relatively new and novel, at the time.  
Remember, most books were typeset in a hand fashion and the availability of large 
textural collections was not common.   
 
In fact, I remember as an undergraduate, Henry Kuĉera, who was a professor of 
linguistics, created what was called, at the time, the Brown Corpus [of Standard 
American English].  It was an annotated text of one million words—count them—which 
today, we would consider to be trivial, you know, barely an entry level high school 
project.  But, at the time, it was the world’s largest and richest corpora. 
 
By the 1980s, we were starting to see the emergence of these kind of early 1990s 
collections of terms that were amenable to analysis and statistical inferencing of various 
types.  So we did, what was it…?  It was a least-squares fit—there’s a mathematical term 
for it that I’m blanking on [singular value decomposition]—as the underpinning basis for 
the latent semantic analysis, which resulted in the calculation of eigenvalues and core 
vectors of association within that.  We did all that work at Cray [Incorporated] up at the 
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Minnesota Supercomputing Center because Mayo didn’t have the computational capacity 
then to accommodate that.  Now, you could do it on a laptop, of course, but not then.   
 
DT:  I saw in one of the training grant annual reports that, at some point, you were 
working with a partnership for electronic medical record [EMR] development, as well. 
 
CC:  Well, we’ve always been trying to develop electronic medical records.  I don’t think 
we ever intended to create a product that would be a viable commercial medical record.  
That was never our effort.  We probably did contribute to infrastructures that would 
enable the emergence of functional electronic medical records.  We’ve always focused 
here at Mayo in the informatics program on what one would call middleware.  This is a 
very tricky space to be in.   
 
For example, one of our recent grants, a SHARPn [Strategic Health IT Advanced 
Research Projects - normalization] grant, a fairly large grant from the Office of the 
National Coordinator of $15 million over three or four years, focused entirely on tooling 
and infrastructure to do the normalization of data from any arbitrary electronic medical 
record into some kind of canonical form.  We picked a specific canonical form.  The 
details really don’t matter.  The point was it was a widget to fit between where you 
wanted to be and where you were starting from that nobody would see.  The analogy I 
would always use is that we built the sewer systems.  People would build these gleaming 
applications that would dazzle clinicians with colorful screens and so on and so forth, but 
they wouldn’t work without the tooling that we had under the hood, this middleware.   
 
So we’ve always been in this enabling space, and we’ve also, here at Mayo, had an 
unwavering commitment—this caused some challenges a few years ago—to open source.  
We’ve never tried to commercialize things.  We did have a colleague one time who tried 
to commercialize things and it was awkward, because as soon as you dip your toes into 
proprietary considerations and concerns, which commercialization entails, then your 
academics are made more difficult…some would say are compromised.  It was always a 
challenge.  Now, work that we did jointly with the University of Minnesota never 
encroached on intellectual property concerns.  It was always collaborative open work.   
 
Indeed, work that we’re doing today…  We’re also collaborating with the CTSA [CCaTs, 
Clinical and Translational Science Institute] at the University of Minnesota.  I direct the 
biomedical informatics core in the Mayo CTSA [CCTS, Center for Clinical and 
Translational Sciences].  I collaborated probably five or six years ago with Bruce [R.] 
Blazar when they were writing some of their early CTSA [Clinical and Translational 
Science Award] applications.  I helped with the University of Minnesota authoring of 
that, and we’ve maintained very cordial relationships outside of informatics and the 
CTSA space ever since.   
 
You’re familiar with CTSA? 
 
DT:  Yes. 
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CC:  The University of Minnesota CTSA and the Mayo CTSA have agreed to collaborate 
on a number of spaces.  One of them, the University of Minnesota has passed us in terms 
of their mastery of what’s called i2b2.  I think it’s Integrated Information from Bench to 
Bedside is what that stands for.  [Informatics for Integrating Biology and the Bedside].  
What it really means is this kind of collaborative data warehousing of clinical data using 
a standard format initially developed at Harvard that has now become common 
throughout academic medical centers.  Mayo didn’t really jump on that bandwagon for 
lots of complex reasons, but the University of Minnesota, actually at my suggestion, did 
several years ago and are now quite proficient and are among the original thirteen CTSAs 
that are participating in this federated management of clinical queries across academic 
medical centers about clinical information.  It’s called the SHRINE [Shared Health 
Research Informatics Network] project.  Mayo has no experience in the SHRINE project.  
We have experience in similar kinds of things, but not that specific body of software.  As 
a consequence, it’s actually the University of Minnesota experts who are helping Mayo in 
building and establishing our own CTSA SHRINE implementation so that we can join 
the club, so to speak, and participate in this data exchange for clinical research purposes.  
That’s gratifying.  Again, all of that is based on open source infrastructure.  SHRINE and 
i2b2 and all of the machinery around it are explicitly open source.   
 
DT:  Before that formal incorporation of Mayo into the training program, what role did 
you play within the training program? 
 
CC:  An adjunct role.  I was made, I believe, an adjunct faculty member at the University 
of Minnesota—this was long before the institute was created—as a courtesy.  No money 
exchanged hands.  It was an honorific.  My duties included lecturing in a course, giving a 
grand rounds style lecture, most importantly collaborating with students in their 
practicum projects.  That, I think, was deemed to be mutually beneficial.   
 
When we formally joined the program, one of our first fellows in the joint program was a 
computer scientist named Yiming Yang.  She was funded by the University of Minnesota 
training program, but spent all of her time in Rochester, basically, a post doc in our 
group.  She made seminal contributions to a lot of the early work in, again, the latent 
semantic indexing and has gone on.  In fact, I was very proud, when she left Mayo after 
her fellowship, she went, immediately, to an associate professor rank at Carnegie Mellon 
[University] as her first job, which is unusual, to say the least.  Clearly, Carnegie Mellon 
Computer Science is among the leading computer science schools in the country and to 
leave, basically, a fellowship and go in at an associate professorship rank was, I think, 
quite a testimony to the experience she had with Minnesota, where she took the formal 
coursework, and, obviously, our group, where she did her applied work.  She’s since had 
a very successful professional career.   
 
DT:  Once the relationship was formalized, I saw that you were in charge of the Clinical 
Data Representation Research Cluster.   
 
CC:  That’s what we probably called it.  This, of course, focuses on my fascination with 
how do we represent patient data to make it comparable and consistent.  We had a critical 
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mass of grant funding in that general domain.  I think we called the cluster in the grant 
that, but I probably wouldn’t have recognized the term unless you reminded me of it. 
 
DT:  [chuckles]  
 
CC:  We certainly didn’t identify ourselves as that.  I think that was a grantsmanship 
exercise.   
 
Again, as a practical matter, the people that did their practicums here at Mayo Clinic 
were shamelessly exposed to principles of terminology and data representation in a 
clinical context with, again, the overarching goal that if we can’t represent clinical 
information comparably and consistently, then any inferencing we try to do on it is going 
to be much more difficult if not impossible.  Non-comparable data by definition can’t be 
compared.  Thus, we had a major focus on that.  I think a lot of the post docs that had 
come through and, indeed, some of the later doctoral students…  Hyeoneui Kim, for 
example, did her work with Marcelline [R.] Harris, who also had been a post doc and 
became a faculty member here in the representation of nursing data and its comparability 
and consistency built on the principles and activities of our applied research.   
 
DT:  You went on to co-direct the training program with Laël. 
 
CC:  Yes.  I don’t know if it was the first time we submitted together.  We had two five-
year periods where we were formally affiliated.  Whether I was co-director for all ten 
years or just the last five years, I honesty don’t know. 
 
DT:  By 2000 I have that you were co-director.  I don’t know when it began. 
 
CC:  Hmmm…  I’m not sure I do.   
 
DT:  Did you face any challenges co-directing the program?   
 
CC:  Well, Laël did all the work.   
 
DT:  [chuckles]  
 
CC:  We had a very happy split of responsibility.  She and her staff managed the logistics 
of NLM reporting and student tracking and whatnot, and we focused on getting research 
grants and providing a practicum for the fellows and students that would show up.  Co-
director is a lofty title.  As a practical matter, I stayed in my corner and helped provide 
experiences for Minnesota students and other students who were primarily located here in 
Rochester.  It was a nice synergy.  I think reviewers liked the fact that there was a very 
active body of research going on within the program that students had access to and they 
liked the way that Minnesota was managing its training process, and curriculum, and 
educational activities.  It was a beautiful synergy.   
 
DT:  Were there other faculty here at Mayo who were working with you on the program? 
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CC:  As I said, Marcelline Harris, who had been a post doc, became faculty here.  Again, 
Alex [P.] Ruggieri had been who was a rheumatologist.  Marcy Harris was a Ph.D. nurse 
informaticist, very well trained.  She did her post doc with the NLM training grant 
program and became faculty here.  She’s now at the University of Michigan.  Alex 
Ruggieri was a rheumatologist, again did post doctoral training in the grant and became 
faculty.  He actually moved to industry several years later.  Peter [L.] Elkin joined us, I 
think in 1996, and was a faculty member here.  This is the space where we get into the 
commercialization tension.  So he, more or less, left the program by 2001 because of 
philosophical issues, and left Mayo in 2006, I believe, or 2007.  We’ve had faculty over 
the years.  We, obviously, have new faculty now.  Oh! Serguei [V.] Pakhomov is now a 
professor at the University of Minnesota, maybe associate—I don’t know his exact 
rank—he was a fellow here at Mayo Clinic and did his training.  Guergana [K.] Savova 
did her Ph.D. in linguistics at the University of Minnesota and came down here as a 
fellow and became faculty here.  Serguei was faculty, as well, for some period of time.  
Guergana moved on to Harvard.  Serguei was our first entry into natural language 
processing.  We’ve, subsequently, built up a very large natural language processing 
group, but Serguei started it.  Guergana continued it.  To this day, we have new faculty.  
Hongfang Liu and her team—she has a team of about four or five doctorally trained 
associates in her group—are doing very extensive natural language processing.  Again, it 
was the University of Minnesota partnership that started that through the training grant 
program. 
 
DT:  Was George [G.] Klee here, as well? 
 
CC:  Ah! George, yes.  George trained at the University of Minnesota.  I believe he got 
his doctorate there.  He, also, did his Ph.D. in informatics in Laël’s program and was my 
co-director in the CTSA biomedical informatics program for many years until he retired 
some years back.  His son, Eric [W. Klee], finished his Ph.D. in bioinformatics at the 
University of Minnesota and is now here on faculty leading our genomic analysis team 
down in the Center for Individualized Medicine as a very well-regarded bioinformatics 
faculty member.  He is doing very well.  I don’t work with Eric every day, but we 
certainly cross paths fairly often, so there’s a Klee legacy here.   
 
DT:  Do you have any observations on whether the research training program changed 
during those ten years, or even longer, that you had association with it? 
 
CC:  All programs are dynamic.  Federal policies change.  NIH policies change.  Science 
fashion changes.  I do remember explicitly [Donald A.B.] Don Lindberg, who is director 
of the National Library of Medicine and still is, giving his talks in the early 1990s saying 
how important the field of genomics and bioinformatics would be and how the 
informatics training program should look more carefully at that.  Indeed, some programs 
like the good Doctor Perry [L.] Miller’s program at Yale became very focused on 
bioinformatics in their NLM training grant.  I think we looked at it here and continued 
our primary emphasis on clinical informatics, but began exploring what are the 
bioinformatics needs and requirements.   
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About that time, I became an investigator on the Pharmacogenomics Research Network, 
with [Richard M.] Dick Weinschilboum, playing a bioinformatician, which is a bit silly, 
because I’m not a bioinformatitican. 
 
DT:  [chuckles]  
 
CC:  For a grant’s purposes—this was 1990s, I think—you could get away with that then.  
I’m still on that program.  It’s continued ever since.   
 
Clearly, federal policy has changed over this period of time.  This was when James [D.] 
Watson was still at NIH and, of course, the current NIH director, Francis [S.] Collins, 
was forming what became the NHGRI [National Human Genome Research Institute], the 
beginning of the human genome.  These things hugely influenced the way informatics 
was seen and regarded.  The formation of the AMIA [American Medical Informatics 
Association], I guess around 1990, the late 1980s, started to transform the way the field 
saw itself and started to establish professional identity.  The whole field was matured in 
the past thirty years.   
 
When I was an epidemiologist in the 1980s, maybe the late 1970s, there was not yet a 
maturity even of a field that is now as well established as epidemiology.  The joke was all 
you needed was a statistician in one corner and a clinician in the other corner, add water, 
and you had epidemiology.  You didn’t need these damn epidemiologists.  I think 
epidemiology has gotten over that.  They’re now a well-regarded scientific field, and it 
turns out that multidisciplinary science is a valid science.  It helps if you have a 
biostatistician and a clinician.  The epidemiologist is still appropriate. 
 
By analogy, what’s informatics?  You just need a computer scientist in this corner and a 
clinician in that corner, add water and you get informatics.  You don’t need these stinking 
informatics middle people.   
 
There was a significant identity crisis in that period of time.  Recall that that generation, 
including Laël, had no informatics training programs from which they emerged.  All 
informaticists emerged from other disciplines, typically computer science, typically 
medicine, occasionally physics.  In fact, I’m probably one of the last established faculty 
members to have no formal informatics training whatsoever.  Anybody who’s in 
informatics today has at least some credential or training or background in informatics.  
So I’ve seen the emergence of the identity of the field and its establishment and 
formalization.  The training programs themselves reflected these changing fashions.  
With the advent of different kinds of computing trends, the emergence of large scale 
databases or registries.  Then the programs would reflect these flashes in the pan.   
 
The fashion leader this week, of course, is Big Data.  We’re all on a Big Data 
bandwagon.  If you’re not doing Big Data, you’re, obviously, not with it.  Now, we could 
get into very philosophical debates about what Big Data is; though, I will acknowledge 
that there is a legitimate and novel perspective on things like Hbase, MapReduce, these 
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methodologies that enable scaling of data.  Processing in ways that was not done 
previously do contribute fundamentally to Big Data.   
 
But to answer your question, the trends have reflected advances in science, advances in 
computing, and, most pertinently, the emergence of electronic medical records.  When we 
started, only a handful of organizations had electronic health records.  The vast majority 
of patient records were paper and of those organizations that did have electronic medical 
records, they kind of built them themselves in their backyard.  It was all 
homegrown…Regenstrief [Medical Record System], for example, or Vanderbilt 
[University], to some extent.  The early days of electronic medical records were a 
synthesis of informatics research and commercialization.   
 
It’s fascinating that today very few clinical informatics players actually are part of the 
electronic medical record industry.  There are some.  You look at people like John Glaser 
or [J.] Marc Overhage who have gone to Siemens [Healthcare].  But the EHR industry 
has sort of become its own industrial space and the nature of informatics research has 
changed as a consequence.  We’re no longer trying to deal with an admission/discharge 
transfer process.  That’s commodity.  You’re not going to get tenure building a simple 
module that any vendor can provide at a fraction of the price.  But you will get tenure 
today if you look at, say, the deep semantics of clinical data as it pertains to analytic 
inferencing and disambiguation of disease or something.  You’re continuing to refine the 
whole problem.  In a way, that’s healthy because, before, informatics was almost the 
trivial application of information technology to healthcare.  Well, in the 1980s and 1990s 
that meant cutting a bill, for the most part, or tracking patients when they were 
discharged or admitted.  The whole problem of managing knowledge or managing 
clinical information to improve care was a goal, but very few people were really 
effectively doing that.   
 
There was this big fad from the artificial intelligence community on decision support 
activities and artificial intelligence.  I think what they encountered was the formidable 
difficulties of knowledge engineering and, more pertinently, mapping what little 
knowledge had been engineered to the ugly mess of patient data, which, oh, by the way, 
was on paper.  It wouldn’t do to have clinicians spend twenty minutes entering the 
patient’s record so that you could get a decision analysis consult in the context of a 
seven-minute visit.  It just didn’t scale.  Now, of course, decision support is de rigueur, 
and we’re dealing with standards and other relationships.   
 
In terms of my own career, and I think in terms of the field, I recognize that a natural 
implication of this penchant on vocabulary and data representation was the whole 
problem with standardization.  You know, a lot of scientists are put off by the concept of 
standardization.  You’re going to kill innovation.  If you think of it that way, they may 
have a point.  But, on the other hand, if you think, well, why should you have to hand 
manufacture every screw to put into the wall when you could buy a box of screws and a 
an electric screw driver and build the wall a lot faster?  Or, for that matter, if you think of 
them as Lego pieces, there’s a lot of creative expression you can do with Legos.  Just go 
to the Mall of America and you’ll see them over the ceiling in fascinating shapes, even 
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though they’re all consistent standard little Lego pieces.  By analogy, the ability for 
information to emerge in a scalable way is in a large degree dependent on 
standardization.   
 
I often lecture on this: biology and medicine, whether they like it or not, are kicking and 
screaming becoming big science.  By big science, I really mean the old days of a single 
doctoral student and a professor winning the Nobel Prize in their laboratory in the corner 
are probably passed.  We’re dealing with complexities of knowledge, of information 
management.  Physics went through this throughout the twentieth century.  The 
Manhattan Project was the first big science project, arguably.  Astronomy has gone 
through this.  The Higgs boson, which isn’t astronomy but particle physics, was not 
found by a handful of people in a laboratory.  It was a team of 10,000 scientists.  By 
analogy, the Hubble [Space Telescope] wasn’t built by some guy in his backyard nor was 
the James Webb [Space Telescope], which is its successor.  Biology and medicine are 
correspondingly engaging this complex world where the relationships between and 
among discoveries are crucial.  You can’t do pharmacogenomics today without 
understanding systems biology, without understanding the web… 
 
You’re a biochemist, right? 
 
DT:  Yes. 
 
CC:  The best I can tell, systems biology is biochemistry networks on steroids. 
 
DT:  [chuckles]  
 
CC:  Unless you understand the group of genes and gene families associated with a 
certain physiologic process, then intervening in that process without understanding the 
work arounds and the regulatory processes involved is going to be very difficult.  
Obviously, no single scientist can work all of that out.  We’re dependent upon database 
information.  Knowledge bases, protein databases, genomic databases, dbGaP [database 
of Genotypes and Phenotypes], dbEST [database expressed sequence tags], GenBank, all 
these things make modern biology and clinical research possible.  The implication, 
though, the Faustian price we pay, is that we can’t have it our way every time.  If we 
want to interface with these data resources, if we want to contribute to these data 
resources, we almost, again kicking and screaming, have to comply with the data 
standard representation precepts that pertain to these data.  Now, none of these databases 
agree with each other.  So we have this uber problem that will, eventually, get solved.   
 
In the United States, for example in clinical care, whether we like it or not, we see this 
phenomenon of meaningful use, which, of course, is Obama Healthcare Reform, but the 
implication is that for EMR adoption in the United States, one of the big incentive 
programs that came out of high tech was the availability of, roughly, $30 billion in 
incentive payments for adoption of EHR, as well.  What did you have to do to get the 
brass ring?  You had to show that you were meaningfully using the record.  Well, how do 
they define that?  Guess what?  Complying with standards so that you could interchange 
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data and that when the data went from the University of Minnesota to the Mayo Clinic, 
the Mayo Clinic machines could understand it with a standards-based infrastructure 
implementation.   
 
I’ve spent a fair degree of my career in health information standards organizations, 
obviously with the World Health Organization with ICD, but, correspondingly, I’ve held 
many positions at HL7 [Health Level Seven International].  I presently chair the ISO 
[International Organization for Standardization] technical committee for health 
informatics and international standardization.  
 
I believe this, really, that the whole problem of developing rational standards that can 
enable us to comparably and consistently represent patient data is a critical path 
requirement for biomedical knowledge and practice to scale and, furthermore, to leverage 
information in that scaling.  You can’t do it if you all make up your own…  It’s the 
Tower of Babel problem.  Right?  If we all make up our own words and languages, it 
becomes awkward to communicate.  By analogy, in healthcare, in biomedical research, if 
we make up our own units of measure, if we make up our own terms, if we make up our 
own names for pathways and enzymes and other things, it becomes really hard.  The 
naming standards, the data representation standards, it’s not just vocabulary; it’s also 
syntax and structure.   
 
Now, we have standardized templates.  The advent of xml [Extensible Markup 
Language], of rdf [Resource Description Framework], of all these essentially large-scale 
consensus mechanisms in the computer science world for data representation.  Heavens! 
The World Wide Web html [Hypertext Markup Language], a de facto standard—well, 
actually a W3C [World Wide Web Consortium] standard, not de facto—is an example of 
where consensus is achieved and thousands of flowers are blooming but all based out of 
the same Lego pieces.  What you see on your screen is the same kind of machinery that is 
needed in biology and medicine to allow the same scaling of applied informatics 
research. 
 
DT:  I have friends who write on standardization and that clearly resonates.   
 
Can you say more about the collaboration with Arizona?  As I understand it, it began 
with the University of Arizona and, then, went to the Arizona State University? 
 
CC:  That’s a funny one.  The University of Arizona decided to found a medical school, 
and they partnered with Arizona State University, which had established, at that time, a 
Department of Biomedical Informatics.  I was part of the planning team that they brought 
together to help them do that.  The theory was that the Phoenix campus of the University 
of Arizona—the main campus is in Tucson 100 miles away—would be unique in the 
country by having all of their students infused with informatics principles and 
understanding, that there would be a natural partnership between the Department of 
Informatics at Arizona State University and the emergence of the University of Arizona 
Medical School.  Indeed, as you probably know, they picked [Edward H.] Ted Shortliffe, 
an informaticist, to be their founding dean of the University of Arizona in Phoenix.  Well, 
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this was fine.  They built their buildings and the Informatics Department was co-located 
next door to the University of Arizona-Phoenix campus medical school and had a very 
successful beginning.   
 
But, then, from what I understand, some people at the University of Arizona thought it 
peculiar that…  The University of Arizona always regarded Tucson as the center of the 
universe and that this small hick town of Phoenix up north was a backwater and decided 
that there shouldn’t be a dean of the Phoenix campus; it should be a vice dean within the 
context of the University of Arizona.  Well, Ted Shortliffe took—how do we phrase 
this?—exception to being demoted overnight without consultation and resigned.  There 
was always a very strong antipathy between Arizona State University and the University 
of Arizona, simply because they were so closely related and cousins.  You know how 
these things work.  The closest relatives usually hate each other.  This was true of those 
organizations, so they got a divorce.  Arizona State University, literally, moved off the 
University of Arizona campus.  They didn’t know where to go.   
 
Mayo Clinic was moving its clinical operations from its Scottsdale campus to its 
downtown Phoenix hospital and had space and said, “Come join us.”  So the entire 
department of Arizona State University picked up, packed their bags, and moved to the 
Scottsdale campus of Mayo Clinic.  Mayo and Arizona State University have maintained 
very close relationships ever since in informatics and applied informatics.  In fact, my 
division chair—I used to chair the division but the present chair, we changed chairs—
Jean-Pierre Kocher is now, I believe, vice chair of the department down at Arizona State 
University and spends one week a month in Phoenix, again cementing the relationships 
between Arizona and Mayo Clinic.  I also have a joint appointment there.  I’ve had a joint 
appointment since I think 2006.  I had the same kind of relationship with them that I did 
early on with Minnesota where I’ll teach lectures in a course from time to time, give 
grand rounds from time to time.  We’ve had some students and, more recently, we’ve had 
some faculty members come up from Arizona State University and do rotations and 
projects and grants here at Mayo.  That’s been quite effective. 
 
DT:  Do you see in any subsequent training grants that you would apply for that you 
would maintain having Arizona State in that…? 
 
CC:  Well, that’s a fair question.  It was a sobering experience to read those pink sheets 
from the grant review.  They didn’t understand why we were making it so complicated.  
Frankly, to this day, I think it was the right idea.  There were enormous synergies.  There 
are only a finite number of training grants.  Why not have one of them be very rich, very 
deep, very cross disciplinary, and cross institutional?  There is certainly a precedent for 
cross-institutional training grants.  Heck, we had one with the University of Minnesota 
and Mayo Clinic.  But I think we’ve learned our lesson.  It’s plausible that Arizona might 
apply independently.  I certainly know that the University of Minnesota fully intends to 
recover their training grant, as they should.  What role we’ll play in both or either is 
under specified, at this time.   
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DT:  Has the relationship between Mayo and Minnesota changed since there hasn’t been 
a training grant? 
 
CC:  Oh, yes.  The training grant was a very tangible and helpful modality of 
relationship.  Frankly, I don’t go up there as often as I used to, for lots of reasons.  I 
haven’t been on as many student committees as I used to be.  I still have my appointment 
up there, again a courtesy appointment.  It’s interesting that our relationships with the 
CTSA…  Of course, the informatics group at the University of Minnesota works very 
closely with the CTSA.  It seems as though most of our connections are now being 
managed through the CTSA, which may be a useful growth that includes relationships 
between the informatics programs.  But instead of the tail being the main linkage, we’re 
now at the dog level, which is probably healthy. 
 
DT:  [chuckles] 
 
CC:  We continue to have relationships in informatics projects and activities, but 
mediated mostly through the CTSA connections. 
 
DT:  I was interested in Mayo’s CTSA.  As I understand it, Mayo got its CTSA before 
the University of Minnesota.   
 
CC:  Well, Mayo was in the first round of awards.  There were twelve given out the first 
year.  There are sixty-odd now.  [The University of] Minnesota was among the last 
institutions to join that club.  Now, we could quibble about why that was.  Grant reviews 
are like that.  To what extent are they serendipitous?  To what extent are they valid?  I do 
know that when Bruce Blazar asked me to help with the informatics component of the 
CTSA up there, we submitted a component with Julie Jacko and others, and we got a 
score back on a scale of nine, I think, of something like eight, which is very bad.  One is 
good.  Eight is really bad.  I was shocked.  I’ve gotten a one every time I’ve done it for 
Mayo.  We’ve always gotten a perfect score.  It turned out there were other issues that, no 
doubt, you’ll go into with other people.  We were punished for those other issues by the 
reviewers.  I don’t think there was anything wrong with the proposal, but it reflected on 
externalities that were beyond my control.  Of course, such a fatal score did not help the 
CTSA.  I think the whole CTSA went down that year because of the informatics 
component, which I was part of.  In all honesty, when the University finally did get its 
CTSA, I had no part to do with…  They did it entirely without my participation.  Now, 
they may have leveraged some of the work and proposals and initiatives that I started.  In 
fact, I think they did.  But it was a self-contained success. 
 
DT:  We’ve covered a good amount of ground.  I guess just a couple more questions.   
 
You mentioned Marcelline Harris, that she is a nurse informatician.  One of the things 
that’s intrigued me about the Minnesota program is that there’s a great deal of 
interprofessionalism, the training of not just physicians but the involvement of 
epidemiologists, dental informaticians… 
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CC:  Or Connie [W.] Delaney, who is the acting director presently, is a nurse… 
 
DT:  Yes, absolutely. 
 
CC:  …and also dean of Nursing.   
 
DT:  I wonder if you could reflect on that it’s really about health informatics and not just 
the medical informatics. 
 
CC:  And, also, with a very strong public health informatics background at the U. 
 
DT:  Yes. 
 
CC:  That’s true.  I am, obviously, a physician and take, not infrequently, a fairly narrow 
view of clinical informatics when I prattle on about patient data representation and so 
forth.  On the other hand, I do have a fair amount of public health training and I, 
obviously, work with the World Health Organization, and work with the CDC [Centers 
for Disease Control], and we ran our Beacon Grant down here and worked very closely 
with local county public health.  In fact, every county in Southeastern Minnesota was part 
of our Beacon Grant in terms of engaging local public health.   
 
So I think informatics by its nature…  This goes back to Ted Shortliffe’s taxonomy 
where he likes to have bioinformatics subsume bioinformatics, clinical informatics, 
public health informatics, imaging informatics.  You can get silly about this.  I know a lot 
of pharmacists are actually very involved in informatics.  In fact, even Serguei, I guess, 
these days, is in the Department of Pharmacology, and there’s a lot of good informatics 
research coming out of that department.  So there’s really no bound to informatics 
megalomania.  But I think the better way to think about it is that informatics can and 
should be a foundation for all biomedical research and development activities.  
Ultimately, you’re dealing with concepts that cut across disciplines.  Arguably, internal 
medicine, which, of course, is my training, draws on everything else.  You can’t be a 
successful internist if you don’t have nursing facilitation, if you don’t have pharmacy 
facilitation, and so forth.  By analogy, informatics is equivalently a cross-cutting activity.  
If you don’t have expertise or domain expertise from those other fields, you’re going to 
have a very shallow and, perhaps, not workable view of how informatics can and should 
fit in the framework of research and the framework of practice.   
 
I think a more interesting tension is what about those computer scientists?  We have two 
computer scientists, actually.  Hongfang Liu is a computer scientist by training and is 
doing natural language processing and is, really, wildly successful and has mastered a lot 
of the domain activities quite effectively, is very well integrated into the organization.  
And [Jyotishman] Jyoti Pathak, who is also a computer scientist, has become something 
of a guru of clinical phenotyping algorithms.  We put him on that project in the eMERGE 
grant, and he continued it in the SHARPn grant and has, basically, emerged as his own.  
He now has three RO1s [research grants from NIH] in that space.  He has just finished a 
guest editor role as a special issue on clinical phenotyping.  It’s the idea of how do you 
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take machine algorithms and apply them to electronic health records in a uniform way so 
that you can apply them to anybody’s—that’s the trick—not just Mayo Clinic’s, not just 
the University of Minnesota’s, not just Fairview Hospital’s but any medical record and 
get a comparable and consistent cohort of patients as a consequence?  That’s the clinical 
phenotyping problem, one I’ve, obviously, thought about a great deal.  I think I, more or 
less, mentored Jyoti into that role, but he’s certainly taken it as his own and moved 
forward.   
 
The real issue is, okay, so these people are computer scientists.  Do you need to be a 
healthcare worker, provider, a nurse, a physician, a pharmacist, an occupational therapist 
to be an informaticist?  Well, it helps.  Do you need to be a computer scientist?  Do you 
need to be able to program?  Do you need to understand the principles of computing?  
Well, it helps.  The answer is none of those alone are sufficient.  Being a classic 
multidisciplinary, cross disciplinary field, a hybrid if you will—you know, the computer 
scientist in one corner and the clinician in the other and you add water—you’re really 
always confronted with this tension of where do you start.  Do you take information 
scientists and train them in healthcare?  Do you take healthcare investigators and train 
them in computer science?  There’s no obvious answer to this.  Both models have 
worked.  A lot of people in the informatics field come from multiple backgrounds.  By its 
very nature, it’s multidisciplinary and will always be. 
 
DT:  Yes, that’s been my view, too, from the beginning.   
 
I guess my final question is do you have anything else that you’d like to offer on the 
health informatics program at Minnesota from your perspective here at Mayo? 
 
CC:  Well, I recognize that they’re entering a new chapter.  I recognize that they are 
reinvigorating what they are and how they’re organized, and very actively trying to 
recruit a new director for the Institute and a chief research information officer to 
reestablish the prominence that they had with a more robust and well-structured program.  
They have huge amounts of resource there at present.  Their faculty is really quite rich, 
quite capable.  But they haven’t crystallized that into an identity that is on par with other 
major research programs and activities at the U.  They’re striving to do that, and I think 
they will do that.   
 
Fifty years is a long time.  I don’t think I’m aware of any other program with that legacy.  
The Harvard program with [G.] Octo Barnett comes close.  Don Lindberg’s work in 
[University of] Missouri, before he came to the National Library of Medicine, goes back 
to the 1970s and comes close.  Homer [R.] Warner’s work at [University of] Utah…  
Homer Warner, interestingly, came from Mayo Clinic.  He was actually trained here 
before he went to Utah.  He built the HELP [Health Evaluation through Logical 
Processing] system.  That probably predates it a little bit.  That’s probably older, but it 
wasn’t an academic program, initially.  It was really a research and application program 
to practice.  Homer Warner was a cardiologist, and he tried to use computing to improve 
care, not to teach it.  It wasn’t an informatics training program.  It became that and they 
established the department at the University of Utah years later.  I think the University of 
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Minnesota is probably the oldest academic program.  I would say informatics actually 
predates that in Homer Warner and, ironically, probably Mayo Clinic, even though we 
lost that thread for several decades.  When Laël was here, there was really no meaningful 
informatics activity any longer.  Homer had taken it to Utah.  We did imaging research, 
but it wasn’t informatics research.   
 
DT:  Great.  Thank you.  This has been really helpful and informative. 
 
CC:  Well, thank you.  I hope it’s reasonably coherent, and I didn’t ramble. 
 
DT:  Oh, no.  [chuckles]  It was great.  Thank you. 
 
CC:  Thank you. 
 
[End of the Interview] 
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