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Chapter 1

Introduction

Physical processes spanning an enormous range of spatial and temporal scales are

often of high importance to scientists and engineers. In the geosciences these can

vary from nanometer to whole-Earth, and over seconds to millions of years. Systems

spanning these ranges that are commonly encountered include magma flow in the

Earth’s mantle and crust leading to plate tectonics (Gerya and Yuen, 2003), the

development of climate systems (Fournier et al., 2004), the transmission of seismic

waves (Tsuboi et al., 2005), as well as glacial melting (Jellinek et al., 2004).

However, to be practically useful, scientific and engineering studies often require

the modeling and analysis of many different potential scenarios to understand the

dependence of emerging patterns and scientific laws on the underlying parameter

space. This approach can require exploring large parameter spaces, analyzing pa-

rameter uncertainties, finding optimal models, and utilizing other inverse modeling

techniques (e.g., Parker, 1994). Running a single simulation is entirely insufficient

for these methods. The necessity of these methods to satisfy the desire to understand

the emergent behavior of such complex multi-scale systems creates a demand for more

powerful computational algorithm and hardware tools.

Many times a single simulation is executed multiple (possibly thousands of) times

to evaluated a given set of parameters or to perform uncertainty analysis. Although

executed many times, the models underlying many of these studies can be quite

simple. To accelerate these studies, it has been shown that a significant number of

common scientific and engineering computational tasks can take advantage of special

purpose accelerators. A special purpose accelerator is an computational processor
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architecture, independent from the CPU, that has been tuned to provide higher per-

formance at lower costs for specific applications, compared to CPUs. Computer

systems that incorporate special purpose accelerators are said to be heterogeneous

computing systems, as the types of computation resources they provide are no longer

homogeneous.

Examples of special purpose accelerators include Graphics Processing Units (GPUs),

the IBM CellBE, ASIC-based accelerators, and Field-Programmable Gate Arrays

(FPGAs). Most accelerators attempt to increase performance with minimal silicon

area by exploiting fine-grained data parallelism using Single-Instruction, Multiple-

Data (SIMD) operations. For example, individual GPUs can contain hundreds of

simple processors that execute SIMD operations a much larger scale than conven-

tional CPUs (tens of thousands of active threads vs. tens of active threads for

instance). At their inception, calculations using GPUs were confined to graphics

manipulation. Recently, a large amount of effort has resulted in programming tools

that allow custom-made programs to run directly on GPUs.

A cluster of several such GPUs results in a massively parallel system with thou-

sands of simple, yet collectively powerful, processors. The High-Performance Com-

puting (HPC) community has acted as interested adopters of special purpose acceler-

ators, particularly GPUs, with good returns. The Los Alamos National Laboratory’s

Roadrunner IBM Cell cluster (Barker et al., 2008) and the National Center for Super-

computing Applications’ Lincoln Tesla GPU cluster (NCSA, 2009) have demonstrated

how such heterogeneous hardware can form a supercomputing system. It is seen that

two of the top ten super computers on the Nov. 2012 Top500 list incorporate GPUs,

one of which holds the 1st position (top500.org, 2012).

By using heterogeneous computing systems that consist of both general purpose

processors and special-purpose accelerators, the speed and problem size of many simu-

lations can be dramatically increased. Ultimately this results in enhanced simulation

capabilities that allows, in some cases for the first time, the execution of parame-

ter space and uncertainty analyses, model optimizations, and other inverse modeling

techniques that are so critical for scientific discovery and engineering analysis.

Given the extraordinary range of temporal and spatial scales typically required in

science and engineering processes, as well as the immense range of possible parameter

values, simulating these processes on a single type of hardware system is simply not

feasible. For instance, recent developments in GPU architectures have demonstrated
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that these simple, highly parallelized processor systems are very good at executing

certain types of computations (Walsh et al., 2009a).

This thesis presents a modular programming, inverse modeling, and run-time au-

totuning environment for heterogeneous computing systems. This environment is

composed of three major components: 1) CUSH – a framework for reducing the

complexity of programming heterogeneous computer systems, 2) geophysical inver-

sion routines which can be used to characterize physical systems, and 3) run-time

autotuning routines designed to determine well performing run-time configurations

of heterogeneous computing systems for scientific and engineering codes.

The utility of this environment is presented through three case studies. These case

studies comprise a lattice-Boltzmann method for fluid flow, a high-performance finite

difference code for flow and transport in karst conduits, and the TNT algorithm, a

fast method for solving non-negative least squares problems.

Specific contributions made by this thesis include:

• CUSH – a framework for reducing the complexity of programming heterogeneous

computer systems (Myre et al., In review.).

• An in depth performance analysis of a multi-GPU lattice-Boltzmann method

(Myre et al., 2011; Walsh et al., 2009b). This analysis includes the effects of

multiple memory access patterns, one of which reduces memory requirements

by 50% (Bailey et al., 2009). The initial implementations of the A-A and A-

B memory patterns were by Peter Bailey and the Eulerian pattern by Stuart

Walsh.

• A high performance finite difference method for transport in karst conduit sys-

tems using GPUs (Covington et al., 2010; Myre et al., In Prep.a). The perfor-

mance capabilities of this karst conduit flow model enable the first high speed

characterization of natural karst conduits (Myre et al., In Prep.b).

• The Singular Value Composition (SVC) algorithm for generating matrices with

a specific condition number, including performance and work factor analy-

sis (Myre et al., In Review).

• The first analysis and refinement of the TNT algorithm, a fast active set method

for solving non-negative least squares problems. This analysis covers perfor-

mance, error, and convergence (Frahm et al., In Review). It should be noted

3



that the initial conception and initial implementation of the TNT algorithm are

attributable to Erich Frahm.

• A run-time autotuning tool using a novel application of geophysical inverse the-

ory (Myre et al., In Prep.d). With this tool the optimal run-time configuration

of a heterogeneous computing systems can be determined for a specific code.

• A modular environment for scientists and engineers to easily run scientific and

engineering codes, geophysical inversions, and to perform run-time autotuning

using heterogeneous computing systems (Myre et al., In Prep.c).

The first aspect of this environment is a tool to reduce the programmatic complex-

ity of heterogeneous systems. Chapter 2 presents CUSH – a framework for reducing

the complexity of programming heterogeneous computer systems. CUSH masks much

of the difficulty that comes from working across host-GPU and GPU-GPU memory

contexts thereby reducing the barriers to adoption of GPUs as a computational re-

source for scientists and engineers. CUSH consistently reduces multiple measures of

programmatic complexity without causing a statistically meaningful change in per-

formance (Myre et al., In review.).

The second aspect of this environment is a set of geophysical inversion methods.

Geophysical inversion methods are frequently used to explore large parameter spaces

and find optimal models. Integral to these methods are algorithms for searching the

parameter space or minimizing model error. Obtaining results via inversion methods

would not be a timely procedure without efficient forward models for evaluating the

points within the parameter space. Details of the forward models developed and used

throughout this thesis are presented in Chapters 3 and 4. The TNT algorithm, an

active set method for solving non-negative least squares problems, for accelerating

geophysical inversion methods focusing on non-negative least squares problems is

presented in Chapter 5.

Chapter 3 contributes multiple memory access patterns for lattice-Boltzmann

methods, one of which reduces memory requirements by 50% (Bailey et al., 2009;

Myre et al., 2011; Walsh et al., 2009b). The factors governing the performance of

this type of lattice-Boltzmann method are statistically analyzed and their influence

on the total variation in performance is determined.

Chapter 4 contributes a high-performance finite difference method for karst con-

duit flow uses a novel dimensionless form of the mathematical model of the physical
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system (Covington et al., 2010; Myre et al., In Prep.a). The performance capabilities

of this karst conduit flow model enable the first high speed characterization of natural

karst conduits (Myre et al., In Prep.b).

Chapter 5 contributes an efficient implementation and performance analysis of

TNT, a new active set method for solving large non-negative least squares prob-

lems (Frahm et al., In Review). The TNT method is capable of quickly solving much

larger non-negative least squares problems than current methods. The TNT method

is capable of outperforming previous active set methods by more than 180× within

the range of conventional problem sizes.

The final aspect of this environment is a tool for performing run-time autotuning

of scientific and engineering codes on heterogeneous systems. A novel application

of geophysical inverse theory to heterogeneous computer systems for the purpose of

run-time autotuning is presented in Chapter 6. In this context, the inversion method

is treated as an optimization routine to determine the best set of machine parameters

for a given algorithm to form a well performing run-time configuration. This tool

allows scientists and engineers to focus their efforts on the pertinent details of their

models instead of on computer science details that may not be consistent between

computer systems.

Chapter 7 presents this environment as it is applied to three case studies. These

case studies are composed of the inversion methods and models described in Chapters

3, 4, and 5. Using the run-time autotuning tool, an optimal run-time configuration for

a multi-GPU lattice-Boltzmann method implemented using CUSH is found. A karst

conduit is characterized with the karst conduit flow code implemented using CUSH

and the non-linear conjugate gradient geophysical inversion method. The run-time

autotuning tool is also applied to the TNT non-negative least squares method to de-

termine the optimal parameters for performing non-negative least squares geophysical

inversions

A high level overview of the environment and case studies presented throughout

this thesis, along with concluding remarks, are provided in Chapter 8.
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Chapter 2

CUSH – An efficient programming

framework for single host GPU

clusters

This chapter is composed of one manuscript that has been submitted and is cur-

rently under review:

J.M. Myre, D. Lilja, M.O. Saar, CUSH - An efficient programming tool for single

host GPU clusters, Parallel Computing, In Review, 2013.
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The recent surge in the popularity of Graphics Processing Units (GPUs) as a com-

putational resource has come with additional challenges for computational scientists

and engineers. The relatively complex computational model and memory hierarchy

of GPUs may inhibit adoption among research scientists who would rather focus their

efforts directly on research computation than learning new architectural details.

We present CUSH, an abstraction layer for working with multiple GPUs in a

single-host system. CUSH masks much of the difficulty that comes from working

across host-GPU and GPU-GPU memory contexts thereby reducing the barriers to

adoption of GPUs as a computational resource for scientists and engineers.

We analyze program complexity via two measures, non-commented source code

statements and McCabe’s Cyclomatic Complexity (McCabe, 1976), as well as per-

formance of CUSH via three case studies representing different computational and

communication requirements: matrix multiplication, a lattice-Boltzmann fluid flow

simulator, and the fast Fourier transform. In all case studies it is shown that CUSH

decreases both measures of program complexity, relative to a pure CUDA multi-GPU

implementation, without causing a statistically meaningful change in performance.

As a result, CUSH provides a basis for additional framework development.
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2.1 Introduction

Simplifying the utilization of complex systems through abstraction is fundamental

to computer science and engineering (Abelson and Sussman, 1983). Such abstraction

allows researchers to focus on pertinent concepts related to their research instead of

the repetitive, albeit necessary, work required to use the computational resources at

hand. This style of simplification has produced compilers, programming languages,

programming methodologies, protocol layers, and many more concepts that have

become critical to efficient program development on computational systems.

Modern special purpose accelerators, such as Graphics Processing Units (GPUs)

and the Cell Broadband Engine, have provided a significant leap forward in the com-

putational capability of inexpensive commercial systems. GPUs have proven to be

particularly popular. Available development suites for GPUs (OpenCL (Khronos

OpenCL Working Group, 2009) and CUDA (NVIDIA, 2008a)) have assisted in ad-

vancing the popularity of GPUs as computation accelerators by masking many of the

architectural details.

Many scientists who may not have had significant formal training in computer

science are drawn by the attractive computational capabilities of GPUs. While these

scientists typically have some familiarity with traditional High Performance Comput-

ing (HPC) architectures and communication techniques, such as MPI or OpenMP,

the complexities of the GPU architecture and memory layers can appear daunting.

Furthermore, the inclusion of multiple GPUs within a single-host system can increase

programmatic complexity to a level that many research scientists may consider un-

reasonable.

In this paper we propose CUSH, an abstraction layer for programming multiple

GPUs contained in a single host. Through the use of CUSH, the programming over-

head that comes from managing memory across GPU-host and GPU-GPU contexts

is consistently reduced. Furthermore, the degree to which a researcher is required

to manage the intricacies of the GPU architecture is also reduced. In this paper we

present three case studies, matrix multiplication, a lattice-Boltzmann fluid flow sim-

ulation, and the fast Fourier transform (FFT). These case studies represent different

different computing classes (Asanovic et al., 2006) and communication profiles. The

matrix multiplication and FFT studies act as extreme examples. At one extreme,

the matrix multiplication is entirely computation-bound as it does not require any
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communication between GPUs. Conversely, the FFT is computed quickly, but it re-

quires all of the data to be communicated among all GPUs in an all-to-all operation.

This means that the execution time of the FFT is dominated by communication. The

lattice-Boltzmann fluid flow simulation is memory bandwidth bound, with computa-

tion that scales with the volume of the three dimensional lattice and communication

that scales with the surface area of the lattice. The lattice-Boltzmann method only

requires communication between processors that are “adjacent” to one another with

respect to the global lattice. As such, the lattice-Boltzmann method may be viewed

as a computer science application that lies somewhere between the end-member cases

described above.

By analyzing these case studies we show that CUSH reduces program complexity

via non-commented source code statements (NCSS) and McCabe’s Cyclomatic com-

plexity (MCC) (McCabe, 1976), while maintaining performance that is statistically

indistinguishable from that of the original CUDA implementation.

This paper provides a discussion of related abstraction efforts in Section 2.2 as

well as a short background on GPU computing in Section 2.3. Details of the design

and implementation of CUSH are given in Section 2.5. The test methodology, matrix

multiplication, lattice-Boltzmann simulation, and FFT case studies are described in

Section 2.6, and their results are discussed in Section 2.7. Finally, conclusions and

future work are discussed in Section 2.8.

2.2 Background and Related Work

Abstraction in the HPC domain has produced numerous systems and tools meant

to reduce the complexity that comes with increased computational resources. Tools

such as MPI and OpenMP are ubiquitous. Since the upswing in the popularity of

GPUs as augmentations to traditional HPC systems, the research community has

undertaken numerous efforts to improve their programmability as well.

A number of research efforts have focused on language in order to move away from

the C++ style of CUDA by using language bindings (Klöckner et al., 2011; Yan et al.,

2009; Accelerys, 2012), or high-level OpenMP style directives (Han and Abdelrahman,

2011; OpenACC, 2011). These approaches reduce resistance to adoption by reshaping

CUDA into the syntax and semantics of a more familiar language, while potentially

hiding some of the GPUs architecture complexity.
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Other efforts have moved towards the goal of abstracting the management of ac-

celerators in the context of conventional distributed memory systems through man-

agement frameworks (Singh et al., 2009) or communication frameworks (Lawlor, 2009;

Yamagiwa and Sousa, 2009). This approach focuses on reducing the complexity that

comes with managing the additional architectural details resulting from the introduc-

tion of GPUs to a system.

The HPC community has acted as interested adopters of GPUs with good re-

turns. It is seen that two of the top ten super computers on the Nov. 2012 Top500

list incorporate GPUs, one of which holds the 1st position (top500.org, 2011). This

interest, shown by the HPC community, validates the efforts put forth to reduce the

barriers to the adoption of GPUs. Examining these systems reveals that the typi-

cal architectural scheme, when incorporating GPUs into HPC systems, is to supply

each host with a single GPU. However, with GPUs showing evolving computational

capability and with increasing energy concerns, a shift towards higher-density GPU

solutions is not only probable, but highly likely. In fact, a number of studies have

shown that computational speedup can be readily obtained by adopting single-host,

multi-GPU implementations (Schaa and Kaeli, 2009; Myre et al., 2011; Agullo et al.,

2011; Walsh and Saar, 2011).

NVIDIA has taken the multi-GPU approach into consideration by including peer-

to-peer memory copy functions for multi-GPU host systems in CUDA versions ≥4.0.

Subsequent versions of CUDA can present the programmer with a single address

space for host and GPU memories through Unified Virtual Addressing (UVA). With

UVA, the programming of memory accesses and copies is greatly simplified. However,

a performance penalty frequently results from using UVA. With these trends and

complications in mind, the primary goal of CUSH is to act as a data management

framework for GPUs connected to a single host.

What distinguishes CUSH from other multi-GPU management tools is that CUSH

focuses on abstracting the management of multiple GPUs on a single shared memory

host system. Separating CUSH from directive based efforts (Han and Abdelrahman,

2011; OpenACC, 2011) is a CUSH feature that allows for data distribution and data

management across multiple GPUs within a host which operate entirely independently

from computation. By operating solely on data distribution and data management,

CUSH can remove numerous loop and conditional structures as well as pointer arith-

metic. This approach is beneficial for research scientists, as it removes the necessity of
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having to understand and manage the mapping between data buffers in host memory

and data buffers on the connected GPUs. By using CUSH to manage data between

the host and the GPUs, the opportunity to introduce errors is significantly reduced,

as is the programmatic complexity of the resultant code.

2.3 GPU Computation

CUSH focuses on using NVIDIA GPUs and the CUDA programming language

as a means for GPU management. However, there is nothing prohibiting the use of

OpenCL programming constructs in CUSH to enable the utilization of additional ac-

celerators from different manufacturers. In fact, we are presently working on OpenCL

extensions to CUSH. NVIDIA’s CUDA provides an Application Programming Inter-

face (API) and C++ language extensions that enable programmers to use GPUs to

take advantage of simple, data-parallel computational kernels. When executed on a

GPU, the computational kernels are performed by groups of threads called “cooper-

ative thread arrays” (CTAs) or warps. These groups execute concurrently within a

single “Stream Multiprocessor” (SM). Many SMs can exist in a single GPU, making

each GPU capable of executing thousands of threads concurrently.

NVIDIA’s GPUs also have a relatively complex memory hierarchy. Simplified,

the GPU memory hierarchy can be arranged into global and shared memory. This

arrangement is shown in Figure 2.1, with the global memory being the highest level.

Global memory is accessible by the host and all of the CTAs. Shared memory is local

to each SM and is accessible only to the CTAs that are also executing locally on that

SM. The difference in access times between global and shared memory can be as high

as 100x.

2.4 Figures

2.5 The Design of CUSH

CUSH is designed to function as an abstraction layer that provides high-level

control over host-GPU memory operations as well as GPU-GPU memory operations.

As such, CUSH is independent of any kernels that may run on the GPUs.

In order to create the abstraction between host-GPU memories, CUSH utilizes
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Figure 2.1: A high-level schematic overview of GPU memory. Cooperative Thread
Array (CTA) access to local memory is much faster than access to global memory.
The difference in access times can be as high as 100x.

the common programming construct of a “plan.” These plans dictate the mapping

between host memory and global GPU memory and are automatically created by

CUSH based on minimal input from the programmer. CUSH plans are similar to

MPI communicators because they represent the group of GPUs involved in operating

on a given piece of data. The GPUs defined within a plan act as endpoints in CUSH

memory operations.

To simply illustrate some of the capabilities of CUSH, a typical GPU C++ code

fragment is presented in both CUDA (Listing 2.1) and in CUSH (Listing 2.2). Both

Listings uniformly distribute a host buffer across four GPUs as shown in Figure 2.2,

then call a wrapper function for an arbitrary CUDA kernel, and gather the results

into a separate host buffer.

Compared to the CUDA implementation, the CUSH implementation requires less

than half the lines of code to accomplish the same functionality. Furthermore, the

CUSH implementation masks the pointer arithmetic and loops that are present in

the CUDA example, reducing complexity, and thus, making it more attractive to

12



computational scientists and engineers.

f l o a t ∗∗ dev pt r s=mal loc (GPU N∗ s i z e o f ( f l o a t ∗) ) ;

cudaStream t stream [GPU N ] ;

i n t d e v s i z e = h o s t s i z e /GPU N;

f o r ( i n t i = 0 ; i < GPU N; i++){
cudaSetDevice ( i ) ;

cudaCreateStream(&stream [ i ] ) ;

cudaAl loc ( dev pt r s [ i ] , d e v s i z e ) ;

cudaMemcpyAsync ( dev pt r s [ i ] ,

&( hos t bu f [ i ∗ d e v s i z e ] ) , d ev s i z e ,

cudaMemcpyHostToDevice , streams [ i ] ) ;

}

e x e c k e r n e l ( dev ptrs , d ev s i z e , streams ) ;

f o r ( i n t i = 0 ; i < GPU N; i++){
cudaSetDevice ( i ) ;

cudaMemcpyAsync(&( h o s t r e c v b u f [ i ∗ d e v s i z e ] ) ,

dev pt r s [ i ] , d ev s i z e ,

cudaMemcpyHostToDevice , streams [ i ] ) ;

}

Listing 2.1: CUDA C++ code to uniformly distribute a host buffer across four GPUs,

call a kernel, and gather all of the GPU data back to a separate host buffer.

cush plan u n i f p l a n ;

i n t dev id s [GPU N] = {0 , 1 , 2 , 3} ;

c u s h p l a n c r e a t e (& un i f p l an , FLOAT, GPU N,

&dev ids , h o s t s i z e , UNIF) ;

cush memcpyHtoD ( hos t bu f f , &u n i f p l a n ) ;

e x e c k e r n e l (& u n i f p l a n ) ;

cush memcpyDtoH ( h o s t r e c v b u f f , &u n i f p l a n ) ;

Listing 2.2: CUSH C++ code to uniformly distribute a host buffer across four GPUs,

call a kernel, and gather all of the GPU data back to a separate host buffer.

The core of the mapping performed by CUSH is the function specifying how

the host buffer will be distributed among the associated devices. CUSH supplies

a uniform distribution, a memory capacity distribution, and a memory bandwidth

distribution. The uniform distribution distributes the data as uniformly as possible
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Figure 2.2: A high level overview of how a buffer in host memory might be uniformly
distributed across four GPUs. In this case, if the host buffer contains N elements and
N%4 == 0, the device buffers on each device will contain a subset of buff containing
N/4 elements. All of the information pertinent to the memory and the distribution
mapping is contained within a CUSH plan.

among devices. The memory capacity and bandwidth distributions distribute data

buffers among devices in the same proportions as the devices’ capacity or bandwidth,

respectively. Although the uniform distribution is frequently used, users of CUSH

can define any data distribution function that they require CUSH to perform. Such

distributions could include mapping tridiagonal matrices, sparse matrices, or a load-

balancing distribution.

The memory plans constructed through CUSH enable memory functions between

host-GPU and GPU-GPU memories that are more advanced than basic point to point

memory copies. These advanced memory functions between host-GPU memories are

described in Table 2.1, while Table 2.2 describes advanced functions that operate

among GPU-GPU memories.

The CUSH functions differ from their CUDA counterparts in that all of the CUSH

functions in Table 2.1 are operational across host memory and across any number of

GPU memories defined in a CUSH plan. This functionality is a byproduct of the fact

that information describing the distribution mapping is maintained within a CUSH

plan that can be formed using any data distribution with any subset of GPUs present

in the system.

Advanced CUSH memory functions are described in Table 2.2. As previously dis-

cussed, these plans can be arbitrarily defined to include any subset of devices present
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CUSH
Function

Description CUDA analogue

Allocate Allocates device memory according to
the distribution function.

cudaAllocHost

Free Frees device memory according to the
distribution function.

cudaFreeHost

HtoD
memcpy

Asynchronously distributes a host buffer
among all devices according to the dis-
tribution function. This can be thought
of as a scatter operation.

cudaMemcpy
(async)

DtoH
memcpy

Asynchronously collects all data buffers
on all devices into one host buffer ac-
cording to the distribution function.
This can be thought of as a gather op-
eration.

cudaMemcpy
(async)

Table 2.1: Descriptions of CUSH memory functions that operate between host mem-
ory and global GPU memory. The CUDA analogue of each function is reported as
well.

CUSH
Function

Description CUDA Analogue

DtoD
memcpy

Asynchronously copies a data buffer on
a device to a buffer on another device.

cudaMemcpyPeer
(async)

Broadcast Duplicates a data buffer among all de-
vices.

None

Scatter Divides a data buffer among all devices. None
Gather Collects “scattered” data buffers among

all devices onto one device.
None

All-to-all Each device divides its own data buffer
among all devices.

None

Table 2.2: Descriptions of CUSH memory functions that operate among global GPU
memories. None of these functions have CUDA analogues except for cush device-to-
device (DtoD) memcpy which functions identically to its CUDA analogue but uses
CUSH plans to perform the operation.

within a system. This allows CUSH plans to function like simple communication

groups, not unlike MPI communicators. The only advanced CUSH function with a

CUDA analogue is the CUSH device-to-device memory copy, which is functionally

equivalent to the CUDA cudaMemcpyPeer function but uses CUSH plans to manage
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memory and devices.

2.6 Test Methodology and Case Studies

To test CUSH we implement three common computational kernels: matrix multi-

plication, a single-component single-phase lattice-Boltzmann fluid flow simulator, and

the fast Fourier transform (FFT). Pseudocode listings for CUDA and CUSH versions

of each of these case studies are given in Appendix A. For each case study, we compare

the performance of the multi-GPU CUDA implementation to the multi-GPU CUSH

implementation. A single GPU version using CUDA is the reference implementation.

The multi-GPU implementations are tested using 1, 2, and 4 GPUs.

We use these three case studies because each has a different ratio of computation to

communication. The matrix multiplication and FFT studies act as extreme examples.

At one extreme, the matrix multiplication is entirely computation-bound as it does

not require any communication between GPUs. Conversely, the FFT is computed

quickly, but it requires all of the data to be communicated among all GPUs in an

all-to-all operation. This means that the execution time of the FFT is dominated

by communication. Although the lattice-Boltzmann fluid flow simulation is memory

bandwidth bound, it requires computation that scales with the volume of the three-

dimensional lattice and communication that scales with the surface area of the lattice.

Furthermore, the lattice-Boltzmann simulation only requires communication between

processors that are “adjacent” to one another with respect to the global lattice. As

such, the lattice-Boltzmann simulation may be viewed as a typical computational

science application that falls somewhere in between the above described end-member

cases.

All case study implementations are tested using NVIDIA Fermi M2070 GPUs of

compute capability 2.0. These GPUs are contained in a PCI-E expansion chassis

connected to a host via a x16 PCI-E Gen. 2 bus. The host is composed of dual Intel

Xeon L5675 six-core CPUs, each at 3.07 GHz, and 96 GiB of shared memory. The host

code is compiled using the GNU g++ compiler version 4.4.5 with the compiler flag

“-O3” for optimizations and the CUDA kernel code using NVIDIA’s NVCC compiler

release 4.1 V0.2.1221 with the compiler flag “–use fast math.”

16



2.6.1 Program Complexity Measurement

The primary objective of this study is to measure and compare program com-

plexity. This is not meant to be a measure of algorithmic complexity in the same

manner as big-O analyses. Instead, it is an attempt to convey the difficulty one

may encounter when trying to understand a given program. To do this, we use two

metrics, non-commented source code statements (NCSS) and McCabe’s cyclomatic

complexity (MCC) (McCabe, 1976). These metrics originate in software engineering

and have proven to be effective indicators of program complexity (Vander wiel et al.,

1998).

NCSS is simply a sum of the non-commented source code statements. MCC is a

measure of complexity within the program’s control flow graph. MCC is calculated

by

V (G) = e− n+ 2, (2.1)

where e is the number of edges and n is the number of nodes in the program control

flow graph, G. MCC can be thought of as the number of independent paths through

a program. Figure 2.3 provides an example of three different control flow graphs to

conceptualize MCC more intuitively. With this method it can be shown that Listings

2.1 and 2.2 have MCC measures of 3 and 1, respectively, illustrating again the much

simplified code complexity when using CUSH. NCSS and MCC for all case studies

are measured using pmccabe 2.7 (Bame, 2011).

2.6.2 Statistical Comparison of Performance

We also measure any detrimental effects that CUSH may have on performance.

To do so we run both strong and weak scaling tests (Hennessy and Patterson, 2007).

When comparing performance, we use strong scaling tests, where the problem size

remains fixed and the number of GPUs involved in computation varies. We use weak

scaling tests to show the advantage of the additional memory provided by multiple

GPUs. For averaging and statistical analysis, each test is repeated 6 times. The final

reported values are the arithmetic mean of the repeated tests, discounting the first

due to potential transient behavior.

The performance curves for the CUDA and CUSH multi-GPU implementations are

compared with an f-test that is equivalent to the final step of a 1-factor ANOVA (Lilja,

2000). This statistical test is run for each multi-GPU test pair (1, 2, or 4) within
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(A) (B) (C)

Figure 2.3: An illustration of three simple control flow graphs with different MCC
measurements. A) shows a program consisting of a series of statements with an
MCC of 1. B) shows a program consisting of a series of statements interspersed
with if statements with an MCC of 3. C) shows a program consisting of a series
of statements interspersed with loop constructs with an MCC of 3. Intuitively, it
would be less difficult to understand the flow of (A) than the flow of (B), (C), or
combinations thereof.

each case study. The f-test compares the curve pairs to determine whether the CUSH

implementation is statistically different from the CUDA implementation. This is

accomplished by comparing the calculated f value (fcalc) to the 95% confidence F

distribution value (F ). If fcalc is greater than F , it can be concluded with 95%

confidence that the curves are statistically different. To compute fcalc, we use

fcalc =
(SSEco/SSECUSH)/SSECUSH
(DFco −DFCUSH)/DFCUSH

, (2.2)

where SSEco is the sum of square errors for the combined population, SSECUSH is

the sum of square errors for the CUSH population, DFco is the degrees of freedom

for the combined population, and DFCUSH is the degrees of freedom for the CUSH

population.

2.6.3 Matrix Multiplication

This case study compares a reference CUDA matrix multiplication with a multi-

GPU implementation written entirely in CUDA and a multi-GPU implementation
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using CUSH. All implementations use NVIDIA’s CUBLAS to perform the necessary

linear algebra routines.

The matrix multiplication performed for this case study is a standard A×B = C

operation, where A is of size M ×N and B is of size N ×P giving a resulting matrix,

C, of size M × P . To exploit multiple GPUs, a simple tiled matrix multiplication

algorithm is used (NVIDIA, 2011b). The core of this algorithm is to create a tiling of

matrix C, then assign each tile to a GPU. From the tiling assignments the required

rows and columns from matrices A and B can be transferred to the appropriate GPUs

to calculate the assigned tiles of C. Figure 2.4 illustrates this process.

Figure 2.4: An illustration of tiled matrix multiplication for A×B = C. The relevant
rows from matrix A and columns from matrix B are used to calculate the appropriate
tile in C.

Strong scaling test cases are composed of matrices A, B, and C, each of size

400n× 800n, 800n× 400n, and 400n× 400n, respectively, where n ranges from 1 to

20. The weak scaling test cases scale n by the number of GPUs and are limited by

the size of the GPU memory.

Matrix multiplication performance is calculated in terms of billions of floating

point operations per second (GFlops). This metric is calculated by

GFlops =
M ×N × P

t
× 10−9, (2.3)

where M and N are the number of rows and columns in matrix A, respectively, P is
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the number of columns in matrix B, and t is the execution time in seconds.

2.6.4 Lattice-Boltzmann Fluid Flow

The lattice-Boltzmann method is a popular technique for modeling the mechanics

of complex fluids (Aidun and Clausen, 2010; Walsh et al., 2009a; Bailey et al., 2009;

Tölke, 2008; Myre et al., 2011). The method has a strong spatial locality of data access

and is of the structured grid computing class (Asanovic et al., 2006). Consequently, it

is an excellent candidate for parallelization in single-instruction multiple-data (SIMD)

environments, as provided by GPUs (Myre et al., 2011; Walsh et al., 2009a; Bailey

et al., 2009; Tölke, 2008). The lattice-Boltzmann implementation analyzed in this

study is based on the widely employed D3Q19 lattice model (Figure 2.5), compris-

ing a three-dimensional lattice (D3) with nineteen distinct fluid packet directions per

node (Q19) (Qian et al., 1992). The fluid packets move about the lattice in a two-

stage process, a streaming step in which the fluid packets are copied from one node

to the next and a collision step in which the fluid packets, arriving at each node, are

redistributed according to a local collision rule. The lattice-Boltzmann implementa-

tion analyzed here simulates the Poisseuille flow of a single-component, single-phase

(SCSP) fluid through a rectangular conduit for 1000 time steps.

Strong scaling test cases are composed of cuboid lattices, M ×M × 256, where M

ranges from 32 to 320 in increments of 32. Multi-GPU tests decompose the lattice

along the Z axis such that each GPU computes a sub-lattice of M×M×256/P , where

P is the number of GPUs involved in the computation. Weak scaling tests consist of

each GPU receiving a cubic lattice, M ×M ×M , where M ranges from 32 to 320 in

increments of 32. The total lattice size for weak scaling tests is M×M×(M ∗nGPU).

The boundary conditions are no-slip along the X and Y axes, and periodic along the Z

axis. The multi-GPU tests require communication between GPUs computing adjacent

sub-lattices.

As is common practice, performance of the lattice-Boltzmann method is reported

in millions of lattice updates per second (MLUPS). This metric indicates the number

of lattice site collision and streaming steps performed in one second and is calculated

by

MLUPS =
(X × Y × Z)

t
× 10−6, (2.4)

where X, Y , and Z are the number of lattice nodes in each respective dimension, and
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Figure 2.5: An illustration of the D3Q19 lattice structure surrounding a single center
(black) node.

t is the execution time in seconds.

2.6.5 Fast Fourier Transform

This case study calculates a large 1D single precision complex Fast Fourier Trans-

form (FFT). The batched, mixed radix Cooley-Tukey style algorithm (Cooley and

Tukey, 1965) is used to achieve parallelism across multiple GPUs and is described by:

1. Decompose a size N FFT into P FFTs of size Q, where P ×Q = N . This can

be viewed as a matrix of P rows and Q columns.

2. Perform P FFTs of size Q along the rows.

3. Multiple the results by appropriate twiddle factors.

4. Transpose the matrix.

5. Perform Q FFTs of size P along the rows.
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6. Finally, remap the matrix into the original buffer.

A similar approach is used to calculate large FFTs on GPUs in (Govindaraju et al.,

2008; Gu et al., 2011; Chen et al., 2010).

To compute these FFTs across multiple GPUs the first dimension of the FFT

matrices in steps 1 and 5 is further divided by the number of GPUs involved. Sup-

posing that K GPUs are involved in the computation, the necessary FFT matrix

dimensions for each GPU would be P
K
×Q and Q

K
×P for steps 2 and 5 , respectively.

Furthermore, the matrix transpose that takes place in step 4 equates to an all-to-all

memory operation among the GPUs involved in computation.

For strong scaling tests, the FFT is of size 2N , where N ranges from 10 to 25 in

increments of 1. This range is limited to 225 due to the limitations of the CUDA FFT

implementation (CUFFT) used in the GPU FFT computational kernel. Swapping

CUFFT for any other available FFT kernel ((Govindaraju et al., 2008; Gu et al.,

2011; Chen et al., 2010)) will change this maximum range as well as computational

performance. The weak scaling tests provide each GPU with a signal of length 2N

where N ranges from 10 to 25 in increments of 1. This gives total FFT size ranges

of 211 to 226 for two GPUs and 212 to 227 for four GPUs. Again, the upper bound on

per GPU FFT size is only limited by the usage of CUFFT.

Performance of the FFT computations is reported in GFlops. By convention

(Govindaraju et al., 2008; Gu et al., 2011; Chen et al., 2010) the FFT GFlops metric

is calculated as

GFlops =
5M

∑D
i=1 log2(Ni)

t
× 10−9, (2.5)

where M is the total size of the FFT, Ni is the length of the FFT during round i, D

is the total number of rounds, and t is the execution time in seconds. In terms of the

algorithm described above this calculation becomes

GFlops =
5N(log2(Q) + log2(P ))

t
× 10−9, (2.6)

where N is the total size of the FFT, Q is the size of each FFT in round 1, P is the

size of each FFT in round 2, and t is the execution time in seconds.
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2.7 Discussion of Results

The complexity analyses across all case studies yield similar and consistent results.

In all analyses, multi-GPU CUDA and CUSH implementations increase both NCSS

and MCC measures of program complexity relative to the single GPU implementa-

tion. However, multi-GPU implementations using CUSH consistently produce lower

program complexities than multi-GPU CUDA for both metrics, as shown in Figure

2.6.

Examining the normalized MCC complexity values in Figure 2.6A shows near

uniform spacing between the test cases for each case study. This suggests that CUSH

provides a consistent reduction in normalized MCC complexity. That the reduction is

consistent for a normalized metric implies that the reduction provided by CUSH scales

with some aspect of the code. Examining each case study reveals similar behavior for

the number of host-GPU memory operations.

Intuitively, this means that for these case studies, the reduction of MCC complex-

ity CUSH can provide scales closely with the number of host-GPU memory operations

necessary for the computation. The behavior of CUSH due to device-device memory

operations remains untested.

In contrast, the NCSS results do not share the same consistency as the MCC

results. This behavior is related to the decomposition of the problem. The reductions

in NCSS for the lattice-Boltzmann and FFT CUSH implementations are similar,

while the matrix multiplication case exhibits more than twice the reduction in NCSS

complexity. This is because the matrix multiplication tile decomposition introduces

additional buffers that need to be managed. The lattice-Boltzmann method and the

FFT do not have a comparable decomposition that requires additional buffers.

The performance results for all three case studies are shown in Figures 2.7, 2.8, and

2.9. An important shared feature across all of the performance plots is the statisti-

cally negligible difference between the CUDA and CUSH multi-GPU implementation

performances. This is demonstrated via the f-test described in Section 2.6. For every

CUDA-CUSH multi-GPU performance curve pair the f-test results in the acceptance

of the null hypothesis, that there is no statistical difference between the performance

curves at 95% confidence.

This means that at 95% confidence, the usage of CUSH has no statistically mean-

ingful impact on performance compared to using pure CUDA to implement these
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(A)

(B)

Figure 2.6: Plots showing multi-GPU implementation MCC (A) and NCSS (B) mea-
surements for each case study normalized to the single GPU implementation. Mea-
sures of both metrics increase for each case study. However, CUSH consistently shows
an improvement over pure CUDA.

multi-GPU codes. Effectively, the variation in performance due to noise in the sys-

tem is greater than the variation due to CUSH overhead. It should be noted that

statistical measures, such as confidence intervals and variance, are not plotted since

they would overlap. Furthermore, they would be indiscernible for the majority of the

data points due to the scale of the plots.

Another important feature to examine across all case studies is strong scaling be-

havior. The matrix multiplication study exhibits the expected behavior of a purely

computational code. The performance increases with each additional GPU. Perfor-

mance increases similarly in the lattice-Boltzmann study, although the communi-

cation requirements impose a “lag” until a critical computational mass is reached
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Figure 2.7: Strong scaling performance results for the matrix multiplication case
study.

Figure 2.8: Strong scaling performance results for the lattice-Boltzmann fluid flow
case study.

where the multi-GPU implementations will outperform the single GPU implemen-

tation. This is entirely due to the ratio of the computation and communication

components of the lattice-Boltzmann simulation. The strong scaling behavior for the
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Figure 2.9: Strong scaling performance results for the FFT case study.

FFT is poor since the multi-GPU FFT implementation requires a transpose of all

data across all involved GPUs (an all-to-all operation). To date, this operation has

not been well studied or understood within the context of multiple GPUs on a PCI-E

bus. Our implementation reflects this, as copying all of the data back to the host,

performing the transpose, and copying all of the data back to the GPUs consistently

outperformed an implementation requiring the transpose to be performed on, and

among, the GPUs with no data transfer between the host and the GPUs.

It is important to note that limiting these tests to strong scaling tests would be

ignoring a critical reason to implement multi-GPU codes. Increasing the available

GPUs in a system means that the system is capable of solving correspondingly larger

problems. This type of focus, on increasing both problem size and computational

resources (weak scaling), is common in computational science, where problems to be

investigated often have to be limited to those that fit in the available computational

memory space (Walsh et al., 2009a). Figures 2.10, 2.11, and 2.12 show the weak scal-

ing behavior of the matrix multiplication, lattice-Boltzmann, and FFT case studies,

respectively.

All multi-GPU implementations are capable of computing larger problem sizes

than the single-GPU implementation. However, an increase in problem size does not

necessary correspond to an increase in performance. The matrix multiplication and

FFT case studies do not demonstrate any improvement in performance. The matrix
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Figure 2.10: Weak scaling behavior of the matrix multiplication case study. Aside
from the ability to handle larger matrices the performance here is very similar to the
strong scaling performance.

Figure 2.11: Weak scaling behavior of the lattice-Boltzmann fluid flow case study.
Notice the ability of multi-GPU implementations to handle increased problem sizes
while continuing to increase performance.

multiplication study quickly reaches computational saturation on the GPU. While

the FFT case study instead reaches saturation of the communication capabilities of

the PCI-E bus. However, the lattice-Boltzmann case study has a favorable ratio of
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Figure 2.12: Weak scaling behavior of the FFT case study. Due to the limitations of
CUFFT, scaling the size of the FFT per GPU is limited to 225. This limits the two
and four GPU tests to a maximum size of 226 and 227, respectively.

computation and communication and exhibits good weak scaling behavior.

2.8 Conclusions and Future Work

GPUs have been accepted and adopted by the HPC community as computational

accelerators with good returns. The trend towards adopting multiple GPUs per host

indicates even greater returns. However, the difficulty in implementing multi-GPU

codes remains a barrier to adoption. CUSH reduces this difficulty by acting as an

abstraction layer that allows research scientists to easily manage memory operations

between the host-GPU and GPU-GPU memory spaces.

Although these results are limited to three case studies, matrix multiplication, the

lattice-Boltzmann fluid flow method, and the FFT, we can begin to show generally

that CUSH consistently reduces NCSS and MCC program complexity for multi-GPU

codes. This means that CUSH provides researchers with a programming interface

for host-GPU and GPU-GPU memories that is consistently simpler than that of

standard CUDA. We further demonstrate with 95% confidence that the use of CUSH

has no statistically meaningful impact on performance compared to CUDA multi-

GPU implementations for these studies. Additional testing, using different GPUs,
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host systems, and case studies, would provide insight into the generality of the impact

of CUSH.

Our future work will involve examining the inter-device operation space. This

will include extending the distribution functions and advanced memory functions

available in CUSH and examining the performance of these operations. Additional

memory functions could include prefix-sums, reductions, and all-to-all broadcasts. By

examining the performance of these memory functions we expect that the underlying

physical layout of GPUs on the PCI-E bus could be determined and an optimal

communication ordering could be obtained. We will also continue to extend the

adoption of CUSH by providing support for CUSH enabled community multi-GPU

codes. We will also continue to develop an OpenCL based version of CUSH for use as a

basis for developing new, low impact, optimization tools for heterogeneous computing

systems. Confidence in the statistically low impact nature of these tools can be more

quickly established due to the result of this study.
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Chapter 3

A Lattice-Boltzmann Method for

Fluid Flow

This chapter is composed of two publications:

J. Myre, S.D.C. Walsh, D. Lilja, M.O. Saar, Performance analysis of single-phase,

multiphase, and multicomponent lattice-Boltzmann fluid flow simulations on

GPU clusters, Concurrency and Computation-Practice and Experience 23 (2011)

332350.

P. Bailey, J. Myre, S.D.C. Walsh, M.O. Saar, D.J. Lilja, Accelerating Lattice

Boltzmann Fluid Flow Simulations Using Graphics Processors, International

Conference on Parallel Processing : Vienna, Austria (ICPP), 2009.

These publications are included with permission from John Wiley and Sons and

IEEE, respectively.
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The lattice-Boltzmann method is well suited to implementation in the single-

instruction multiple-data (SIMD) environments provided by general purpose graph-

ics processing units (GPGPUs). Using the D3Q19 model, this Chapter demonstrates

improvements upon prior GPU LBM results (Habich, 2008) by increasing GPU mul-

tiprocessor occupancy, resulting in an increase in maximum performance by 20%, and

by introducing a space-efficient storage method which reduces GPU RAM require-

ments by 50% at a slight detriment to performance (Bailey et al., 2009). Both GPU

versions are over 28 times faster than a quad-core CPU version utilizing OpenMP.

This Chapter also discusses the integration of these Graphics Processing Unit pro-

grams with OpenMP to create lattice-Boltzmann applications for multi-GPU clusters

from (Myre et al., 2011). In addition to the standard single-phase single-component

lattice-Boltzmann method, performances of more complex multiphase, multicompo-

nent models are also examined. The contributions of various GPU lattice-Boltzmann

parameters to performance are examined and quantified with a statistical model of

performance using Analysis of Variance (ANOVA). By examining single- and multi-

GPU lattice-Boltzmann simulations with ANOVA, we show that all of the lattice-

Boltzmann simulations primarily depend on effects corresponding to simulation ge-

ometry and decomposition, not on architectural aspects of the GPU. Additionally,

using ANOVA we confirm that the metrics of Efficiency and Utilization are not

suitable for memory-bandwidth-dependent codes.
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3.1 Introduction

The lattice-Boltzmann method is a popular technique for modeling fluid mechanics

of complex fluids (Aidun and Clausen, 2010): notably, in the simulation of turbulent

flows (Succi et al., 1991), fluid systems comprising multiple phases (e.g., liquid and

gas) and different fluid components (e.g., oil and water) (Schaap et al., 2007; Briant

et al., 2004; Dawson et al., 1993; Shan and Chen, 1993); as well as the simulation

of fluids and fluid mixtures through porous media with complex domain geometries

(Succi, 2001; Shan and Chen, 1993; Aharonov and Rothman, 1993; Walsh and Saar,

2010; Ferréol and Rothman, 1995; Pan et al., 2004). Examples of the diverse ap-

plications of LBM include modeling flow in complex pore space geometries (Raabe,

2004) and in a static mixer (Kandhai et al., 1999). LBM codes have also been used in

problems such as geofluidic flows, e.g., gas, water, oil, or magma flow through porous

media (Walsh et al., 2009a) (Figure 3.1), macro-scale solute transport (Walsh and

Saar, 2010), the dispersion of airborne contaminants in an urban environment (Qui

et al., 2006), impact effects of tsunamis on near-shore infrastructure (Krafczyk and

Tölke, 2007), melting of solids and resultant fluid flow in ambient air (Zhao et al.,

2006), and to determine permeability of materials (Bosl et al., 1998; Walsh et al.,

2009a).

LBM simulations are modeled within a one, two, or three dimensional lattice,

each node in the lattice representing a quantized region of space containing either

fluid or solid. The fluid is simulated by fluid packets that propagate through the

lattice in discrete time steps, and collide with each other at lattice points. As col-

lisions are restricted to the local lattice nodes, the collision computation only de-

pends on data from neighboring nodes. This spatial locality of data access makes

LBM an excellent candidate for parallelization. While easily parallelizable, LBM

simulations are not “embarrassingly” parallel in nature since communication between

neighbors is required at each timestep. The method has a strong spatial locality

of data access, and consequently is an excellent candidate for parallelization. The

lattice-Boltzmann method belongs to the structured grid computing class (Asanovic

et al., 2006) and is hence particularly suited to implementation in single-instruction

multiple-data (SIMD) environments, as provided by general purpose Graphics Pro-

cessing Units (GPUs) (Bailey et al., 2009; Tölke, 2008).

Early lattice-Boltzmann fluid flow applications using graphics cards employed a

graphics-pipeline or “shader” approach. Possibly the first such model was created
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Figure 3.1: Flow in porous media during one timestep of a lattice-Boltzmann simu-
lation.

by Li et al. (2003), who achieved an impressive 9.87 million lattice-node updates

per second (MLUPS), approximately a 50x speedup over single core implementa-

tions at that time. Nevertheless, significant drawbacks in the shader programming

approach, such as reduced precision (e.g., Li et al. (2003) employed fixed 8-bit pre-

cision) remained. Furthermore, the requirement that the algorithm be cast in terms

of graphics operations hindered the programmer’s ability to develop more complex

lattice-Boltzmann models, such as multiphase and multicomponent fluid flow simu-

lations, and presented a significant barrier to the widespread adoption of GPU-based

programs (Owens et al., 2007).

However, these problems have largely dissipated as general purpose graphics pro-

gramming has matured. The barriers to adoption were reduced with the development

of shader programming APIs such as Sh (McCool et al., 2002, 2004), HLSL (Peeper

and Mitchell, 2003) and Cg (NVIDIA, 2002). These tools allowed more sophisticated

manipulation of the graphics pipeline through access to programmable vertex and

fragment processors as well as reducing the translation requirements by providing

libraries for certain operations (Buck et al., 2004). GPGPU programming was fur-

ther improved with the next generation of general purpose graphics programming

environments such as BrookGPU (Buck et al., 2004), the ATI CTM platform (AMD,
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2006), the Compute Unified Device Architecture (CUDA) programming model re-

leased by NVIDIA (2008b), and the recently released OpenCL standard (Khronos

OpenCL Working Group, 2009). These environments have all but erased the under-

lying graphics origins of the programming model. For example, CUDA, the general

purpose GPU programming environment discussed throughout this paper, provides

extensions to the C programming language that allow the programmer to write kernels

– functions executed in parallel on the GPU. CUDA also provides new functional-

ity that distinguishes it from shaders (e.g., random access byte-addressable memory

and support for coordination and communication among processes through thread

synchronization and shared memory), thereby allowing more efficient processing of

complex data dependencies. Finally, CUDA also supports single and double precision,

and IEEE-compliant arithmetic (NVIDIA, 2008b). These advances have extended the

applicability of GPU computation to a much broader range of computational prob-

lems in science and engineering (Walsh et al., 2009a).

The release of this next generation of General Purpose Graphics Processing Unit

(GPGPU) programming environments has enabled significant advances in GPU lattice-

Boltzmann implementations. Tölke (2008) reported speeds of up to 568 MLUPS for

the two-dimensional nine-vector (D2Q9) lattice-Boltzmann model and 592 MLUPS

for the three-dimensional thirteen-vector (D3Q13) lattice-Boltzmann model using the

first generation 8800 Ultra (Tölke and Krafczyk, 2008). Bailey et al. (2009) achieved

speeds of up to 300 MLUPS for the three dimensional nineteen-vector (D3Q19) lattice-

Boltzmann model using the 8800 GTX. More recently the release of NVIDIA’s Tesla

class of GPUs, specifically designed for scientific and engineering computation, has

enabled even greater performance gains, a development that should continue with the

continued development of GPUs.

However, some limitations remain. For example, the maximum simulated lattice

size in these single-GPU implementations is limited by the available GPU memory.

In addition, it is unclear to what extent the performance gains seen on single-GPUs

can be sustained on larger lattices distributed across multiple CPUs hosting several

GPUs. Furthermore, although the latest GPGPU programming environments im-

prove programmability by masking much of the complexity of modern GPUs, achiev-

ing high-performance code is still difficult. Many of the factors affecting performance

result in non-linear responses, making program optimization difficult. Because of this

non-linearity, it is a difficult task to relate analytically the number of MLUPS to the
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important factors of the hardware and problem. Moreover, it seems likely that even

if such a model were found, it would become obsolete with the introduction of new

generations of GPU hardware and compilers.

This chapter improves upon existing GPU LBM implementations by two non-

orthogonal methods: 1) providing an increase in performance primarily by increasing

GPU multiprocessor occupancy, and 2) introducing a memory access technique to

reduce memory space requirements by 50%, allowing efficient simulation of much

larger lattices on the GPU. This chapter also provides a simple model of perfor-

mance through the Analysis of Variance (ANOVA) (Lilja, 2000) statistical design of

experiments to uncover which factors and interdependencies are key to overall sys-

tem performance. While not as concrete as an analytical performance model, this

approach provides the developer with a statistical measure to better direct their op-

timization efforts. Additionally, we compare the results of our model with the results

obtained using the program optimization carving method from Ryoo et al. (2008b).

3.2 Lattice-Boltzmann Computation

Lattice-Boltzmann methods represent fluid flow via discrete particle distribution

functions that are analogous to the single-body particle distribution functions de-

scribed by the classic Boltzmann equation (Boltzmann, 1872). The particle distri-

bution functions are represented by fluid packets, fi, that move about a regular node

lattice in discrete time steps. Interactions between fluid packets are restricted to

individual nodes and their lattice neighbors.

The simulations described in this paper are based on the widely employed D3Q19

lattice-Boltzmann model, comprising a three dimensional lattice (D3) with nineteen

distinct fluid packet directions per node (Q19) (Qian et al., 1992) (Figure 3.2). The

fluid packets move about the lattice in a two-stage process, a streaming step in which

fi are copied from one node to the next and a collision step in which fi, arriving

at each node, are redistributed according to a local collision rule. For the model

employed in this paper, these steps are summarized by:

fi(x + ci∆t, t+ ∆t) = (1− λ)fi(x, t) + λf eqi (x, t) , (3.1)

where ci is the lattice velocity associated with fi, λ is the collision frequency, and f eqi

is the local pseudo-equilibrium particle density distribution function (Equation 3.2).
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Figure 3.2: D3Q19 lattice interconnection pattern

This collision step is based on the widely used single-relaxation BGK approximation

(Qian et al., 1992; Bhatnagar et al., 1954), though it should be noted that multiple-

relaxation methods have also been implemented on graphics cards with considerable

success (Tölke, 2008; Tölke and Krafczyk, 2008). For the single-component single-

phase (SCSP) model, using the D3Q19 lattice, f eqi is given by

f eqi = ρwi [1 + 3u · ci (1 + 3u · ci/2)− 3u · u/2] , (3.2)

where wi are weighting constants specific to the lattice velocities, ρ =
∑

i fi is the

macroscopic fluid density, and u = 1
ρ

∑
i fici is the fluid velocity.

The multiphase and multicomponent lattice-Boltzmann simulations presented in

this paper are based on models by Shan and Chen (1993), and He and Doolen (2002).

These models introduce an interaction potential to each node that is a function of

either the fluid density (in single-component multiphase simulations) or the com-

ponent concentration (in multiple component simulations). The single-component

multiphase models in this paper use the interaction potential given in (Shan and
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Chen, 1993; He and Doolen, 2002),

ψ = ψ0 exp(−ρ/ρ0) , (3.3)

where ψ0 and ρ0 are predefined constants and ρ is the fluid density. This interaction

potential gives rise to a cohesive force, F,

F∆t = −Gψ(x, t)
∑
i

wiψ(x + ci∆t)ci , (3.4)

where G is an interaction force constant. In multicomponent simulations, we adopt

the model of He and Doolen (2002), where

ψ = ρ (3.5)

and

Fab∆t = −Gψa(x, t)
∑
i

wiψb(x + ci∆t)ci , (3.6)

gives the cohesive force, Fab, acting on component ‘a’ from component ‘b’. In both

cases, the forcing term is implemented by adjusting the velocity used to calculate the

pseudo-equilibrium density, e.g., in the single-component multiphase model:

u =
1

ρ

∑
i

fici +
F∆t

λρ
. (3.7)

Although the interaction potentials given in Equations (3.3) and (3.5) are used

throughout the remainder of this paper, other interaction potentials may be employed

with little or no change in performance.

3.2.1 Memory Access Patterns

Two distinct fluid packet access patterns are tested in this implementation. The

first, subsequently referred to as the “A-B” pattern (Section 3.2.1), requires two sets

of fluid packets to reside in memory at all times, while the second, subsequently

referred to as the “A-A” pattern (Section 3.2.1), requires only one set of fluid packets

in RAM.
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“A-B” Pattern

The A-B memory access pattern, commonly referred to as “ping-pong buffering,”

requires two sets of fluid packets to reside in memory throughout the course of the

simulation. The source and destination sets are alternated at each timestep (Figure

3.3). In Figure 3.4, a D2Q9 version of the A-B pattern is shown. Black arrows

represent fluid packets involved in the collision and streaming steps of the center

node. Note how, from Figure 3.4a to Figure 3.4b, the arrows travel in the direction

of their orientation. This method is used by Tölke and Krafczyk (2008) and Habich

(2008) on the GPU, and Pohl et al. (2003), Walsh and Saar (2010), and others on the

CPU. We use this method for our CPU version of the LBM simulation.

Figure 3.3: Execution of the A-B memory pattern (ping-pong)

“A-A” Pattern

The A-A pattern needs only one set of fluid packets in memory (Figure 3.5),

reducing the memory requirement for a given lattice size by a factor of two. This

pattern alternates execution of two routines. The routine for even-iterations (A-A:1)

executes a single collision (Figure 3.6), and the routine for odd-iterations (A-A:2)
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(a) A-B pattern incoming fluid
packet reads

(b) A-B pattern outgoing fluid
packet writes (to separate ar-
ray)

Figure 3.4: Simplified D2Q9 version of A-B pattern fluid packet reads (a) and stream-
ing writes after collision (b). The center fluid packet is stationary.

executes a combined streaming-collision-streaming step (Figure 3.7). Figure 3.6a

shows fluid packets following the second streaming step in Figure 3.7b.

Routines for both even and odd iterations write outgoing fluid packet data to

the same locations from which incoming data was read, a characteristic which allows

maintenance of only one set of fluid packets in memory, greatly increasing lattice

sizes that can be stored and computed entirely on the GPU. This allows the lattice

nodes to be computed in any order, which is necessary for the GPU architecture for

reasons explained in Section 3.2.3. The ability to compute nodes in any order is a key

improvement over the “compressed grid” layout Pohl et al. (2003), which uses roughly

the same amount of storage as the A-A pattern, but requires a specific ordering of

node computations, thus ruling out efficient implementation on the GPU.

3.2.2 Memory Constraints

The design of the memory architecture on the GPU results in maximum mem-

ory bandwidth when threads align their memory accesses correctly. If the pattern

of memory access prevents this coalescence, then bandwidth is reduced by up to an

order of magnitude. For proper alignment, consecutive threads in a warp must ac-

cess consecutive locations in memory, starting from a globally aligned base memory

location. For specific requirements, see Section 5.1.2.1 in (NVIDIA, 2008b).

Two previous GPU LBM implementations (Habich, 2008; Tölke and Krafczyk,

2008) have shown that a structure-of-arrays, or collision-optimized layout (Wellein

et al., 2006) of fluid packets in memory fits the GPU hardware well.This layout

indexes fluid packets in global memory by the following variables, in the following
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Figure 3.5: Execution of the A-A memory pattern

(a) A-A:1 pattern incoming
fluid packet reads

(b) A-A:1 pattern outgoing
fluid packet writes (to same
array)

Figure 3.6: D2Q9 version of A-A:1 pattern fluid packet reads (a) and streaming writes
after collision (b).

order: X, Y, Z, fluid packet direction, and timestep. The layout is optimized for

simulation performance on processors with cache memory, but it is ideal on the GPU

because it allows for easy coalescence of global memory reads and writes. Given

such a layout, consecutive threads within a thread block compute outgoing data for

consecutive nodes in the X-dimension. This allows one block of GPU threads to

compute an nX-by-1-by-1 section of the lattice while maintaining coalesced global

memory access, where nX is equal to the X-dimension of the lattice.

This LBM implementation utilizes shared memory to maintain coalesced global

memory access. When two separate arrays are kept in memory for incoming and

outgoing fluid packets (A-B pattern, Section 3.2.1, Figure 3.3), all global memory
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(a) A-A:2 pattern incoming
fluid packet reads

(b) A-A:2 pattern outgoing
fluid packet writes (to same ar-
ray)

Figure 3.7: D2Q9 version of A-A:2 pattern fluid packet reads (a) and streaming writes
after collision (b).

reads are automatically aligned. This is due to the collide-stream pattern of execution

(Figure 3.4). Writes from each node to neighboring nodes along only the Y- and

Z- dimensions are automatically aligned. However, writes along directions with an

X component are complicated in that they require propagation in shared memory,

followed by an aligned write to global memory as described by Tölke and Krafczyk

(2008).

When a single fluid packet array is present (A-A pattern, Section 3.2.1, Figure

3.5), global memory reads and writes along only the Y- and Z- dimensions are aligned,

but reads and writes along directions with an X component require an exchange in

shared memory before and after the collision step. Neither access pattern results in

shared memory bank conflicts.

3.2.3 Single-GPU Implementation

Under NVIDIA’s CUDA programming environment, individual GPU kernels ex-

ecute threads in groups known as “thread blocks”, themselves arranged into an ar-

ray or “block grid”. NVIDIA’s CUDA Programming Guide (NVIDIA, 2008a) states

that thread blocks are additionally segmented on a multiprocessor at execution time.

When a GPU multiprocessor is given a thread block to execute, the multiprocessor

splits the thread block into contiguous 32-thread groups known as “warps.” Each ker-

nel call specifies the number and arrangement of thread blocks (i.e., regular arrays

of one or two dimensions) to be executed, as well as the number and arrangement of

threads within each block (in one, two, or three dimensional configurations). While
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there are relatively few restrictions on the dimensions of the block grid, the dimen-

sions of the individual thread blocks are strongly influenced by the constraints of the

underlying hardware. Additionally, we hold these parameters fixed at compile time

to reduce register usage and the number of explicit kernels. Instructions exist to

synchronize execution of threads within each block, and inter-thread communication

is supported within blocks through shared memory (Figure 3.8). Communication be-

tween threads in separate blocks is more difficult to reliably predict as the order in

which individual blocks are executed is not predetermined.

Figure 3.8: GPU kernel execution is based on groups of threads known as thread
blocks. Inter-thread communication is made possible through shared memory, acces-
sible to all threads within the same block. In addition, threads have access to the
GPU’s global memory, a larger data storage space which is available on the device,
distinct from the CPU host’s memory.

Multiprocessor occupancy is defined as the ratio of the number of active warps

per multiprocessor to the maximum number of active warps (NVIDIA, 2008b). Oc-

cupancy is specific to a single GPU kernel because a multiprocessor can only run

one kernel at a time. Running multiple warps allows a multiprocessor to hide global

memory access latency (around 400 cycles) by switching out stalled warps for warps

ready to execute instructions. Similarly, running multiple blocks per multiprocessor

can hide block synchronization latency. In order to maximize the memory latency

that may be hidden, the number of warps able to be run simultaneously must be
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maximized. The number of concurrently runnable warps is limited by the number of

registers per multiprocessor, the amount of shared memory per multiprocessor, the

number of threads per block, and a hardware-based limit.

Each multiprocessor has a limited number of registers. These registers are used by

all concurrently running threads. Therefore, using fewer registers per thread allows

more thread blocks to be run concurrently. Similarly, shared memory is used by the

same threads and must be divided accordingly.

Figure 3.9: One thread is assigned per node along the x axis, and one block is assigned
per (y,z) coordinate.

In this paper, one-dimensional thread blocks are employed in all of the lattice-

Boltzmann simulations with one thread assigned per node along the x axis and one

block per y, z coordinate (Figure 3.9). This thread-block layout is adopted to satisfy

CUDA’s requirements for coalesced memory access. The entirety of the lattice is

stored in a configuration that can be visualized as each y, z coordinate block being

placed in order and end-to-end to create a one dimensional row of sorted thread blocks.

As this configuration is stored in the global memory of the GPU, it is worth noting

that operations using the GPU global device memory are substantially slower than

those involving shared memory (NVIDIA, 2008b). However, the high cost of memory

access is mitigated by using coalesced memory operations, in which threads in a given

block read and write to contiguous memory addresses. Due to the configuration of the

lattice in the global memory of the GPU, other problem decompositions would lose

the ability to use coalesced memory operations resulting in a drop in performance.

Additionally, this implementation does not use any blocking along the x dimension

as it would incur communication costs beyond those that are already necessary.

As a result of the requirements for memory coalescence and the thread block
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Figure 3.10: Data propagation along the x axis: a) for compute capacity 1.1 and
lower the data must be propagated in shared memory to preserve coalescence, b) for
compute capacity 1.2 and above the copy back to global memory is made without the
transfer in shared memory.

geometry, propagation of fluid packets is handled differently depending on whether

the fluid packets travel parallel or perpendicular to the x axis. Propagation of fi

parallel to the x-axis is achieved by manipulating the data in shared or local memory.

How this is performed depends in turn on the “compute capacity” of the GPU – a

term introduced by NVIDIA to describe the major and minor revision number of the

GPU architecture. NVIDIA GPUs of compute capacity 1.1 and lower have stricter

requirements for coalesced global memory access than later GPU versions (NVIDIA,

2008b). These requirements restrict individual threads to reading and writing to

specific global memory locations, the implication of which is the propagation of fluid

packets along the length of the block is best achieved by translating the fluid packets

in the block’s shared memory, before copying the packets back to global memory

(Figure 3.10a). Later-generation devices allow an offset in the location in which data

could be written to global memory while preserving coalescence, so that fluid packets

can be written directly from local memory without the need for explicit transfer of

data in shared memory (Figure 3.10b). While this does not substantially improve

performance for a given block size, the approach simplifies the code and reduces

shared memory use substantially thereby enabling implementations with larger block

sizes.

Propagation of fluid packets perpendicular to the thread block axis is accomplished

by manipulating the location of block reads and writes to global memory. Here again

multiple choices for memory access patterns exist. Perhaps the simplest approach is

a “Ping-Pong” buffer pattern in which fluid packets are read from one matrix, the
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collision step is performed, and the results are copied to a second matrix. The pattern

is then reversed in the following time step. This approach has the advantage that no

additional synchronization steps are required, however, it has the disadvantage that

memory must be made available for the two fluid packet matrices. We also discuss two

alternate memory access patterns that require approximately half the memory of the

“Ping-Pong” buffer. We refer to them as the “Lagrangian” pattern and the “Flip-

Flop” pattern. Under the “Lagrangian” pattern rather than associate each global

memory location with a fixed point in space, we instead assign fixed global memory

locations to individual fluid packets. The threads, in contrast, remain associated with

a fixed set of points in space. Thus, the fluid packets are stored in global memory in

the same location throughout the simulation, and selectively loaded into each thread’s

local memory according to which fluid packet would arrive at the thread’s location

in the current time step. The collision step is then performed and the fluid packets

are copied back to their original locations. Under the “Flip-Flop” memory access

pattern two time steps are required to complete a memory access cycle. In the first

time step fluid packets are read from, and written back, to the same buffer in global

memory, but with the directions reversed. During the subsequent time step, the fluid

packets are read from the reversed configuration, and then written back to the same

buffer with the original direction orientation restored. In order to propagate the fluid

packets correctly, in this second time step, the reads and writes occur on adjacent

nodes. Illustrations of all three memory access patterns are presented in Figure 3.11,

and more detailed descriptions are given in Appendix B.1.

Investigation of all three memory access patterns reveals only slight differences

in performance. The performance of the Ping-Pong memory access pattern is not

considered sufficient to warrant the approximately twofold increase in global memory

use. Lagrangian and Flip-Flop memory access patterns show similar performance

characteristics, with the Lagrangian pattern outperforming the Ping-Pong and Flip-

Flop patterns in larger lattices. A brief comparison between the three methods is given

in Section 3.4, however, the Lagrangian access pattern is adopted in the remaining

simulations considered in this paper.

The multiphase and multicomponent lattice-Boltzmann models both introduce

non-local interaction forces and, as a result, the collision step is no longer solely a

function of information at each node. For these models, two changes are made to

the basic lattice-Boltzmann simulation: first, interaction potentials are calculated at

45



Global Read Global Write Global Read Global Write

a)

b)

c)

Figure 3.11: Three memory access models for data propagation along y and z axes:
a) Ping-Pong, b) Flip-Flop, c) Lagrangian. Fluid packet position in the diagram
designates the same global memory location (although not stored in this geometry),
arrows indicate fluid packet directions, dark arrows show fluid packets associated with
the center node. In a) and b) the steps shown in this Figure are repeated, while in c)
the ring of fluid packets arriving at the center node expands outwards on subsequent
time steps (see Appendix A for more detail).

each node and stored in global memory prior to the collision and streaming steps.

Second, at the start of the collision step, the interaction potentials of the thread block

and the eight neighboring rows are read into shared memory and used to calculate

the cohesive force. Out-of-plane interaction potentials are shifted along the rows in

the thread-block’s shared memory, thereby reducing the number of global memory

operations used in this step from 19 to 9 per node.

3.2.4 Multi-GPU Implementation

The CUDA programming environment allows for asynchronous operations in which

calculations take place simultaneously on both the GPU device and the CPU host.

Use of asynchronous operations is key to improved performance on multiple devices

to mask the cost of data transfer between host and device. To maximize the relative
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amount of time spent on GPU computation and reduce data transfer, we adopt a

decelerator model (Barker et al., 2008), in which calculation is confined to the GPU

devices and the CPU host is reserved for subsidiary tasks such as data initialization,

data transfer between devices, and data output.

Figure 3.12: Flowchart of the multi-GPU implementation. The steps shown are
repeated for the interaction potentials in the multicomponent and multiphase versions
and given in greater detail in Appendix B.

Our multi-GPU implementation divides the simulation into cuboid regions of equal

size, which are assigned to the available devices. During each time step, calculations

are first carried out on the outer y and z faces of each region. While the contribution

from the interior nodes are calculated, the data from the outer faces is simultaneously

transferred between GPUs - a three-step process of copying data from the device to

the CPU host, then from host to host (for multiple CPUs), then back from the host

to the new device (Figure 3.12). OpenMP threads control communication between

devices on the same CPU host, while dedicated data pipelines, via persistent MPI

communication operations, are employed for data transfer between hosts. However,

this paper is focused on shared memory GPU systems and thus the host-to-host

MPI communication is not discussed further. Under the standard lattice-Boltzmann

model, only one round of inter-GPU communication is required for the single-phase,

single-component lattice-Boltzmann model to transmit the values of the fluid packets

on boundary nodes. For the multiphase and multicomponent models an additional

round of data transfer is needed to transmit the interaction potentials. Thus in each

region, 1) the outer shell of interaction potentials is calculated, 2) the outer shell is
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transferred between GPUs while simultaneously the remaining inner core of inter-

action potentials is calculated. After the interaction potentials are transmitted, the

same pattern is repeated for the fluid packet collision and streaming steps (Appendix

B).

3.3 Experimental Methodology

3.3.1 Memory Access Pattern Methodology

We perform test runs on three different NVIDIA GPUs, an 8800 GTX, an 8800

Ultra, and a 9800 GX2. It should be noted that the 9800 GX2 is composed of two

GPUs, each individually addressable by CUDA programs. The two GPUs communi-

cate through the PCI Express 1.0 x16 bus, just as any other two GPUs would do in

one system. In this paper, tests on the 9800 GX2 use only one of the two GPUs. The

specifications for each of these GPUs are found in Table 3.1.

Device Clock RAM Mem. Bus Processing
Clock Width Elements

8800 1.35 768 900 384 128
GTX GHz MiB MHz bits

8800 1.51 768 1080 384 128
Ultra GHz MiB MHz bits

9800 1.50 2x512 1 GHz 256 2x128
GX2 GHz MiB MHz bits

Table 3.1: GPU Specifications

For additional comparison we perform test runs on the Intel quad-core CPU in

the system housing the GPU, the specifications of which can be found in Table 3.2.

Clock RAM Mem. Clk Bus Width Cores

Intel 2.4 GHz 4 GiB 400 MHz 64-bit 4
Q6600

Table 3.2: CPU Specifications

We use the G++ compiler version 4.1.2 for CPU code and NVCC release 2.0,

V0.2.1221 for GPU code. We use nvcc compiler flags “-O3” and “-maxrregcount ”,
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followed by “32” or “64”, depending on the GPU kernel being compiled. For g++,

we use the compiler flags “-funroll-loops -fno-trapping-math -O3”.

Tested lattice sizes include cubic lattices with side lengths ranging from 32 nodes

to 160 nodes in 32-node increments. Non-cubic lattices of the following dimensions are

also tested: 256x128x128, 128x128x64, 64x250x250, 192x156x156, and 96x192x192.

The simulation performed on each lattice is Poiseuille flow through a box.

Performance of lattice Boltzmann simulations is measured in Lattice node Updates

Per Second (LUPS), which indicates the number of lattice site collision and streaming

steps performed in one second. For recent implementations, a more convenient unit

of measurement is Million Lattice node Updates Per Second (MLUPS). It should be

noted that although the same metric is used for different lattice layouts (e.g., D3Q13,

D2Q9) and precisions (single vs. double), one lattice node update in one layout

may require more memory transfers and computation than a lattice node update in

another layout. For example, a single-precision D3Q19 lattice node update reads and

writes at least 19 ∗ 4 = 76 bytes, while a single-precision D3Q13 lattice node update

reads and writes 13 ∗ 4 = 52 bytes.

3.3.2 Statistical Methodology

Parameters affecting GPU performance include the number of threads per thread

block, overall lattice size, and memory usage at multiple tiers within the GPU memory

hierarchy (e.g., registers, shared, and global). As varying these factors induces a non-

linear performance response (Ryoo et al., 2008a), analysis is necessary to adequately

determine the parameter values that will reliably predict the performance of lattice-

Boltzmann codes. Furthermore, it is useful to quantify the contributions of each

parameter to improve future optimization efficiencies.

Two classes of performance parameters are examined in this paper. The first set

(Table 3.3) consists of fundamental factors associated with the GPU architecture and

lattice-Boltzmann model. These parameters include the number of threads per thread

block, the number of nodes in the lattice, the total number of GPUs used in computa-

tion (hereafter denoted as NP), and the number of Parallel Thread eXecution (PTX)

instructions in the GPU kernel. PTX is an intermediate code representation that

NVIDIA uses as a virtual GPU instruction set architecture (NVIDIA, 2009b). The

assembly code executed by GPUs is created by translating and optimizing the PTX

representation to a supported GPU architecture. The number of PTX instructions

49



gives an estimate of the number of actual instructions executed on the GPU. Other

factors associated with the GPU architecture have been withheld from this class of

performance parameters for the analysis given here. Shared memory and register

usage, although fundamental, are withheld as they remain constant across lattice

configurations. Occupancy, while important, is not considered fundamental here as

it is a derived metric. However, due to the importance of occupancy, it is included in

the discussion of results in Section 3.4.

Fundamental Performance Parameters

Factor Notation Range

PTX Instructions ptx Kernel specific

nThreads per Thread Block nThreads 32-192 incremented by 32

Lattice size kSize
xDim ∗ yDim ∗ zDim
(32768-7077888) nodes

Number of GPUs NP 1-4

Table 3.3: Fundamental parameters of the GPU architecture influencing code perfor-
mance.

The second set of performance parameters comprises two analytically derived met-

rics given in (Ryoo et al., 2008b): Efficiency and Utilization (defined below in

Equations 3.8 and 3.9). Efficiency is a measure of the instruction efficiency of the

kernel to be run on the GPU. Efficiency is obtained by counting the number of

instructions executed to complete a task of a given size. All else being equal, a more

efficient program should execute faster than a less efficient one. However, Efficiency

is based on the gross number of instructions executed across all threads. As such, it

does not account for secondary effects on performance such as wait time as a result

of blocking instructions and the availability of work for independent thread groups.

These quantities are instead accounted for via the Utilization metric, which gives an

approximate measure of how much a kernel makes use of the GPU’s available compute

resources.

Efficiency is a function of the number of instructions that will be executed per

thread (IT ) as well as the number of threads that will be executed for a given kernel

(TK). Utilization depends on the number of instructions executed per thread (IT ),
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the number of regions of the kernel delimited by synchronization or high latency

instructions (RK), the number of warps in a thread block (WTB), and the maximum

number of thread blocks assigned to each streaming multiprocessor (BSM):

Efficiency =
1

IT ∗ TK
, (3.8)

Utilization =
IT
RK

[
WTB − 1

2
+ (BSM − 1)(WTB)

]
. (3.9)

We normalize Efficiency by the problem size (overall lattice size) for our analysis

by multiplying the Efficiency of Ryoo et al. (2008b) by the number of nodes in a

given lattice. As the number of nodes in a lattice is equivalent to TK , our normalized

Node Efficiency is found to be I−1
T . This Node Efficiency will be referred to as

Efficiency for the remainder of this paper.

Both metrics are application specific, therefore there is no single Efficiency and

Utilization value to indicate good performance, rather implementations with both

higher Efficiency and Utilization perform better than equivalent programs with

lower Efficiency and Utilization. Hence, the two metrics can be used to define

Pareto optimal curves, which were employed by Ryoo et al. (2008b) in an approach

known as “Tradeoff carving” to rapidly find optimal application implementations.

However, these metrics fail to account for memory bandwidth bottlenecks on perfor-

mance. Although Ryoo et al. (2008b) explicitly state that the use of Efficiency and

Utilization are not applicable to bandwidth-bound programs (e.g., lattice-Boltzmann

fluid flow simulations), we nonetheless include them in our analysis with the purpose

of quantifying their applicability in comparison to the more universally used first set

of performance parameters.

Procedure

The set of codes tested are composed of the complete combination of the number

of nodes in each dimension of the lattice, the number of GPUs involved, and the type

of simulation being performed. It should be noted that the number of nodes in the

x-dimension of the lattice is equivalent to the number of threads per block and that

the product of the number of nodes in each dimension is the lattice size.Furthermore,

the simulation type defines the type of fluid flow simulation, as well as some measure

of the relative difficulty of computation. Ordered from the simplest to the most com-

plex, simulation types are single-component single-phase (SCSP), single-component
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multiphase (SCMP), and multicomponent multiphase (MCMP). Of these, the SCSP

simulation type is the only major type with implementations of all the memory ac-

cess patterns: Lagrangian, Ping-Pong, and Flip-Flop (described in Section 3.2.3). We

implement the SCMP and MCMP codes using only the Lagrangian memory access

pattern for two reasons. First, the Lagrangian method outperforms the Ping-Pong

method by 11% and the Flip-Flop method by 18% on average. Second, the Lagrangian

method requires only half the global memory of the Ping-Pong access pattern. This is

particularly important for the SCMP and MCMP simulations, which have increased

memory requirements as a result of the interaction potentials and additional fluid

components.

Each of these simulation types are complemented by a corresponding multi-GPU

implementation using the Lagrangian memory access pattern and OpenMP for com-

munication. Single-GPU Open-MP implementations are also considered in order to

determine the overhead of the communication method.

The obtained performances are analyzed via an Analysis of Variance (ANOVA)

approach (Lilja, 2000) to quantify the impact of each set of performance factors

described in Section 3.3. The ANOVA analysis determines whether there is a sta-

tistically significant difference among the means of each test. It accomplishes this

by separating the total observed measurement variation into the variation within a

system (assumed due purely to measurement error) and variation between systems

(due both to actual differences between systems and to measurement error). Statis-

tically significant differences between system means are determined using an F test

that compares variances across the systems.

As this experiment is analyzed with two different sets of multiple factors (Section

3.3), an m-factor ANOVA analysis is required. When two or more factors are present

in an ANOVA analysis, the interactions between factors must also be taken into

account. Each of these unique factors, and interactions thereof, are called effects.

Having obtained the results of the ANOVA analysis, it is then trivial to compute

the impact percentage of each effect by taking the ratio of the total variation in a

measurement due to each effect with the sum of total variation of all effects and

measurement error. The m-factor ANOVA analyses given here are calculated with

the statistics package R.

The programs are tested on NVIDIA Tesla C1060 GPUs of compute capacity 1.3

(complete GPU specification found in Table 3.4). The host code is compiled using the
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GNU g++ compiler 4.3.3 with the compiler flag “-O3” for compiler optimizations and

the CUDA kernel code using NVIDIA compiler NVCC release 3.0, V0.2.1221 with the

compiler flag “–use fast math.” Lattices are tested with side lengths ranging from

32 nodes to 192 nodes in 32 node increments. In an effort to reduce simulation

time, a single test is run when overlap occurs between the y and z dimensions (e.g.,

to the GPU, there is no difference between lattice configurations of 128x32x64 and

128x64x32). The simulation performed for the single-component single-phase tests is

Poiseuille flow through a rectangular conduit. The multiphase and multicomponent

tests simulate initially homogeneous systems with a random perturbation (< 1%) to

trigger phase separation. Performance of lattice-Boltzmann simulations is measured

in Millions of Lattice-node Updates per Second (MLUPS), indicating the number of

lattice site collision and streaming steps performed in one second.

Device Tesla C1060

Clock 1.296 GHz
Global Memory 4096 MiB
Mem. Clock 1600 MHz
Bus Width 512 bits
Processing Elements 240

Table 3.4: GPU Specifications

3.4 Performance Analysis

3.4.1 Memory Access Patterns

Two key improvements are presented in this paper. First is an increase in max-

imum simulation speed by 20% over published results, and second is a reduction in

memory requirements by 50% over published GPU-based lattice Boltzmann imple-

mentations. It should be noted that these improvements are not orthogonal; when

storage reduction is utilized, the performance gain is less, and when maximum sim-

ulation speed is desired, storage reduction is not available. Both the 20% perfor-

mance increase and the disparity between the two implementations are correlated

with changes in occupancy. Habich (2008) uses 40 registers per thread, resulting in

a maximum occupancy of 25% and maximum performance of 250 MLUPS. When
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two arrays are present in our implementation (A-B pattern), the GPU kernel uses 32

registers per thread, allowing a maximum of 33% occupancy. The major difference

between the A-B pattern and the A-A pattern is the lower average occupancy of the

GPU kernels used. In the A-A pattern, two kernels are employed. One (A-A:1) uses

32 registers per thread, while the other (A-A:2) uses 64. On the 8800 GTX, kernels

using 64 registers per thread can achieve a maximum occupancy of 17%.

As seen in Fig. 3.13, GPU LBM performance for the A-B pattern positively corre-

lates with GPU occupancy. Additionally, the maximum performance for occupancies

less than 33% is 236 MLUPS, and no simulation with an occupancy of 33% runs at

less than 250 MLUPS.

Figure 3.13: Mean GPU pattern A-B performance vs. GPU occupancy with 95%
confidence interval

Due to differences in occupancy and kernel complexity, the two memory access

patterns perform at different levels. For the test cases outlined in Section 3.3, the aver-

age performance of the A-A pattern implementation is 209 MLUPS, with a maximum

measured performance of 260 MLUPS. The A-B pattern implementation achieves an

54



average performance of 246 MLUPS on the same test cases, with a maximum mea-

sured performance of 300 MLUPS.

The 8800 GTX test platform has a theoretical maximum computation-to-memory

bandwidth ratio of 345.6 GFLOPS / 86.4 GBps = 4 FLOPS / byte. Thus, the

observed FLOPS / byte ratio is 50 GFLOPS / 46.8 GBps = 1.08 FLOPS / byte, or

about 25% of the theoretical maximum.

Comparison of CPU and GPU versions

The CPU version of the lattice Boltzmann simulation is a single-precision imple-

mentation by Walsh et al. (2009a). The collision and streaming steps are separate.

Two sets of fluid packets are maintained (A-B pattern), and each set uses the follow-

ing layout: fluid packet direction, X, Y, Z. Parallelization of the CPU implementation

is achieved by using OpenMP to subdivide loops into sections that can run on multi-

ple processor cores. The parallelized loops calculate the collision and streaming steps

separately for each node.

In the test cases described in Section 3.3, the CPU implementation, using a single

core, achieved an average performance of 6.18 MLUPS with a maximum measured

performance of 7.53 MLUPS. When tested across 4 cores, the CPU implementation

achieved an average performance of 8.99 MLUPS with a maximum measured perfor-

mance of 11.1 MLUPS. When compared to the high-performance GPU A-B memory

access pattern implementation results in Section 3.4, it is seen that the A-B pattern

achieves average speedups of 40.3 and 27.7 over the single- and quad-core results,

respectively, of the CPU implementation.

Important Optimizations

To achieve high levels of performance on the GPU, we utilize a number of strate-

gies. Among these are coalesced global memory access, use of shared memory, re-

stricting the number of registers per thread, careful use of conditional statements,

and a memory access pattern that allows for the simulation of larger lattices. For the

A-B pattern, these strategies result in a 20% increase in maximum MLUPS over the

results in (Habich, 2008). For the A-A pattern, they allow for a 50% reduction in

memory requirements for a given lattice size.

To achieve maximum bandwidth to global memory, the GPU’s memory controller
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combines global memory reads and writes from a warp of threads into a single opera-

tion if certain conditions are met concerning address alignment and ordering between

threads. In the LBM simulation, changing only the layout of fluid packets in global

memory is observed to cause performance penalties of up to 70% due to lack of coa-

lescence. 100% coalescence is achieved by propagating, in shared memory, directions

that would have caused non-coalescence if written directly to global memory. Each

multiprocessor has a limited number of registers, which are divided between con-

currently executing thread blocks. The lower the number of registers required per

thread, the higher the number of thread blocks that can be run concurrently. The

compiler can be coerced into limiting the number of registers per thread (with the

–maxrregcount switch), but this practice can lead to substitution of (relatively slow)

global GPU memory for registers. Still, trading off higher occupancy for a few extra

global memory accesses occasionally improves performance. The kernels used in this

LBM implementation require between 32 and 64 registers each, giving a maximum

warp occupancy of 33%.

To reduce memory requirements for lattice storage, the A-A pattern of execu-

tion maintains a single array of fluid packets, rather than two arrays as in previous

GPU implementations (Tölke and Krafczyk, 2008; Habich, 2008). This reduction

is achieved by alternating two kernels that read fluid packets from, and write fluid

packets to, the same memory locations, thus avoiding the necessity that lattice node

computations be executed in a particular order. The use of two kernels for the A-A

pattern, one requiring 64 registers per thread, adds a significant amount of execution

overhead.

3.4.2 Statistical Analysis

Simulation Overview

By simply using updated hardware, we find an improvement in performance for

single-GPU SCSP tests over those found by Bailey et al. (2009). With the Lagrangian

memory access pattern we obtain a maximum performance of 444 MLUPS represent-

ing a speedup of 145% over Bailey et al. . The Flip-Flop and Ping-Pong access

patterns achieved peak performances of 396 MLUPS and 418 MLUPS, respectively.

Interestingly, all of the memory access patterns in the single-GPU tests exhibit

a drop in performance when the number of threads per thread block is 128. Other
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Figure 3.14: Average speeds in millions of lattice-node updates per second (MLUPS)
of single-component single-phase (SCSP) single- and multi-GPU implementations as
a function of the number of threads per thread block. SCSP Pattern refers to the
single-GPU version of the code, where Pattern refers to the memory access pattern
used for the test. OpenMP multi-GPU tests are designated as SCSP OpenMP NP X,
where X refers to the number of GPUs used in the test. In SCSP OpenMP NP 1,
boundary data is collected and copied back to the CPU each timestep before being
returned back to the GPU (mimicking GPU to GPU memory transfer in larger multi-
GPU simulations), while in SCSP Pattern boundary conditions are enforced entirely
on the GPU.

GPU codes, such as the lattice-Boltzmann code from Bailey et al. (2009) and Xin Li’s

GPU-Based hash accelerator (Li and Lilja, 2009), display sawtooth patterns in their

performance curves. The NVIDIA CUDA Programming Guide (NVIDIA, 2008a)

hints at an explanation by stating that best results should be achieved when the

number of threads per thread block is a multiple of 64. With this in mind, if the

number of threads per thread block is incremented by 32 during testing, a sawtooth

performance pattern is not unexpected. However, the single-GPU lattice-Boltzmann

codes in this paper have an irregular drop in performance when there are 128 threads

per thread block, a multiple of 64. This leads to the conclusion of shared memory bank
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Figure 3.15: Average speeds in millions of lattice-node updates per second (MLUPS)
of single-component multiphase (A) and multicomponent multiphase (B) single- and
multi-GPU implementations as a function of the number of threads per thread block.
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conflicts as a reasonable explanation for the drop in performance. More specifically,

that 128 threads per thread block may be an especially bad configuration for shared

memory bank conflicts, resulting in a more impactful loss in performance than other

configurations.

Figure 3.16: Curves illustrating the scaling behavior of the single-component single-
phase OpenMP implementation by the number of threads per thread block. The
coefficients of determination (R2) for linear fits to each curve have been included.

All multi-GPU simulations in Figures 3.14 and 3.15 show increased performance

compared to their single-GPU counterparts. Furthermore, the scaling behavior exhib-

ited by all multi-GPU simulations can be seen by plotting how performance changes

as the number of GPUs involved in computation increases (Figures 3.16 and 3.17).

These figures show that all of the simulations are operating in a near-linear scaling

region. By performing a linear fit to the scaling curves of each simulation type, it is

shown that the arithmetic mean of all coefficients of determination (R2) is 0.9884 with

the worst fit resulting in an R2 value of 0.9483. As the number of GPUs available in

shared memory systems increases with future systems, the extent of the near-linear

scaling region can be determined.
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Figure 3.17: Curves illustrating the scaling behavior of the (A) single-component mul-
tiphase and (B) multicomponent multiphase OpenMP implementation by the number
of threads per thread block. The coefficients of determination (R2) for linear fits to
each curve have been included.
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Lattice-Boltzmann GPU Bottlenecks

As it is likely the case that any given researcher would be using either a single- or a

multi-GPU code exclusively, it is prudent to determine the impact of each input factor

to single- and multi-GPU implementations exclusively. The impact percentage that

each input factor has on overall code performance is determined using the results of the

Analysis of Variance (ANOVA) technique described in Section 3.3.2. Only statistically

significant effects with a large contribution to the total variation in performance are

discussed in detail. Single-factor effects are reported as the name of the factor, with

interactions of factors reported as the names of the interacting factors separated by

a colon (:). Withheld effects are statistically insignificant, low-end contributors, or

both. These types of effects are typically higher-order interactions and measurement

error (system noise). System noise never accounted for more than 0.35% of the

total variation in measurements. Consequently, error bars and other indicators of

measurement variation are not shown.

SCSP SCSP (Lagrangian) SCMP MCMP

kSize 48.0 kSize 70.2 kSize 68.7 nThreads 76.5
MAP 38.1 nThreads 25.3 nThreads 26.3 kSize 19.7
nThreads 8.5 nThreads:kSize 4.4 nThreads:kSize 4.7 nThreads:kSize 2.4
MAP:kSize 3.7

Total 98.3 Total 99.9 Total 99.7 Total 98.6

Table 3.5: Single-GPU - Percent impact of primary effects on total variation in per-
formance

Table 3.5 lists the contribution percentages of the factors from Table 3.3 that most

impact the total variation in performance for each of the single-GPU implementations.

In the case of the SCSP implementation, differing memory access patterns account

for 38% of the variation in performance. However, as only the highest-performing

memory access pattern (MAP), the Lagrangian pattern, is implemented universally, as

discussed in Section 3.3.2, the results of an additional ANOVA analysis focusing only

on the Lagrangian memory access pattern are also shown. By removing the memory

access patterns as a factor, we find that the remaining single-factor bottlenecks of

lattice size and the number of threads per block account for over 98% of the total

variation in performance. Based on this information, it is reasonable for users of GPU
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lattice-Boltzmann codes looking to improve performance to maximize lattice size as

well as orient the lattice such that the x dimension is the largest dimension.

The validity of these results are confirmed by using the NVIDIA occupancy calcu-

lator. Bailey et al. found occupancy to be the major indicator of lattice-Boltzmann

GPU codes (Bailey et al., 2009). When examining these codes with the NVIDIA

occupancy calculator, the only factor that changes in the occupancy calculation is

the number of threads per block. However, the occupancy calculator indicates that

reducing the number of registers per block would result in a greater improvement in

occupancy. Because the number of registers per block remains constant across tested

codes, registers per block would not be a contributing factor to performance within

the set of tested codes. The number of registers per block does remain as an avenue

to increased performance if a method to decrease register usage can be found.

The analysis of the SCMP and MCMP implementation reveal that the same bot-

tlenecks to performance in the SCSP case still apply. In contrast, the importance

of lattice size and the number of threads per thread block are flipped in the SCMP

and MCMP cases. This is not to say that the importance of either factor is signifi-

cantly diminished in either case. Instead, all of these results seem to imply that these

single-GPU lattice-Boltzmann fluid flow implementations fall into an area in the GPU

parameter space where problem size and the number of threads per thread block are

the primary factors to be examined when optimizing for performance. Within the

parameter space, the SCMP and MCMP implementations seem to lie across some

equilibrium point from the SCSP implementation.

When considering the results of the ANOVA analysis of the multi-GPU imple-

mentations, shown in Table 3.6, in each case four effects are the source of over 98%

of total variation in performance. These effects are the same as those that primarily

impact the single-GPU case, with the inclusion of the number of GPUs involved in

computation. Additionally, the impacts of each effect are practically uniform across

every case. The increase in performance corresponding to these effects is seen in

Figures 3.14 and 3.15.

Comparing results from single- and multi-GPU implementations yields an interest-

ing realization regarding the architectural considerations that enter GPU computing.

In the single-GPU case, the primary effects that bottleneck performance are the num-

ber of threads per block (nThreads) and the size of the lattice being solved (kSize).

Interestingly, these effects are associated with the geometry of the simulation. The
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SCSP SCMP MCMP

NP 47.7 NP 49.1 NP 54.1
nThreads 36.9 nThreads 38.4 nThreads 33.8
kSize 9.1 kSize 8.0 kSize 7.7
nThreads:NP 5.1 nThreads:NP 3.3 nThreads:NP 3.6

Total 98.8 Total 98.8 Total 99.2

Table 3.6: Multi-GPU - Percent impact of primary effects on total variation in per-
formance

inclusion of the number of GPUs involved in computation in the multi-GPU imple-

mentations is no exception as each additional GPU contributes another lattice of

“kSize” in some manner defined by the decomposition.

The shared primary effects between the single- and multi-GPU implementations

that bottleneck performance have little room for improvement due to architectural

limitations of the GPU; the available shared memory on the GPU inhibits the number

of threads per block, and the available global memory limits the size of the lattice

the GPU is capable of storing. The remaining effects provide limited room for im-

provement as combined, they account for slightly more than one percent of the total

variation in performance.

The use of multiple GPUs somewhat circumvents the architectural limitations

in single-GPU simulations. The number of GPUs involved in computation is found

to dominate the total variation in performance, alongside the number of threads

per thread block. This means that computational scientists unfamiliar with GPU

computing would be able to apply their existing parallel programming knowledge with

only superficial architectural details regarding GPUs to implement an effective multi-

GPU code, at least for memory-bandwidth-bound codes, such as lattice-Boltzmann

methods. Specific insights into GPU architecture and it’s effects on computation

simply do not contribute enough to the total variation in performance to make them

an impediment. Therefore, resources and efforts can be focused on simply increasing

the number of GPUs rather than optimizing the performance of a smaller number of

GPUs.
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Memory-Bound Efficiency and Utilization

Ryoo et al. (2008a) use the derived metrics of Efficiency and Utilization (Equa-

tions 3.8 and 3.9) to show that it is possible to find a subset of high performing GPU

kernels from the set of available kernels. Ryoo et al. (2008a) find the high perform-

ing subset of kernels using optimization carving consisting of threshold carving and

tradeoff carving. Threshold carving removes kernels that violate some aspect of per-

formance, requiring too much memory bandwidth for example. Given the fact that

lattice-Boltzmann codes are strongly dependent on memory bandwidth, threshold

carving is disregarded entirely here. This leaves the option of using tradeoff carving

with a Pareto-optimal search. An ANOVA test is performed with the purpose of

determining if this procedure is truly incompatible with our purposes.

In the kernels Ryoo et al. (2008a) considered, Efficiency and Utilization were

both important. By normalizing and plotting the Utilization and Efficiency values

of varying kernel configurations against each other, one should find high performing

kernels among the right- or top-most regions of the plot. Restated, the highest per-

forming kernels should lie on the upper-right hull of the plot (e.g., the Pareto-optimal

curve). However, this is not always the case. Although infrequent, it is possible for the

highest performing kernel to lie some distance away from the Pareto-optimal curve.

Unfortunately, all of the high-performing lattice-Boltzmann kernels from every im-

plementation lie some distance from the Pareto-optimal curve, thereby reducing the

applicability of the tradeoff carving method.

SCSP SCSP (Lagrangian) SCMP MCMP

MAP 39.2 kSize 50.4 Utilization 44.5 Utilization 36.1
kSize 38.0 Utilization 36.2 Efficiency 27.2 Efficiency 32.1
Utilization 11.6 Efficiency 10.1 kSize 27.2 kSize 30.4
MAP:kSize 6.5 Utilization:kSize 2.4

Total 95.3 Total 99.1 Total 98.9 Total 98.6

Table 3.7: Single-GPU - Percent impacts of primary effects impacting total variation
in performance

The low applicability of the tradeoff carving method is verified by the results of

an ANOVA analysis. For ANOVA results to agree with the Pareto-optimal search
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SCSP SCMP MCMP

NP 47.4 Utilization 32.7 NP 41.9
Utilization 26.8 NP 32.5 Utilization 27.1
kSize 11.4 kSize 23.5 kSize 25.3
Efficiency 10.8 Efficiency 7.5 Efficiency 4.6

Total 96.4 Total 96.2 Total 98.9

Table 3.8: Multi-GPU - Percent impacts of primary effects impacting total variation
in performance

method, both Efficiency and Utilization should be statistically significant con-

tributing factors to performance. However, we find that only Utilization is a notable

effect in every single- and multi-GPU simulation in Tables 3.7 and 3.8. Across all

simulations Utilization is typically found to be responsible for between 26.8% and

36.2% of the total variation. Although, in the outstanding case of the single-GPU

SCMP implementation, Utilization is the primary bottleneck constituting 44.5% of

the total variation in performance. Unlike Utilization, Efficiency is not represented

well across all simulations types. In four of the six implementations, Efficiency is

shown to represent less than half the total variation of Utilization. It is only in the

single-GPU SCMP and MCMP simulations where Efficiency results in an effect

that is more noteworthy, at 27.2% and 32.1% of the total variation, respectively.

Importantly, the results in Tables 3.7 and 3.8, indicating that Utilization plays a

more important role than Efficiency, are in agreement with what one should expect

from memory-bandwidth-bound kernels. With these kernels it is less important to

execute more instructions across all executing threads than to make use of available

GPU compute resources to mask memory transfers. In conjunction with the finding

that there is minimal interaction between the effects of Utilization and Efficiency,

it can be concluded that the statement by Ryoo et al. , that program optimization

carving is not valid for memory-bandwidth-bound kernels, is accurate.

Finally, this suggests that developers considering these metrics should focus on

increasing Utilization over Efficiency to achieve better performance when dealing

with memory-bandwidth-bound kernels. This can be achieved by reducing the number

of synchronization regions, by increasing the block size, or by reducing register use

to increase the number of blocks executed per multiprocessor.
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3.5 Related Work

Many parallel implementations of lattice Boltzmann simulations have been pro-

duced for CPU clusters, as well as single and clustered GPUs. Unless otherwise

noted, GPU architectures use single-precision floating point, and other architectures

use double-precision. Li et al. (2005) used a single GPU to run a D3Q19 lattice

Boltzmann simulation, yielding a speedup of 15.3 over a CPU implementation. The

maximum processing rate of the single GPU was 3.8 MLUPS. Fan et al. (2004) used

GPUs to accelerate lattice Boltzmann simulations, resulting in a speedup of 21.4 over

a cluster of an equal number of CPUs. The maximum processing rate of the GPU

cluster was 49.2 MLUPS. Pohl et al. (2004) ran D3Q19 LBM simulations on three

clusters, each with 64 processors. On an Itanuim2 cluster, 64 nodes achieved 180

MLUPS.

Implementations utilizing CUDA tools have fared better; Tölke and Krafczyk

(2008) ported a D3Q13 LBM simulation to an NVIDIA GeForce 8800 Ultra GPU

using CUDA tools, reaching 592 MLUPS. Habich (2008), also using CUDA, produced

a D3Q19 LBM simulation that achieved 250 MLUPS on a single GeForce 8800 GTX

GPU.

The D3Q13 model (Tölke and Krafczyk, 2008) is simpler than the D3Q19 used

in this study model in that it tracks only 13 velocity vectors at each node, instead

of 19. Also, due to the interconnection pattern of nodes in a D3Q13 lattice, a grid

of nodes can be decomposed into two independent sub-grids, thus reducing compu-

tational requirements by 50% if only one sub-grid is simulated. However, even if

both sub-grids are simulated, the effective resolution of fluid flow is less than that of

the D3Q19 layout in which all nodes are interconnected. Consequently, D3Q19 LBM

implementations are frequently preferred since they produce higher quality scientific

results, particularly when highly-resolved flow vector fields in complex pore spaces

are desired(Walsh et al., 2009a).

Compared to the D3Q13 implementation described in (Tölke and Krafczyk, 2008),

our implementation uses a similar percentage of theoretical GPU memory bandwidth

(54.3% vs. 61%, respectively). When “register spillage” is taken into account, the

percentage utilization of theoretical bandwidth is the same as in (Tölke and Krafczyk,

2008).

This difference in memory bandwidth utilization is attributable to three main fac-

tors: 1) the addition of six additional fluid packets per lattice node for the D3Q19
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model and their associated computation and bandwidth requirements, 2) the differ-

ence in memory clock speeds (1080 MHz vs. 900 MHz) between the NVIDIA 8800

Ultra used by Tölke and Krafczyk (2008) and the NVIDIA 8800 GTX used in this im-

plementation, and 3) “register spillage,” a phenomenon that occurs when the CUDA

compiler successfully implements a program in a user-specified number of registers,

but uses some global memory as a substitute for additional registers. Register spillage

has the potential to increase multiprocessor occupancy, thus increasing parallelism

and latency-hiding. Unfortunately, there is a trade-off involved; global memory ac-

cess is much slower than register access (∼400 clock cycles vs. ∼1 clock cycle). In the

“A-B” kernel of this implementation, 32 registers are used for each kernel, but global

memory replaces the equivalent of four registers per thread, reducing the effective

bandwidth for fluid packet transfers by 4/(32 + 4) = 11%. The “register spillage”

witnessed in this application is due to the increased complexity of the D3Q19 model.

If 36, rather than 32, registers were used per thread, multiprocessor occupancy would

suffer at some block sizes (block size = lattice X dimension).

Assuming that global memory bandwidth, rather than floating point calculation,

is the limiting factor, the estimated performance, when converting from the D3Q13

implementation in (Tölke and Krafczyk, 2008) to a D3Q19 implementation, is 592

MLUPS ∗13/19 ∗ (900 MHz)/(1080 MHz) ∗ 32/(32 + 4) = 300 MLUPS. Thus, our

implementation, resulting in 300 MLUPS, achieves 100% of the estimated peak per-

formance, when limited by memory bandwidth.

Multiple studies cite cache effects and relatively low memory bandwidth as reasons

for sub-optimal LBM performance on general-purpose processors (Wellein et al., 2006;

Pohl et al., 2004). Vector machines avoid such problems by design. Wellein et al.

(2006) and Pohl et al. (2004) used an LBM code to compare the performance of

various CPU-based systems with that of vector machines. In these studies it was

discovered that vector processors are particularly suited for LBM computations, and

that general-purpose processors are adversely affected by cache behavior. With no

cache, a single NEC SX6 vector processor outperformed a single Itanium2 processor

by a factor of 8.

The graphics processing unit (GPU) architecture (Single Instruction, Multiple

Thread) is similar to that of a vector machine (Single Instruction, Multiple Data).

GPUs are designed for high pixel throughput, which requires high memory bandwidth

for large data sets. By maintaining high bandwidth to main memory, GPUs avoid
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some limitations imposed by cache size and cache effects typical of general-purpose

processors. For example, an application may perform poorly on a CPU due to cache

capacity misses or cache thrashing. The same application may perform better on a

GPU, because the GPU has no cache that fills the same role.

3.6 Conclusions and Future Work

General purpose graphics processing units provide a single-instruction multiple-

data (SIMD) environment well suited to the lattice-Boltzmann method. Here we have

demonstrated that the performance gains seen in single general purpose graphics pro-

cessing unit (GPGPU) implementations scale favorably when applied to multiple

GPUs employing OpenMP on a shared memory system. Three lattice-Boltzmann

models were considered: the standard single-component single-phase model, the mul-

tiphase model of Shan and Chen (1993), and the multicomponent model of He and

Doolen (2002).

We show that a GPU-based D3Q19 lattice Boltzmann simulation of fluid flow

can achieve 300 MLUPS using one pattern of execution, and efficient utilization of

GPU RAM using another pattern of execution. Both patterns result in speedups of

more than 28x over a quad-core CPU implementation using OpenMP. The increase

in performance over a previous D3Q19 GPU implementation (Habich, 2008) is due to

increased GPU multiprocessor occupancy. Based on memory bandwidth utilization,

our D3Q19 simulation is as efficient as a D3Q13 GPU implementation (Tölke and

Krafczyk, 2008), and models fluid flow at a higher level of detail.

The following properties of the GPU architecture were investigated with Analysis

of Variance (ANOVA): the number of PTX instructions, the number of threads per

thread block, the overall lattice size, and the number of processors. For memory-

bound GPU kernels, such as lattice-Boltzmann simulations, the ANOVA analysis

showed that effects corresponding with easily understandable aspects of GPU pro-

gramming (number of threads per thread block and overall problem size) account for

the largest percentage of variation in performance (>97%). This result holds across

all lattice-Boltzmann simulation types tested (single-component single-phase, single-

component multiphase, and multicomponent multiphase). We therefore conclude that

the necessity of understanding GPU architectures is reduced through multi-GPU im-

plementations. In such multi-GPU cases, more fundamental parallel programming
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concepts (e.g., problem size and the degree of multiprogramming at the thread and

processor level) dominate.

This study also considered two derived performance metrics described by Ryoo

et al. (2008a,b): Efficiency and Utilization. We show that neither threshold

or tradeoff carving are applicable to lattice-Boltzmann codes as none of our high-

performing kernels lie near the Pareto-optimal curve. Our analysis also shows that

only the Utilization metric results in a meaningful effect across all lattice-Boltzmann

implementations. Finally, the finding that there is no statistically significant inter-

action between Efficiency and Utilization to provide any meaningful variation in

performance agrees with the statement of Ryoo et al. (2008b) that their program

optimization carving method is not applicable to bandwidth-bound GPU kernels.

Ultimately, the ANOVA results presented here can be approached by adopting

an Amdahl’s Law (Amdahl, 1967) perspective. The effects that provide the largest

percentage of total variation in performance are those that will provide the greatest

return when improved. To that end, focusing on lattice size and orientation (in

relation to the overall lattice size and the number of threads per thread block) will

yield the greatest improvements in performance for single-GPU lattice-Boltzmann

implementations. We show that an even greater performance improvement is available

with the introduction of multiple GPUs in a shared memory context. Additional

investigations would indicate to what degree multiple GPUs would be useful on large-

scale shared memory systems. Further work should also explore the performance of

lattice-Boltzmann codes on large-scale distributed GPU clusters.

Programming in NVIDIA’s CUDA environment is a significant departure from

traditional parallel environments, such as MPI or OpenMP. Failure to adhere to a

few key strategies, such as global memory coalescence, avoiding divergent warps,

and maximizing occupancy, can result in lackluster performance. However, memory

coalescence requirements have been reduced in NVIDIA’s more recent GPUs.

Despite the additional difficulty, GPUs offer substantial performance benefits to a

wide variety of applications, e.g., (Krafczyk and Tölke, 2007; Li et al., 2005; Nyland

and Prins, 2007; Owens et al., 2007; Walsh et al., 2009a), and CUDA allows more

precise utilization of graphics hardware than other alternatives, including OpenGL,

Rapidmind (Rapidmind, 2007), and BrookGPU (Buck et al., 2003).

69



Chapter 4

Karst Conduit Flow

This chapter is composed of one publication currently in preparation:

J.M. Myre, M.D. Covington, A. Luhmann, M.O. Saar, A fast GPGPU driven model

of thermal transport in karst conduits, to be submitted to Environmental

Modelling and Software.

70



When studying karst springs researchers commonly strive to derive flow path infor-

mation from the hydraulic, thermal, and chemical responses. Knowing the geometric

makeup of a karst aquifer system enables the ability to predict flow and transport

through the conduits and larger system. However, the relationships between karst

spring responses and flow path geometry are not well understood. In an effort to

improve that understanding several karst conduit models have been developed. The

simulations using standard methods and technologies are time-consuming, making

thorough characterization of karst systems problematic. This study has produced a

high-performance General Purpose Graphics Processing Unit (GPGPU) implementa-

tion of heat and solute transport models. Existing implementations of the underlying

linear algebra routines are tested to determine the best performing numerical solver

for the GPGPU, and it is shown that use of GPGPUs significantly reduces the execu-

tion time required to complete a single simulation, frequently by more than a factor

of 100. This high-performance GPGPU model is verified by simulating synthetic

Gaussian storm pulses and comparing the results to those from a previous study.

The validity of using this model to characterize simple karst conduits in natural sys-

tems is demonstrated by reproducing observed thermal and conductivity signals from

Tyson Spring Cave. This performance demonstrated by this GPGPU implementa-

tion when undertaking these tests show it to be an excellent candidate for high speed

characterization of karst conduit systems.
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4.1 Introduction

The conduits that form in karst aquifers act as high speed preferential pathways for

groundwater, often reaching many cubic meters per second. These conduits can act as

a significant supply of water to the regional population. These populations include 20-

25% of the Earth’s human population (Ford and Williams, 2007). Due to the nature

of karst landscapes, these aquifers can easily be polluted to external contaminants via

injection through sinkholes, open fractures, shafts, and sinking surface streams. The

region affected by pollution due to contaminant injection can quickly grow beyond

the injection site to the regional scale. Once contaminants are injected into karst

conduits they can be transported long distances without significant dilution (Vesper

et al., 2001). The internal geometry of karst conduits impose significant controls on

the transport response of the conduits to input signals (Covington et al., 2012).

Figure 4.1: A high level overview of the complexities present in karst landscapes.
Reproduced and modified from (Lascu and Feinberg, 2011).

Knowledge of the internal geometry of a karst conduit system is essential to ad-

equately model flow and transport through the karst groundwater system (Jaquet

et al., 2004). For some time the karst research community has pursued the goal of

simulating the behavior of karst groundwater systems. Currently, this remains a long
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term and not yet achieved goal given the complexity of processes and geometries

present in karst systems. To cope with the complexity of karst aquifers many studies

instead simplify karst aquifers to a pure conduit representation. By studying the

smaller conduits that comprise the larger system many problems become much sim-

pler, enabling the application of analytical (Covington et al., 2012) and numerical

solvers (Birk, 2002; Dreybrodt, 1990; Gabrovs̆ek and Dreybrodt, 2001; Liedl et al.,

2003; Long and Gilcrease, 2009; Luhmann, 2011; Rehrl et al., 2008). Recent work has

began constraining the geometry of karst conduits based on known input and output

signals of benign tracers (Covington et al., 2011).

Although focusing on karst conduits allows many problems to become tractable,

the numerical simulations typically remain very costly to solve computationally (Cov-

ington et al., 2011; Pardo-Igúzquiza et al., 2012; Spellman et al., 2011). These nu-

merical characterizations can exhibit prohibitive simulation times ranging from the

tens of minutes scale for small scale simulations to multi-hour or even day scales for

more complex simulations. When coupled with the fact that it is often necessary

to complete many simulations to perform a complete characterization of a physical

system the prohibitive nature of these time scales quickly becomes apparent.

The recent rise in the suitability of General Purpose Graphics Processing Units

(GPGPUs) for general purpose computation has shown to be greatly beneficial in this

respect. For many classes of problems, GPGPUs are capable of providing computa-

tional performance many times greater than that of a standard CPU (Bailey et al.,

2009; Myre et al., 2011; Walsh et al., 2009a). NVIDIA’s CUDA (NVIDIA, 2012) and

the Khronos group’s Open Computing Language (OpenCL) (KhronosGroup, 2011)

both provide means by which GPGPUs can be programmed more easily. CUDA,

the language used throughout this paper, has been used to show that GPGPUs can

provide significant speedup to many common components of scientific codes, includ-

ing sparse matrix operations (Bell and Garland, 2010), and standard BLAS rou-

tines (NVIDIA, 2011a). With these basic scientific routines and NVIDIA’s CUDA,

researchers have been able to use GPGPUs to create high-performance implemen-

tations of spectral finite element methods (Walsh et al., 2009a), least-squares mini-

mization of magnetic force microscopy data (Walsh et al., 2009a), lattice-Boltzmann

methods (Bailey et al., 2009; Myre et al., 2011), molecular dynamics simulations (An-

derson et al., 2008), and N-body simulations (Nyland and Prins, 2007).

To address the difficulty in characterizing karst conduits and to create a predictive
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tool for conduit response this study uses NVIDIA’s CUDA programming language and

high speed GPGPUs to create high-performance implementation of two models for

processes occurring along karst conduits: 1) a dimensionless finite difference heat

transport model for karst conduits initially developed by (Covington et al., 2011) and

2) a dimensionless solute transport model developed by (Birk et al., 2006; Covington

et al., 2010). By testing existing GPGPU linear algebra packages(Chang et al., 2012;

NVIDIA, 2013; Zhang et al., 2011, 2010) the highest performing solver is determined

to increase the performance of the GPGPU implementation.

We compare the performance and accuracy of this GPGPU model to an equivalent

high-performance CPU implementation in C with GotoBLAS (Goto and Geijn, 2008;

Goto and Van De Geijn, 2008) using synthetic Gaussian thermal pulses from Luhmann

(2011). The ability of the GPGPU implementation to reproduce the Gaussian thermal

pulse results from (Luhmann, 2011) also acts as a validation mechanism. The ability

of the GPGPU implementation to reproduce observed thermal signals is also tested

using measured thermal signals from Tyson Spring Cave in Minnesota. The results

obtained from these tests show that this GPGPU implementation of the method

from Covington et al. (2011) is an excellent candidate for further high-performance

characterization of karst conduit system geometry, ultimately enabling high speed

prediction of karst conduit response to contaminant injection.

4.2 Heat Transport in Karst Conduits

4.2.1 Physical governing equations

For fluid in karst conduits, the primary mechanism of heat exchange with the

surrounding environment is exchange with the surrounding rock (Covington et al.,

2011), which is a function of convective transfer rates along the water and the conduit

walls and conductive transfer rates through the rock surrounding the conduit. The

development of the mathematical model representing these processes by Covington

et al. (2011) is summarized here due to the foundational framework it provides for

understanding the computational model that is developed in Section 4.2.2 for use in

the GPGPU implementation.

The convective and conductive transfer rates can be represented by the coupling

74



Figure 4.2: The model for heat exchange between a full-pipe karst conduit and the
surrounding rock. Heat passes from the bulk, mixed water at Tw through a convective
boundary layer into the conduit wall at temperature T ∗s . Heat then conducts through
the rock body (initially at T ∗r = 1), influencing an increasing volume of rock as the
duration of a thermal pulse increases. (Adapted from (Covington et al., 2011)).
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of a transient heat advection-dispersion equation for transport along a karst conduit

∂Tw
∂t

= DL
∂2Tw
∂x2

− V (t)
∂Tw
∂x

+
4hconv

ρwcp,wDH

(Ts − Tw), (4.1)

and a two-dimensional heat conduction equation, in cylindrical coordinates

1

r

∂

∂r

(
r
∂Tr
∂r

)
+
∂2Tr
∂x2

=
1

αr

∂Tr
∂t

, (4.2)

where Tw, Ts, and Tr are the water, conduit wall, and rock temperatures, respectively,

t is time, x is the distance along the conduit, r is the radial distance from the center of

the conduit, DL is the longitudinal dispersivity, V (t) is the flow velocity, hconv is the

convective heat transfer coefficient, ρw is the density of water, cp,w is the specific heat

capacity of water, DH conduit hydraulic diameter, and αr = kr/(ρrcp,r) is the rock

thermal diffusivity, where kr is the rock thermal conductivity, ρr is the rock density,

and cp,r is the specific heat capacity of the rock.

The dimensionless forms of Equations 4.1 and 4.2 are obtained as

∂T ∗w
∂t∗

=
1

Pe

∂2T ∗w
∂x∗2

− ∂

∂x∗

(
V (t)

V̄
T ∗w

)
+ St(T ∗s − T ∗w), (4.3)

and

∇2T ∗r =
1

r∗
∂

∂r∗

(
r∗
∂T ∗r
∂r∗

)
= Θ

∂T ∗r
∂t∗

, (4.4)

respectively, where T ∗w = Tw/Tr,0 is the dimensionless water temperature, T ∗s = Ts/Tr,0

is the dimensionless conduit wall temperature, T ∗r = Tr/Rr,0 is the dimensionless

rock temperature at the dimensionless radial coordinate r∗, Tr,0 is the initial rock

temperature (rock temperature at infinity or steady state background temperature),

t∗ = tV̄ /L is dimensionless conduit flow time, x∗ = x/L is dimensionless conduit

distance, r∗ = r/R is the dimensionless radial coordinate, R is the conduit radius,

and V (t) and V̄ are the conduit flow velocity and time-averaged flow velocity.

Equation 4.3 also contains two dimensionless numbers, Pe and St. Pe is the Peclet

Number for longitudinal dispersion,

Pe =
LV̄

DL

, (4.5)

and St is the Stanton Number, which is the ratio of heat flux into the conduit wall
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to the heat flux along the conduit wall and is given by

St =
4hconvL

ρwcp,wDH V̄
. (4.6)

The convective heat transfer coefficient, hconv is

hconv =
kwNu

DH

, (4.7)

where kw is the thermal conductivity of water and Nu is the Nusselt number which is

the ratio of convective to pure conductive heat transfer across the conduit wall. For

turbulent flow within a conduit, Nu is obtained via the empirically derived Gnielinksi

correlation (Equation 8.62 from Incropera et al. (2007)),

Nu =
(f/8)(Re− 1000)Pr

1 + 12.7(f/8)1/2(Pr2/3 − 1)
, (4.8)

where f is the Darcy-Weisbach friction factor, Re = ρwV DH/µw is the Reynolds

number, Pr = cp,wµw/kw is the Prandtl number, and µw is the dynamic viscosity of

water.

Equation 4.4 also contains the dimensionless quantity Θ, which is a dimensionless

constant that scales between the conduction and advection time scales and is given

by

Θ =
R2V̄

Lαr
. (4.9)

The dimensionless Equations 4.3 and 4.4 are subject to the boundary conditions

(also seen in Figure 4.2)

T ∗w(0, t) = f(t), (4.10)

∂T ∗w
∂x∗

∣∣∣∣
x∗=1

= 0, (4.11)

∂Tr∗
∂r∗

→ 0 as r∗ →∞, (4.12)

and
∂T ∗r
∂r∗

∣∣∣∣
r∗=1

=
1

2
ΘΨSt(T ∗s − T ∗w), (4.13)

where Ψ = (ρwcp,w)/(ρrcp,r) is a ratio of the volumetric heat capacities of water and

rock. Initial conditions are considered to be the steady state background temperature

of the water and rock, given by T ∗w(x, 0) = T ∗r (x, 0) = 1.
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4.2.2 Computational Model

To solve Equations 4.3 and 4.4, a coupled implicit finite difference algorithm is

used. For each timestep of a discretized time series of an event provided as input,

the algorithm will first solve for rock temperatures and then for water temperatures.

Rock temperatures are calculated using the rock conduction equation (Equation 4.4)

using the initial water temperatures during the first time step and the most recently

calculated water temperatures during every following time step. After solving for the

rock temperatures, water temperatures are calculated using the advection-dispersion-

heat equation (Equation 4.3). The output of the the conduit is recorded for each time

step to provide a time series of the simulated event output.

The discretized system geometry used in this algorithm is shown in Figure 4.3.

The conduit is a 1D system while the rock is 2D system. However, since conduction

in the rock along the x∗ dimension is neglected the 2D rock system can instead be

considered as a series of 1D systems in the r∗ dimension. Where each 1D rock system

is coupled to a corresponding fluid node in the conduit via the interfacing surface

node.

To first solve for rock temperatures, the dimensionless governing equations from

Section 4.2.1 are discretized using the implicit finite difference scheme described by In-

cropera et al. (2007). For the first step of the algorithm, solving for rock temperatures,

the relations from Incropera et al. (2007) describing internal rock nodes and conduit

surface nodes are combined. For internal rock nodes the relation is:

T ki,j = (1 + 2Fo)T k+1
i,j − Fo(T k+1

i−1,j + T k+1
i+1,j) (4.14)

where i is the index along the r direction (perpendicular to the conduit), j is the

index for the x direction (along the conduit), and k is the time index. The rock

surface node temperature relation provided by Incropera et al. is:

T k0,j + 2FoBiT kw,j = (1 + 2Fo+ 2FoBi)T k+1
0,j − 2FoT k+1

1,j (4.15)

Note that the water temperature T kw,j is of the current time step (k) instead of the

next time step (k + 1). For all of these relations Fo is the Fourier Number and Bi is

the Biot number.
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(A)

(B)



TM−1,0 TM−1,1 · · · TM−1,N−2 TM−1,N−1

TM−2,0 TM−2,1 · · · TM−2,N−2 TM−2,N−1
...

...
. . .

...
...

T2,0 T2,1 · · · T2,N−2 T2,N−1

T1,0 T1,1 · · · T1,N−2 T1,N−1

T0,0 T0,1 · · · T0,N−2 T0,N−1

Tw,0 Tw,1 · · · Tw,N−2 Tw,N−1


Figure 4.3: A) A simple schematic showing the discretized 1-D conduit and 2-D
rock system geometries. White nodes are fluid nodes, light grey nodes are surface
nodes, and dark grey nodes are internal rock nodes. The grey and hash marked
backgrounds correspond to rock and fluid, respectively. B) The matrix containing
the corresponding terms for the schematic in Figure 4.3A where the bottom two rows
(Tw,j and T0,j terms) contains conduit and surface terms, respectively. The remaining
rows contain internal rock node terms.

The Fourier number

Fo =
∆t∗

Θ(∆r∗)2
(4.16)

represents the ratio of the heat conduction rate to the heat storage rate in the rock

and the Biot number, Bi,

Bi =
hR∆r∗

kR
(4.17)

is the ratio of the heat conduction resistance of the rock to the heat convection

resistance of the water, where ∆t∗ and ∆r∗ are the discretized dimensionless unit
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time and radial distance, respectively, Θ is a dimensionless ratio of conduction and

advection timescales, h is the heat transfer coefficient, R is the radius of the conduit,

and kr is the rock thermal diffusivity.

Forming the product of the Fourier and Biot numbers gives

FoBi =
ΨSt∆t∗

2∆r∗
, (4.18)

where Ψ is the ratio of the volumetric heat capacities of water and rock and St is the

Stanton Number, which is the ratio of heat flux into the conduit wall to the heat flux

along the conduit wall.

A tridiagonal system of equations (AX = B) can be formed using the discretiza-

tion from Figure 4.3 and Equations 4.14 and 4.15. The tridiagonal structure of this

system with applied boundary conditions is

A =

(1 + 2Fo+ 2FoBi) −2Fo 0 0

−Fo (1 + 2Fo) −Fo 0 · · ·
0 −Fo (1 + 2Fo) −Fo 0
...

. . .
...

0 −Fo (1 + 2Fo) −Fo 0

· · · 0 −Fo (1 + 2Fo) −Fo
0 0 0 1


.

The top and bottom rows are adjusted to implement the water-rock boundary con-

dition at r = 0 (Equation 4.13) and the constant temperature boundary condition

at large r (Equation 4.12), respectively. A is a M ×M matrix and X is a M × N
matrix, where N and M are the numbers of fluid and rock nodes, respectively. The

remaining components of the system representing the rock matrix are the solution

matrix

X =



T k+1
0,0 T k+1

0,1 · · · T k+1
0,N−2 T k+1

0,N−1

T k+1
1,0 T k+1

1,1 · · · T k+1
1,N−2 T k+1

1,N−1
...

...
. . .

...
...

T k+1
M−2,0 T k+1

M−2,1 · · · T k+1
M−2,N−2 T k+1

M−2,N−1

T k+1
M−1,0 T k+1

M−1,1 · · · T k+1
M−1,N−2 T k+1

M−1,N−1


and the current system state,
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B =



T k0,0 + 2FoBiT kw,0 T k0,1 + 2FoBiT kw,1 · · · T k0,N−1 + 2FoBiT kw,N−1

T k+1
1,0 T k+1

1,1 · · · T k+1
1,N−1

...
...

. . .
...

T k+1
M−2,0 T k+1

M−2,1 · · · T k+1
M−2,N−1

T k+1
M−1,0 T k+1

M−1,1 · · · T k+1
M−1,N−1


.

The second step in the algorithm requires solving the advection-dispersion-heat

exchange equation. Again, the Incropera et al. relations are used to obtain an implicit

finite difference discretization scheme. Using the relations from Incropera et al.

(2007), Equation 4.3 becomes

T k+1
w,j − T kw,j

∆t∗
=

1

Pe(∆x∗)2
(T k+1

w,j+1 − 2T k+1
w,j + T k+1

w,j−1)

− V

2V̄∆x∗
(T k+1

w,j+1 − T k+1
w,j−1)

+ St(T k+1
0,j − T k+1

w,j ), (4.19)

which can be rearranged as

T kw,j + ∆t∗StT k+1
0,j =

(
V∆t∗

2V̄∆x∗
− ∆t∗

Pe(∆x∗)2

)
T k+1
w,j+1

+

(
1 +

2∆t∗

Pe(∆x∗)2
+ ∆t∗St

)
T k+1
w,j

+

(
−∆t∗

Pe(∆x∗)2
− V∆t∗

2V̄∆x∗

)
T k+1
w,j−1 (4.20)

to reveal a tridiagonal system of equations. The first, second, and third terms in

parentheses in Equation 4.20 are the terms for the upper (U), middle (M), and lower

(L) diagonals of the tridiagonal system, respectively. From this, a tridiagonal system

of equations, Ax = b, can be formed, where

A =



M U 0 0

L M U 0 · · ·
0 L M U 0
...

. . .
...

0 L M U 0

· · · 0 L M U

0 0 (−V∆t∗)/(V̄∆x∗) M


.
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The lower diagonal term in the last row is changed to implement the downstream

boundary condition where diffusion is set to zero. A is an N ×N matrix, where N is

the number of fluid nodes.

The remaining components of the fluid system are the solution vector and the

current system state, which are

x =



T k+1
w,0

T k+1
w,1
...

T k+1
w,N−2

T k+1
w,N−1


and b =



T kw,0

T kw,1
...

T kw,N−2

T kw,N−1


+ ∆t∗St



T k0,0

T k0,1
...

T k0,N−2

T k0,N−1


−



L× T ∗w,input
0
...

0

0


,

respectively, where N is the number of nodes in the x∗ dimension (along the conduit),

L is the lower diagonal term and T ∗w,input is the input water temperature (Equation

4.10).

This implicit finite difference scheme is shown to be stable if the Courant number,

C, is less than one (Birk, 2002). For this dimensionless model the Courant number

can be calculated as

C = v∗
dt∗

dx∗
+ dt∗St. (4.21)

A pseudocode listing for implementing this computational model on GPGPUs is

given in Appendix A.

4.3 Solute Transport in Karst Conduits

4.3.1 Physical governing equations

The equations governing the transport of solutes in karst conduits are almost

identical to those governing heat transport in karst conduits (Covington et al., 2010).

There are two primary differences, the first is the lack of interaction between the solute

and the surrounding rock. This lack of interaction restricts the governing equations

to the interior of the karst conduit. The second difference is a change in physical

constants from those that determine the thermal properties of the fluid system to

those that determine the reactive properties.

As in Section 4.2.1, the convective and conductive transport rates can be repre-

sented as a dimensionless advection-dispersion equation for transport along a karst
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(A)

(B)
(
Cw,0 Cw,1 Cw,2 · · · Cw,N−3 Cw,N−2 Cw,N−1

)

Figure 4.4: A) A simple schematic showing the discretized 1-D conduit system ge-
ometry for flow in the x direction. B) The vector containing the corresponding terms
for the schematic in Figure 4.4A.

conduit
∂C∗w
∂t∗

=
1

Pe

∂2C∗w
∂x∗2

− V (t)

V̄

∂C∗w
∂x∗

+DaC∗w, (4.22)

where C∗w = Cw/Cw,0 is the dimensionless solute concentration, Cw,0 is the initial

solute concentration, t∗ = tV̄ /L is dimensionless conduit flow time, x∗ = x/L is

dimensionless conduit distance, and V (t) and V̄ are the conduit flow velocity and

time-averaged flow velocity.

Equation 4.22 also contains two dimensionless numbers, Pe and Da. Pe is the

Peclet Number for longitudinal dispersion (defined by Equation 4.5), and Da is the

Damköhler Number, which is the ratio of physical length to the turbulent dissolution

length scale,

Da =
L

λd,turb
(4.23)

where L is the length of the conduit and λd,turb is the turbulent dissolution length

scale (Equation 17 from (Covington et al., 2012)),

λd,turb =
1

4α

√
2g

f
D

3/2
H ∇h

1/2 (4.24)
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where α is the dissolution rate constant, g is the Earth’s gravitational acceleration,

f is the friction factor determined from the Colebrook-White formula, DH is the

hydraulic diameter, and ∇h is the hydraulic gradient.

The dimensionless conductivity Equation (4.22) is subject to the boundary con-

ditions

C∗w(0, t) = f(t), (4.25)

∂C∗w
∂x∗

∣∣∣∣
x∗=1

= 0, (4.26)

Initial conditions are considered to be the steady state background conductivity of

the water, given by C∗w,0 = 1.

4.3.2 Computational model

The lack of interaction with the surrounding rock restricts the solute to the conduit

interior which is represented as a single system. The single system of equations

used for the solute model is more straight-forward to computationally solve than the

coupled fluid and rock systems required in the thermal transport model. For each

timestep of a discretized time series of an input event, the solute model algorithm

will solve a tridiagonal system of equations (Ax = b)for solute concentration along

the conduit.

The discretized system geometry used to model solute concentration (Figure 4.4) is

a simplified version of the geometry used to model temperatures in Section 4.2.2. Since

interaction with the surround rock does not occur the system geometry restricted to

the 1-D conduit interior.

The method used to obtain Equation 4.20 (the tridiagonal system for modeling

thermal signals) from Equation 4.3 is similar to the method used to construct the

tridiagonal system for modeling the solute concentration from the dimensionless con-

centration governing Equation (4.22). The tridiagonal system of equations used to

model solute concentration is

Ck
w,j =

(
V∆t∗

2V̄∆x∗
− ∆t∗

Pe(∆x∗)2

)
Ck+1
w,j+1

+

(
1 +

2∆t∗

Pe(∆x∗)2
−∆t∗Da

)
Ck+1
w,j

+

(
−∆t∗

Pe(∆x∗)2
− V∆t∗

2V̄∆x∗

)
Ck+1
w,j−1, (4.27)
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which has two differences from Equation 4.20, the change of temperature (T ) to

conductivity (C) and the Stanton number St to the negative Damköhler number

(−Da). To form the tridiagonal matrix, A, the first, second, and third terms in

parentheses in Equation 4.27 are the terms for the upper (U), middle (M), and lower

(L) diagonals, respectively. With boundary conditions applied

A =



M U 0 0

L M U 0 · · ·
0 L M U 0
...

. . .
...

0 L M U 0

· · · 0 L M U

0 0 (−V∆t∗)/(V̄∆x∗) M


.

The remaining components of this system are the solution vector and the current

system state,

x =



Ck+1
w,0

Ck+1
w,1
...

Ck+1
w,N−2

Ck+1
w,N−1


and b =



Ck
w,0

Ck
w,1
...

Ck
w,N−2

Ck
w,N−1


,

respectively, where N is the number of nodes in the x∗ dimension (along the conduit),

L is the lower diagonal term and T ∗w,input is the input water temperature (Equation

4.10).

Like the finite difference scheme from Section 4.2.1, the implicit finite difference

scheme used here is shown to be stable if the Courant number, Cc, is less than one.

To determine the Courant condition, Cc can be calculated as

Cc = V ∗
dt∗

dx∗
. (4.28)

A pseudocode listing for implementing this computational model on GPGPUs is

given in Appendix B.
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4.4 GPU Implementation

The NVIDIA CUDA programming language (NVIDIA, 2012) is used to harness

the computational capabilities of NVIDIA Tesla M2070 GPGPUs. These NVIDIA

GPUs use a hierarchical shared memory vector architecture as shown in Figure 4.5.

NVIDIA Tesla M2070 GPGPUs are composed of 448 thread processors at 3.13Ghz and

5GiB of global memory. These GPGPUs are capable of 1.2 single-precision TFLOPs

and 0.515 double-precision TFLOPs. GPGPUs can provide highly parallel environ-

ments with excellent floating point computation and memory bandwidth performance

capable of enhancing many scientific applications (Walsh et al., 2009a).

(A) (B)

Figure 4.5: NVIDIA GPU hierarchical architecture reproduced from (NVIDIA, 2009a,
2012). GPU kernel execution is based on groups of threads known as thread blocks.
Inter-thread communication is made possible through shared memory, accessible to
all threads within the same block. In addition, threads have access to the GPU’s
global (device) memory, a larger data storage space which is available on the device,
distinct from the CPU host’s memory. (A) shows a high level overview of CPU code
starting GPU kernel execution across multiple a thread grid and thread blocks. The
organization of thread grids and thread blocks into regular grids is shown in (B).
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Under NVIDIA’s CUDA programming environment, individual GPU kernels exe-

cute threads in groups known as “thread blocks”, themselves arranged into an array

or “block grid” (Figure 4.5). NVIDIA’s CUDA Programming Guide (NVIDIA, 2012)

states that thread blocks are additionally segmented on a multiprocessor at execution

time. When a GPU multiprocessor is given a thread block to execute, the multipro-

cessor splits the thread block into contiguous 32-thread groups known as “warps”,

or “cooperative thread arrays” (CTAs). Each kernel call specifies the number and

arrangement of thread blocks (i.e., regular arrays of one or two dimensions) to be ex-

ecuted, as well as the number and arrangement of threads within each block (in one,

two, or three dimensional configurations). While there are relatively few restrictions

on the dimensions of the block grid, the dimensions of the individual thread blocks

are strongly influenced by the constraints of the underlying hardware.

To maximize the relative amount of time spent on GPU computation and reduce

data transfer, we adopt a decelerator model (Barker et al., 2008), in which calculation

is confined to the GPU devices and the CPU host is reserved for subsidiary tasks such

as data initialization, data transfer between devices, and data output.

The fact that the systems of equations that are required for this model are tridiago-

nal makes it possible to take advantage of existing high-performance parallel GPGPU

solvers. Numerous tridiagonal GPGPU solvers exist, including an implementation of

the Spike algorithm (Polizzi and Sameh, 2006) by Chang et al. (2012), gtsv from

CUSPARSE NVIDIA (2013), and the solver supplied with the CUDA Data Parallel

Primitives (CUDPP) library (Zhang et al., 2011, 2010). These solvers provide tested

methods for equation solving as well as increased computational speed.

To determine the most efficient solver for use in this GPGPU implementation

we compared the performance of the Spike, CUSPARSE, and CUDPP solvers using

two tests: 1) a small system (192 × 192) with many (1024) right hand sides and 2)

a large system (1024 × 1024) with a single right hand side. Figures 4.6A and 4.6B

show execution times for each of these solvers normalized to the CUDPP solver for

192 × 192 systems with 1024 right hand sides and for a single 1024 × 1024 system,

respectively. The execution time of each test is recorded as the arithmetic mean of five

repeated trials to reduce transient effects at the beginning of function execution (Lilja,

2000). The results of this test indicate that for typical system dimensions used for this

model CUDPP provides a factor of 10 improvement over the other available GPGPU

tridiagonal solvers, at minimum.
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Figure 4.6: Execution times of available GPGPU tridiagonal solvers normalized to
the CUDPP solver. (A) shows times for solving 192 × 192 systems with 1024 right
hand sides. (B) shows times for solving a single 1024× 1024 system.

It is important to note that all three of the GPGPU tridiagonal solvers restrict

the maximum number of variables per system of equations to 1024. This restriction

is a likely a consequence of the number of threads available within a single thread

block on a GPGPU. This restriction allows the an entire system to reside in the fast

register memory a single multiprocessor. Increasing the size limit would require slower

shared memory to be used for communication or data swapping, likely incurring a

performance penalty due to the slower access speed of shared memory. The limitation

on the number of allowed threads (and subsequently the number of variables) means

that the maximum number of nodes in any dimension of the model is likewise limited
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(A) (B) (C)

Figure 4.7: A) A simple schematic showing the discretized conduit/rock system geom-
etry. White nodes are fluid nodes, light grey nodes are surface nodes, and dark grey
nodes are internal rock nodes. The grey and hash marked backgrounds correspond to
rock and fluid, respectively. Reproduced from Figure 4.3. B) The mapping of vectors
to the discretized system in (A). C) The vectors from (B) are organized into the two
systems solved in each time step on the GPU; the rock system with N right hand sides
and the fluid system with a single right hand side. The hierarchical organization of
threads on GPUs can naturally index and execute this data organization. See text
for further details.

to 1024 which imposes a hard limit on a reasonable dx. Related to this, an additional

limit that is imposed on dt, as dt is calculated from the conduit flow through time

and dx.

Due to the homogeneity of the model and the ability of these tridiagonal solver

to handle multiple right hand sides the solution vectors in Equations 4.14 & 4.15 can

be solved for all rock nodes concurrently. This allows the GPGPU implementation

of this model to execute the tridiagonal solver just two times per time step; once for

the rock system, with multiple solution vectors and right hand sides, and once for the

fluid system with a single solution vector and right hand side. This segmentation is

shown in Figure 4.7.

4.5 Test Methodology

The machine used throughout these tests is composed of dual Intel Xeon E5620

quad-core processors at 2.40GHz with 24 GiB of memory and four NVIDIA GTX 480

GPUs. The NVIDIA GTX 480 GPGPUs are composed of 448 thread processors at

700Mhz and 1.5GiB of global memory. These GPGPUs are capable of 1.345 single-

precision TFLOPs.
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This performance of this model is tested for speed and accuracy against an equiva-

lent high-performance CPU implementation in C using GotoBLAS (Goto and Geijn,

2008; Goto and Van De Geijn, 2008). We use reproduce three simulations of Gaussian

thermal pulses from Luhmann (2011) designated as C11, C68, and C72 in Appendix

C of (Luhmann, 2011). These simulations share parameters that fulfill the stability

criterion for this model, C < 1, where C = v∗ dt
∗

dx∗
+ dt∗St. Physical parameters that

are shared among these simulations are shown in Table 4.1. Physical parameters that

are unique to each simulation are shown in Table 4.2.

Parameter Value Units
L 100 m
cp,w 4200 J kg−1K−1

kw 0.58 W m−1K−1

µw 1.3× 10−3 kg s−1m−1

ρw 1000 kg m−3

cp,r 810 Jkg−1K−1

kr 2.15 Wm−1K−1

ρr 2320 kg m−3

f 0.05 unitless

Table 4.1: Physical constants used for both test simulations.

Simulation Parameter Value Units
C11 Dh 1 m

v 0.6264 m/s
C68 Dh 10 m

v 2.87 m/s
C72 Dh 1 m

v 1.98 m/s

Table 4.2: Physical constants used for both test simulations.

For these simulations the performance of the CUDA GPGPU model using the

CUDPP tridiagonal solver is reported speedup, which is calculated as ratio of the

execution time of the optimized baseline CPU implementation (GotoBLAS) to the

execution time of the GPGPU implementation. The accuracy of the CUDA GPGPU

model is reported as the root mean square error (RMSE) of the GPGPU model output

compared to the baseline GotoBLAS implementation output for thermal peak lag and

output peak temperature.
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We also test the ability of the model to reproduce observed thermal and solute con-

centration signals from karst conduit systems. These models and the dimensionless

parameters obtained by Covington et al. (2010, 2011) are used to reproduce the ob-

served thermal and specific conductivity responses of Tyson Spring Cave in southeast

Minnesota to a storm event on 8 June, 2009. These record of this storm event was

obtained using Schlumberger CTD-divers measuring temperature and specific con-

ductivity. Specific conductivity is frequently used as a proxy for solute concentration

(Fairchild et al., 1994; Gurnell et al., 1994).

The dimensionless parameters used to reproduce the thermal and specific con-

ductivity signals are reproduced in Table 4.3. A complete description of this field

site and the best fitting physical parameters for it are found in (Covington et al.,

2011). The performance of the GPGPU implementation is reported as speedup, as

in the Gaussian thermal pulse tests. For this test, the accuracy of the GPGPU and

GotoBLAS implementations are compared via their respective RMSE measurements

against the observed thermal signal.

Parameter Value Units
St 15.7239 unitless
Pe 1000 unitless
Θ 23.0570 unitless
Ψ 2.2350 unitless
Da 0 unitless

Table 4.3: Dimensionless constants from (Covington et al., 2010, 2011) used to re-
produce an observed signal in Tyson Spring Cave.

4.6 Results

4.6.1 Gaussian Thermal Pulses

The GPGPU implementation and the baseline CPU implementation are both able

to simulate and reproduce Gaussian thermal pulses as in Luhmann (2011).

The GPGPU implementation consistently outperforms the optimized CPU imple-

mentation when performing these simulations (Figure 4.8). The two implementations

are separated by an average (arithmetic mean) factor of 8.7×. This performance sepa-

ration factor is not unexpected for a fair comparison of optimized GPU and optimized

91



CPU codes as GPUs have been shown to outperform CPU codes by less than 10×
for many representative problems (Lee et al., 2010).

(A) (B)

Figure 4.8: Execution times of the tested model simulations. (A) shows absolute
execution times and (B) shows execution times normalized to the GPGPU execution
time.

4.6.2 Reproduction of Observed Thermal Signals

The GPGPU implementation of the thermal and solute concentration models is

able to quickly reproduce observed signals from Tyson Spring Cave in south east

Minnesota. Using the dimensionless parameters determined by Covington et al.

(2011) both thermal and conductivity signals closely match their respective observed

signals (Figure 4.9).

The error of both simulations is measured using Root Mean Squared Error (RMSE).

The temperature simulation reproduces the measured thermal signal with an RMSE

of the temperature simulation is 0.053◦C. The magnitude of the RMSE is partially

due to recording oscillations in the data logger during the initial steady state period

and partially due to insufficient signal damping that allows the simulation to over-

shoot the maximum of the output signal at approximately 6.5 days and under-shoot

the minimum of the output signal at approximately 9.5 days. The initial over-shoot

at 6.5 days imposes an additional thermal lag compared to the measured output. In-

sufficient damping in the conduit could be due to an overestimation of the hydraulic

diameter or inaccurate thermal properties of the rock matrix.
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(A)

(B)

Figure 4.9: Reproduction of temperature (A) and conductivity (B) signals from Tyson
Spring Cave. Simulated temperature produces an RMSE of 0.053◦C and simulated
conductivity produces an RMSE of 0.024mS/cm.

The conductivity simulation reproduces an acceptable fit to the conductivity signal

with an RMSE of 0.024mS/cm. The RMSE of this simulation is partially due to

recording oscillations in the data logger during the initial steady state period and

partially due to the simulated output passing through the stepped artifacts in the

measured data due to the resolution of the data logger.
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4.7 Conclusions and Future Work

The ability to quickly and accurately model karst conduit responses to recorded

events is a critical step towards high-speed characterization of karst conduit systems.

This model enables timely characterization of the internal geometry of the karst

conduit.

Higher resolution modeling of conduction into the rock wall may prove useful.

To keep the problem computationally tractable, adaptive refinement of the radial

rock systems would be beneficial. The accuracy of the numerical models used to

simulate these systems could potentially be improved by higher order methods or

with a change in solvers. Additional development may be necessary to create the

necessary mathematics libraries for GPGPUs.

The high-performance nature of these GPGPU models make them excellent can-

didates for characterizing karst conduit systems. These models could be chained

together to significantly reduce the simulation time of complex conduit network sys-

tems. Inverse methods could also utilize these high-performance models to perform

high speed characterizations of internal karst conduit geometries and their corre-

sponding parameter spaces.
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Chapter 5

The Singular Value Composition

and TNT Non-Negative Least

Squares Solver

This chapter is composed of two publications that have been submitted and are

currently under review:

J.M. Myre, E. Frahm, D. Lilja, M.O. Saar, SVC – Singular Value Composition:

A fast method for generating dense matrices with specific condition numbers,

ACM Transactions on Mathematical Software (TOMS), In Review.

E. Frahm, J.M. Myre, D. Lilja, M.O. Saar, TNT: An active set method for solving

large non-negative least squares problems, SIAM Journal on Computational

Science Special Section on Planet Earth and Big Data, In Review.
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Lawson and Hanson published a seminal method in 1974 that uses an active

set strategy to solve least-squares problems with non-negativity constraints. The

Lawson and Hanson Non-Negative Least Squares (NNLS) method and its descendants

continue to be popular today.

In this chapter the TNT algorithm is discussed (Frahm et al., In Review). The

TNT algorithm is a new active set method for solving non-negative least squares

problems. TNT uses a different strategy not only for the construction of the active set

but also for the solution of the unconstrained least squares sub-problems. This results

in dramatically improved performance over the traditional active set non-negative

least squares solvers, including the Lawson and Hanson NNLS algorithm (Lawson

and Hanson, 1995) and the Fast NNLS (FNNLS) algorithm (Bro and De Jong, 1997),

allowing for computational investigations of new types of scientific and engineering

problems.

For the small systems tested (5000 × 5000 or smaller), it is shown that TNT is

up to 180 times faster than FNNLS. It is also shown that TNT is capable of solving

large (45000× 45000) problems more than 150 times faster than FNNLS. These large

test problems were previously considered to be unsolvable, due to the computational

time required by the traditional methods.

Generating matrices with specific condition numbers is a critical step when devel-

oping and testing many numerical methods. Methods for generating matrices with

a desired condition number are readily available. However, the work these methods

perform scales at O(n3). Thus, when testing large systems, the creation of test ma-

trices can act as a significant performance bottleneck, in many cases constituting the

majority of the run time of the tests.

To that end, this chapter also discusses the Singular Value Composition (SVC)

algorithm for generating matrices with a specific condition number (Myre et al., In

Review). The work that SVC performs scales at O(n2). On our small test problems,

we show that SVC outperforms the equivalent Matlab matrix generation function

with a speedup of 200x and outperforms the equivalent LAPACK matrix generation

function with a speedup of 90x. We expect this trend to continue, resulting in even

higher performance improvements for SVC as the matrix size increases further.
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5.1 Introduction

The least squares method produces the solution to a system of linear equations

that minimizes error. Although it can be applied to under-determined systems of

equations, it is natural to apply the least squares method to over-determined systems

that cannot be solved in a way that will satisfy all of the equations. Since the inception

of the least squares method by Gauss (Björck, 1996), it has been applied in countless

scientific, engineering, and numerical contexts.

When investigating physical systems, it is not uncommon to have non-negativity

constraints that need to be applied in order for the system to be physically meaningful.

Such constraints have been necessary in astrophysical studies of black holes (Cret-

ton and Emsellem, 2004), investigating the use of nuclear magnetic resonance to

determine pore structures (Gallegos and Smith, 1988), formulating petrologic mixing

models (Albarede and Provost, 1977; Reid et al., 1973), and to address seismologic

inversion problems (Yagi, 2004). The method that is used to address these problems

must find the solution with non-negative components that minimizes the 2-norm of

the residual (see Equation 5.1).

Recent problems in rock magnetism have required solving systems of equations

with tens of thousands of variables (Weiss et al., 2007). When not restricted by

the limits of conventional computer systems and algorithms, these problems could

expand to hundreds of thousands of variables. Large problems of this nature require

significant computational performance without sacrificing numerical accuracy.

In this paper we discuss a new active set strategy for solving large non-negative

least squares (NNLS) problems. This method improves upon prior efforts by incor-

porating a more aggressive strategy for identifying the active set of constraints and

by improving upon the solution of the unconstrained least squares sub-problems by

using a method that can be efficiently implemented with great accuracy. We show

that this method dramatically outperforms two popular active set non-negative least

squares algorithms on a wide variety of test problems. With this improvement in per-

formance, the maximum problem size that can be handled is extended to the point

where previously unsolvable problems are now feasible.

When testing large systems, the time required to generate test matrices can far

outweigh the time spent using them for testing, in some cases ten-fold or more,

particularly when the matrices are very large (Frahm et al., In Review). By improving

the speed at which test matrices are generated, any numerical method requiring
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specific matrices will benefit.

To that end, we introduce the Singular Value Composition (SVC) algorithm. SVC

is a high-performance method to generate dense matrices with a specific condition

number. Even with our small test cases, we show that this Matlab implementation

of SVC significantly outperforms the equivalent Matlab function (MathWorks, 2011)

and, in certain cases, outperforms the equivalent native function from LAPACK (An-

derson et al., 1999). We expect this trend to continue, resulting in even higher

performance improvements for SVC as the matrix size increases further.

This paper provides a discussion of prior active set non-negative least squares

algorithms and test matrix generation in Section 5.2. The design of the SVC algo-

rithm is given in Section 5.3.1 and the design of the TNT algorithm is presented and

contrasted with existing NNLS solver strategies in Section 5.4. The methodology

used to test the SVC and TNT algorithms are discussed in Section 5.5 and results

are presented in Section 5.6. Finally, conclusions and future work are discussed in

Section 5.7.

5.2 Background and related work

5.2.1 Non-Negative Least Squares

The unconstrained least squares problem is frequently encountered, and its meth-

ods are applied in many fields. It is used by statisticians as a regression method (Lilja,

2000) and by scientists and engineers who develop models which describe measured

data with minimal error.

The NNLS problem is a constrained least squares problem that is encountered in

many science and engineering applications as discussed in Section 5.1. The NNLS

problem can be stated as

min||Ax− b||2, (5.1)

x ≥ 0,

where A is the matrix representing the system of equations, b is the solution vector

of measured data, and x is the vector of parameters obtained to best fit the solution

vector and minimize the 2-norm of the solution residual.

Active set strategies for the NNLS problem can be broken down into two basic

98



parts, 1) the strategy for identification of the non-negativity constraints which are

“active” and 2) the strategy for solving the unconstrained least squares sub-problem

for each choice of the active set of constraints. These two algorithmic pieces are

independent of one another and can therefore be discussed independently. Current

approaches to these two pieces of NNLS active set methods are discussed in Section

5.4.

In many applications of NNLS the maximum problem size that can be investigated

is limited by the algorithmic performance and the available computational resources.

One of the most widely used NNLS algorithms is the 1974 algorithm by Lawson and

Hanson (1995). Like most non-negative active set strategies, the Lawson and Hanson

NNLS algorithm attempts to find the non-negative solution by setting some variables

to zero. These are the variables in the active set, because their non-negativity con-

straints are “active”. At each iteration, variables with active constraints are removed

from the problem and an unconstrained least squares sub-problem is solved. The

Lawson and Hanson algorithm adjusts the active set by changing one variable per

iteration, which can result in extremely slow convergence on problems with many

variables.

The 1974 Lawson and Hanson NNLS algorithm is found in popular software pack-

ages such as the widely used computer algebra system Matlab, GNU R (Mullen and

van Stokkum, 2012), and scientific tools for python (scipy) (Jones et al., 2001–). It

is also encountered in reference literature as the method to solve non-negative least

squares problems (Aster et al., 2012; Parker, 1994; Xiong and Kirsch, 1992). The

prevalence of the Lawson and Hanson algorithm throughout the literature continues

to inspire new works focused on optimizing it algorithmically (Haskell and Hanson,

1981) and for special cases (Van Benthem and Keenan, 2004). Some of the improve-

ments have focused on reducing redundant calculations, while other improvement

efforts have focused on handling systems with multiple right hand sides. The fast

NNLS (FNNLS) algorithm developed by Bro and De Jong (1997) improves upon the

Lawson and Hanson algorithm not only by avoiding redundant computations but also

by loading an initial active set. Bro and Jong report FNNLS speedups over NNLS

ranging from 2x-5x using small real and synthetic test suites, and the performance

of their FNNLS algorithm is the baseline by which the performance of our new TNT

algorithm is evaluated.

Graphics Processing Units (GPUs) are a high-performance computing architecture
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that has recently been exploited to improve the run-time performance of Lawson

and Hanson type NNLS algorithms over comparable CPU implementations (Luo and

Duraiswami, 2011). The largest improvements in performance for the GPU algorithm

come with an increased number of right hand side (RHS) solution vectors (b, in

Equation 5.1), but when limited to solving a single RHS system the GPU algorithm

outperforms the CPU Lawson and Hanson algorithm by just 10% in one case, while in

other test cases the GPU implementation is significantly slower (Luo and Duraiswami,

2011). Like CPU implementations, the problem size that the GPU algorithm is

capable of solving is limited by the available memory. However, the amount of memory

available on a GPU is usually much smaller than the memory available to a CPU.

Recent GPU technology from NVIDIA enables the GPU to operate on data stored

in host CPU memory, but there is a performance penalty due to additional access

time. Despite this, GPUs offer an avenue for improving the performance of NNLS

algorithms for certain problems that should be investigated. However, here we focus

on fundamentally improving the performance (speed and accuracy) of the NNLS

method without invoking accelerators such as GPUs. It is worthwhile to note that the

algorithm introduced here appears to naturally lend itself to GPU implementations,

which would result in speedups that are in addition to the ones reported here.

5.2.2 Test Matrix Generation

Matrix generation utilities are commonly found in linear algebra suites. Both Mat-

lab and LAPACK include such routines with Matlab providing the gallery (Math-

Works, 2011) function with the randsvd method, and LAPACK providing dlatms (An-

derson et al., 1999). Both functions can create matrices with specified condition

numbers. However, the work that they perform scales at O(n3), consequently, these

methods are not desirable for creating large test matrices.

It is important to note that the purpose of the dlatms function was to act as a test

matrix generator to test and verify LAPACK libraries. It is unlikely that the original

authors of dlatms had a requirement to provide LAPACK users with a high-speed

matrix generator.

There is enough utility in existing test matrix generation routines that software

suites are built upon them to enable more convenient testing. For instance, Higham’s

Matrix Computation Toolbox (Higham, 2008) is built on Matlab’s gallery function.

Such routines are frequently used to generate test matrices for common numerical
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methods such as eigensolvers (Domas and Tisseur, 1997), Gram-Schmidt algorithms

(Rünger and Schwind, 2005), QR factorizations (Miyata et al., 2009), system solvers

(Erway et al., 2010; Frahm et al., In Review; Nguyen et al., 2011), and calculating

properties of matrices (Cheng et al., 2001; Galiántai, 2001). Furthermore, these

routines can be used as a stage in other matrix generation algorithms (Davies and

Higham, 2000).

5.3 Test Matrix Generation

5.3.1 Design of the SVC algorithm

Singular Value Decomposition (SVD) is a process where a matrix, M , is decom-

posed into USV T , a product of left (U) and right (V T ) unitary matrices and a diagonal

matrix (S) of the singular values. Multiplication by unitary matrices preserves the

singular values in the product M . We propose Singular Value Composition (SVC)

as a way to take left and right unitary matrices and a diagonal matrix of singular

values to generate a test matrix M . Our method does not explicitly compose left and

right unitary matrices. These matrices are implicitly generated by random row and

column rotations.

The SVC algorithm constructs a dense matrix, M , with a specific condition num-

ber, where every entry is a non-trivial linear combination of the singular values. The

condition number, κ, is derived from the singular values. Specifically, κ is the ratio

of the largest to the smallest singular values. Inputs to the SVC algorithm are κ, the

desired dimensions (rows vs. columns) of the resulting matrix, the mode that defines

the distribution of singular values, and a flag that specifies whether a symmetric ma-

trix is desired. There are six primary steps to the SVC algorithm: 1) Generating

the singular values, 2) placing the singular values from (1) on the diagonal of M , 3)

ensuring that the rows are greater than or equal to the columns of M while being

generated, 4) calculating each element of the n × n square region (Figure 5.1) by

random rotations of rows and columns such that each element is a linear combination

of every singular value, 5) performing 5 repetitions of rotations between the rows of

the lower p × n region (Figure 5.1) and random rows of the n × n square region, 6)

if necessary, M is transposed to meet the dimension parameters supplied to SVC.

These steps are explained in detail in the remainder of this Section and summarized

in Appendix A.
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Figure 5.1: The initial m× n matrix, M . The singular values lie along the diagonal
of the n× n region. The p dimension is m− n.

To construct M , given κ, SVC first generates a sequence of singular values accord-

ing to a defined distribution, or mode, with 1 as the largest singular value and 1/κ

as the smallest. As with the Matlab and LAPACK matrix generators, the common

modes that SVC is capable of producing are 1) a single large singular value and n−1

small singular values, 2) a single small singular value and n− 1 large singular values,

3) a geometric distribution of singular values, 4) an arithmetic distribution of singular

values, 5) a random sampling of singular values from the uniform distribution [1/κ,

1], and 6) accepting a user defined vector of singular values. To create the initial

structure of M , the singular values are randomly permuted and placed along the

diagonal.

M is temporarily transposed if it has more columns than rows and then trans-

posed back to the original aspect ratio after the SVC algorithm has completed. This

guarantees the m × n matrix, M , presented to the algorithm is square, or has a

greater number of rows than columns (Figure 5.1). This structure simplifies the SVC
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procedure by reducing the number of conditional statements.

The core operation of the SVC algorithm is Step 4, which performs orthogonal

rotations between the rows and columns of the n × n submatrix. These orthogonal

rotations are performed using random rotation matrices. In order to replicate charac-

teristics of dlatms and gallery, the random rotation matrices are constructed using a

random angle selected from the wrapped Normal distribution on the unit circle (Mar-

dia and Jupp, 2009), N (π/4, (π/24)2), bounded by (0, π/2). This angle defines θ in

the rotation matrix, R, where

R =

∣∣∣∣∣ cos(θ) −sin(θ)

sin(θ) cos(θ)

∣∣∣∣∣ . (5.2)

The rotation matrices, R, are left-multiplied for row rotations and right-multiplied

for column rotations. These operations are shown in Equations 5.3 and 5.4,

M[i,j],[p:q] =

∣∣∣∣∣ cos(θ) −sin(θ)

sin(θ) cos(θ)

∣∣∣∣∣×
∣∣∣∣∣ Mi,p Mi,p+1 ... Mi,q−1 Mi,q

Mj,p Mj,p+1 ... Mj,q−1 Mj,q

∣∣∣∣∣ , (5.3)

M[i:j],[p,q] =

∣∣∣∣∣∣∣∣∣∣∣∣∣

Mi,p Mi,q

Mi+1,p Mi+1,q

...
...

Mj−1,p Mj−1,q

Mj,p Mj,q

∣∣∣∣∣∣∣∣∣∣∣∣∣
×

∣∣∣∣∣ cos(θ) −sin(θ)

sin(θ) cos(θ)

∣∣∣∣∣ , (5.4)

using arbitrary indices i, j, p, and q. Row rotations are shown using rows i and j

and columns p through q and column rotations are shown using rows i through j and

columns p and q, respectively.

When Step 4 of the algorithm is complete, every element of the n× n submatrix

of M will be a non-trivial linear combination of every singular value. This is accom-

plished by rotations of columns and rows within recursive 2k sub-matrices along the

diagonal of the n× n submatrix containing the singular values.

The recursive 2k stage of Step 4 is accomplished with four nested loops. Top down,

these loops iterate over 1) block size, 2) the number of blocks, 3) row and column

pairs, and 4) row and column elements. Loop 1 starts by combining pairs of singular

values within 20 submatrices of the larger 2k submatrix. This combination, and all

thereafter, is performed using a rotation matrix of a random angle to rotate paired
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Figure 5.2: Illustrations of the SVC algorithm Step 4 for different values of n where
white elements are empty, light grey elements are unrotated singular values, and
dark grey elements are linear combinations of the the singular values. Examples
show that: n = 1) is trivial, n = 2) requires one rotation between the rows and
one between columns, n = 3) first handles the n = 2 case and then recurses on the
remaining diagonal region which is the trivial n = 1 case. Second, the results of
the recursion are combined with the rows and columns from the first step through
rotations. n = 4) first handles two n = 2 cases along the diagonal and then combines
those submatrices through row and column rotations to form the full square matrix.
There are no redundant rotations for n = 2k cases.

rows. The paired columns of the result are then rotated using a rotation matrix of a

different random angle. Explicitly stated, the first row rotation of the the first pair

of singular values along the diagonal is

M[0,1],[0:1] =

∣∣∣∣∣ cos(θ) −sin(θ)

sin(θ) cos(θ)

∣∣∣∣∣×
∣∣∣∣∣ σ1 0

0 σ2

∣∣∣∣∣ . (5.5)

The remaining consecutive pairs of 20 submatrices are combined through Loop 2 using

rotations across the rows and columns with rotation matrices of random angles. This

is repeated in Loop 1 until all consecutive pairs of 20 through 2k−1 submatrices are

rotated together. Upon completion of Loop 1, every entry of the 2k submatrix is a

non-trivial linear combination of the original singular values. A pseudocode listing of

this process is given in Listing 3 of Appendix A.
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Following the filling of the original 2k submatrix, the 2k step recurses on itself

to operate on the next power-of-two matrix along the diagonal in the remaining

(n − 2k) × (n − 2k) square region. This 2k-recurse-2k-recurse sequence is repeated

until all possible 2k submatrices along the n× n diagonal are filled.

The final step after the recursive call returns, is to rotate each row and column

of the 2k submatrix in the local call with the (n− 2k)× (n− 2k) submatrix returned

from the recursive call. To do this, each row and column of the local 2k submatrix is

rotated at a random angle with a random row or column of the submatrix returned

from the recursive call. A pseudocode listing of this recursive process is given in

Listing 2 of Appendix A. Examples for n× n matrices, where n = 1 through n = 4,

are shown in Figure 5.2. A larger example, where n = 11, is shown in Figure 5.3.

(A) (B) (C) (D)

(E) (F) (G) (H)

Figure 5.3: An example mixing of the singular values by recursive rotations on 2k

submatrices, in order from A to G. The darkly shaded areas indicate completely
mixed sub-regions. For the largest 2k submatrix, steps (A) through (D) show the
progression of mixing by row and column rotations between pairs of progressively
larger power of 2 submatrices along the diagonal. Steps (E) and (F) show the same
mixing happening as the algorithm performs the remaining 2k recursive calls along
the diagonal. Steps (G) and (H) show the submatrices returned from the recursive
calls being mixed by row and column rotations with the previous 2k submatrix. See
text for details.

After the n × n subregion of M is completely mixed, the remaining rows of M

need to be composed of non-trivial linear combinations of rows and columns from the

n× n subregion. Each of the remaining p rows are rotated with a random row from

the n × n subregion. Then, each column of M is rotated with a different random

column. To ensure the linear combinations in the remaining rows are non-trivial, the
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rotations on the remaining rows and the entirety of the columns are repeated five

times each, with different random selections in each iteration.

Finally, if M was initially transposed to ensure that the rows were greater than

the columns, it is transposed back to the original dimensions.

A pseudocode outline of the SVC algorithm is given in Appendix A.

5.3.2 Work Factor Analysis

The total work factor of the SVC algorithm can be obtained by summing the work

factors of its major steps: square rotations, combining the recursive rotations, and

rotations to fill the area outside of the n× n square.

To begin analyzing the work factor of the SVC algorithm we look at the inner-most

operation, which performs the rotations to populate square 2k submatrices. The four

loops (see Listing 3 of Appendix A) that comprise this function have an operation

count that totals

2n

log2(n)∑
i=1

2i, (5.6)

which reduces to

4n(n− 1). (5.7)

If M is not a 2k square matrix, then Equation 5.7 must be applied for each 2k

submatrix and summed. To fully populate the n× n region of M these submatrices

must be combined using rotations (Step 2.2, Listing 2 of Appendix A) which requires

4nk (5.8)

operations.

If n is expressed as a binary number, the values represented by ones indicate the 2k

square submatrices that must be considered. Assuming the binary representation of

n is all ones allows an upper bound of the work factor to be obtained. This treatment

yields a work factor, Ws, for the square n× n region of

Ws =

blog2(n)c∑
j=0

4(2j)(2j − 1) +

blog2(n)c∑
j=1

4(2j)(2j − 1), (5.9)

where the first term represents the work required to perform all of the necessary
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rotations and the second term represents the work required to perform all of the

necessary combinations of submatrices. By recognizing that submatrices with a size

of 1 (j = 0) require no rotation work, Equation 5.9 can be rewritten as

Ws = 8

blog2(n)c∑
j=1

(2j)(2j − 1). (5.10)

By treating this as a geometric series, Equation 5.10 can be simplified to

Ws = 8n2 − 13n+ 12. (5.11)

A comparison of this theoretical upperbound with the actual work factor of the SVC

algorithm is seen in Figure 5.4. The method used to determine the actual work factor

of the SVC algorithm is described in Appendix D.2.

Figure 5.4: A comparison of the actual work factor and the theoretical upperbound
of the work factor for square matrices where n ranges from 2 to 1024. Notice the
stepping that occurs when n = 2k + 1.

If M is not square, then the rows of the region outside of the n× n square region
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must be rotated with random rows within the n× n region in order to populate each

entry with a non-trivial linear combination of the singular values. The SVC algorithm

repeats these rotations five times, yielding

5 ∗ 2n(m− n), (5.12)

operations.

The total upper bound of the work factor for the SVC algorithm, Wu, is the sum

of the component work factors from Equations 5.11 and 5.12,

Wu =
(
8n2 − 13n+ 12

)
+ 10n(m− n), (5.13)

which is dominated by n2 work for near-square matrices and mn work for rectangular

matrices with large aspect ratios.

5.4 Non-Negative Least Squares Solver Strategies

5.4.1 Existing active set and least squares solver strategies

The 1974 Lawson and Hanson NNLS algorithm (Lawson and Hanson, 1995) takes

a conservative approach to finding the active set of constraints by testing one variable

per iteration. This can be time consuming for problems consisting of many variables.

The FNNLS algorithm of Bro and De Jong (1997) improves upon NNLS by introduc-

ing functionality to allow an initial “loading” of the active set. This allows the FNNLS

algorithm to set the initial feasible solution close to the actual solution. Although

the FNNLS algorithm will continue to modify the active set by one variable per iter-

ation, the total number of iterations that are required for convergence is reduced by

supplying an initial solution that is close to the actual solution.

Common strategies for solving the unconstrained least squares problem, Ax = b,

include the normal equations, the pseudoinverse, and methods using QR decompo-

sition (Golub and Van Loan, 1996; Press et al., 1992). The “normal equations” are

simply derived by looking for the values of x in

f(x) = ||Ax− b||2, (5.14)

where the gradient of f(x) is zero. Some linear algebra will show that the gradient
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of f(x) will vanish at a solution to the symmetric and positive semi-definite system

of equations

ATAx = ATb. (5.15)

While it is common to form the normal equations (Björck, 1996; Golub and Van Loan,

1996; Heath, 1984), using the normal equations directly requires the product ATA

to be computed. This product has a condition number, κ, that is the square of the

condition number of A, which will lead to excessive roundoff error in the numerical

values of ATA and x when the condition number of A is large.

Bro and Jong (Bro and De Jong, 1997) improved upon NNLS with FNNLS by

realizing that incremental changes in the active set did not require a complete recalcu-

lation of ATA. Large portions of ATA could be computed once and used repeatedly.

See (Bro and De Jong, 1997) and (Chen and Plemmons, 2009) for details.

A second approach to solving the unconstrained least squares problem involves

the pseudoinverse (Björck, 1996) of A. The pseudoinverse, A†, can be created by

first computing the singular value decomposition (SVD) of A, A = UΣV ∗. Then A†

can be computed as A† = V Σ−1U ∗. The solution to the unconstrained least squares

problem is simply x = A†b. While this is a simple and accurate approach, computing

the SVD can be computationally expensive.

Finally, the QR method requires the QR decomposition of A, where A = QR.

R is triangular, Q is unitary, and Q−1 = QT . This method uses these properties to

restate the least squares problem as QRx = b, which is solved by Rx = QTb.

See (Golub and Van Loan, 1996) for additional details. For problems where Q

is difficult to construct, least squares problems can still be solved by substituting

A = QR into the normal equations producing (QR)TQRx = ATb, which reduces

to RTRx = ATb. This approach to the normal equations avoids the numerical

difficulties involved in explicitly computing ATA. QR methods are often a good

compromise that provide good accuracy and good computational efficiency.

5.4.2 The design of the TNT algorithm

The TNT algorithm (Frahm et al., In Review) is a new step forward in solving

non-negative least squares problems. The TNT algorithm is an active set method

that is capable of solving large non-negative least squares problems much faster than

prior methods. TNT improves upon existing methods through intelligent construction
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and modification of the active set and through solving strategies for the central least

squares problem.

Due to the convexity (Boyd and Vandenberghe, 2004) of the least squares objective

function the TNT algorithm can take an “algorithmic license” to guess what variables

compose the active set. The suitability of the variables is determined by ranking them

by their gradients. Those variables with the largest positive gradients are tested by

moving them into the unconstrained set first. This allows the active set to be modified

by a large amount of variables in a single iteration. To contrast, other common active

set methods typically modify the active set by a single variable per iteration (Lawson

and Hanson, 1995; Bro and De Jong, 1997). The ability to modify the active set by

many variables in a single iteration allows the TNT algorithm to reduce to the total

number of iterations necessary for convergence.

To solve the core least squares problem the TNT algorithm uses the Cholesky

decomposition of the normal equations as a preconditioner to a left-preconditioned

Conjugate Gradient Normal Residual (CGNR) solver (Saad, 2003). The normal equa-

tions are used only as a preconditioner for CGNR, so the typical issues with numerical

error associated with the condition number, κ, are avoided. The number of iterations

in an unconditioned CGNR would be proportional to
√
κ (Jennings and Malik, 1978;

Paige and Saunders, 1975). However, the use of the Cholesky decomposition of the

normal equations as a preconditioner would, in the absence of roundoff error, allow

CGNR to terminate successfully in one iteration.

Full details of the TNT algorithm are given in (Frahm et al., In Review).

5.5 Test methodology

5.5.1 SVC

The SVC algorithm presented here is implemented in Matlab. To test for per-

formance the execution times of the SVC algorithm is compared to equivalent func-

tions from Matlab (gallery) and LAPACK (dlatms). Performance is reported as the

speedup SVC provides over the alternative algorithm, which is the ratio of the ex-

ecution time of the alternative algorithm to the execution time of SVC. The tested

distribution mode for the singular values is Mode 3 (geometric distribution). These

tests are performed using Matlab r2011b and LAPACK 3.4.2 on a host that is com-

posed of an Intel Core 2 Quad Q9450 at 2.66GHz and 8GiB of shared memory.
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The main test suites consist of three systems, underdetermined, square, and

overdetermined. The range of underdetermined systems is 100×n, where n varies

from 200 to 1000 in increments of 50. The range of square systems is n × n, where

n varies from 100 to 1000 in increments of 50. The range of overdetermined systems

is nx100 where n varies from 150 to 1000 in increments of 50. The condition number

does not play a role in execution time so an arbitrary condition number of 105 is used

for all tests. The recorded execution time from each test is the arithmetic mean of

ten individual executions. The variance in execution time across ten test cases was

negligible.

We also compare the growth rates of execution time between LAPACK and SVC

for square, power-of-two, matrices with dimensions ranging from 27 to 214. Matlab’s

gallery function is omitted from this comparison because it is prohibitively slow in

this range of matrix sizes.

It is important to note that our SVC algorithm was designed with the purpose of

creating matrices to test system solvers. To ensure the suitability of SVC for this pur-

pose we verify that matrices created with SVC can be solved appropriately with the

Matlab conjugate gradient routine (pcg) and with the Matlab pseudo-inverse (pinv).

Conjugate gradient solutions are sensitive to the condition number of the matrix

which makes them interesting as a test case for the SVC algorithm. The conjugate

gradient algorithm can actually be useful for solving dense systems of equations with

very low condition numbers (Frahm et al., In Review). To conduct this test, square

matrices from 100 to 1000 rows and columns are created in increments of 100 with

corresponding random solution vectors. These matrices are then solved using the

pseudo-inverse and the conjugate gradient methods. The execution times and resid-

uals of the solutions are then calculated and compared. From this analysis, matrices

generated with SVC were indistinguishable from matrices generated with LAPACK

dlatms, thus, for the purpose of generating matrices to test system solvers, SVC is

sufficient. However, we cannot exclude the possibility that the matrices produced by

SVC may not be appropriate in other application spaces. Although the individual ro-

tations are randomly generated the structure imposed by our recursive combinations

prevents the generation of truly arbitrary random matrices.
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5.5.2 TNT

The TNT algorithm is tested for performance and numerical accuracy using a

Matlab implementation. All tests include the Fast NNLS (FNNLS) and TNT al-

gorithms. The FNNLS Matlab function used throughout the tests is the reference

function from (Bro and De Jong, 1997), located at (Bro and Shure, 1996). These

tests are performed using Matlab r2011b on a host that is composed of Dual Intel six

core Xeon E5-2620 CPUs, each at 2.0 GHz, and 384GiB of shared memory.

The tests can be described using matrix terminology by viewing them in a space

where the number of rows (y-axis) and number of columns (x-axis) correspond to

the dimensions of the tests. The lower triangular portion of this space represents

overdetermined systems and the upper triangular portion represents underdetermined

systems, with the diagonal representing well-determined systems. This view of the

test space is seen in Figure 5.5.

Figure 5.5: The test space in (A) shows the split between overdetermined and un-
derdetermined regions above and below the diagonal, respectively. Well-determined
systems lie along the diagonal. The maximum dimensions of systems for this space are
5000×5000. The region outlined by the dotted line roughly indicates problem sizes
of prior studies. The regions indicating prior studies and the expanded 5000×5000
region are displayed in the expanded space in (B) by light and dark grey markers,
respectively. Circular markers along the diagonal of this expanded space indicate
additional tests showing the additional problems sizes that the TNT is capable of
handling beyond prior studies.

The first series of tests spans systems with dimensions of 200 × 200 to 5000 ×
5000, in increments of 200 for both rows and columns. A complete combination

of condition numbers (102, 105, and 109) and percentage of active constraints (5%,
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20%, and 50%) are tested. The systems for these tests are created with a specific

condition number using the Matlab gallery function and solution vectors are created

with the appropriate percentage of active constraints. This range of matrices is used

to test the effect of condition number and the percentage of active constraints on

performance (execution time) and accuracy. The reduction and expansion constants

used in the TNT algorithm for these tests are 0.5 and 2, respectively. These constants

are discussed further later in this Section and in Section 5.6.2.

Performance is reported as speedup of TNT over FNNLS, which is the ratio of

the FNNLS execution time over the TNT execution time (tFNNLS/tTNT ). Numerical

accuracy for all tests is reported as the solution error, which is calculated using the

2-norm of the solution residual (||b−Ax||2).
The NNLS solver included with MATLAB (lsqnonneg, which is the 1974 algorithm

by Lawson and Hanson) is not included in the comprehensive tests because it was

consistently outperformed by both FNNLS and TNT, while being prohibitively slow

for larger systems. For example, to solve 2000x2000 and 3600x3600 systems lsqnonneg

required 2.5 and 25 hours, respectively, while TNT only required 2.5 and 14 minutes,

respectively. The original implementation of the Lawson and Hanson NNLS algorithm

has been excluded from other studies (Kim et al., 2010) due to its prohibitively slow

performance characteristics.

The convergence of the TNT algorithm is analyzed by varying the constants that

govern the number of variables that are added to and removed from the active set.

This analysis uses two tests: one that varies the reduction constant and one that

varies the expansion constant. When holding the expansion constant fixed at 1.5, the

reduction constant is varied from 0.1 to 0.9 in increments of 0.1. When holding the

reduction constant fixed at 0.5, the expansion constant is varied from 1.1 to 1.9 in

increments of 0.1. These tests solve a 1500× 1500 system, where κ = 109 and 50% of

the solution variables require an active constraint.

Using the results from the analysis of the reduction and expansion constants we

test n×n square matrices where n is 10000 through 25000 in increments of 5000 using

a high condition number (κ = 109) as well as 5% and 50% active constraints. Each of

these tests is repeated five times and the arithmetic mean of the five execution times

is used to report speed up over FNNLS. This test shows a general performance trend

for square matrices beyond the 5000× 5000 square test region.

The final test that is performed compares FNNLS and TNT through solving an
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extremely large (by current standards) 45000 × 45000 system. This test performs a

complete combination of condition number and negativity constraints where κ is 102

and 109 and active non-negativity constraints of 5% and 50% are applied.

5.6 Discussion of results

5.6.1 SVC

In our small test suite SVC outperforms Matlab in all cases, especially as the

matrices grow larger. These results can be seen in Figure 5.6. In the tested range

SVC achieves a speedup of approximately 11x at the largest sizes for both under

and overdetermined test cases. However, SVC performs particularly well for tests of

square matrices. This is because square matrices represent the best input conditions

for SVC since Steps 3, 5, and 6 (see Listing 1 of Appendix A) are not performed.

This effectively reduces the algorithm to recursive rotations of 2k sub-matrices. For

square matrices, SVC achieves a speedup of 200x over Matlab. The most important

conclusion from Figure 5.6 is the growth of the work factors displayed in Figure 5.7.

Notable peaks appear in the SVC-LAPACK square test results. These peaks are

very near powers of two. These performance peaks occur for SVC at square, power of

two, matrices for two reasons: 1) Steps 3, 5, and 6 of the SVC algorithm (see Listing

1 of Appendix A) are not performed due to the square dimensions of the matrix, and

2) having a power of two dimension means that the 2k recursive rotations step will

not have to recurse. Similar features exist in the curve illustrating SVC speedup over

Matlab but the peaks near 256 and 512 are not as apparent due to the scale of the

plot.

The suitability of SVC for the generation of large, square matrices is demonstrated

by comparing the growth rates of execution times for LAPACK and SVC. When

comparing these growth rates, it is seen that SVC exhibits a lower growth rate, as

shown in Figure 5.7. The measured slope of the dlatms function from LAPACK is

3.0002 while the measured slope of SVC is only 2.0001. These slopes are the empirical

basis for our claims that existing methods have work factors that grows at O(n3) while

the SVC algorithm has a work factor that grows at O(n2). For the largest square

matrices tested to produce Figure 5.7, SVC exhibits 90x speedup over LAPACK.
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Figure 5.6: Speedup results for the Matlab implementation of SVC vs. the Mat-
lab gallery function and a native LAPACK dlatms function, in the left and right
columns, respectively. In order, the rows correspond to the underdetermined, overde-
termined, and square tests. Note that for this small range of underdetermined and
overdetermined comparisons against LAPACK show slowdown for SVC.

5.6.2 TNT

Results from the tests described in Section 5.5.2 are discussed in the remainder of

this Section in terms of execution time, error, convergence, and scaling.

115



Figure 5.7: Execution times of LAPACK and SVC when generating square, power-
of-two matrices. The measured growth rates are 3.0002 and 2.0001, respectively.

Execution Time

Speedup results for tests of the three condition numbers are grouped by low (5%),

medium (20%), and high (50%) active constraints. These results are shown in Figure

5.8 where each group comprises a speedup surface for the test region (Figure 5.5)

composed of 625 individual tests and a cross-section view of the surface with five

transects at 1000 row increments.

These results show that TNT outperforms FNNLS for almost all matrix dimen-

sions tested. TNT does not outperform FNNLS (speedup ≤ 1) when one or both of

two primary features describe the system of equations: 1) the system of equations is

small, meaning that at least one dimension is on the order of 102 and 2) the system

of equations is very ill-conditioned and underdetermined.

When the system of equations is small the performance of the TNT and FNNLS

algorithms cannot strongly differ. If the system is sufficiently small the time spent by

TNT to intelligently construct the active set is detrimental to the point of mitigating
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κ = 102 κ = 105 κ = 109

5%

20%

50%

Figure 5.8: Speedup results are shown for a complete combination of negativity con-
straints (vertical axis) and condition numbers (horizontal axis). The top member of
each entry shows a top down view of the performance surface and the bottom member
of each entry shows five profile slices at 1000 row increments.
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the benefits provided by the PCGNR least squares solver. For the systems tested,

this effect limits the performance of the TNT algorithm to roughly the same level of

performance as the FNNLS algorithm.

A system of equations that is ill-conditioned and underdetermined requires so-

lutions to many difficult systems. Underdetermined systems can have an infinite

number of valid solutions. The TNT algorithm spends more time evaluating the so-

lution space to find a valid solution because the gradient does not always provide an

accurate prediction when the system is ill-conditioned. This additional time spent

evaluating the underdetermined solution space reduces the performance of TNT in

some of these underdetermined regions when compared to FNNLS.

An additional feature present in these results is a distinct difference in performance

that is a consequence of the aspect ratio of the system of equations being solved.

This difference frequently appears as a “step” that occurs at the diagonal of the tests

in Figure 5.8. Overdetermined and well-determined systems have unique solutions

which allow the TNT algorithm to quickly evaluate the solution space. This yields

a particular increase in performance for the TNT algorithm in this region relative to

the performance of FNNLS.

It is easy to observe that the tests using a high condition number (κ = 109) do

not exhibit performance surfaces that are similar to the characteristic performance

surfaces seen in the tests using smaller values for κ. It is important to note that

high condition numbers make it difficult for TNT to accurately predict what vari-

ables should be constrained in the active set. This property leads to the damping of

performance, particularly in the overdetermined and well-determined regions, where

TNT would receive the most benefit of the guess. This damping diminishes the char-

acteristic step in the performance surfaces seen in the tests using smaller values of κ

resulting in the “flattened” performance surfaces in the high condition number tests.

It is important to note that the performance of TNT relative to FNNLS increases

with the size of the system it is solving. While the difference in performance for

current problems might be considered small for some of these tests (speedups of less

than five in some instances), the large problems that will need to be addressed in the

near future will benefit from the enhanced performance of TNT.
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(A)

(B)

Figure 5.9: Histograms of log10 of the absolute value of the solution error for overde-
termined and well-determined tests (A) and underdetermined tests (B). FNNLS error
is black and TNT error is gray. TNT error is never more than the FNNLS error for
overdetermined and well-determined tests and it is lower on average for underdeter-
mined tests.

Error

Histograms of log10 of the absolute value of the solution error for all tests are

shown in Figure 5.9, where the 2-norm of the residual, ||b − Ax||2, for each test
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is used to calculate the solution error. Separate histograms are shown for overdeter-

mined and well-determined tests (Figure 5.9A) and for underdetermined tests (Figure

5.9B). Two features are notable when comparing the FNNLS and TNT results: 1)

there are minimal differences in the error distributions between FNNLS and TNT for

overdetermined and well determined tests and 2) the error in the underdetermined

region is typically lower than the error in the over- and well-determined regions for

FNNLS tests.

Feature 1 is not unexpected as overdetermined and well-determined systems have

a unique solution that both algorithms should produce. Figure 5.9A shows that the

TNT and FNNLS solution errors are comparable and any differences are attributable

to machine roundoff error.

Feature 2 is likewise not unexpected for underdetermined systems since there can

be an infinite number of feasible solutions. For underdetermined systems, the TNT

solution error is typically less than the FNNLS solution error. The TNT solution

error is only greater than the FNNLS solution error in just one percent of the under-

determined tests.

TNT produces solutions with small norms by default. When an infinite number of

solutions exist, as in underdetermined systems, it is customary to choose a solution

that has a small norm since solutions with small norms can also be described as

solutions with low energy states. This is a justifiable design decision due to the

physics of real world problems where solutions corresponding with low energy states

are often desired. Each time that TNT starts the CGNR algorithm it is initialized at

the origin, which naturally produces solutions with small components. Other active

set methods have no such constraints inherent to their design. This additional design

decision allows the error distribution of the TNT algorithm to differ from the FNNLS

error distribution in a manner that is beneficial to the solution.

Convergence

The convergence of TNT is dependent on the reduction and expansion constants

governing the control of the active set. To examine this convergence behavior, a

1500 × 1500 system of equations, where κ = 109 with 50% active constraints, is

solved using different combinations of reduction and expansion constants.

Varying the reduction constant between 0.1 and 0.9 in increments of 0.1 and

holding the expansion constant fixed at 1.5 yields a large amount of variation in total
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(A)

(B)

Figure 5.10: Total inner loop iterations to convergence due to variations in the re-
duction constant and the expansion constant. In (A) the expansion constant is fixed
at 1.5 and the reduction constant is varied. In (B), the reduction constant is fixed at
0.5 and the expansion constant is varied.

inner loop iterations to convergence (Figure 5.10A). A large amount of this variation

occurs when the reduction constant is greater than 0.5. The step from 0.5 to 0.6

incurs a penalty of 60 additional inner loop iterations to convergence. Tests using

reduction constants greater than 0.5 require at least three times more total inner

loop iterations to reach convergence than tests using a reduction constant less than

0.5. The opposite test, holding the reduction constant fixed at 0.5 and varying the

expansion constant between 1.1 and 1.9 in increments of 0.1, produces a much smaller
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variation in total inner loop iterations to convergence (Figure 5.10B).

The reduction constant has the greatest effect on total inner loop iterations to

convergence, spanning more than 80 iterations (Figure 5.10A). The expansion con-

stant does not have as great of an effect, exhibiting a range of just over 5 total inner

loop iterations to convergence (Figure 5.10B). Although these are simple tests and

analyses of the effect of the reduction and expansion constants, they indicate that

an acceptable value for the reduction constant lies in the range of [0.1, 0.5] and that

the expansion constant does not have much effect in the range [1.1, 1.9]. The results

of these tests indicate that to reduce the total number of inner loop iterations to

convergence, reasonable values for the reduction and expansion constants would be

0.2 and 1.2, respectively.

Performance Trends

(A) 5% negativity (B) 50% negativity

Figure 5.11: Performance trends of speedup beyond the original 5000 × 5000 tests
(dotted lines) are shown for square systems from 10000× 10000 to 25000× 25000 in
increments of 5000 (solid line with circle markers) where κ = 109 using 5% (A) and
50% (B) active constraints.

The performance behavior of TNT is tested for square matrices beyond the original

5000 × 5000 test region in increments of 5000 up to 25000 × 25000 matrices. The

speedup provided by using TNT over FNNLS for these square matrices is shown

in Figures 5.11A and 5.11B, where κ = 109 and active constraints (non-negativity)

of 5% and 50% are applied, respectively. These results show consistent growth in

performance as the size of the square matrices increases. It is important to note that

this trend comes from sparsely sampled data as the performance space in this figure is
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comprised of just four data points beyond the 5000×5000 region. A densely sampled

test may produce results that reveal more details of this behavior.

E
x
ec

u
ti

on
T

im
e

(s
)

S
p

ee
d
u
p

κ = 102 κ = 109

Figure 5.12: Execution times (first row) and speedups (second row) are shown for
large (45000 × 45000) systems where κ = 102 (first column) and κ = 109 (second
column). Active constraints (non-negativity) of 5% and 50% are applied for both
condition numbers. For these large tests the TNT algorithm always outperforms the
FNNLS algorithm, by more than 50× in three cases with a maximum of 157×.

When solving the extremely large (45000 × 45000) systems, TNT outperforms

FNNLS by at least an order of magnitude (Figure 5.12). When FNNLS was used

to solve these large systems, the arithmetic mean of the execution time required was

6.63 days of continuous compute time. The arithmetic mean of the TNT execution

time for the same tests was 2.45 hours. This is an average speedup of 65×.

This represents a drastic shift in wait times, from FNNLS which requires more

than a work-week to solve such a system, to TNT where multiple, “same workday”,

results are possible. Stated slightly differently, for systems of this scale TNT could

potentially accomplish in a single day what might require more than a month to
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accomplish with FNNLS. The implications of these trends hold promise for the types

of large science and engineering problems involving NNLS algorithms that may be

addressed.

When looking beyond the average performance of these algorithms, it is seen that

there is a slight reduction in the relative performance gain of the TNT algorithm

when the condition number is increased. Again, it is important to remember that

high condition numbers make it difficult for the TNT algorithm to accurately predict

what variables should be members of the active set. Additional tuning of the reduction

and expansion constants could prove beneficial in this regard.

The appropriate settings for the reduction and expansion constants are problem

specific. For certain problem types the optimal reduction and expansion constants

might be obtained using common optimization routines.

5.7 Conclusions and future work

In this paper we present the SVC algorithm for fast generation of matrices with

specific condition numbers and the TNT algorithm for solving non-negative least

squares problems.

In our small test suite, the SVC algorithm outperforms Matlab in every case. It is

also shown that the SVC algorithm is especially well suited for producing large, close

to square, matrices where the algorithm is effectively reduced to Step 4 (see Listing 1

of Appendix A), the 2k recursive rotations. SVC also outperforms a native LAPACK

implementation for square matrix test cases for this reason. A native implementation

of SVC would likely yield increased speedup over LAPACK for many test cases.

The growth rates of the execution times for LAPACK and SVC illustrate the

suitability of SVC for large, square problems. These results show that for square

problems, the run-time of SVC has growth rates that are near the square of the

problem size whereas the run-time of LAPACK has growth rates near the cube of the

problem size. Many numerical methods requiring dense test matrices with specific

condition numbers stand to benefit by using SVC. Existing test suites can make

immediate use of SVC by simply replacing the existing matrix generation call. Matlab

code for the SVC algorithm is available from the University of Minnesota.

SVC could also act as a replacement for future test matrix suites. The work factor

of SVC is effectively the same as reading a matrix from disk. By simply storing seeds
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for random number generators the storage requirements of test matrix suites can be

drastically reduced while maintaining dependable test matrix production.

We plan to continue investigating the performance potential of the SVC algorithm

by implementing it in parallel and by extending it to sparse matrices.

The TNT algorithm is shown to typically outperform FNNLS (Bro and De Jong,

1997) both in terms of execution time, and solution accuracy. The trends in the

TNT performance curves show that performance increases as matrix size increases,

providing up to 180× speedup in these tests. While some of the speedup provided

by TNT is relatively low (≤ 5×), TNT should be able to provide additional perfor-

mance as problem sizes become much larger in the near future. TNT provided more

than 150× speedup for some of the large test cases in this study. The errors of the

solutions found by TNT are typically equal or multiple orders of magnitude smaller

than those found by FNNLS. As previously stated, the original Lawson and Hanson

NNLS algorithm (Lawson and Hanson, 1995) is not used for comparison due to its

prohibitively poor performance.

We plan to continue developing TNT to incorporate techniques for solving sparse

systems, as well as regularization methods. Both techniques will be investigated

in terms of performance and accuracy. Additional work will be done to examine

methods for enhancing the current active set strategy by providing it with higher

quality “guesses” of the active set, particularly at high condition numbers. A more

in depth analysis of the complex effect of the reduction and expansion constants

governing the active set is also warranted. At present, these constants should be

considered to be problem specific tuning parameters.

Additional avenues for enhancing performance will also be investigated. Native

implementations of many of the linear algebra routines used in the TNT algorithm

will be analyzed for potential performance enhancement. We will also investigate the

performance benefit of implementing the TNT algorithm using parallel and accelera-

tor hardware, such as GPUs.

Finally, we plan to apply the TNT algorithm to real world problems using natural

systems to demonstrate the performance benefits it provides. Natural systems pro-

viding, until now, prohibitively large data sets, such as the rock magnetism inversion

problem presented in (Weiss et al., 2007), are of particular interest.
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Chapter 6

Run-time Autotuning for

Performance Using Applied

Geophysical Inverse Theory

This chapter is composed of one publication currently in preparation:

J.M. Myre, D. Lilja, M.O. Saar, Run-time autotuning for performance using

applied geophysical inverse theory. In Prep.
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It is common for Scientists and Engineers to use inversion methods to find well

fitting models of physical systems. It is often necessary to perform many model

simulations to effectively characterize these systems. The performance of the model

implementation is of critical importance in this situation as execution time can be a

prohibitive factor in effective system characterization. Enhancing simulation perfor-

mance on heterogeneous systems presents a particularly difficult problem as scientists

and engineers may not divert resources from their research to understanding and op-

timizing codes for heterogeneous computing systems.

To enable scientists and engineers to keep focus on their primary research, this

study applies the same inverse theory used to find well fitting physical models as an

optimization method for tuning the applications on heterogeneous computing sys-

tems. We show that geophysical inverse theory can be used to perform run-time

autotuning of common computational kernels to determine the optimal usage of the

heterogeneous computing system. The optimal run-time configuration can provide

up to 16× speedup compared to non-optimal configurations.
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6.1 Introduction

The primary interest of many computational scientists and engineers is the out-

come of their computational models. The task of understanding and accounting for

high performance computer architectures is necessary to enhance the performance of

computational models in order to produce results in a timely manner. However, for

many researchers this task is a distraction from the scientific and engineering models

that were the original focus of the research.

To be practically useful, scientific and engineering studies often require model-

ing and analysis of many different scenarios which requires exploring large parameter

spaces, analyzing parameter uncertainties, finding optimal models, and utilizing other

inverse modeling techniques (Parker, 1994). Running just one simulation is insuffi-

cient to understand the dependence of emerging patterns and scientific laws on the

underlying parameter space.

The onset of heterogeneous computing compounds this task. The difficult task

of code optimization was previously restricted to handling the non-trivial space of

different CPUs from multiple manufacturers and various interconnection networks.

Heterogeneous computing has expanded this space to include Graphics Processing

Units (GPUs), the IBM Cell Broadband Engine, and Field Programmable Gate Ar-

rays (FPGAs). With the expansion of the machine space available for computational

science, the time required to cope with the complexity of optimizing codes has grown

accordingly.

This study presents the application of inverse modeling tools to computational

kernels to obtain well performing running configurations. These are the same in-

verse modeling tools used by scientists and engineers to characterize physical systems

These running configurations describe well performing combinations of typical ma-

chine parameters, such as CPUs, GPUs, and number of threads. Using these inverse

methods to approach optimization reduces the burden of handling the complexity of

code optimization within a heterogeneous computing system.

This paper provides an overview of heterogeneous computing in Section 6.2. Com-

mon inversion methods used to characterize physical systems are outlined in Section

6.3. The suitability of these inversion methods for application in machine space to

optimize machine performance metrics is covered in Section 6.4. Three case studies

where inversion is applied to optimize machine metrics are described in Section 6.5

and results are discussed in Section 6.6. Conclusions and future work are presented
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in Section 6.7.

6.2 Heterogeneous Computing

Driven primarily by Moore’s Law, computer systems have seen dramatic improve-

ments in performance over the past several decades. Recently, however, manufacturers

have been unable to continue increasing performance by simply increasing the proces-

sor’s clock rate (Hennessy and Patterson, 2007). Instead, they have been moving to-

ward multiple computational cores on a single chip (Asanovic et al., 2006) to increase

computational performance. Additionally, numerous computational accelerators have

been introduced into the market to serve as specialized co-processors to a general-

purpose processor to provide substantial performance improvements for specific types

of applications. Large computational clusters of these special-purpose accelerators

have offered great potential as computing systems. Such systems include the Na-

tional Center for Supercomputing Applications’ Lincoln Tesla GPU cluster (NCSA,

2009) and Los Alamos National Laboratory’s Roadrunner IBM Cell cluster (Barker

et al., 2008), the worlds first petaflop computer.

The High-Performance Computing (HPC) community has acted as interested

adopters of special purpose accelerators, particularly GPUs, with good returns. It is

seen that two of the top ten super computers on the Nov. 2012 Top500 list incorporate

GPUs, one of which holds the 1st position (top500.org, 2011).

One of the key difficulties in exploiting heterogeneous systems is that the high

performance of accelerators comes at the expense of programmability. For example,

porting code to run on accelerators, such as a GPU or CellBE, requires the pro-

grammer to simultaneously trade-off, in non-obvious ways, several parameters, such

as the granularity of parallelism, register utilization, the distribution of data across

memory, and the synchronization of processing cores within the accelerator and with

the CPU. Adding to this complexity is the lack of agreement on a uniform program-

ming model for accelerators. A variety of Application Programming Interfaces (APIs)

have been proposed or implemented for different domains, such as NVIDIA’s CUDA

programming tools, the API from RapidMind, Microsoft’s Bulk-Synchronous GPU

Programming tool, IBM’s Software Development Kit (SDK) for the CellBE (IBM,

2007), and the OpenCL (Khronos OpenCL Working Group, 2009) standard currently

being developed. While these efforts are a definite improvement over prior custom
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solutions, they tend to be low-level, overly focusing on the underlying architecture

of the corresponding accelerators, which limits their broader use. Because of this

complexity, application programmers may need to develop a unique version of their

code for each architecture available in the heterogeneous system.

Developing and analyzing computational codes by focusing on individual low level

architectures provides a high potential for performance gains. However, such an ap-

proach comes with a high learning curve. In a heterogeneous system where multiple

accelerators are present, each with a different learning curve, an optimal application

code providing maximum performance becomes secondary to a functional application

code that provides acceptable performance. As such, the necessity of understanding

and addressing multiple low-level APIs in a heterogeneous system is a severe imped-

iment to application implementation for scientists.

This study addresses the difficulty that scientists and engineers encounter when

analyzing heterogeneous systems to determine the optimal computational units for

executing a specific kernel. We use techniques developed in the field of geophysi-

cal inversion (Aster et al., 2012; Parker, 1994) to perform run-time autotuning of

computational kernels. Upon completion of run-time autotuning an optimal machine

configuration to maximize performance is determined. This machine configuration

can describe which computational units of the heterogeneous systems should be used

during execution as well as other discrete aspects of the computational kernel, such as

vector width or internal solver methods. Once this machine configuration is obtained

it can be used thereafter to execute the kernel.

6.3 Common Inversion Methods

Inverse methods are commonly applied to physical models and measurements to

determine the model parameters that produce the solution that most closely matches

the measurements. This arrangement can be described as:

f(x) = d, (6.1)

where f is the physical model, d is the vector of measurements, and x is the vector

of model parameters that must be obtained to produce a solution that minimizes the

error with d.

Physical inverse theory has produced methods to address linear and non-linear
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systems. As computer systems are highly non-linear systems, methods covered in the

remainder of this Section will all be common non-linear methods. In order, these

methods include non-linear conjugate gradient, the simplex method, and simulated

annealing.

6.3.1 Non-Linear Conjugate Gradient

The non-linear conjugate gradient (NLCG) method is a classic descent method,

meaning that it searches for optimal parameter sets by descending towards a solution

along the gradient of the result space in successive conjugate directions (Shewchuk,

1994).

As with all descent methods, the primary goal of performing an inversion with

the NLCG method is to perform an intelligent descent towards a minimum misfit.

The NLCG descent begins at an arbitrary point selected at random or according

to a priori knowledge. The gradient of the parameter space is taken at the point.

The point of minimum misfit along the gradient is found by performing a line search

along the direction of descent. The operational point is updated to the point of

minimum misfit along the line of steepest descent and the process begins to iterate,

with one exception. After the first iteration the steepest descent is not necessarily

the search direction any more. The scalar value, β, is used to calculate the current

search direction by balancing the previous search direction and the current steepest

descent. Two options exist for the calculation of β, neither clearly outperforming the

other for all criteria. These options are the Fletcher-Reeves and the Polak-Ribière

methods,

βFR(i+1) =
rTi+1r(i+1)

rT(i)r(i)
(6.2)

and

βPR(i+1) = max

(
rTi+1(r(i+1) − r(i))

rT(i+1)r(i)
, 0

)
, (6.3)

respectively. The Fletcher-Reeves method will converge given correct initial condi-

tions, while the Polak-Ribière method can infinitely cycle, under certain conditions,

without converging. In most cases the Polak-Ribière method converges more quickly.

Conveniently, convergence of the Polak-Ribière method can be guaranteed by setting

βPR = max
(
βPR, 0

)
. This modification essentially restarts the NLCG method if

βPR < 0.
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Once a supplied tolerance or maximum of iteration count is reached, the NLCG

method ends. It should be noted that NLCG will not necessary descend to the global

minimum of the space. NLCG will descend towards a local minimum but can “break

out” if the convergence criteria are not reached.

6.3.2 The Simplex Method

The simplex method evaluates a parameter space using an N -dimensional poly-

tope. The Nelder-Mead method is downhill optimization method and a popular

implementation of the simplex method for non-linear problems (Nelder and Mead,

1965; Kolda et al., 2003). Oftentimes the polytope is referred to as an amoeba due to

the shape it takes in the parameter space. Simple rules are used to “move” the poly-

tope throughout the parameter space. These rules include expansion, contraction,

reflection, and reduction.

The simplex method is straight forward to implement and can easily handle con-

straints. However, the simplex method may not be as fast as alternative methods

and convergence is not guaranteed (McKinnon, 1998).

6.3.3 Simulated Annealing

The simulated annealing method is based on the physical process, annealing, en-

countered in metallurgy and materials science. During a physical annealing process,

a material is heated to point where its atoms are allows to redistribute to a lower

energy state, thus removing defects and dislocations. The degree of redistribution is

controlled by the cooling rate that the material is subjected to.

The simulated annealing method emulates this process using a mathematical ob-

jective function as a measure of energy (Kirkpatrick et al., 1983; C̆erný, 1985). Given

sufficient time to cool, the simulated annealing method is guaranteed to find the

global optimum (Granville et al., 1994), although this is equivalent to a complete

search of the space. Convergence to the global optimum for short cooling rates is not

guaranteed.
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6.4 Applying Inversion in Machine Space

Inversion methods can be applied in machine space to optimize the running con-

figuration of a program. This running configuration defines the components of the

computer (CPUs, GPUs, numbers of threads) to use, how data should be distributed

(uniformly, by device capacity, by device bandwidth, etc.), and tune-able algorithm

parameters (e.g., the reduction and expansion constants used by the TNT algo-

rithm (Frahm et al., In Review)). This problem can be stated as:

f(x) = d, (6.4)

where f is the computational kernel or function to optimize, x is the vector of machine

space parameters, and d is an objective measure of performance (execution time,

power usage, or computational throughput for example).

Classic inversion methods were developed to address physical problems where

the model parameters are typically real (floating point) numbers. Computer system

configurations cannot be appropriately described using real numbers. For instance, a

computation kernel cannot be executed using 0.43 CPUs, 1.72 NVIDIA GPUs, and

2.45 AMD GPUs. The mathematics governing most of the classic inversion methods

are not applicable due to the nature of computer systems. For this reason the NLCG

and simplex methods are easily eliminated as optimization routine candidates. To

properly perform machine space inversions integer programming, where parameters

must be integers, has to be considered.

Two of the most frequently used and well developed integer programming tech-

niques are branch-and-bound (Land and Doig, 1960) and branch-and-cut (Stubbs and

Mehrotra, 1999). However, these methods require the use of floating point parameters

to obtain initial and intermediate solutions. The inclusion of floating point numbers

renders these methods unsuitable for run-time autotuning for the same reason that

the NLCG and simplex methods are found unsuitable.

Simulated annealing, although a heuristic method, is a straight-forward optimiza-

tion routine candidate for run-time auto-tuning to determine near-optimal machine

configurations. The term near-optimal is used as it is impossible to ensure that con-

straints applied to the simulated annealing method, along with its stochastic nature,

will produce the absolute global performance optimum. However, for the remainder

133



of this paper the term “optimal” will be used to describe the highest performing run-

time configuration determined by the simulated annealing method, understanding

that the configuration is acceptably optimal for many scientists and engineers.

By using simulated annealing it is trivial to implement constraints as well as

mixing integer and floating point parameter types. Mixing parameter types becomes

necessary when tuning algorithm parameters are floating point as part of the machine

configuration.For the remainder of this paper the simulated annealing method will be

the optimization routine used to determine well performing machine configurations

for the case studies in Section 6.5.

6.5 Case Studies and Methodology

To demonstrate the applicability of geophysical inversion methods to optimizing

the performance of accelerator codes on heterogeneous systems we use five represen-

tative test codes. These test codes represent common computational routines that

could benefit from special purpose accelerator devices. For each test case, we use the

simulated annealing method to obtain machine configurations where execution time

is used as the objective measure of performance.

These case studies include vector addition, matrix multiplication, tridiagonal sys-

tem solvers, radix sort, and Black-Scholes options pricing. The options used for each

of these studies are shown in Table 6.1.

Vector Addition 220 elements
Matrix Multiply A(800 x 1120), B(1200 x 800), C(800 x 800)
Tridiagonal
Solver

214 128× 128 systems

Radix Sort 225 elements
Black-Scholes 4× 106 options, R = 0.02, V = 0.30

Table 6.1: Configurations used for the tested case studies.

Vector addition and matrix multiplication are common basic linear algebra opera-

tions. Vector addition performs an element-wise addition of two vectors of equivalent

length. The matrix multiplication case study performs the operation AB = C, where

the dimensions of A, B, and C are m× n, n× p, and m× p, respectively. Strassen’s

matrix multiplication algorithm (Strassen, 1969) is used to perform this operation.
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Solving tridiagonal systems of equations requires more advanced linear algebra.

This case study implements parallel cyclic reduction, cyclic reduction, and sweep

methods (Zhang et al., 2011, 2010). The popular SPIKE algorithm (Chang et al.,

2012; Polizzi and Sameh, 2006) is not implemented as it has been shown to be slower

than the aforementioned methods (Myre et al., In Prep.a).

Radix sort is a fast parallel sorting algorithm that relies on binning of elements

by bit significance instead of direct comparison (Kumar et al., 1994, Section 9.6.2).

Over the course of the algorithm the number of bins is reduced through the process of

combining elements into bins by the presence of active bits in the current significance

position (an active bit would be a 1).

The Black-Scholes model for options pricing provides a partial differential equa-

tion for the time evolution of the value of European options (Black and Scholes,

1973). The NVIDIA OpenCL implementation of the Black-Scholes PDE depends

on the number of options, the compound interest rate (R), and the volatility of the

underlying stock (V ).

INTEL CPUs NVIDIA GPUs Miscellaneous

Vector
Addition

X X Number of Threads

Matrix
Multiply

X X Number of Threads

Tridiagonal
Solver

X X Solver Algorithm

Radix Sort X X Number of Threads

Black-
Scholes

X X Number of Threads

Table 6.2: Configurations used for the tested case studies.

All tests are set up to make all devices present in the system available for forming

machine configurations. These devices are two NVIDIA GPUs and one Intel CPU.

Multi-device tests (vector addition and matrix multiply) determine the best perform-

ing machine configuration that can be composed of any combination of those devices.

Single device tests (tridiagonal solver, radix sort, and Black-Scholes) determine the
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best performing device for the test from the devices that are presented

An additional parameter is used for each test to present a three dimensional

optimization space, where the first and second dimensions are represented by NVIDIA

and Intel devices, respectively. Excluding the tridiagonal solver, all tests use the

number of operating threads as the third dimension. The number of operating threads

is always considered to be 128p, where p is between 1 and 10. The tridiagonal test

is unique among these tests as multiple types of solver algorithms are available. By

treating the algorithm types as an additional parameter to compose the machine

configuration, the best performing combination of devices and solver algorithm can

be determined. The dimensions used for each test case can be found in Table 6.2.

All case study implementations are tested using a host computer composed of one

Intel Core2 Quad-core CPU at 2.66GHz, and 8GiB of shared memory. Attached to

this host are two NVIDIA 8800 GTX GPUs of compute capability 1.0. The host code

is compiled using the GNU g++ compiler version 4.6.4 with the compiler flag “-O3”

for optimizations and the OpenCL kernel code using NVIDIA’s OpenCL implemen-

tation version 5.0 and the Intel OpenCL implementation version 1.5, both with the

compiler flag “-cl-fast-relaxed-math.”

6.6 Discussion of Results

The run-time autotuning process determined a well performing configuration for

every test. A statistical analysis of the performance data from the run-time auto-

tuning of each test is presented in Section 6.6.1. The optimal machine configurations

determined by the run-time autotuner are discussed in Section 6.6.2.

6.6.1 Performance Analysis

The performance results obtained for these case studies are shown in Figures 6.1

and 6.2. The results have been separated into two Figures so that different orders

of magnitude can be observed. It is most common for the timing results of a given

test case to span a single order of magnitude but in some instances (Tridiagonal and

Vector Addition) multiple orders of magnitude are spanned.

The use of simulated annealing to find an optimal run-time configuration can yield

significant speedup over non-optimal configurations (Figure 6.3). To compare against

a typical scenario where an average performing configuration is selected we use the
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Figure 6.1: Performance results for Black-Scholes, Radix Sort, and Vector Add. Mean
execution times are denoted by an X and minimum execution times as a circle. Error
bars extend to 1 standard deviation above and below the mean. If the lower error
bar passes below zero it is truncated at zero.

Figure 6.2: Performance results for Matrix Multiplication and the Tridiagonal Solver.
Mean execution times are denoted by an X and the minimum execution times obtained
through run-time autotuning as a circle. Error bars extend to 1 standard deviation
above and below the mean. If the lower error bar passes below zero it is truncated at
zero to retain physical meaning.
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mean execution time of all configurations tested withing a case study. By comparing

the mean execution time across all tested run-time configurations with the execu-

tion time of the optimal configuration of each test, it is seen that the configurations

obtained by the run-time autotuner provide an average of 4× speedup.

In some unfortunate cases, the scientist or engineer may have unknowingly been

running their code using the run-time configuration with the worst performance. To

compare against this worst case scenario we use the maximum execution time of all

configurations tested within a case study. By comparing the maximum execution

time across all tested run-time configurations with the optimal configuration for each

test shows that the optimal configuration provides an average of 16× speedup over

the worst performing configuration.

Figure 6.3: Speedups provided by the optimal run-time configuration compared to
average and maximum execution time of the tested machine configurations for each
case study.

6.6.2 Optimal Run-Time Configurations

The simulated annealing method determined the optimal run-time configurations

for all of the tested case studies (shown in Figure 6.4). There is a high degree of

similarity among the run-time configurations for all of the case studies.

For all of the tested case studies the run-time autotuner determined that one GPU

and zero Intel CPUs comprised the optimal architectural aspects of the machine

configuration. This is due to the parallel nature of the selected case studies. For

the types of computational kernels tested here it is expected that NVIDIA GPUs

would outperform Intel CPUs (Lee et al., 2010), even if by only a small amount.
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Figure 6.4: The optimal run-time configurations obtained for each case study.

Computational kernels that require more branching or are more serial in nature would

likely show a stronger preference for traditional CPU architectures.

A primary source of variation across the case studies is the number of operating

threads. The Black-Scholes case study performed best with 128 active threads while

the vector addition and matrix multiplication case studies used 256. The selection of

optimal active threads is similar for these case studies. A higher resolution investi-

gation of the active thread dimension might yield additional insight into the actual

difference between case studies.

The radix sort case study shows a unique preference among these case studies for

a large number of active threads, where the best performing run-time configuration

utilizes 896 active threads. The large number of threads employed in radix sort allows

the GPU to continue to do meaningful work as the number of active “bins” is reduced

over the course of the sort.
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The run-time configuration determined for the tridiagonal solver incorporated the

sweep solver algorithm. Although this algorithm is not a highly parallel algorithm

its selection over the PCR algorithm is explained by its run-time complexity, which

is O(N). This complexity of the PCR algorithm is O(Nlog(N)). The original CR

algorithm also has a complexity of O(N), but the branching statements reduce its

performance on GPUs.

6.7 Conclusions and Future Work

Heterogeneous computing systems have been accepted and adopted by the HPC

community yield good returns on performance. However, the difficulty in implement-

ing and analyzing heterogeneous codes remains a barrier to adoption. We have shown

in this paper that the use of geophysical inversion methods as a run-time autotun-

ing technique reduces the difficulty of analyzing the performance and finding optimal

run-time configurations of computational codes on heterogeneous systems

Although these results are limited to five case studies, vector addition, matrix

multiplication, tridiagonal system solving, radix sort, and Black-Scholes, we can be-

gin to show generally that the simulated annealing inversion method can determine

optimal run-time configurations for heterogeneous systems. We further demonstrate

that determining the optimal run-time configuration can provide up to 16× speedup

on average.

We plan to continue examining additional types of computational kernels, be-

yond the highly parallel kernels presented in this paper, to form a more complete,

representative sample of computational codes. Studying the response of additional

types of codes will provide insight into what combinations of heterogeneous system

components and computational kernels are well matched to maximize performance.

A second space that will be examined is the inclusion of additional heterogeneous

system components, including AMD GPUs, Intel MICs, and distributed heteroge-

neous systems using MPI. By examining this space we will be able to construct tools

that will assist system architects in steering system design towards maximizing per-

formance for specific computational efforts. This potential of this tool as a method

for driving architectural design will also be investigated. It is likely that the abil-

ity of this tool to handle complex, non-linear, parameter spaces will be beneficial to

problems like resource layout and balance in chip design.
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Additional metrics can be used as the objective measure of performance to drive

the run-time autotuner. Metrics such as computational throughput and power con-

sumption could be used to enhance performance or reduce the environmental impact

of high-performance computing systems. A Pareto type of analysis could also be used

to optimize combinations of metrics.
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Chapter 7

A Modular Environment for

Geophysical Inversion and

Run-time Autotuning Using

Heterogeneous Computing Systems

This chapter is composed of one publication currently in preparation:

J.M. Myre, D. Lilja, M.O. Saar, A modular environment for geophysical and

run-time autotuning on heterogeneous computing systems. In Prep.
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Heterogeneous computing systems, composed of standard CPUs and special pur-

pose accelerators, have come to the forefront of the High-Performance Computing

(HPC) community’s interest, particularly Graphics Processing Units. Large scale

heterogeneous computing systems have consistently ranked highly on the Top500 list

since the beginning of the heterogeneous computing trend. Simplifying the usage and

optimization of codes for heterogeneous computing systems remains a challenge. Par-

ticularly for scientists and engineers for whom HPC architectures and performance

analysis may not necessarily be primary research objectives.

To enable scientists and engineers to remain focused on their primary research

objectives, we present a modular environment for geophysical inversion and run-time

autotuning on heterogeneous computing systems. Using three case studies, a lattice-

Boltzmann method, a non-negative least squares inversion, and a finite-difference

fluid flow method, we show that this environment provides scientists and engineers

with means to reduce the programmatic complexity of applications, perform geo-

physical inversions of physical processes, and to determine high-performing run-time

configurations using a run-time autotuner.

143



7.1 Introduction

The High-Performance Computing (HPC) community has acted as interested

adopters of heterogeneous computing systems, with good returns. Heterogeneous

computing systems are composed of standard CPUs and special purpose accelerators,

particularly Graphics Processing Units (GPUs). It is seen that two of the top ten

super computers on the Nov. 2012 Top500 list incorporate GPUs, one of which holds

the 1st position (top500.org, 2012).

To be practically useful, scientific and engineering studies often require modeling

and analysis of many different scenarios which requires exploring large parameter

spaces, analyzing parameter uncertainties, finding optimal models, and utilizing other

inverse modeling techniques (e.g., Parker, 1994). Running just one simulation is

insufficient to understand the dependence of emerging patterns and scientific laws on

the underlying parameter space.

By enabling scientists and engineers to exploit the resources available in a het-

erogeneous computing system the speed and problem size of many simulations could

be dramatically increased. Enabling drastically increased simulation speeds (or sizes

for a given speed) for a given problem. This allows, in some cases for the first time,

the execution of many simulations and thus the parameter space and uncertainty

analyses, model optimizations, and other inverse modeling techniques, which are so

critical for scientific discovery or engineering analysis.

However, the understanding of HPC architectures and performance analysis re-

quired for coping with heterogeneous computing systems is rarely a primary concern

of scientists and engineers. These necessities are more likely to impede the progress

of understanding the outcome of their computational models, acting instead as a dis-

traction from the scientific and engineering models that were the original focus of the

research.

This study presents a modular environment for scientists and engineers to develop

heterogeneous computing codes, perform geophysical inversions using their codes,

and to perform run-time autotuning of their codes. We show that this environment

provides scientists and engineers with means to reduce the programmatic complexity

of applications using CUSH (Myre et al., In review.), perform geophysical inversions

of physical processes, and to determine high-performing run-time configurations using

a run-time autotuner (Myre et al., In Prep.d).

The utility of this environment is demonstrated using three case studies: 1) a
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lattice-Boltzmann method for fluid flow (Bailey et al., 2009; Myre et al., 2011; Walsh

et al., 2009b), 2) a finite-difference method for flow and transport in karst conduits

(Covington et al., 2011; Myre et al., In Prep.a), and 3) a non-negative least squares

inversion using the TNT algorithm (Frahm et al., In Review).

This paper provides an overview of this environment and its components in Sec-

tion 7.2. Three case studies used to demonstrate the utility of this environment are

described in Section 7.3. Results are presented and discussed in Section 7.4. Conclu-

sions and future work are presented in Section 7.5.

7.2 Components of the Environment

This environment is composed of three major components: 1) CUSH – a frame-

work for reducing the programmatic complexity of heterogeneous computer systems,

2) geophysical inversion methods which are frequently used to explore large param-

eter spaces and find optimal models, 3) run-time autotuning routines designed to

determine the best set of machine parameters for a given algorithm to form a well

performing run-time configuration heterogeneous computer systems.

7.2.1 Heterogeneous System Abstraction

CUSH is a programming framework for reducing the complexity of programming

heterogeneous computer systems. CUSH masks much of the difficulty that comes from

working across host-device and device-device memory contexts, thereby reducing the

barriers to adoption of special purpose accelerators as a computational resource for

scientists and engineers.

Myre et al. (In review.) show that CUSH consistently reduces multiple mea-

sures of programmatic complexity without causing a statistically meaningful change

in performance. The ability to reduce programmatic complexity while not statis-

tically impacting performance makes CUSH a desirable interface for programming

heterogeneous computing systems.

7.2.2 Geophysical Inversion Methods

Unlike forward methods, Inverse methods are commonly applied to physical mod-

els and measurements to determine the model parameters that produce the solution
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that most closely matches the measurements (Parker, 1994). The typical arrangement

of forward problems can be described as:

f(x) = d, (7.1)

where f is the physical model, x is the vector of input parameters, and d is the vector

of data produced by the model.

The inverse problem is to use the physical model (f) and observed measurements

(d) to determine the model parameters x that minimize the the error with d. Hall-

marks of geophysical inversion theory include handling incomplete, inconsistent, or

uncertain data, as well as incomplete theory describing the physical model (Aster

et al., 2012).

Geophysical inverse theory has produced methods to address linear and non-linear

systems. Common methods include the least squares method, the conjugate gradient

method, the simplex methods, and simulated annealing.

Since the inception of the least squares method by Gauss (Björck, 1996) it has

been applied in countless scientific, engineering, and numerical contexts. It is used

by statisticians as a regression method (Lilja, 2000) and by scientists and engineers

who develop models which describe measured data with minimal error.

The non-linear conjugate gradient (NLCG) method is a classic descent method,

meaning that it searches for optimal parameter sets by descending towards a solution

along the gradient of the result space in successive conjugate directions (Shewchuk,

1994).

The simplex method evaluates a parameter space using an n-dimensional polytope.

The Nelder-Mead method is downhill optimization method and a popular implemen-

tation of the simplex method for non-linear problems (Nelder and Mead, 1965; Kolda

et al., 2003). The simplex method is straight forward to implement and can easily

handle constraints. However, the simplex method may not be as fast as alternative

methods and convergence is not guaranteed (McKinnon, 1998).

The simulated annealing method is based on the physical process, annealing, en-

countered in metallurgy and materials science. During a physical annealing process, a

material is heated to point where its atoms are allows to redistribute to a lower energy

state, thus removing defects and dislocations. The degree of redistribution is con-

trolled by the cooling rate that the material is subjected to. The simulated annealing

method emulates this process using a mathematical objective function as a measure of
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energy (Kirkpatrick et al., 1983; C̆erný, 1985). Given sufficient time to cool, the sim-

ulated annealing method is guaranteed to find the global optimum (Granville et al.,

1994), although this is equivalent to a complete search of the space. Convergence to

the global optimum for short cooling rates is not guaranteed.

7.2.3 Run-time Autotuning for Performance

Inversion methods can be applied in machine space to optimize the running con-

figuration of a program. This running configuration defines the components of the

computer (CPUs, GPUs, numbers of threads) to use, how data should be distributed

(uniformly, by device capacity, by device bandwidth, etc.), and tune-able algorithm

parameters (e.g., the reduction and expansion constants used by the TNT algo-

rithm (Frahm et al., In Review)). This problem can be stated as:

f(x) = d, (7.2)

where f is the computational kernel or function to optimize, x is the vector of machine

space parameters, and d is an objective measure of performance (execution time,

power usage, or computational throughput for example).

Classic inversion methods were developed to address physical problems where the

model parameters are typically real numbers, represented on computer systems using

floating point numbers. Because computer system configurations are discrete they

are typically described using integers. As such, it is not appropriate to use real

numbers to describe computer system configurations. For instance, a computation

kernel cannot be executed using 0.43 CPUs, 1.72 NVIDIA GPUs, and 2.45 AMD

GPUs. Because of this, the mathematics governing most of the classic inversion

methods render them unapplicable to computer systems. For this reason the NLCG

and simplex methods are easily eliminated as optimization routine candidates. To

properly perform run-time autotuning in machine space integer programming, where

parameters are constrained to integers, has to be considered.

Two of the most frequently used and well developed integer programming tech-

niques are branch-and-bound (Land and Doig, 1960) and branch-and-cut (Stubbs

and Mehrotra, 1999). However, these methods require the use of float point param-

eters to obtain initial and intermediate solutions. This inclusion of floating point

numbers renders these methods unsuitable as run-time autotuning methods for the
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same reason that the NLCG and simplex methods are found to be unsuitable.

Simulated annealing, although a heuristic method, is a straight-forward optimiza-

tion routine candidate for performance run-time optimizations of run-time configura-

tions. By using the simulated annealing method it is trivial to implement constraints,

as well as mixing integer and floating point parameter types. Mixing parameter types

becomes necessary when tuning floating point algorithm parameters in addition to

machine parameters as part of the run-time configuration. For the remainder of

this paper the simulated annealing method will be the optimization routine used to

determine well performing run-time configurations for the case studies in Section 7.3.

7.3 Case Studies and Methodology

We use three case studies to demonstrate the the usage of this environment: a

lattice-Boltzmann method for simulating fluid flow (Bailey et al., 2009; Myre et al.,

2011), a finite difference method for simulating fluid flow in karst conduits (Myre

et al., In Prep.a), and the TNT algorithm (Frahm et al., In Review), an active set

method for solving large non-negative least squares problems. These case studies are

described in detail in the remainder of this Section.

All case study implementations are tested using NVIDIA Fermi M2070 GPUs of

compute capability 2.0. These GPUs are contained in a PCI-E expansion chassis

connected to a host via a x16 PCI-E Gen. 2 bus. The host is composed of dual Intel

Xeon L5675 six-core CPUs, each at 3.07 GHz, and 96 GiB of shared memory. The host

code is compiled using the GNU g++ compiler version 4.4.5 with the compiler flag

“-O3” for optimizations and the CUDA kernel code using NVIDIA’s NVCC compiler

release 4.1 V0.2.1221 with the compiler flag “–use fast math.”

This modular environment is applied to each of these case studies in a different

fashion. The run-time autotuning tool is used to determine a well performing con-

figuration for the lattice-Boltzmann method (LBM) implemented using CUSH. The

run-time autotuning tool is also used to determine a well performing configuration

for the TNT non-negative least squares method to solve a geophysical inversion prob-

lem. The geophysical inversion capability of this environment is applied to the karst

conduit fluid flow case study. The karst conduit flow model is implemented using

CUSH, the non-linear conjugate gradient inversion method is applied to characterize

a natural karst conduit. The components of this environment as applied to each case
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study are shown in Table 7.1

Run-time Au-
totuning

Geophysical
Inversion

CUSH

LBM X X

Karst
Conduit
Flow

X X

TNT X X

Table 7.1: The aspects of this environment that are applied in each of the case studies
are marked by an X.

7.3.1 Lattice-Boltzmann Fluid Flow

The lattice-Boltzmann method is a popular technique for modeling the mechan-

ics of complex fluids (Aidun and Clausen, 2010; Walsh et al., 2009a). The method

has a strong spatial locality of data access and is of the structured grid computing

class (Asanovic et al., 2006). Consequently, it is an excellent candidate for paralleliza-

tion in single-instruction multiple-data (SIMD) environments, as provided by GPUs

(Myre et al., 2011; Walsh et al., 2009a; Bailey et al., 2009; Tölke, 2008). The lattice-

Boltzmann implementation analyzed in this study is based on the widely employed

D3Q19 lattice model (Figure 7.1), comprising a three dimensional lattice (D3) with

nineteen distinct fluid packet directions per node (Q19) (Qian et al., 1992). The fluid

packets move about the lattice in a two-stage process, a streaming step in which the

fluid packets are copied from one node to the next and a collision step in which the

fluid packets, arriving at each node, are redistributed according to a local collision

rule. The lattice-Boltzmann implementation analyzed here simulates the Poisseuille

flow of a single component single phase (SCSP) fluid through a rectangular conduit

for 1000 time steps. The boundary conditions are no-slip along the X and Y axes,

and periodic along the Z axis. The multi-GPU tests require communication between

GPUs computing adjacent sub-lattices.
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Figure 7.1: An illustration of the D3Q19 lattice structure surrounding a single center
(black) node.

Strong scaling tests are used to saturate the computer system with work. These

tests are a natural fit to typical scientific and engineering studies where desired res-

olutions result in system saturation. Weak scaling tests are not performed, although

the results will be similar for large lattices. The strong scaling test cases uses a cuboid

lattice, X × Y × Z. Each GPU is assigned a 192× 192× 192 sub-lattice. Thus, the

number of lattice nodes in each axis is the product of the number of GPUs in that

axis and 192. The cross-over points for performance are all below 1923 lattices per

GPU Myre et al. (In review.).

Performance of the lattice-Boltzmann method is reported in millions of lattice

updates per second (MLUPS). This metric indicates the number of lattice site collision

and streaming steps performed in one second. This metric is calculated by

MLUPS =
(X × Y × Z)

t
× 10−6, (7.3)

where X, Y , and Z are the number of lattice nodes in each respective dimension, and
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t is the execution time in seconds.

The lattice-Boltzmann method used for this case study uses CUSH to reduce

programmatic complexity. We use two metrics to measure programmatic complexity,

non-commented source code statements (NCSS) and McCabe’s cyclomatic complexity

(MCC) McCabe (1976). These metrics originate in software engineering and have

proven to be effective indicators of program complexity Vander wiel et al. (1998).

The run-time autotuner is used in the case study to determine the highest perform-

ing configuration of GPUs. The initial values and bounds for the device configuration

are given in Table 7.2

Initial Lower Upper
nGPUx 2 1 8
nGPUy 1 1 8
nGPUz 1 1 8

Table 7.2: Initial values and lower and upper bounds for the number of devices in
each axis.

7.3.2 Karst Conduit Fluid Flow

Physical governing equations

For fluid in karst conduits, the primary mechanism of heat exchange with the

surrounding environment is conduction in the surrounding rock (Covington et al.,

2011).

The convective and conductive transfer rates can be represented by the coupling

of a transient heat advection-dispersion equation for transport along a karst conduit.

The dimensionless forms of these Equations are found by Covington et al. (2011) as

∂T ∗w
∂t∗

=
1

Pe

∂2T ∗w
∂x∗2

− ∂

∂x∗

(
V (t)

V̄
T ∗w

)
+ St(T ∗s − T ∗w), (7.4)

and

∇2T ∗r =
1

r∗
∂

∂r∗

(
r∗
∂T ∗r
∂r∗

)
= Θ

∂T ∗r
∂t∗

, (7.5)

respectively, where T ∗w = Tw/Tr,0 is the dimensionless water temperature, T ∗s = Ts/Tr,0

is the dimensionless conduit wall temperature, T ∗r = Tr/Tr,0 is the dimensionless

rock temperature at the dimensionless radial coordinate r∗, Tr,0 is the initial rock
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Figure 7.2: The model for heat exchange between a full-pipe karst conduit and the
surrounding rock. Heat passes from the bulk, mixed water at Tw through a convective
boundary layer into the conduit wall at temperature T ∗s . Heat then conducts through
the rock body (initially at T ∗r = 1), influencing an increasing volume of rock as the
duration of a thermal pulse increases. (Adapted from (Covington et al., 2011)).

temperature (rock temperature at infinity or steady state background temperature),

t∗ = tV̄ /L is dimensionless conduit flow time, x∗ = x/L is dimensionless conduit
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distance, r∗ = r/R is the dimensionless radial coordinate, R is the conduit radius,

and V (t) and V̄ are the conduit flow velocity and time-averaged flow velocity.

Equation 7.4 also contains two dimensionless numbers, Pe and St. Pe is the Peclet

Number for longitudinal dispersion,

Pe =
LV̄

DL

, (7.6)

and St is the Stanton Number, which is the ratio of heat flux into the conduit wall

to the heat flux along the conduit wall and is given by

St =
4hconvL

ρwcp,wDH V̄
. (7.7)

The convective heat transfer coefficient, hconv is

hconv =
kwNu

DH

, (7.8)

where kw is the thermal conductivity of water and Nu is the Nusselt number which is

the ratio of convective to pure conductive heat transfer across the conduit wall. For

turbulent flow within a conduit, Nu is obtained via the empirically derived Gnielinksi

correlation (Equation 8.62 from (Incropera et al., 2007)),

Nu =
(f/8)(Re− 1000)Pr

1 + 12.7(f/8)1/2(Pr2/3 − 1)
, (7.9)

where f is the Darcy-Weisbach friction factor, Re = ρwV DH/µw is the Reynolds

number, Pr = cp,wµw/kw is the Prandtl number, and µw is the dynamic viscosity of

water. Equation 7.5 also contains the dimensionless quantity Θ, which is a dimen-

sionless constant that scales between the conduction and advection time scales and

is given by

Θ =
R2V̄

Lαr
. (7.10)

The dimensionless Equations 7.4 and 7.5 are subject to the boundary conditions

(also seen in Figure 7.2)

T ∗w(0, t) = f(t), (7.11)

∂T ∗w
∂x∗

∣∣∣∣
x∗=1

= 0, (7.12)
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∂Tr∗
∂r∗

→ 0 as r∗ →∞, (7.13)

and
∂T ∗r
∂r∗

∣∣∣∣
r∗=1

=
1

2
ΘΨSt(T ∗s − T ∗w), (7.14)

where Ψ = (ρwcp,w)/(ρrcp,r) is a ratio of the volumetric heat capacities of water and

rock. Initial conditions are considered to be the steady state background temperature

of the water and rock, given by T ∗w(x∗, 0) = T ∗r (x∗, 0) = 1.

Computational Model

To solve Equations 7.4 and 7.5, a coupled implicit finite difference algorithm is

used. For each timestep of a discretized time series of an event provided as input,

the algorithm will first solve for rock temperatures and then for water temperatures.

Rock temperatures are calculated using the rock conduction equation (Equation 7.5)

using the initial water temperatures during the first time step and the most recently

calculated water temperatures during every following time step. After solving for the

rock temperatures, water temperatures are calculated using the advection-dispersion-

heat equation (Equation 7.4). The output of the conduit is recorded for each time

step to provide a time series of the simulated event output.

The discretized system geometry used in this algorithm is shown in Figure 7.3.

The conduit is a 1D system while the rock is a 2D system. However, since conduction

in the rock along the x∗ dimension is neglected the 2D rock system can instead be

considered as a series of 1D systems in the r∗ dimension, where each 1D rock system

is coupled to a corresponding fluid node in the conduit via the interfacing surface

node.

To first solve for rock temperatures, the dimensionless governing equations from

Section 7.3.2 are discretized using the implicit finite difference scheme described by

Incropera et al. (2007). For the first step of the algorithm, solving for rock tempera-

tures, the relations from Incropera et al. describing internal rock nodes and conduit

surface nodes are combined. For internal rock nodes the relation is:

T ki,j = (1 + 2Fo)T k+1
i,j − Fo(T k+1

i−1,j + T k+1
i+1,j) (7.15)

where i is the index along the r direction (perpendicular to the conduit), j is the

index for the x direction (along the conduit), and k is the time index. The rock
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TM−1,0 TM−1,1 · · · TM−1,N−2 TM−1,N−1

TM−2,0 TM−2,1 · · · TM−2,N−2 TM−2,N−1
...

...
. . .

...
...

T2,0 T2,1 · · · T2,N−2 T2,N−1

T1,0 T1,1 · · · T1,N−2 T1,N−1

T0,0 T0,1 · · · T0,N−2 T0,N−1

Tw,0 Tw,1 · · · Tw,N−2 Tw,N−1


Figure 7.3: A) A simple schematic showing the discretized 1-D conduit and 2-D
rock system geometries. White nodes are fluid nodes, light grey nodes are surface
nodes, and dark grey nodes are internal rock nodes. The grey and hash marked
backgrounds correspond to rock and fluid, respectively. B) The matrix containing
the corresponding terms for the schematic in Figure 7.3A where the bottom two rows
(Tw,j and T0,j terms) contains conduit and surface terms, respectively. The remaining
rows contain internal rock node terms.

surface node temperature relation provided by Incropera et al. is:

T k0,j + 2FoBiT kw,j = (1 + 2Fo+ 2FoBi)T k+1
0,j − 2FoT k+1

1,j (7.16)

Note that the water temperature T kw,j is of the current time step (k) instead of the

next time step (k + 1).

The Fourier number, Fo,

Fo =
∆t∗

Θ(∆r∗)2
(7.17)

represents the ratio of the heat conduction rate to the heat storage rate in the rock.
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The Biot number, Bi,

Bi =
hR∆r∗

kR
(7.18)

is the ratio of the heat conduction resistance of the rock to the heat convection

resistance of the water, where ∆t∗ and ∆r∗ are the discretized dimensionless unit

time and radial distance, respectively, Θ is a dimensionless ratio of conduction and

advection timescales, h is the heat transfer coefficient, R is the radius of the conduit,

and kr is the rock thermal diffusivity.

Figure 7.4: Execution times of available GPGPU tridiagonal solvers normalized to
the CUDPP solver. (A) shows times for solving 192 × 192 systems with 1024 right
hand sides. (B) shows times for solving a single 1024× 1024 system.

The fact that the systems of equations that are required for this model are tridiago-

nal makes it possible to take advantage of existing high-performance parallel GPGPU

solvers. Numerous tridiagonal GPGPU solvers exist, including an implementation of

the Spike algorithm (Polizzi and Sameh, 2006) by Chang et al. (2012), gtsv from

CUSPARSE (NVIDIA, 2013), and the solver supplied with the CUDA Data Parallel

Primitives (CUDPP) library (Zhang et al., 2011, 2010). These solvers provide tested

methods for equation solving as well as increased computational speed.

To determine the most efficient solver for use in this GPGPU implementation we

compared the performance of the Spike, CUSPARSE, and CUDPP solvers using two

tests: 1) a small system (192 × 192) with many (1024) right hand sides and 2) a

large system (1024×1024) with a single right hand side. Figures 7.4A and 7.4B show

execution times for each of these solvers normalized to the CUDPP solver for 192×192

systems with 1024 right hand sides and for a single 1024× 1024 system, respectively.

The execution time of each test is recorded as the arithmetic mean of five repeated

trials to reduce transient effects at the beginning of function execution (Lilja, 2000).
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The results of this test indicate that for typical system dimensions used for this model

CUDPP provides a factor of 10 improvement at minimum over the other available

GPGPU tridiagonal solvers, at minimum.

Due to the homogeneity of the model and the ability of these tridiagonal solver

to handle multiple right hand sides the solution vectors in Equations 7.15 & 7.16 can

be solved for all rock nodes concurrently. This allows the GPGPU implementation

of this model to execute the tridiagonal solver just two times per time step: once for

the rock system, with multiple solution vectors and right hand sides, and once for the

fluid system with a single solution vector and right hand side. This segmentation is

shown in Figure 7.5.

The finite difference GPU implementation used for this case study uses CUSH to

reduce programmatic complexity. We use two metrics to measure programmatic com-

plexity, non-commented source code statements (NCSS) and McCabe’s cyclomatic

complexity (MCC) McCabe (1976). These metrics originate in software engineering

and have proven to be effective indicators of program complexity Vander wiel et al.

(1998).

Using the fast finite difference GPU code for thermal transport in karst conduits

we reproduce the response of Tyson Spring Cave (TSC), a physical karst conduit

system in southeast Minnesota, to a storm event on 8 June, 2009. The measured

thermal input and output records of the storm event were recorded using four in-cave

Schlumberger CTD-divers. See Covington et al. (2011) for further details of the TSC

field site. The Non-Linear Conjugate Gradient (NLCG) geophysical inversion method

(Section 7.2.2 and (Shewchuk, 1994)) is used to intelligently guide the optimization

of model parameters. The initial values and bounds for the model parameters are

shown in Table 7.3

Initial Lower Upper
Pe 2000 1900 2050
St 10 0.75 20
Θ 4.5 0.1 6

Table 7.3: Initial values and lower and upper bounds for the dimensionless parameters
used in the karst conduit heat transport model.
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(A)

(B)

(C)

Figure 7.5: A) A simple schematic showing the discretized conduit/rock system geom-
etry. White nodes are fluid nodes, light grey nodes are surface nodes, and dark grey
nodes are internal rock nodes. The grey and hash marked backgrounds correspond to
rock and fluid, respectively. Reproduced from Figure 7.3. B) The mapping of vectors
to the discretized system in (A). C) The vectors from (B) are organized into the two
systems solved in each time step on the GPU; the rock system with N right hand sides
and the fluid system with a single right hand side. The hierarchical organization of
threads on GPUs can naturally index and execute this data organization. See text
for further details.
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7.3.3 Non-Negative Least Squares

The unconstrained least squares problem is frequently encountered, and its meth-

ods are applied in many fields. It is used by statisticians as a regression method (Lilja,

2000) and by scientists and engineers who develop models which describe measured

data with minimal error.

The NNLS problem is a constrained least squares problem that is encountered

in many science and engineering applications such as astrophysical studies of black

holes (Cretton and Emsellem, 2004), investigating the use of nuclear magnetic reso-

nance to determine pore structures (Gallegos and Smith, 1988), formulating petro-

logic mixing models (Albarede and Provost, 1977; Reid et al., 1973), and to address

seismologic inversion problems (Yagi, 2004). The NNLS problem can be stated as

min||Ax− b||2, (7.19)

x ≥ 0,

where A is the matrix representing the system of equations, b is the solution vector

of measured data, and x is the vector of parameters obtained to best fit the solution

vector and minimize the 2-norm of the solution residual.

The TNT algorithm (Frahm et al., In Review) is a new step forward in solving

non-negative least squares problems. The TNT algorithm is an active set method

that is capable of solving large non-negative least squares problems much faster than

prior methods. TNT improves upon existing methods through intelligent construction

and modification of the active set and through solving strategies for the central least

squares problem.

Due to the convexity (Boyd and Vandenberghe, 2004) of the least squares objective

function the TNT algorithm can take an “algorithmic license” to guess what variables

compose the active set. The suitability of the variables is determined by ranking them

by their gradients. Those variables with the largest positive gradients are tested by

moving them into the unconstrained set first. This allows the active set to be modified

by a large amount of variables in a single iteration. To contrast, other common active

set methods typically modify the active set by a single variable per iteration (Lawson

and Hanson, 1995; Bro and De Jong, 1997). The ability to modify the active set by

many variables in a single iteration allows the TNT algorithm to reduce to the total

number of iterations necessary for convergence.
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To solve the core least squares problem the TNT algorithm uses the Cholesky

decomposition of the normal equations as a preconditioner to a left-preconditioned

Conjugate Gradient Normal Residual (CGNR) solver (Saad, 2003). The normal equa-

tions are used only as a preconditioner for CGNR, so the typical issues with numerical

error associated with the condition number, κ, are avoided. The number of iterations

in an unconditioned CGNR would be proportional to
√
κ (Jennings and Malik, 1978;

Paige and Saunders, 1975). However, the use of the Cholesky decomposition of the

normal equations as a preconditioner would, in the absence of roundoff error, allow

CGNR to terminate successfully in one iteration.

In the TNT algorithm, two unitless scaling constants govern the number of vari-

ables that are added to and removed from the active set. The reduction constant

controls how quickly modifications to the active set become restricted to a single

variable per iteration. The expansion constant opposes the reduction constant by

controlling how many variables are added to the active set per iteration.

Frahm et al. determined that large reduction constants are preferable for diffi-

cult problems with a high condition number where the gradient can be an unreliable

prediction of quality (Frahm et al., In Review). Frahm et al. also concluded that a

high expansion constant, allowing the active set to be modified by a large number

of variables per iteration, is preferable for less complex problems with a low con-

dition number where the gradient provides a good prediction of variables requiring

constraints.

The TNT implementation used is implemented in Matlab and exported using

the Matlab deployment tool to a C++ shared library that can be linked with and

executed within standard C++ code.

By coupling this library with the simulated annealing method to perform run-

time autotuning, we determine optimal scaling constants for a 1000 × 1000 system

of equations with 10% active constraints and three different condition numbers, 102,

105, and 109. These test matrices are generated using the Singular Value Composition

(SVC) algorithm (Myre et al., In Review). We also report a statistical sample of

execution times and speedup for these small system tests. Speedup is the ratio of the

baseline time over the tested time (tbase/ttest).

We also use the run-time autotuner to determine the optimal scaling constants to

use for solving the inversion of a synthetic magnetic dipole (Weiss et al., 2007). The

vertical component of the magnetic field (Bz) produced by this synthetic dipole is
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Figure 7.6: The vertical component of the field produced by a synthetic dipole.

shown in Figure 7.6. The system of equations describing the dipole are 2500× 2500

with a condition number of 128.

The initial values and bounds for the reduction and expansion constants are given

in Table 7.4

Initial Lower Upper
rc 0.2 0.05 0.95
ec 1.2 1.05 2.0

Table 7.4: Initial values and lower and upper bounds for the reduction (rc) and
expansion (ec) constants.

7.4 Discussion of Case Study Results

7.4.1 Lattice-Boltzmann Method

The use of CUSH improves both measures of programmatic complexity, MCC and

NCSS (Figure 7.7). For these results, improvement in the test is a reduction from the

baseline. I.e. the MCC here is 15% less than the MCC of the baseline implementation.

Using the simulated annealing geophysical inversion method as a run-time auto-

tuning method allowed the best performing run-time configuration to be found. The
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Figure 7.7: The percent improvement in MCC and NCSS by using CUSH to imple-
ment the lattice-Boltzmann case study.

optimal run-time configuration for weak scaling tests using the lattice-Boltzmann

method is shown in Figure 7.8.

Figure 7.8: The best performing run-time configuration determined by the run-time
autotuner for the lattice-Boltzmann case study.

The optimal run-time configuration uses a linear configuration of 4 GPUs in the

X-dimension. This is the configuration that minimizes communication among GPUs

and allows the GPUs used for computation to be contained within a single PCI-E

expansion chassis. Restricting the GPUs involved in computation to those within a

single PCI-E expansion chassis has the effect of also restricting communication to the

expansion chassis. Configurations requiring more than four GPUs necessitate data

transfer back through the host PCI-E bus to reach the other expansion chassis.

Likewise, the selection of four GPUs in an inline configuration along the Z-axis

minimizes restricts sub-lattice interfaces to periodic boundary conditions. This limits

the required data transfers for each sub-lattice to two inter-GPU copies which are

necessary to communicate sub-lattice interfaces every timestep. Inline configurations

along other axis would require two inter-GPU copies and two intra-GPU copies.
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7.4.2 Karst Conduit Flow

For this case study, the use of CUSH yields negligible improvement over a standard

CUDA implementation, no improvement in MCC and a 4% reduction in NCSS. This

result is reasonable as CUSH provides the most benefit for codes with a significant

amount of data transfer overhead and the finite difference code developed for this

case study has minimal data transfer overhead. It is only required to perform two

data transfers between the host and device, the input data buffer and the computed

output data buffer.

By coupling the flow and transport code with the Non-Linear Conjugate Gradient

(NLCG) geophysical inversion method the physical parameters of a portion of Tyson

Spring Cave (TSC) could be characterized. Previous characterization efforts settled

on model parameters that produced an output with an Root Mean Square (RMS)

error of 0.053◦C. By using the NLCG method to characterize the TSC conduit system

the RMS error of the model was reduced to 0.0075◦C (Figure 7.9). The RMS error of

the optimal parameter set obtained by the NLCG inversion method is smaller than

the resolution of the Schlumberger CTD-diver data loggers (0.01◦C) used to record

the event.

Figure 7.9: The best fit model solution of Tyson Spring Cave (TSC) with the measured
input and output curves determined by the non-linear conjugate gradient inversion.
The RMS error between the measured cave discharge and the modeled discharge from
the best fitting inverse solution is 0.0075◦C, below the 0.01◦C resolution of the data
logger.
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Prior efforts to characterize karst conduits could require more than 30 minutes of

execution time per forward model simulation. In this paper we are able to characterize

the karst conduit within Tyson Spring Cave in less than 20 minutes. To do so required

more than 500 forward model simulations. This result represents the first high-

performance physical inversion of a karst conduit system. With the tools presented

in this paper, additional karst conduits and conduit network systems can be modeled

and characterized. Ultimately enhancing the predictive capabilities of scientists.

7.4.3 Non-Negative Least Squares – TNT

The TNT algorithm has already set a new standard for non-negative least squares

solver performance. The TNT algorithm has been shown to outperform other fast

active set strategies (Bro and De Jong, 1997) by more than 150×. The ability to tune

the reduction and expansion constants at run-time provides scientists and engineers

with a tool to tailor the TNT algorithm to their specific problem and unlock additional

performance from the TNT solver.

Small Systems

The run-time autotuner obtained optimal reduction and expansion constants for

all of the the TNT algorithm tests (Figure 7.10). These tests also revealed that

the relationship between the condition number (κ) and those constants is not fully

understood as these results only partial agree with the conclusions made by Frahm

et al. (In Review).

Frahm et al. state that large expansion constants are desirable for less complex

problems, where lower complexity is indicated by a lower condition number. The

results from the tests of these small systems agree with this assertion. Expanding on

this, these results indicate that large expansion constants are also preferable for more

complex problems, with a large condition number.

The second conclusion made by Frahm et al. is that large reduction constants

are preferable for problems with a high condition number where the gradient can

be an unreliable predictor of performance. These results instead show an inverse

relationship, where the optimal reduction constant becomes smaller as the condition

number grows larger.

The results shown in Figure 7.10A indicate that the reduction constant has a

negative correlation with the condition number of the problem and the expansion
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(A) (C)

(B)

Figure 7.10: Results for small system tests where the condition number varies from
κ = 102, κ = 105, and κ = 109. (A) The optimal reduction and expansion constants
determined for each test case. (B) Execution times for TNT small system tests. The
minimum time is indicated by a circle, the arithmetic mean time is indicated by an X,
and the error bars show one standard deviation. If one standard deviation less than
the mean is a negative value the error bar is truncated at zero to preserve physical
meaning. Both vertical axes are execution time in seconds. (C) Speedups for TNT
small system tests compared to the arithmetic mean and maximum measured values.

constant has a positive correlation with the condition number. This relationship

must be explored for a wider range of problem sizes, active constraints, and condition

numbers to be fully understood.

The best configuration obtained by the run-time autotuner provides a significant

boost to performance (Figures 7.10B and 7.10C). The performance obtained using

the best run-time configuration can be expected to provide a speedup of 4.3× over

the arithmetic mean of each test. Compared to the worst case (maximum) execution

time of the lowest performing configuration the best run-time configuration provides

30× speedup. This large speedup is due to the larger variance exhibited in tests of

more complex (high κ) systems.
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Synthetic Dipole

The field produced using the inverse solution of the synthetic dipole is in good

agreement with that of the known synthetic solution (Figure 7.11).

Figure 7.11: The Bz component of the magnetic field produced by the forward model
using the inverse dipole solution.

The optimal reduction and expansion constants found by the run-time autotuner

for solving the 2500 × 2500 inversion problem for the synthetic dipole are 0.82 and

1.77, respectively. These constants are in agreement with the the results shown in

Figure 7.11 for systems with a condition number of 102. The condition number of the

dipole system (κ = 128) is on the same order.

The reduction and expansion constants found by the run-time autotuner are rea-

sonable considering the high number of active constraints and the structure of the

solution. The high expansion constant is necessary as the condition number is low,

so the condition number provides a good prediction of variables requiring constraints.

The high reduction constant is necessitated by the sparsity of the single dipole solu-

tion.

The optimal reduction and expansion constants found by the run-time autotuner

improve execution time performance of the inversion of the dipole by more than 4×
compared to the worst case and by 1.76× compared to the mean execution time of

the sampled combinations of the reduction and expansion constants.
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7.5 Conclusions and Future Work

In this paper we present an environment to enable scientists and engineers to

fully utilize heterogeneous systems. This modular environment is composed of three

aspects: 1) CUSH – a framework for reducing the complexity of programming het-

erogeneous systems, 2) Geophysical inversion methods – routines that determine well

fitting models of physical systems by optimizing the model parameters, and 3) Run-

time autotuning – applying geophysical inversion routines to the computer system

to optimize the parameters that compose the run-time configuration of a code. The

modularity of this environment allows scientists and engineers to use only those as-

pects that are necessary for their research.

We demonstrate the utility of this environment through three case studies: 1) a

multi-GPU lattice-Boltzmann fluid flow simulation, 2) using the TNT algorithm, a

fast non-negative least squares solver, to solve small systems with constraints and

to perform geophysical inversions of a magnetic dipoles, and 3) using a fast karst

conduit flow model to perform a geophysical inversion to characterize a physical karst

conduit. For each of these case studies we show that this environment can provide

means for enhancement.

The programmatic complexity of the lattice-Boltzmann case study is reduced

through CUSH. The performance of the lattice-Boltzmann case study is enhanced

by the run-time autotuner. Through run-time autotuning the configuration that

minimizes inter-device communication is found. Thus maximizing performance as

the lattice-Boltzmann method is bandwidth limited.

The run-time autotuner is also used to determine well-performing constants for

controlling the TNT non-negative least squares algorithm. It is found that varying

these constants can influence the performance of the TNT algorithm by up to a factor

of 80. Likewise, the performance of a geophysical inversion routine using the TNT

non-negative least squares algorithm to determine the magnetic sources of a dipole is

enhanced through run-time autotuning.

Finally, this environment is used to characterize a karst conduit. A fast karst con-

duit flow model implemented using CUSH is used to simulated each forward model

and the non-linear conjugate gradient geophysical inversion method is used to mini-

mize the misfit of the model.

Future work will involve examining additional extensions to the aspects of this

environment. Extending CUSH to include advanced memory operations could reduce
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the programmatic complexity of distributed systems. Including more geophysical in-

version routines will allow scientists and engineers to investigate and characterize a

wider range of physical systems. Further investigation of run-time autotuning meth-

ods would provide additional means to perform performance optimization as well as

additional integer and mixed programming routines for optimization purposes.
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Chapter 8

Conclusion and Discussion

This thesis presents a modular programming and geophysical inverse modeling of

heterogeneous computing systems. The three aspects comprising this environment

are: 1) CUSH, a framework for reducing the programmatic complexity of hetero-

geneous computing systems, 2) multiple implementations of geophysical inversion

methods to help scientists and engineers explore large parameter spaces and obtain

optimal models for physical data, and 3) a run-time autotuner using applied geo-

physical inverse theory to deduce optimal run-time configurations for maximizing the

performance of scientific and engineering codes.

It is shown that for the three case studies tested, CUSH consistently reduces the

NCSS and MCC metrics for measuring program complexity for multi-GPU codes.

Thus, CUSH consistently provides scientists and engineers with a programming frame-

work for heterogeneous computing systems. It is also demonstrated with 95% confi-

dence that CUSH has no statistically meaningful impact on the performance of the

tested case studies.

For all of the tests used the run-time autotuner performs well, capable of produc-

ing the optimal run-time configuration for each test. These run-time configurations

predominantly describe the optimal devices, within supplied constraints, of the het-

erogeneous computing system to use for a specific computational kernel. It is shown

that the run-time autotuner is capable of determining the optimal settings, within

constraints, of additional parameters such as number of threads and type of algorithm.

Three case studies are used to demonstrate the utility of this environment for

scientific and engineering problems: 1) a lattice-Boltzmann method for fluid flow, 2)

a high-performance finite difference code for flow and transport in karst conduits, and
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3) the TNT algorithm, a fast method for solving non-negative least squares problems.

The lattice-Boltzmann method for fluid flow used as a case study (Chapter 3) could

utilize multiple memory access patterns and the factors governing its performance

have been statistically analyzed and characterized (Bailey et al., 2009; Myre et al.,

2011; Walsh et al., 2009b).

The second case study, a high-performance finite difference method for karst con-

duit flow (Chapter 4), uses GPUs to accelerate a novel dimensionless form of the

mathematical model of the physical system (Covington et al., 2010; Myre et al., In

Prep.a).

The TNT algorithm, an active set method for solving large non-negative least

squares (NNLS) problems (Frahm et al., In Review), is the final case study. In

Chapter 5, a Matlab implementation of the TNT algorithm is shown to be capable

of outperforming Matlab implementations of prior fast active set methods Bro and

De Jong (1997) by more than 180×.

Using the environment developed in this thesis to enhance the tested case studies

on heterogeneous computing systems is shown to benefit all three of the case studies.

By using the CUSH aspect of the environment the programmatic complexity of the

lattice-Boltzmann case study is reduced compared to a standard CUDA implementa-

tion. The run-time autotuning tool is shown to determine an optimal configuration

of GPUs to perform a simulation of Poisseuille flow. The configuration found is the

one that minimizes inter-GPU communication.

The finite difference code for karst conduit flow and transport also benefits from

the usage of CUSH, exhibiting reduced programmatic complexity compared to a stan-

dard CUDA implementation. The non-linear conjugate gradient (NLCG) method,

from the second aspect of this environment, geophysical inversion methods, is also

used with the finite difference flow code. This allows the the finite difference code

to be used execute a high performance characterization of a physical karst conduit

(Tyson Spring Cave). This characterization yields the physical parameters that min-

imize the model error with measured signals from Tyson Spring Cave.

Although the TNT NNLS algorithm is implemented in Matlab, it is still shown

to benefit from this environment. The run-time autotuner is used to enhance the of

the non-negative least squares case study using the TNT algorithm by tuning the

reduction and expansion constants that control the convergence of the TNT algo-

rithm for multiple NNLS problems. The run-time autotuner is also combined with
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a non-negative least squares geophysical inversion method to perform a geophysical

inversion to determine the magnetic sources of a dipole from the measured field. The

TNT enhanced geophysical inversion method is capable of accurately determining

the magnetic sources in the dipole problem. The run-time autotuner determined run-

time parameters that improved the performance of the TNT enhanced geophysical

inversion by more than 4× compared to the worst case scenario.

These case studies demonstrate the utility of the environment for scientists and

engineers. The modular design of the aspects that comprise this environment means

that the aspects are provided for scientists and engineers, not imposed on them. Using

a modular design for this environment allows its users to quickly apply and benefit

from the aspects of this environment that are appropriate for a given problem, while

not needing to be concerned with the aspects that are inappropriate.
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Appendix A

CUSH Example Code Listings

Here, simplified C-like pseudocode listings for the three case studies are presented

for both CUDA and CUSH.

This appendix is reproduced from the following manuscript that has been submit-

ted and is currently under review:

J.M. Myre, D. Lilja, M.O. Saar, CUSH - An efficient programming tool for single

host GPU clusters, Parallel Computing, In Review, 2013.
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A.1 Matrix Multiplication

// a l l o c a t e dev i ce memory

f o r ( i n t i = 0 ; i < nGPU; i++){
cudaSetDevice ( i ) ;

cudaStreamCreate (&. stream ) ;

// A l l o ca t e memory

cudaMalloc ( ( void ∗∗)&d A [ i ] , mem size A ) ;

cudaMalloc ( ( void ∗∗)&d B [ i ] , mem size B ) ;

cudaMalloc ( ( void ∗∗)&d C [ i ] , mem size C ) ;

cudaMallocHost ( ( void ∗∗)&h A [ i ] , mem size A ) ;

cudaMallocHost ( ( void ∗∗)&h B [ i ] , mem size B ) ;

cudaMallocHost ( ( void ∗∗)&h C [ i ] , mem size C ) ;

}

// copy host memory to dev i c e

f o r ( i n t i = 0 ; i < nGPU; i++){
cudaSetDevice ( i ) ;

//Copy input data from host to GPU

cudaMemcpyAsync ( d A [ i ] , h A [ i ] , mem size A ,

cudaMemcpyHostToDevice ) ;

cudaMemcpyAsync ( d B [ i ] , h B [ i ] , mem size B ,

cudaMemcpyHostToDevice ) ;

}

// Launch the k e r n e l s

f o r ( i n t i = 0 ; i < nGPU; i++){
cudaSetDevice ( i ) ;

cublasSgemm ( handle [ i ] ,

CUBLAS OP N, CUBLAS OP N,

uiWB/2 , uiHA/2 , uiWA, &alpha ,

d B [ i ] , uiWB/2 ,

d A [ i ] , uiWA, &beta ,

d C [ i ] , uiWA) ;

}

f o r ( i n t i = 0 ; i < nGPU; i++){
cudaSetDevice ( i ) ;
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//Read back GPU r e s u l t s

cudaMemcpyAsync ( h C [ i ] , d C [ i ] , mem size C ,

cudaMemcpyDeviceToHost ) ;

}

Listing A.1: CUDA C++ code to set up and call a multi-GPU matrix multiplication

kernel.
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// Al l o ca t e cush memory plans

cush plan ∗ cush A = malloc ( s i z e o f ( cush plan ) ) ;

cush plan ∗ cush B = mal loc ( s i z e o f ( cush plan ) ) ;

cush plan ∗ cush C = malloc ( s i z e o f ( cush plan ) ) ;

i n t ∗ dev id s = mal loc ( s i z e o f ( i n t ) ∗GPU N) ;

f o r ( i n t i = 0 ; i < nGPU; i++){
dev id s [ i ] = i ;

}

c u s h p l a n c r e a t e ( cush A , FLOAT, nGPU, dev ids ,

mem size A , UNIF) ;

c u s h p l a n c r e a t e ( cush B , FLOAT, nGPU, dev ids ,

mem size B , UNIF) ;

c u s h p l a n c r e a t e ( cush C , FLOAT, nGPU, dev ids ,

mem size C , UNIF) ;

// broadcast h Ac and h Bc to d e v i c e s

cush memcpyHtoD ( cush A , h Ac ) ;

cush memcpyHtoD ( cush B , h Bc ) ;

// launch the k e r n e l s

exec mm kernels ( cush A , cush B , cush C ) ;

// Read back the GPU r e s u l t s

cush memcpyDtoH ( h Cc , cush C ) ;

Listing A.2: CUSH C++ code to set up and call a multi-GPU matrix multiplication

kernel.
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A.2 The Lattice-Boltzmann Method

// Al l o ca t e host memory

f l o a t ∗∗ f = mal loc (numGPUs∗ s i z e o f ( f l o a t ∗) ) ;

f o r ( i n t i = 0 ; i < numGPUs; ++i ) {
f [ i ] = ( f l o a t ∗) mal loc (19∗nXYZ∗ s i z e o f ( f l o a t ) ) ;

}

unsigned i n t ∗∗ vox = mal loc (numGPUs∗ s i z e o f ( unsigned i n t ∗) ) ;

f o r ( i n t i = 0 ; i < numGPUs; ++i ) {
vox [ i ] = mal loc (nXYZ∗ s i z e o f ( unsigned i n t ) ) ;

}

f l o a t ∗ f f a c e s o u t =

mal loc (numGPUs∗ fFaceOf f s e t ∗ s i z e o f ( f l o a t ) ) ;

f l o a t ∗ f f a c e s i n =

mal loc (numGPUs∗ fFaceOf f s e t ∗ s i z e o f ( f l o a t ) ) ;

f l o a t ∗ f e d g e s i n =

mal loc (numGPUs∗ fEdgeOf f se t ∗ s i z e o f ( f l o a t ) ) ;

f l o a t ∗ f e d g e s o u t =

mal loc (numGPUs∗ fEdgeOf f se t ∗ s i z e o f ( f l o a t ) ) ;

#pragma omp p a r a l l e l num threads (numGPUs)

{
i n t t h i d = omp get thread num ( ) ;

cudaSetDevice ( t h i d ) ;

// a l l o c a t e memory on dev i ce

cudaMalloc ( ( void ∗∗)&f D , 19∗ s izeFP ) ;

cudaMalloc ( ( void ∗∗)&f pack , maxFace∗ s i z e o f ( f l o a t ) ) ;

// a l l o c a t e memory f o r geometry on dev i c e

unsigned i n t ∗ vox D ;

cudaMalloc ( ( void ∗∗)& vox D , s izeVox ) ;

// copy f va lue s onto dev i c e

cudaMemcpy( f D , f [ t h i d ] , 19∗ sizeFP , cudaMemcpyHostToDevice ) ;

// copy voxe l data onto

cudaMemcpy( vox D , vox [ t h i d ] , s izeVox , cudaMemcpyHostToDevice ) ;

whi l e ( t imestep < numTimesteps ) {
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// Loop over t imes teps

f o r ( unsigned i n t i = 0 ; i < outputFreq ; ++i ) {
i f ( t h i d ==0)++timestep ;

doTimestep ( f D , f f a c e s o u t , f edge s ou t ,

f f a c e s i n , f e d g e s i n , f pack ,

vox D , th id , thrdNbrs , i , c o l l i s i o n F r e q ,

U DRHO, L DRHO, dimBlock , dimGridA ,

dimGridYLayer , dimGridZLayer ,

d imGr idInte r io r ) ;

}// output f requency

// Copy r e s u l t s o f lb from dev i ce to host

cudaMemcpy( f [ t h i d ] , f D , 19∗ sizeFP , cudaMemcpyDeviceToHost ) ;

} // loop over t imes teps

} // f i n i s h openMP

Listing A.3: CUDA C++ code to set up and call a multi-GPU lattice-Boltzmann

method kernel.
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// Al l o ca t e cush memory plans

c u s h f = mal loc ( s i z e o f ( cush plan ) ) ;

cush vox = mal loc ( s i z e o f ( cush plan ) ) ;

c u s h f f a c e s o u t = mal loc ( s i z e o f ( cush plan ) ) ;

c u s h f f a c e s i n = mal loc ( s i z e o f ( cush plan ) ) ;

c u s h f e d g e s o u t = mal loc ( s i z e o f ( cush plan ) ) ;

c u s h f e d g e s i n = mal loc ( s i z e o f ( cush plan ) ) ;

i n t ∗ dev id s = ( i n t ∗) mal loc ( s i z e o f ( i n t ) ∗GPU N) ;

f o r ( i n t i = 0 ; i < nGPU; i++){
dev id s [ i ] = i ;

}

c u s h p l a n c r e a t e ( cush f , FLOAT, nGPU,

dev ids , mem size f , UNIF) ;

c u s h p l a n c r e a t e ( cush vox , FLOAT, nGPU,

dev ids , mem size vox , UNIF) ;

c u s h p l a n c r e a t e ( c u s h f f a c e s o u t , FLOAT, nGPU,

dev ids , mem size faces , UNIF) ;

c u s h p l a n c r e a t e ( c u s h f f a c e s i n , FLOAT, nGPU,

dev ids , mem size faces , UNIF) ;

c u s h p l a n c r e a t e ( cu sh f edge s ou t , FLOAT, nGPU,

dev ids , mem size edges , UNIF) ;

c u s h p l a n c r e a t e ( c u s h f e d g e s i n , FLOAT, nGPU,

dev ids , mem size edges , UNIF) ;

// broadcast f and vox to de v i c e s

cush memcpyHtoD ( cush f , f ) ;

cush memcpyHtoD ( cush vox , vox ) ;

whi l e ( t imestep < numTimesteps ) {
// Loop over t imes teps

f o r ( unsigned i n t i = 0 ; i < outputFreq ; ++i ) {
++timestep ;

exec Timestep ( cush f , c u s h f f a c e s o u t ,

cu sh f edge s ou t , c u s h f f a c e s i n ,

c u s h f e d g e s i n , cush vox , th id ,

thrdNbrs , i , c o l l i s i o n F r e q , U DRHO,

L DRHO, dimBlock , dimGridA , dimGridYLayer ,
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dimGridZLayer , d imGr idInte r io r ) ;

}// output f requency

// Copy r e s u l t s o f lb from dev i ce to host

cush memcpyDtoH ( h f , c u s h f ) ;

} // loop over t imes teps

Listing A.4: CUSH C++ code to set up and call a multi-GPU lattice-Boltzmann

method kernel.
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A.3 The Fast Fourier Transform

f o r ( i n t i = 0 ; i < nGPU; i++){
c u f f t R e s u l t resa , re sb ;

p lans [ i ] . dev id = i ;

cudaSetDevice ( i ) ;

cudaMalloc ( ( void ∗∗) (&( plans [ i ] . a i ) ) , a s i z e ) ;

cudaMalloc ( ( void ∗∗) (&( plans [ i ] . a o ) ) , a s i z e ) ;

p lans [ i ] . s i z e = a elem ;

cudaStreamCreate (&( plans [ i ] . s tream a ) ) ;

cudaStreamCreate (&( plans [ i ] . stream b ) ) ;

r e sa = cu f f tP lan1d (&( plans [ i ] . plana ) ,

l en batch a , CUFFT C2C, num batch a ) ;

cu f f tSetSt ream ( plans [ i ] . plana ,

p lans [ i ] . stream a ) ;

re sb = cu f f tP lan1d (&( plans [ i ] . planb ) ,

l en batch b , CUFFT C2C, num batch b ) ;

cu f f tSetSt ream ( plans [ i ] . planb ,

p lans [ i ] . stream a ) ;

}

f o r ( i n t i = 0 ; i < nGPU; i++){
cudaSetDevice ( p lans [ i ] . dev id ) ;

cudaMemcpyAsync ( p lans [ i ] . a i ,

&(da in [ i ∗ a elem ] ) , a s i z e ,

cudaMemcpyHostToDevice , p lans [ i ] . s tream a ) ;

}

// Round one

f o r ( i n t i = 0 ; i < nGPU; i++){
i n t i = omp get thread num ( ) ;

cudaSetDevice ( p lans [ i ] . dev id ) ;

/∗ Transform the f i r s t s i g n a l out o f p lace . ∗/
cufftExecC2C ( plans [ i ] . plana ,
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plans [ i ] . a in ,

p lans [ i ] . a out ,

CUFFT FORWARD) ;

}
// End round one

// Twiddle f a c t o r be f o r e t ranspose

i n t Ns = Ns a ;

i n t R = R a ;

f o r ( i n t i = 0 ; i < nGPU; i++){
cudaSetDevice ( p lans [ i ] . dev id ) ;

cu mul t twidd le ( p lans [ i ] . a out ,

p e r gpu s i z e , Ns , R,

l en batch a , num batch a ,

l en batch a ,nGPU∗num batch a ,

i , p lans [ i ] . s tream a ) ;

}

i f (1 == nGPU) {
cu t ranspose ( p lans [ 0 ] . a in , p lans [ 0 ] . a out ,

l en batch a , num batch a , p lans [ 0 ] . stream a ) ;

} e l s e {
// Copy o f f

f o r ( i n t i = 0 ; i < nGPU; i++){
cudaSetDevice ( p lans [ i ] . dev id ) ;

cudaMemcpyAsync(&( da in [ i ∗ a elem ] ) ,

p lans [ i ] . a o , a s i z e ,

cudaMemcpyDeviceToHost , p lans [ i ] . s tream a ) ;

}

/∗ Transpose output from round 1 to make the input f o r round 2 ∗/
k = 0 ;

i n t num bound = num batch b/nGPU;

i n t len bound = len batch b ∗nGPU;

f o r ( i n t i = 0 ; i < num bound ; i++){
f o r ( i n t j = 0 ; j < len bound ; j++){

db in [ k ] = da in [ i+j ∗num bound ] ;

i d x s a [ k ] = idxs b [ i+j ∗num bound ] ;
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k++;

}
}

// Copy Back

f o r ( i n t i = 0 ; i < nGPU; i++){
i n t i = omp get thread num ( ) ;

cudaSetDevice ( p lans [ i ] . dev id ) ;

cudaMemcpyAsync ( p lans [ i ] . a in ,

&(db in [ i ∗ a elem ] ) ,

a s i z e ,

cudaMemcpyHostToDevice ,

p lans [ i ] . stream a ) ;

}
}

// ROUND TWO

f o r ( i n t i = 0 ; i < nGPU; i++){
cudaSetDevice ( p lans [ i ] . dev id ) ;

cufftExecC2C ( plans [ i ] . planb ,

p lans [ i ] . a in , p lans [ i ] . a out ,

CUFFT FORWARD) ;

}

// Copy o f f f i n a l s o l u t i o n

f o r ( i n t i = 0 ; i < nGPU; i++){
cudaSetDevice ( i ) ;

cudaMemcpyAsync(&( db in [ i ∗ a elem ] ) ,

p lans [ i ] . a out , a s i z e ,

cudaMemcpyDeviceToHost , p lans [ i ] . stream b ) ;

}

Listing A.5: CUDA C++ code to set up and call a multi-GPU FFT.
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cu f f tHand le plana [GPU N ] ;

cu f f tHand le planb [GPU N ] ;

cush plan ∗ s i g a i n = mal loc ( s i z e o f ( cush plan ) ) ;

cush plan ∗ s i g a o u t = mal loc ( s i z e o f ( cush plan ) ) ;

i n t ∗ dev id s = ( i n t ∗) mal loc ( s i z e o f ( i n t ) ∗GPU N) ;

f o r ( i n t i = 0 ; i < GPU N; i++){
dev id s [ i ] = i ;

}

c u s h d b u f f c r e a t e ( s i g a i n , CUFFT COMPLEX,

GPU N, c s i g s i z e , UNIF, dev id s ) ;

c u s h d b u f f c r e a t e ( s i g a o u t , CUFFT COMPLEX,

GPU N, c s i g s i z e , UNIF, dev id s ) ;

cudaStream t streamsa [GPU N ] ;

cudaStream t streamsb [GPU N ] ;

f o r ( i n t i =0; i < GPU N; i++){
cudaSetDevice ( i ) ;

cudaStreamCreate (&( streamsa [ i ] ) ) ;

cudaStreamCreate (&( streamsb [ i ] ) ) ;

c u f f t R e s u l t resa , re sb ;

r e sa = cu f f tP lan1d (&( plana [ i ] ) , l en batch a ,

CUFFT C2C, num batch a ) ;

cu f f tSetSt ream ( plana [ i ] , streamsa [ i ] ) ;

r e sb = cu f f tP lan1d (&( planb [ i ] ) , l en batch b ,

CUFFT C2C, num batch b ) ;

cu f f tSetSt ream ( planb [ i ] , streamsb [ i ] ) ;

s i g a i n−>stream [ i ] = streamsa [ i ] ;

s i g a o u t−>stream [ i ] = streamsb [ i ] ;

}

// ROUND ONE

cush memcpyHtoD ( da in , s i g a i n ) ;

/∗ Transform the f i r s t s i g n a l out o f p lace . ∗/
f o r ( i n t i = 0 ; i < GPU N; i++){

cudaSetDevice ( s i g a i n−>id [ i ] ) ;
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cufftExecC2C ( plana [ i ] , s i g a i n−>ptr [ i ] ,

s i g a o u t−>ptr [ i ] , CUFFT FORWARD) ;

}

// Twiddle f a c t o r be f o r e t ranspose

f o r ( i n t i = 0 ; i < GPU N; i++){
cudaSetDevice ( s i g a o u t−>id [ i ] ) ;

cu mul t twidd le ( s i g a o u t−>ptr [ i ] , p e r gpu s i z e ,

Ns ,R, l en batch a , num batch a , l en batch a ,

GPU N∗num batch a , i , s i g a o u t−>stream [ i ] ) ;

}

/∗ Transpose ∗/
cush tpose ( s i g a i n−>ptr [ 0 ] , s i g a o u t−>ptr [ 0 ] ,

l en batch a , num batch a , s i g a o u t−>stream [ 0 ] ) ;

// ROUND TWO

/∗ Transform the s i g n a l out o f p lace . ∗/
f o r ( i n t i = 0 ; i < GPU N; i++){

// Set dev i c e

cudaSetDevice ( s i g a i n−>id [ i ] ) ;

cufftExecC2C ( planb [ i ] , s i g a i n−>ptr [ i ] ,

s i g a o u t−>ptr [ i ] ,CUFFT FORWARD) ;

}

// Copy o f f f i n a l s o l u t i o n

cush memcpyDtoH ( db in , s i g a i n ) ;

Listing A.6: CUSH C++ code to set up and call a multi-GPU FFT.
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Appendix B

Lattice-Boltzmann Implementation

Details

This appendix is reproduced from two publications:

J. Myre, S.D.C. Walsh, D. Lilja, M.O. Saar, Performance analysis of single-phase,

multiphase, and multicomponent lattice-Boltzmann fluid flow simulations on

GPU clusters, Concurrency and Computation-Practice and Experience 23 (2011)

332350.

P. Bailey, J. Myre, S.D.C. Walsh, M.O. Saar, D.J. Lilja, Accelerating Lattice

Boltzmann Fluid Flow Simulations Using Graphics Processors, International

Conference on Parallel Processing : Vienna, Austria (ICPP), 2009.

These reproductions are included with permission from John Wiley and Sons and

IEEE, respectively.
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B.1 Memory Access Pattern Descriptions

We have employed three different memory access patterns to control the propaga-

tion of fluid packets perpendicular to the thread-block axis, referred to in the text as

“Ping-Pong”, “Flip-Flop” and “Lagrangian” patterns. In this appendix, we provide a

detailed description of the differences between the different memory access patterns.

To better distinguish the different memory access patterns, the following notation is

introduced to describe the global memory location occupied by the fluid packets:

fi(y, t, j) , (B.1)

where fi denotes a fluid packet moving in the direction ci and the terms inside the

brackets following fi denote an array location holding the fluid packet variable at

time t, i.e., fi(y, t, j) represents the global memory location at time t associated with

global memory indices y and j. The first index, y, is a three-part vector representing

a set of coordinates (similar to lattice coordinates) and the second, j, is a scalar index

between 1 and 19 (similar to the lattice direction).

In the Ping-Pong memory access pattern, the global memory coordinates y equal

the lattice-coordinates x at which the fluid packet is located and the index j is equal

to the fluid packet direction i. Thus the collision rule given in Equation (3.1) is

f bi (x + ci∆t, t+ ∆t, i) = (1− λ)fai (x, t, i) + λf eqi (x) , (B.2)

where f eqi (x) represents the equilibrium fluid packet density at position x and fai and

f bi represent two separate global memory arrays. The collision rule for the alternate

timestep is

fai (x + 2ci∆t, t+ 2∆t, i) = (1− λ)f bi (x + ci∆t, t+ ∆t, i) + λf eqi (x + ci∆t) , (B.3)

and so on. A single global memory array cannot be used for this rule, as fluid packets

at time t + ∆t would overwrite those at time t. In another context, this might

be avoided by temporarily storing the fluid packets in a local buffer, however, this

solution does not work with the GPU programming environment where the order of

thread block execution is not guaranteed.

Instead, we adopt memory access patterns that overwrite the same location in

global memory: namely, the Flip-Flop pattern and the Lagrangian pattern.
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The Lagrangian memory access pattern is perhaps the simplest of the two, given

by

fi(xo, t+ ∆t, i) = (1− λ)fi(xo, t, i) + λf eqi (xo + cit) , (B.4)

where xo is the fluid packet location at time t = 0. In this pattern, fluid packets

occupy the same positions in global memory while all collision and streaming steps

are calculated. Before the result of the simulation is returned to the CPU, the fluid

packets are rearranged back to a Eulerian configuration (i.e., where the position in

global memory, y, equals the simulated position of the fluid packet x). The cost of

the rearrangement is less than a single streaming and collision step.

The Flip-Flop memory access pattern exploits the fact that the global memory

index j need not match the fluid packet direction i. As the name suggests, the pattern

has two steps. The first step swaps the fluid packets fi and fı̃ (where ı̃ indicates the

reverse direction, i.e., ci = −cı̃), but otherwise keeps the packets at the same global

memory location,

fi(x, t+ ∆t, ı̃) = (1− λ)fi(x, t, i) + λf eqi (x) . (B.5)

The second step restores the fluid packet directions and positions to the Eulerian

configuration,

fi(x + 2∆tci, t+ 2∆t, i) = (1− λ)fi(x, t+ ∆t, ı̃) + λf eqi (x + ci∆t) . (B.6)

If an odd number of timesteps is performed, an additional step rearranges the fluid

packets into the correct configuration before they are returned to the CPU.
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B.2 Multiple-GPU Pseudo-Code

This appendix outlines key steps in the multi-GPU implementations.

0. Include the openMP header in .cu file:

#include <omp.h>

1. Allocate memory on CPU for GPU-GPU transfer,

initialize CPU-CPU pipelines (MPI only).

2. Create one thread per GPU: #pragma omp parallel num_threads(numGPUs)

3. Within the #pragma omp parallel num_threads(numGPUs) directive:

3.1. Get the thread id: int th_id = omp_get_thread_num();

3.2. Assign thread to GPU: cudaSetDevice(th_id);

3.3. Copy initial conditions and problem geometry from CPU to GPU

e.g., float* f_D; int sizeF = 19*numGPUNodes*sizeof(float);

cudaMalloc((void**)&f_D, sizeF);

cudaMemcpy(f_D, f[th_id], sizeF, cudaMemcpyHostToDevice);

3.4. for(timestep = 0;

timestep < maxTimesteps;

timestep += outputFrequency):

3.4.1. for(t = 0; t < outputFrequency; t++):

Multiple phase/multiple component models only:

i. Calculate φ for outer shell of nodes

ii. Copy outer shell φ from GPU to CPU

Copy outer shell φ from CPU to CPU (MPI only)

Copy neighboring φ from CPU to GPU

iii. Calculate inner φ values (simultaneous with ii) on the GPU.

All models:

iv. Perform fi streaming/collision step for outer node shell

v. Copy outgoing outer shell fi from GPU to CPU

Copy outgoing outer shell fi from CPU to CPU (MPI only)

Copy incoming outer shell fi from CPU to GPU

vi. Perform inner fi streaming/collision (simultaneous with v)

on the GPU.

3.4.3. For the Lagrangian memory access pattern:1

1 or Flip-Flop pattern if output frequency is odd
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Rearrange fi to Eulerian configuration

(location in memory = spatial position).

3.4.4. Copy fi data from GPU to CPU and save result to file.

e.g., cudaMemcpy(f[th_id],

f_D, sizeF,

cudaMemcpyDeviceToHost);

3.5. Free GPU memory: e.g., cudaFree(f_D);

4. Free CPU memory. End.
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Appendix C

Karst Conduit Flow

Implementation Details

This appendix is reproduced from the following publication currently in preparation:

J.M. Myre, M.D. Covington, A. Luhmann, M.O. Saar, A fast GPGPU driven model

of thermal transport in karst conduits, to be submitted to Environmental

Modelling and Software.
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C.1 GPGPU Heat Transport Model Pseudocode

This appendix outlines key steps for the implementation of the computational

model in Section 4.2.2.

0. Input: the number of fluid nodes (n_nodes), number of rock nodes

perpendicular to the channel (n_rnodes), the number of timesteps, pointers

to dts and velocities for each time step, pointers to temperature input and

output buffers, and the dimensionless quantities Pe, St, and Θ.

1. Allocate memory on GPU for rock and fluid system tridiagonal vectors, an

“old” and “new” rock solution matrix, an “old” and “new” fluid solution

vector, and a conduit output solution vector.

2. Set up CUDPP GPU solver plans.

3. Assign initial conditions to fluid and rock data buffers.

4. for each t in timesteps:

4.1. Set up the coefficient matrix (A) for the tridiagonal formulation of

Equation 4.20 on the GPU.

4.2. Set up the coefficient matrix (A) for the tridiagonal formulation of

Equations 4.14 & 4.15 on the GPU.

4.3. Set up the rock RHS rock_solution_new (B of the tridiagonal

formulation of Equations 4.14 & 4.15) on the GPU.

4.4. Solve the rock tridiagonal system (Equations 4.14 & 4.15) on the GPU.

4.5. Set up the fluid RHS, using fluid_solution_old (B of the tridiagonal

formulation of Equation 4.20), on the GPU using the results from

step 4.4.
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4.6. Solve the fluid tridiagonal system (Equation 4.20) on the GPU.

4.7. Copy the “new” rock and fluid solution buffers to the

“old” solution buffers.

4.8. Copy the conduit output temperature (at index end-1) to the solution

vector on the GPU (at index t).

end for

5. Copy solution vector from GPU back to the host solution buffer

(provided as input).

6. Destroy GPU tridiagonal solvers and shutdown CUDPP library.

7. Free GPU memory.

8. Return.
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C.2 GPGPU Conductivity Transport Model Pseudocode

This appendix outlines key steps for the implementation of the computational

model in Section 4.3.2.

0. Input: the number of fluid nodes (n_nodes), the number of timesteps,

pointers to dts and velocities for each time step, pointers to temperature

input and output buffers, and the dimensionless quantities Pe and Da.

1. Allocate memory on GPU for fluid system tridiagonal vectors, an “old” and

“new” fluid solution vector, and a conduit output solution vector.

2. Set up the CUDPP GPU solver plan.

3. Assign initial conditions to fluid data buffers.

4. for each t in timesteps:

4.1. Set up the coefficient matrix (A) for the tridiagonal formulation of

Equation 4.27 on the GPU.

4.2. Solve the fluid tridiagonal system (Equation 4.27) on the GPU where

x is fluid_solution_new and b is fluid_solution_old.

4.3. Copy fluid_solution_new to fluid_solution_old.

4.4. Copy the conduit output temperature (at index end-1) to the solution

vector on the GPU (at index t).

end for

5. Copy solution vector from GPU back to the host solution buffer

(provided as input).

6. Destroy the GPU tridiagonal solver and shutdown the CUDPP library.

7. Free GPU memory.

8. Return.
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Appendix D

SVC Implementation Details

This appendix provides an overview of the SVC algorithm and pseudocode for

calculating its work factor in Sections D.1 and D.2, respectively.

This appendix is from the following publication that has been submitted and is

currently under review:

J.M. Myre, E. Frahm, D. Lilja, M.O. Saar, SVC – Singular Value Composition:

A fast method for generating dense matrices with specific condition numbers,

ACM Transactions on Mathematical Software (TOMS), 2013.
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D.1 SVC Pseudocode

This Section outlines key steps in the Singular Value Composition algorithm.

Listing 1:

The SVC function.

0. Input to this function are κ, m, n, mode, and sv.

1. Calculate the min(m, n) singular values according to the specified mode

and randomly permute them. Modes:

1: One large singular value.

2: One small singular value.

3: The singular values are distributed geometrically.

4: The singular values are distributed arithmetically.

5: The singular values are randomly selected from the

uniform distribution [1, n].

6: The vector of singular values are supplied by the user in sv.

2. Create the initial structure of the m× n matrix, M , filling in the singular

values along the diagonal.

3. If m < n, transpose M and set a transposed flag. The number of rows and

columns are still referred to as m and n, respectively.

4. Perform recursive random rotations on 2k sub-matrices of M to completely

mix the singular values within the square region. (See Listing 2.)

5. If m 6= n

5.1 Rotate each of the remaining rows with a random row from the

square region and loop to repeat five times to create non-trivial

linear combinations.

5.2 Rotate each column with a random column and loop to repeat five
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times to create non-trivial linear combinations.

End if

6. If the transposed flag is set, transpose M to recover the original

dimensions.

7. Return M .
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Listing 2:

This function performs the recursion that fills the n×n square matrix in the SVC

algorithm. This step operates on the n × n square region of the m × n matrix, M ,

and sets each entry of the n× n square region to a non-trivial linear combination of

the singular values.

0. Input to this function are M , n.

1. Perform all rotations in the largest 2k region. See Listing 3 for details.

2. If n is not a power of two

2.1 Recurse on M(2k + 1 : n, 2k + 1 : n), which is the remaining square

region on the diagonal.

2.2 Perform random rotations between all of the rows and columns in the

submatrix returned from Step 2.1 and all of the rows and columns

in the current largest 2k region used in Step 1.

else if n = 1

2.3 Perform random rotations between the remaining 1× 1 submatrix

and all of the rows and columns in the current largest 2k region

used in Step 1 of the parent function.

End if

3. Return the modified M .
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Listing 3:

This function performs the rotations of the 2k square regions from Step 1 in List-

ing 2. This step operates on 2k × 2k square regions along the diagonal of the m× n
matrix, M .

0. Input to this function are M , n.

1. Set maxexp to floor(log2(n)).

// Loop over diagonal 2i block size

2. for i in 0:(maxexp-1)

2.1. Set stride to 2i and skip to 2i+1

// Loop over the number of blocks

3. for j in 1:skip:2maxexp − 1

// Loop over row/column pairs within blocks

4. for k in j:j+(stride-1)

// Loop over row/column elements to perform rotations

5.1. for q in 0:k-1

Set rr1 to a random rotation matrix.

Set rr2 to a random rotation matrix.

Set row0 to k+q

Set row1 to k+q+stride

Set col0 to j

Set col1 to j+skip-1

5.2. Rotate the rows of the current submatrix.

M([row0 row1], [col0:col1]) = rr1 * M([row0 row1]), [col0:col1])

5.3. Rotate the columns of the current submatrix by transposing
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the row and column indices.

M([col0:col1], [row0 row1]) = M([col0:col1], [row0 row1])* rr2

end q-loop // row/col elements

end k-loop // row/col pairs

end j-loop // number of blocks

end i-loop // block size

6. Return the modified M .
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D.2 Work Factor Calculation

This function calculates the work factor, W , for SVC to generate an m×n matrix.

The functionality of this function was verified for square matrices of size 2×2 through

1024 × 1024. No differences were found between the output of this function and an

SVC algorithm that was instrumented with operation counters.

0. Input to this function are m, n.

1. Set maxexp to floor(log2(n)).

Set prev size to 0.

Set W to 0.

// Calculate work for rotations.

3. for i in 0:maxexp

if 0 6= bitand(2i, n)

3.1 W = W + 4(2i)(2i − 1)

end if

end for

// Calculate work for combinations.

4. for i in 0:maxexp

if 0 6= bitand(2i, n)

if 0 6= prev size

4.1 W = W + 4(2i)(2i + prev size)

end if

4.2 Set prev size to 2i.

end if

end for

// Calculate work to combine the m− n rows outside

// of the n× n square region. if m > n

5. W = W + 10(m− n)n

end if

6. Return W .
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Appendix E

TNT Implementation Details

This appendix is from the following publication that has been submitted and is

currently under review:

E. Frahm, J.M. Myre, D. Lilja, M.O. Saar, TNT: An active set method for solving

large non-negative least squares problems, SIAM Journal on Computational

Science Special Section on Planet Earth and Big Data, 2013.
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E.1 TNT pseudocode

This appendix outlines key steps in this non-negative least squares algorithm using

a preconditioned conjugate gradient least squares solver that is outlined in Appendix

E.2.

0. Input to this function are A, b, lambda, rel tol, AA, use AA.

1. Compute the normal equations, AA = ATA.

2.1. Compute ε = 10 ∗ eps ∗ norm(AA, 1). Add ε to the diagonal of AA.

2.2. Set the reduction constant (rc=0.2) and the expansion constant (ec=1.2).

3. Allocate the solution vector (x), the binding set, the free set, the insertion set,

the residual vector, the gradient vector, and a solution score.

4. Set the score, solution vector, residual vector, free set, and binding set by

computing a feasible solution using the least squares method as outlined in

Appendix B.

5. Start the outer loop, looping until there are no feasible changes:

5.1. Save this solution (including score, x, the free set, the binding set, and

the number of insertions. Set the max number of insertions to the

product of ec and the current number of insertions.

5.2. Compute the gradient of the Normal Equations.

5.3. Construct the insertion set from the elements of the binding set where

the gradient > 0.

5.4. If the number of insertions is zero then the best solution has been found.

Return.

5.5. Sort the possible insertions by the gradients to order them by their
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attractiveness for insertion.

5.6. Start the inner loop, looping until the correct variables have

been inserted.

5.6.1 Adjust the number of insertions:

n_insertions =

min( max(1, floor(rc*n_insertions)), max_insertions));

Truncate the insertion set to only the n_insertions most attractive

variables.

5.6.2. Move the variables corresponding to those in the insertion set from

the binding set to the free set.

5.6.3. Set the score, solution vector, residual vector, free set, and binding

set by computing a feasible solution using the least squares method as

outlined in Appendix B.

5.6.4. Check if the current score is better than the best score.

If so, break from this loop.

5.6.5. Restore the best solution, solution vector, free set, binding set, and

max insertions value (the produce of ec and the current

number of insertions, from 5.1).

5.6.6. If n_insertions == 1, the best feasible change did not improve the

score.

Return.

End inner loop.

End outer loop.
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E.2 TNT least squares solver pseudocode

This appendix outlines key steps for the preconditioned conjugate gradient solver

(PCGNR) used to solve the core least squares problem in Appendix E.1. Further

details for PCGNR can be found in the discussion surrounding Algorithm 9.7 of Saad

(2003).

0. Input to this function are:

A, b, lambda, ε, AA, free set, binding set, deletions per loop.

1. Sort the free and binding sets in descending order.

2. Reduce A into B. B is a matrix that has all of the rows of A, but its columns

are the subset of those in A that correspond to the indices of the variables

that are members of the free set.

3. Reduce AA into BB. BB is a symmetric matrix composed of the subset of

the rows and columns of AA that correspond to the indices of the variables

that are members of the free set.

4. Set R as the upper triangular Cholesky decomposition of BB. Set p to some

positive integer if BB is not positive definite.

5. If p > 0 set ε = ε * 10 and add the new value of ε to the diagonal of AA.

Reconstruct BB with the new AA and recompute the Cholesky

decomposition for a new R and p.

6. Loop until a feasible solution is found:

6.1. Find a reduced solution using B, b, and R with a preconditioned

conjugate gradient method.

6.2. Construct the deletion set from the elements of the reduced solution

that are ≤ zero.
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6.3. If the are no elements in the deletion set the solution is feasible. Return.

6.4. Sort the possible deletions by the reduced solution values to find

the worst violators.

6.5. Limit the number of deletions per loop.

6.6. Move elements that correspond to those in the deletion set from the free

set to the binding set.

6.7. Reduce A into B as in 2.

6.8. Reduce AA into BB as in 3.

6.9. Recompute R, the Cholesky factor, using R, BB, and the deletion set.

End loop.

7. Unscramble the column indices of the free set to get the full (unreduced)

solution vector (x).

8. Compute the full residual: residual = b− (Ax).

9. Compute the norm of the residual: score = sqrt(dot(residual, residual)).

Return.
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