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Abstract—“Compressive Sensing” (CS) describes an emerging
technology that enables reconstruction of a broad class of signals
of practical interest from a limited number of samples. The
remarkable aspect of CS is that the number of samples required
for accurate reconstruction may be far fewer than what classical
results (such as the Nyquist sampling theorem) might suggest.
This project demonstrates CS on a mobile device platform – we
implement a simple recovery procedure from the CS literature
on the Apple iPhone, and use it to reconstruct an image from a
subset of its pixels.

MOTIVATION AND OBJECTIVE

The well-known Nyquist sampling condition from signals
and systems establishes that continuous-time band limited
signals – waveforms having frequency content only below
some cutoff frequency – can be accurately reconstructed
from their uniformly-spaced samples, provided the sampling
rate exceeds twice that of the highest frequency component
present in the signal [1]. This classical result has formed
the essential basis of the digital signal processing revolution,
providing a means for the acquisition, storage, processing, and
manipulation of continuous time signals in (now widespread)
computing devices.

One application domain where classical sampling theory is
employed extensively is imaging. Modern cameras obtain dig-
ital representations of images by sampling them at a uniformly
spaced subset of spatial locations. Often, these pixel samples
are then compressed to keep the size of the stored image
“in check” (as, for example, in the commonly used JPEG
image format). The compression schemes underying common
image formats effectively operate by exploiting the inherent
“simplicity” of the image in some appropriate representation.
For example, it is well-known that many natural images are
sparse (i.e., have relatively few nonzero coefficients) in wavelet
representations [2], and the JPEG2000 format compresses
images by exploiting this wavelet sparsity [3].

These classical approaches, however, suffer from a prag-
matic disconnect. Consider the fact that the image compression
methods mentioned above compress the (perhaps large number
of) pixels samples by keeping only the most important coeffi-
cients of the data in the wavelet representation, effectively
discarding a large amount of “irrelevant” data. A natural
question emerges – if only a relatively small number of
coefficients describe the entire image, why gather so many
samples in the first place? In other words, can’t we just
acquire the compressed representation (or something close to
it) directly? These questions served as the motivation of the
emerging theory of compressive sensing (CS) [4], [5]. The

essential idea of CS is to enforce sparsity (in the appropriate
representation) to recover images from a small number of
samples.

CS is, in effect, a generalization of classical sampling
results, since band limitedness can be viewed as a form of
sparsity in the frequency domain. One key difference between
classical sampling theory and CS is in how the samples
are obtained. In contrast to the uniform sampling strategies
prescribed in the classical Nyquist sampling approach, the
initial works in CS prescribed gathering samples in the form
of linear combinations of elements of the signal being sensed
(here, this would correspond to certain linear combinations of
the image pixels) [4], [5], [6]. On the other hand, a recent
article in Wired magazine depicted a demonstration of CS in
an imaging application, where images were reconstructed from
subsets of their pixels [7].

This project was motivated, in large part, by the scenario
demonstrated in the Wired magazine article. The primary
aim of this effort is to implement a CS recovery procedure
on the Apple iPhone, and to demonstrate its performance
in reconstructing images from subsets of their pixels. In the
context of the image processing literature, our effort is in many
ways complementary to prior works on image in-painting [8],
[9], which are techniques designed to impute or interpolate
missing data in images.

OUR APPROACH

As stated above, our aim in this effort was to implement
compressed sensing on a mobile device, the Apple iPhone.
We were looking to undersample an image, then reconstruct
it using a particularly simple and computationally efficient
algorithm from the CS literature called iterative hard thresh-
olding (IHT) [10], though any of the (by now, large number
of) compressed sensing reconstruction techniques could have
been used (e.g., [11], [12], [13]). In our case we used one
of the simplest image transforms, the discrete Haar Wavelet
transform, as the representation in which the image is assumed
to be sparse. We randomly select pixels from the image to
be recovered, and reconstruct them using the IHT algorithm,
exploiting the sparsity of the image in its Haar Wavelet
transform representation.

Although our procedure applies to images, which may be
represented as matrices, we describe the IHT algorithm here
as it applies to the recovery of sparse vectors. Extensions
of this approach to the case we consider here are relatively
straightforward. Let x ∈ Rn represent the object we wish
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Algorithm 1 Pseudocode of Our Version of Iterative Hard Thresholding

Input parameters:
Number of algorithm iterations: nfinal

Vector of threshold values for each iteration: τ = [τ1 τ2 . . . τnstop
]

Haar Wavelet Transform operator: T (such that θ = T(x) is sparse, or approximately so, for images x)
Input data:

Sampling operator: S (a linear operator that returns elements from a specified set of locations)
Collection of samples: y (for an image x, y = S(x) is a vector of samples at locations specified by S)

Initialize:
Initial all-zeros estimate of transformed image: θ0

for n = 1 → nstop

Compute residual: yn
temp = y − S

(
T−1 (θn)

)
“Upsample” by zero-padding: xn

temp = S∗ (yn
temp

)
(here, S∗ is an operator that maps samples to their sample locations, and imputes zeros otherwise)

Compute: θntemp = θn +T
(
xn

temp

)
Threshold: θn = h(θntemp, τn)

(here, h(·, τn) is element-wise amplitude thresholding at level τn)
Output:

Estimate: x̂ = T−1(θnstop)

to recover. Let T ∈ Rn×n denote an invertible matrix, and
suppose that for this particular T we have that θ = Tx is
sparse. Suppose that our sampling operation is described in
terms of an m × n matrix S (with m < n), which extracts
a subset of the elements of x at a specified set of locations.
Overall, we model our observations of x as y = Sx. The
IHT algorithm is a simple iterative procedure for recovering
the sparse representation θ from observations y. Beginning
with an “all zeros” initial estimate θ0 and specification of an
integer parameter k > 0, the IHT algorithm computes, for
n = 1, 2, 3, . . . ,

θn+1 = Hk

(
θn +TST (y − ST−1θn)

)
,

where the superscript T denotes the matrix transpose, and
Hk(·) is a hard thresholding operation that sets all but the
largest (in amplitude) k elements of its argument to zero. The
algorithm proceeds for either a fixed number of iterations, or
until some stopping criteria is met (e.g. the distance between
successive estimates is sufficiently small), and the final esti-
mate is given by x̂ = T−1θnfinal , where θnfinal denotes the
final iterate.

The approach we employed for the image recovery prob-
lem corresponds to the generalization of this idea to two-
dimensional signals. We also incorporated a modest modifi-
cation of the approach, to ease the computational complexity
associated with the thresholding step. Note that the threshold-
ing operation at each step implicitly requires sorting all of the
elements of the argument to the function, at each time step.
Even for signals (images) of a modest size, this may be a time
intensive process – even more so here, given the limitations
inherent to mobile device platforms. Here, we replace the
sorting-based thresholding operation at each step with a simple
element-wise thresholding step that sets all elements whose
amplitudes are less than a specified value to zero, which can
be implemented much more efficiently. The thresholds utilized
at each step were learned “off line,” using an implementation
of the original IHT algorithm applied to the reconstruction

of a representative test image (the well-known Lena image
from the image processing literature). Our overall algorithm
is depicted here as “pseudo-code” in Algorithm 1.

The following section provides a brief description of the
user interface, along with a few screen shots, which show the
performance of the procedure on several test images.

THE INTERFACE

The application allows one to select an image from the
camera roll, and provides a slider bar where the user can select
the fraction of pixel samples used in the reconstruction. The
app displays the subsampled image, and when the user touches
the “Reconstruct” button, the app reconstructs the image from
its samples using the procedure described above.

Demonstrations of three different runs of the app are shown
in Figure 1. The top row depicts the subsampled images, at
sampling rates specified by the corresponding slider value. The
bottom row shows the reconstructions at each of the three
sampling rates.

Figure 2 shows a few additional runs of the app for
reconstructing some other images from 50% of their pixel
samples. We note that the app forces each image to a size
of 256 by 256, in order to ease the computational burden.

CONCLUSION

This whole project demonstrates something remarkable –
we saw that many images can be accurately reconstructed
from only a fraction of their original pixels. Perhaps more
surprisingly, this reconstruction can be achieved on a small
(seemingly underpowered) mobile device, the Apple iPhone.
Of course, the current versions of these mobile device plat-
forms do not (intentionally) incorporate cameras that only
sample at subsets of pixels, so this project is more of a “proof
of concept” for the CS application. That said, such ideas open
up the possibility of a host of new and more exotic sensors
being increasingly common in future devices.
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Figure 1: Reconstructions of the Lena image (bottom) from corresponding pixel samples (top) at 30, 50, and 70 percent
sampling rate.
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Figure 2: Reconstructions of various images, all sampled at 50%, shown within the app.


