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  Institute Welcomes 1997 Research Scholars
The Supercomputing Institute is pleased to announce the appointment of eight research scholars for 
1997–98. Research scholars are postdoctoral associates who work closely with Supercomputing 
Institute principal investigators. Their work is supported by the Institute and by federal grants.

Arkady Ten, who earned his Ph.D. from the Institute of Thermophysics in Novosibirsk, Russia, is 
working with Professor David Yuen in the Department of Geology and Geophysics. Ten is researching 
convection in the earth’s mantle with a particular focus on mixing in thermoconvection. He is 
monitoring material advection in a thermally unstable system and is also using fractal analysis to obtain 
a quantitative estimation of mantle mixing. This estimation could bridge the relatively abstract 
computer simulations of mantle convection and the purely physical work of geologists and 
geochemists.

George Karypis, who earned his Ph.D. at the University of Minnesota, begins his second year as a 
research scholar working with Professor Vipin Kumar in the Department of Computer Science and 
Engineering. Karypis’s research interests span the areas of parallel algorithm design, applications of 
parallel processing in scientific computing and optimization, sparse matrix computations, parallel 
programming languages and libraries, and data mining. His recent work is in the areas of parallel sparse 
direct solvers, serial and parallel graph partitioning algorithms, parallel matrix ordering algorithms, and 
scalable parallel preconditioners. His research has resulted in the development of software libraries for 
unstructured mesh partitioning (Metis and Parmetis) and for parallel Cholesky factorization. 

Cesar Renato Simenes da Silva, who earned his Ph.D. at the Federal University of Rio Grande do Sul, 
Brazil, is working with Professor Renata Wentzcovitch in the Department of Chemical Engineering and 
Materials Science. He is currently working to port a first principles molecular dynamics code to the 
Cray T3E parallel computer. The program is a core tool for investigating high pressure phase 
formation. It uses a plane wave basis set. The main difficulty with such a program is writing a suitable 
parallel fast Founier transform.

Serdar Ögüt, who earned his Ph.D. from Yale University, begins his third year at the University of 
Minnesota, where he has collaborated with Professor James Chelikowsky in the Department of 
Chemical Engineering and Materials Science. His latest work on the quantum confinement effects in 
silicon nanocrystals is detailed on page 11. He has been performing real-space ab initio pseudopotential 
calculations to investigate the structural and electronic properties of various physical systems, 



including clusters, bulk vacancies, and semiconductor nanocrystals.
Joseph Olejniczak, who earned his Ph.D. from the University of Minnesota, is working with Professor 
Graham Candler in the Department of Aerospace Engineering and Mechanics. Their work was detailed 
in the summer issue of the Research Bulletin. Olejniczak researches computational fluid dynamics of 
hypersonic flows in thermo-chemical nonequilibrium. In particular, he is interested in designing 
experiments to obtain data that can be used to validate the numerical methods and physical models used 
in the computations.

Maria Topaler, who earned her Ph.D. from Moscow State University, begins her second year working 
with Professor Donald Truhlar in the Department of Chemistry. Topaler uses quantum mechanical and 
semiclassical methods to study photochemical reactions. These reactions include photodissociation of 
electronically excited van der Waals molecules and nonadiabatic collisions of metal atoms with 
diatomic molecules. Topaler is testing existing approximate, semiclassical methods against more 
accurate quantum mechanical results and trying to develop new semiclassical methods for practical yet 
accurate dynamics calculations on a variety of photochemical reactions. One interesting question still to 
be resolved is the femtosecond dynamics of metastable funnel states.

Ching-i Huang, who earned her Ph.D. from Northwestern University, is working with Professor Tim 
Lodge in the Department of Chemistry. She is researching the phase behavior of block copolymer 
systems, which are of great interest because of their ability to self-assemble into various ordered 
structures. These morphologies have novel material properties and valuable technical applications. 
Huang is mapping the phase diagram of copolymer solutions using self-consistent field theory. Her 
emphasis is on the regions of complex phase behavior where experimental systems display a sequence 
of bicontinuous cubic phases that may or may not be in equilibrium. 

Rogene Eichler West, who received her Ph.D. from the University of Minnesota, is a visiting research 
scholar working with Professor of Pharmacology George Wilcox. She holds a joint post-doctoral 
appointment at the California Institute of Technology and the University of Antwerp, Belgium. She 
uses computer models to study the importance of variability in the form and function of the nervous 
system. At the Supercomputing Institute, she has developed parameter exploration methods which run 
as parallel applications in heterogeneous computing environments. Her research is discussed further in 
Computing Applications in Neuroscience.



International Workshop on Languages and Compilers for 
Parallel Computing Explores Architecture of New Computing 
Platforms

workshop details at:
http://www.msi.umn.edu/Symposia/Compiler/LCPC.html 

The International Workshop on Languages and Compilers for Parallel Computing celebrated its tenth 
anniversary this August. The workshop was held at the University of Minnesota, with 74 scientists and 
researchers in attendance. It was sponsored by the Supercomputing Institute, the University of 
Minnesota Department of Computer Science, and Cray Research Inc.

Many workshop speakers explored recent trends in computer system architecture that incorporate 
multi-level parallelism and multi-level memory hierarchy. The talks fell into four broad categories: data 
locality enhancement, parallel programming models and languages, automatic program parallelization, 
and efficient synchronization and communication mechanisms. Highlights of the workshop are 
presented below.

Data Locality Enhancement

Six research groups presented work on this topic. A group from the University of California at San 
Diego, led by Jeanne Ferrante and Larry Carter, discussed a model for quantifying the multi-level 
nature of a program restructuring technique on loop structures, called tiling. Current practice, they 
noted, is to perform level-by-level loop optimization using a distinct objective at each loop level. 
However, this strategy does not conform to the architectural trend toward a hierarchical memory 
system and multi-level program parallelism. Ferrante and Carter presented analyses and simulation 
results and proposed some multi-level cost functions which can guide the choice of tile sizes and 
shapes for better performance.

Jingling Xue of the University of New England in Armidale, Australia, and Chua-Huang Huang of 
Ohio State University discussed their efforts to apply unimodular transformation and tiling techniques 
on scientific programs to improve cache performance. Their work focused on strategies used to 
determine an appropriate subspace in a loop iteration space for tiling. They found that in the special 
case of fully permutable loop nests, their method can obtain an optimal iteration subspace.

Aaron Sawdey and Matthew O’Keefe of the University of Minnesota presented a program analysis 
tool, called TOPAZ, that determines the overlap areas in self-similar parallel programs. Program 
transformations can then be applied to the overlapped areas. They showed some early results using the 
Miami Isopycnic-Coordinate Ocean Model program as the benchmark on the Cray T3D computer. 
They reported a speedup of 24.12 on 64 processors over the result obtained from running the program 
on two processors.

Parallel Programming Models and Parallel Languages

Talks on this subject focused on High Performance FORTRAN (HPF), FORTRAN 90, Java, hybrid 
languages, and thread parallelism. Jan Borowiec of GMD FIRST Research Institute, Berlin, and Arthur 
Veen of Parallel Computing, Amsterdam, described an algorithm that reduces the complexity of the 

http://static.msi.umn.edu/general/Symposia/Compiler/LCPC.html


procedure interface in HPF compilers. The algorithm has been adopted in the commercial HPF 
compiler produced by the PREPARE project.

Bryan Carpenter of Northeast Parallel Architectures Center at Syracuse University described an effort 
supported by the Advanced Research Projects Agency (ARPA) Parallel Compiler Runtime Consortium 
(PCRC). In particular, they discussed the design and implementation of an HPF compilation system 
based on PCRC runtime library. He compared the NPAC compiler with PGI HPF, a commercial HPF 
compiler, and reported that for the Laplace benchmark, which performs Jacobi relaxation on a 1024 by 
1024 array, the code generated by the NPAC compiler ran faster by up to nearly a factor of two on an 
eight-node IBM SP2 machine.

Several other groups discussed extensions to existing parallel languages. Robert W. Numrich of 
SGI/Cray described F— —, an extension to FORTRAN 90 that adopts a single-program-multiple-data 
programming model and uses explicit data transfers between remote and local memory images for data 
communication. Numrich concluded that F— — satisfies a need for computational scientists to have 
user-friendly, portable extensions that enable parallelism in a broad context. Guillermo Trabado and 
Emilio Zapata of the University of Málaga Complejo Tecnólogico in Málaga, Spain presented an 
extension to HPF for exploiting locality in irregular problems. They also addressed the lack of support 
in HPF for solving irregular problems.

Xavier Martorell, representing a research group at Polytechnic University of Catalunya, Spain, 
discussed the topic of control parallelism. He presented a programming model oriented toward the 
hierarchical exploitation of unstructured parallelism in multiprogrammed multiprocessor systems. The 
model offers a set of directives targeted toward FORTRAN programmers. Those directives allow the 
programmers to express parallelism in application programs. The compiler is responsible for the 
generation of code that efficiently exploits and manages parallelism at run time. The code runs on top 
of a user-level thread library that allows dynamic adaptation of parallelism at run time.

Dwip Banerjee and J. C. Browne of the University of Texas at Austin presented a case study of 
programming in a parallel programming system that targets array-oriented computations. The 
programming system is based on an integrated graphical and declarative representation of control 
parallelism and data partition. The example used in the case study was an even-odd reduction of block 
triangular matrices. The program formulated in the integrated representation revealed parallelism not 
shown in the original algorithm. The program resulting from using their system showed near-linear 
speedup across all three phases of the computation for the number of processors ranging from two to 
32.

Explicitly parallel programs present new problems to compilers. Vivek Sarkar of Massachusetts 
Institute of Technology discussed analysis and optimization of explicitly parallel programs using the 
Parallel Program Graph representation. Jaejin Lee and David Padua of the University of Illinois at 
Urbana—Champaign and Samuel P. Midkiff of IBM’s T. J. Waston Research Center discussed their 
work on the Concurrent Static Single Assignment (CSSA) form and presented a transformation 
algorithm for explicitly parallel programs with interleaving semantics using post-wait synchronization.

John Mellor-Crummey and Vikram Adve of Rice University presented compiler algorithms used in the 
Rice dHPF compiler, which can simplify the control flow in its generated parallel code. They showed 
that those algorithms are effective in reducing the number of conditional statements, code size, and 
overall execution time in the generated parallel code. They experimented with three benchmark 



programs: TOMCATV, ERLEBACHER and JACOBI, and found they can reduce code size by up to 33 
percent, reduce the number of conditional statements by up to 66 percent, and reduce execution time by 
up to 15 percent, using the proposed algorithms.

Automatic Parallelization and Instruction Level Parallelism

New parallel architecture features present new opportunities for automatic program parallelization. 
Jenn-Yuan Tsai of the University of Illinois presented a paper, co-authored by Zhenzhen Jiang and Pen-
Chung Yew of the University of Minnesota, that addressed program transformation techniques for 
concurrent multithreaded architectures–in particular, a new “superthreaded” architecture. The new 
architecture adopts a thread pipelining execution model that allows threads with data dependencies and 
control dependencies to be executed in parallel. The group evaluated the effectiveness of their program 
transformation techniques by manually compiling several benchmark programs using their compiler 
algorithms and running the transformed programs through a trace-driven, cycle-by-cycle processor 
simulator. They showed that a superthreaded processor can achieve promising speedups for most of the 
SPEC benchmark programs.

In order to enhance the usability of parallelizing compilers, a group from Purdue University led by 
Rudolf Eigenmann worked on an environment that allows better interaction between parallelizing 
compilers and users. They aimed at making the parallelization results and their performance data more 
accessible and understandable.

Synchronization and Communication

Chau-Wen Tseng of the University of Maryland discussed the issue of reducing synchronization 
overhead for compiler-parallelized codes on software distributed-shared-memory (DSM) systems. His 
group believes that DSM systems provide a good target for parallelizing compilers because of their 
flexibility. Synchronization and load imbalance, however, are significant sources of overhead in such 
systems. They investigated the impact of their compilation techniques on eliminating barrier 
synchronization overhead in software DSMs. Experiments on an IBM SP2 indicate that these 
techniques can improve parallel performance by 20 percent, on average, and by up to 60 percent for 
some applications.

Xin Yuan, Rajiv Gupta, and Rami Melhem of the University of Pittsburgh presented a global 
communication optimizer based on an array data flow analysis. This optimizer reduces analysis time by 
partitioning data flow problems into subproblems and then solving the subproblems one at a time, in a 
demand-driven manner. Their experiments suggest that using array data flow analysis for 
communication optimization can be efficient and effective. 

Keynote Speech and Special Session

The workshop’s keynote speaker was Ken Kennedy, Noah Harding Professor of Computer Science at 
Rice University. Kennedy co-chairs President Clinton’s Advisory Committee on High-Performance 
Computing and Communications, Information Technology, and the Next Generation Internet. About ten 
years ago, Kennedy led the effort in making High-Performance FORTRAN (HPF) an industry standard, 
and he was invited to provide an overview of this effort as part of a celebration for the tenth 
anniversary of this workshop. Kennedy presented a retrospective of of high performance FORTRAN, 
describing the language design and compiler issues for HPF and its progress over the past ten years. He 
discussed the impact of HPF on parallel computing and described recent progress in compiling HPF 



programs. 

A special session, titled “SUIF Compiler Infrastructure,” was organized by Monica Lam of Stanford 
University and Martin Rinard of MIT. Lam and Rinard outlined the goals and technical details of an 
ARPA-funded national parallelizing compiler infrastructure project. Several universities will participate 
in the project, which will develop a multi-language parallelizing compiler infrastructure for academic 
and industrial research. The initial languages supported by this common compiler infrastructure include 
FORTRAN, C, C++, and Java. Lam and Rinard elaborated on the design of the compiler’s internal data 
structures, the extensibility of such data structures to other programming languages, the compilation 
techniques to be provided, and the project’s schedule and current status. The special session generated 
great interest and enthusiasm among audience members.

Cray T3E Upgrade Increases Performance 

Supercomputing Institute researchers began using the improved 
resources of the 272 node Cray T3E-900 this June. The 
upgraded service, which is offered by Minnesota Supercomputer 
Center Inc., provides additional command and application 
processors and increases the performance per processor. The 
interactive and NQS limits have been increased to reflect the 
additional memory and number of processors, while all other 
aspects of the service remain the same. The new machine 
replaces the Cray T3E system that was installed in January 
1997.

The Cray T3E system is Cray Research Inc.’s second generation of scalable parallel processing systems 
to be built around a commodity microprocessor–the DEC Alpha 21164A (EV5). The T3E-900 
processors run at 450 MHz, as compared to 300 MHz in the previous T3E system and 150 MHz in the 
T3D system. The processors are tightly coupled together by the unique Cray interconnect: 3-D bi-
directional torus that helps to minimize the number of hops required for data migration between nodes 
and provides excellent scalability up to a maximum configuration of 2048 processing elements (PEs).

In addition to the interconnect, the Cray T3E-900 system features enhanced STREAMS and E-
Registers. STREAMS maximize local memory bandwidth, allowing the microprocessor to run at full 
speed for vector-like data references, while E-Registers provide gather/scatter operations for local and 
remote memory references, using the full bandwidth of the interconnect for single-word remote reads 
and writes.

The configuration of the newly installed system contains a total of 272 processing elements, of which 
256 are available for multi-PE applications. The remaining PEs are used for support functions and to 
provide single-PE “command” functions, such as compiling and linking. Rated at a theoretical peak of 
900 megaflops per PE, the peak performance delivered by the 256 “application PEs” is greater than 230 
gigaflops. Currently, 448 megabytes of memory are available per PE for use by each application.

The Cray T3E-900 runs the UNICOS/mk operation system, a scalable version of Cray’s UNICOS 
operating system. UNICOS/mk is the first truly scalable OS and provides a global view of the 
computing environment that allows administrators to manage a system-wide suite of resources as a 
single entity.



–Michael Olesen

Heterogeneous Computing Applications Answer Questions in 
Neuroscience A computer simulation of unprecedented scale in the field of neuroscience is 
the result of an international collaboration which includes Supercomputing Institute researchers. The 
project attempts to answer critical questions about the function of the human brain. Specifically, the 
researchers are developing software that will assist in the combinatorial exploration of the parameter 
spaces that describe single neurons. 

The research group includes Supercomputing Institute Fellow and Professor of Pharmacology George 
Wilcox, project director and visiting research scholar Rogene Eichler West, Shep Smithline and Andy 
Hollenbeck of Minnesota Supercomputer Center Inc., and summer interns Erik Johnson and Matt 
Anderson. They plan to demonstrate the simulation in late winter or early spring.

The project is based on earlier research conducted by Professor Erik DeSchutter of the University of 
Antwerp, Belgium. DeSchutter found that under experimental observation, neurons fire spikes at 
different rates, depending on their environment. DeSchutter sought to determine how morphology and 
the distribution of protein channels in the neuron membrane account for this variability. However, 
technical constraints limit the ability to manipulate these variables experimentally. A simulation-based 
combinatorial approach, therefore, is an ideal method to answer these questions. 

To create a simulation of neuron firing activity, the researchers designed software that contains five 
interacting modules: an evolutionary algorithm (EA), a numerical simulator (GENESIS), custom 
graphics (NeuronViz), statistical analysis programs, and a scheduler, which the researchers are 
developing so that it may be also used by other Institute researchers. The simulations will be performed 
simultaneously on the Cray C90, Cray T3E, IBM-SUR cluster, and the SGI R10000 and Origin 
installations on the University of Minnesota campus. 

The simulation’s output is the neuron’s transmembrane voltage at thousands of points in time and at 
thousands of positions in the neuron’s complex dendritic tree. A playback of these points describes the 
neuron’s electrical behavior. 

Each simulation requires a minimal amount of memory (less than 20 megabytes). However, the run 
times are quite long—it takes more than an hour to evaluate each of the parameter sets. Fortunately, 
since each parameter set can be evaluated independently of the other sets, the application is strikingly 
parallel and requires minimal load balancing capabilities. 

The researchers are using a neuron model developed by DeSchutter and his colleagues, called the 
DeSchutter-Bower Purkinje model, that consists of a 32-dimensional parameter space. To explore this 
space, the group must run tens of thousands of simulations, but they are able to learn much about the 
sensitivity of the model to parameter selections and about the many parameter sets that yield behavior 
close to experiment.

The combinatorial/computational approach to investigating neural function will likely mature over the 
next decade, yielding a cost-effective means of evaluating the effects of pharmacological agents on the 
behavior of neurons.



Graphic representations of the voltage in each of 
about 1,000 compartments of a Purkinje neuron, 
simulated with the GENESIS neuronal simulator. 
Each image is a snapshot of a point in time during 
the simulation. The colors represent voltage along a 
continuum where red represents +40mV and blue 
represents–70mV.

Unraveling the Properties of Protein Structures 

The hexameric helicase from the bacteriophage T7 (yellow ring) has been reconstructed in three dimensions 
from electorn micrographs. The model shows how this ring binds to DNA, with one strand running through the 

central channel and the other strand displaced outside of the ring.

Large-scale sequence analysis of bacterial, yeast and 
human genomes is generating incredibly vast amounts 
of data. For example, we now know the entire genetic 
code for organisms such as bacteria and yeast. But the 
actual machines that make living cells function are, in 
most cases, proteins. The collection of genetic data far 
outpaces our ability to analyze in the laboratory the 
properties of the many proteins that are encoded by 
this DNA. 

Beneath the complexity of the millions of sequences 
there appears to be a certain degree of conservation, 
showing that many different proteins evolved from 
common ancestors. In the case of protein structures there appears to be an even greater degree of 
underlying simplicity. Structures are more highly conserved across evolution than sequences. As a 
result, two sequences that have diverged across evolution so strongly as to have no recognizable 
similarity may both encode the same highly conserved structure. 

Cell biology and neuroanatomy professor Edward Egelman and his research group are interested in the 
higher-order structures of proteins, since many of the proteins that exist, whether in bacteria or humans, 
occur not as monomers but as a part of a higher-order assembly. In particular, they have been interested 
in two different types of macromolecular complexes: protein-DNA complexes that play a role in DNA 
recombination and replication, and the helical protein filament formed by actin, which exists in muscle 
as well as most non-muscle cells. They are finding that higher-order structures, such as helical 
filaments and hexameric rings, can be even more highly conserved than the structures of the protein 
subunits that comprise these assemblies.

The group’s primary tools are electron microscopy and computed image analysis. Electron microscopy 
occupies a unique place in structural biology because, under the best of conditions, it has the resolution 
to solve the atomic structure of folded proteins, as well as the ability to determine the organization of 
large complexes, such as viruses and helical polymers. In Egelman’s laboratory, Xiong Yu is 
investigating protein-DNA complexes and Albina Orlova is investigating actin. The computational 



requirements of this work are large, as the greatest advances in electron microscopy have depended 
upon computer-based averaging and three-dimensional reconstruction from two-dimensional images. 
The main platforms that they use are SGI and DEC Alpha workstations.

Yu and Egelman’s most recent work has shown that the bacterial RecA protein, which forms a helical 
filament on DNA during the process of genetic recombination, also forms a hexameric ring that is a 
structural homolog of ring helicases. Helicases are proteins that use the energy of ATP hydrolysis to 
open up double-stranded DNA into two single strands. RecA has been studied for more than ten years 
in Egelman’s laboratory because of its central role in DNA recombination and repair. Remarkably, the 
group has also been studying helicases for several years without realizing that they are homologs of the 
RecA protein. The new insights gained from understanding this structural homology will reveal much 
about the evolution of these different families of proteins, as well as about the central function of 
helicases and RecA-like proteins in human DNA repair, replication, and cancer. 

Quantum Confinement Effects in Silicon Nanocrystals Silicon is the 
material of choice for making most electronic devices. In its natural crystalline form, however, silicon has a very 
low optical radiative efficiency and produces light only outside the visible range. If the optical property of 
crystalline silicon could be modified to increase the frequency of emitted light, silicon would have even more 
device applications, such as use in lasers or solar cells. Porous silicon (π-Si) is one such modification. π–Si, 
which is prepared by etching silicon, emits visible light at room temperature with a greatly enhanced efficiency. 
This exciting discovery has stimulated growing experimental and theoretical interest in understanding the optical 
properties of semiconductor structures with reduced dimensions like π–Si. 

π–Si contains small (with diameters ~20-100Å) isolated crystalline silicon regions called “quantum dots.” Light 
emission is thought to result from a quantum confinement (QC) effect in these dots. The QC effect occurs 
because energy spacings of electronic states in confined geometries are larger than those in unconfined 
geometries. Thus, the QC effect enhances optical efficiency and increases the optical gap from the bulk value of 
1.1eV to the visible region (1.5–3 eV). 

The building blocks of π–Si are formed by truncating bulk silicon and passivating the surface of the dot with 
hydrogen atoms. A key issue in investigating the optical properties of these dots is to understand their size 
dependence.

Almost all existing theoretical calculations on Si quantum dots have been empirical. This approach postulates 
the transferability of bulk interaction parameters to the nanocrystalline environment. This may have important 
effects on the calculated optical gaps, especially since the confinement-induced changes in the optical gaps are 
not properly taken into account in empirical calculations. Parameter-free or “first principles” calculations, on the 
other hand, have so far been limited to small systems which usually do not correspond to the sizes of 
nanoparticles for which the experimental data are available.

Serdar Ögüt and Professor James Chelikowsky of the University’s Department of Chemical Engineering and 
Materials Science and Professor Steven Louie of the University of California at Berkeley have overcome the 
challenges in theoretical modeling of the optical properties of large Si quantum dots using a new calculational 
approach which they developed with collaborators Professor Yousef Saad and Andreas Stathopoulos of the 
University of Minnesota’s Department of Computer Science.

To determine the role of quantum confinement with respect to the optical gap of the dot, the researchers perform 
two steps. First, the energy of the optical excitation is determined without including any interactions between the 
excited electron and hole. In the second step, the electrostatic interaction energy of the electron and hole is 
added to this excitation energy to calculate the optical gap. An important piece in the research of Ögüt, 
Chelikowsky, and Louie was to show from first principles that QC and reduced screening at these nanoscale 
dimensions result in substantial electron-hole electrostatic interaction energies.

From a technical achievement point of view, the calculations of Ögüt, Chelikowsky, and Louie represent a 



breakthrough in material simulations. The largest quantum dot investigated in their research (Si525H276), as 

shown below, with ~800 atoms and 27.2 Å in diameter, is the largest quantum system that has been studied 
using a first principles method.

The As shown on the left, the calculated optical gaps 
are in very good agreement with experimental 
absorption data from Si quantum dots. This gives 
further evidence for the role of QC in producing 
exciting optical properties in nanosize Si particles. At 
right, Si525H276–the largest quantum dot investigated 

by this group.


