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Abstract

 Metropolitan centers can be affected by an urban heat island effect. Radiative heat 

build-up from pavement and buildings increases temperatures in the metropolitan area 

above the average temperatures normally found in the surrounding environment.  One 

way to help reduce the heat island effect is to add parks, trees, or green roofs to these 

urban spaces. Understanding the impact of these green spaces, including the amount and 

placement needed to best reduce the heat island, is not well understood.  The primary 

objective of this thesis is to develop a fast and efficient simulation framework for 

modeling the heat transport in urban centers.  These efforts are part of a larger 

environmental modeling and optimization system that is gathering knowledge about how 

urban structure and green infrastructure impact energy use and pollution dispersion in 

urban spaces.  Our model uses a real-time ray tracing engine to support fast, radiative 

heat and energy transfer within urban settings. The framework is able to calculate 

temperatures in under 1.8 seconds with an average setup time of 1.84 seconds.  This work 

also provides visualizations of the amount of incoming shortwave solar radiation, the 

amount to which each small area of surface is visible to the sky, and the temperatures on 

surfaces. These visualizations are provided in order to give insight into the understanding 

of complex environment and urban interactions.

   iii



Table of Contents

.....................................................................................................................................................List of Tables v

..................................................................................................................................................List of Figures vi

...................................................................................................................................................1. Introduction 1

......................................................................................................................2. Background and Related Work 5

....................................................................................................................................................2.1 QUIC 5

..............................................................................................................................................2.2 Radiosity 6

..........................................................................................................................................2.3 Ray-Tracing 7

.................................................................................................2.4 Compute Unified Device Architecture 8

..................................................................................................................................................2.5 OptiX 10

......................................................................................................................................2.6 Related Work 13

......................................................................................................................................................3 Technique 17

........................................................................................................................3.1 Framework Overview 17

..................................................................................................................................................3.2 Setup 18

.......................................................................................................................3.3 Heat Balance Equation 21

.........................................................................................................3.4 Shortwave Radiation Constants 22

.........................................................................................................3.6 Longwave Radiation Constants 27

....................................................................................................................3.7 Solving for Temperature 33

......................................................................................................................................3.8 Visualization 34

.........................................................................................................................3.9 Framework Summary 35

..........................................................................................................................................................4 Results 37

.....................................................................................................................................4.1 Visualizations 37

......................................................................................................................................4.2 Sample Rates 39

.......................................................................................................................................4.3 Performance 43

....................................................................................................................................................5 Conclusion 46

....................................................................................................................................................Bibliography 48

   iv



List of Tables

4.1: Average values of the sky view factor .................................................................................................40

4.2: Average values of Fsun for all patches ................................................................................................42

   v



List of Figures

2.1: Overall relation of QUIC components ......................................................................................................6

3.1: Stages of the heat transfer framework ....................................................................................................18

3.2: An illustration of a skip list .....................................................................................................................21

3.3: An illustration of Fsun sampling ...............................................................................................................23

3.4: Visualization of view factor ray sampling ..............................................................................................30

4.1: Visualization of sky view factor .............................................................................................................38

4.2: Visualization of Fsun .................................................................................................................................38

4.3: Visualization of temperature ...................................................................................................................39

4.4: Graph of average sky view factor values ................................................................................................40

4.5: Visualization of low sample rates for Fsun ................................................................................................41

4.6: Graph of average Fsun values ....................................................................................................................42

4.7: Performance graph comparing 4 samples to 196 samples of Fsun ............................................................44

4.8: Performance graph showing over all timings .........................................................................................45

   vi



1. Introduction

 If you have ever experienced running on a parking lot to your car barefoot on a 

sunny summer day you have experienced first hand the effects the sun can have in an 

urban environment.  The increase in temperature due to pavement and buildings in an 

urban environment is called the urban heat island effect.  The urban heat island plays a 

major role in not only how comfortable we feel outside in an urban environment but also 

the amount of energy needed to heat and cool buildings.  In urban environments, sunlight 

can make a huge difference on the amount of energy needed to either heat or cool a 

building.  This leads to a large use of energy in order to keep a constant temperature 

indoors while outdoor temperatures fluctuate.  The introduction of green spaces such as 

parks, trees, and green roofs can help reduce the urban heat island effect.  Understanding 

the impact that these green spaces have in our urban environments is not fully 

understood.  In order to fully understand these effects an energy model must be created 

that can model the energy transfer within urban environments.  The primary goal of this 

thesis is to provide a framework upon which a full energy transfer model can be built in 

order to simulate the effects that green spaces and building materials have on the urban 

environment.

 In addition to green spaces, changes to the urban form can have a large effect on 

heat transport in urban environments.  Different building structures and materials can 

impact the amount of energy that is reflected, absorbed and eventually radiated back into 
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the environment.  Differences in urban form can also change the levels of pollution that 

people are exposed to on a daily basis.  Quick Urban and Industrial Complex or QUIC is 

a urban simulation system able to model wind and particle flow in an urban environment 

(Williams, Brown, Boswell, Singh, & Pardyjak, 2004).  One application of QUIC is to 

help minimize pollution when planning the modification or new construction of buildings 

in an urban environment or during city planning.  The heat transfer framework has been 

designed with the eventual goal to be integrated into QUIC. This will allow for the study 

of how green spaces, building materials, and urban form can be optimized to reduce 

pollution and energy consumption simultaneously.

 One of the major forms of energy transfer in an urban environment is radiative heat 

transfer.  This is the primary source of energy that contributes to the urban heat island 

effect.  The addition of green spaces or new buildings can drastically effect the amount of 

incoming solar radiation that surrounding surfaces receive.  The second major goal of this 

work is to implement a radiative heat transfer component into the framework.  This 

allows for the calculation of the net amount of radiative heat energy that reaches each 

surface.  One of the aspects of this heat transfer component is to allow for relatively fast 

calculation times while using consumer grade hardware.  In order to facilitate fast 

calculation times, a ray-tracing based algorithm is used to solve portions of the radiative 

heat transfer equation.  This allows for a real-time ray-tracing engine, OptiX, to be used 

which is supported by consumer graphics hardware.  The data for the calculations is 
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stored on the graphics card which allows for the eventual integration into the existing 

QUIC simulation code which uses consumer graphics hardware for its calculations.

 The final major goal of this work is to provide an interface for visualizing the 

simulation results.  This allows researchers, urban planners, architects, and others to 

eventually use this framework as a tool for not only modeling heat transport in urban 

centers but also for urban planning and building design.  A set of visualization tools can 

then be built on top of this interface.  This allows for the user to easily gain information 

about energy use directly along side information about pollution dispersion.  This work 

provides a base set of visualizations that include the ability to visualize surface 

temperatures and various components of the radiative heat balance equation.  The data for 

the visualizations is taken directly from the radiative heat transfer component and 

visualized using the same graphics hardware that performed the calculations for the 

simulation.

 Overall, this thesis provides the initial software infrastructure for an efficient, 

radiative heat transfer simulation system. It has been designed to use commodity graphics 

hardware to facilitate fast execution while providing visualizations of the simulation data. 

Using a four building test case, the framework is able to calculate sample temperatures in 

under 1.8 seconds with an average setup time of 1.84 seconds. This test case uses a 

domain of 90 meters wide by 90 meters long by 16 meters tall and is made up of 10100 
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square meter patches.
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2. Background and Related Work

 2.1 QUIC

 QUIC (Williams, Brown, Boswell, Singh, & Pardyjak, 2004) is a system for 

simulating the propagation of particulates in an urban environment.  QUIC has two major 

components; a wind solver, which solves for the averaged wind speeds within an urban 

simulation, and a dispersion model, which is used to simulate the dispersion of particles 

throughout the urban model.  Figure 2.1 shows the overall structure of the GPU based 

QUIC simulation once the energy solver has been integrated.  The current visualization 

component for both the current energy simulation and the existing QUIC GPU based 

implementation will be merged into one unified visualization.  Each component will read 

and write data from the simulation files and GPU memory in order to provide a fast 

means of transferring data between modules and the ability to save simulation data.
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Figure 2.1: The overall relation between each of the major components in QUIC along 

with how those components access key data necessary for the simulation.

QUIC is divided up into two major components, a wind model called QUIC-URB and a 

dispersion model called QUIC-PLUME.  QUIC-PLUME computes the dispersion by 

using a random walk technique that uses the wind model calculated by QUIC-URB.  This 

work aims to provide a framework for an energy model which sits between QUIC-URB 

and QUIC-PLUME.  This framework is composed of a new radiative heat transfer model 

coupled with a conductive and convective model.

 2.2 Radiosity

 Different methods for determining the radiative heat transfer were considered for 

use in the heat transfer framework.  One of the traditional methods for determining 

radiative energy transfer is radiosity.  Goral et all. describes radiosity as a technique that 

is used both as a three dimensional rendering technique and as a heat transfer technique 
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(Goral, Torrance, Greenberg, & Battaile, 1984).  Radiosity makes the assumption that all 

surfaces are ideally diffuse (Lambertian) reflectors.  The entire scene must consist of a 

hypothetical enclosure.  Thus, allowing for the net radiation in the scene to be accounted 

for.  All surfaces within the enclosure are assumed to be a combination of either ideal 

diffuse reflectors or emitters.  The relationship between each surface is expressed in the 

concept of a form factor which is the amount of radiation, either heat or light energy, 

leaving one surface that is received by another surface in the enclosure.  A system of 

equations can then be setup as a combination of all the equations for every surface in the 

enclosure.  By solving for that system the entire energy transfer for the system can be 

calculated.

 2.3 Ray-Tracing

 A ray-tracing technique was considered in order to calculate the radiative heat 

transfer for a QUIC simulation. Many surfaces in an urban environment can have 

significant specular reflective properties.  Ray-tracing can account for specular reflective  

or refractive properties of surfaces (Whitted 1979).  Ray-tracing is traditionally used as a 

three dimensional rendering technique with the goal of simulating various properties of 

light.  Whitted et all. describes ray-tracing which is a method to render an image of a 

three-dimensional scene.  This method works by creating a tree of rays which extends 

from each pixel of the display into the scene (Whitted 1979).  The first node on the tree is 

the point where the ray from the pixel of the image intersects an object in the scene.  The 
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tree is then further expanded by rays that are extended out to light sources and other 

surfaces.  This tree is then used to determine the intensity of light that the image pixel 

receives from the various light sources in the scene.  Thus allowing for an image of the 

scene to be rendered.  Ray tracing can be applied to other types of applications that need 

to sample the environment to determine what is visible; not just for light, but other forms 

of radiation such as heat.  This style of sampling can be used to estimate the amount of 

radiation that reaches a particular surface by performing ray-tracing to sample the 

environment around the surface. This is similar to Whitted style ray-tracing where the 

scene is sampled to determine the amount of direct illumination a pixel receives.  In 

addition, ray-tracing can be used to simulate the effects of participating media.  Ray-

tracing based techniques such as path tracing (Kajiya 1986) and photon mapping (Jensen 

1996) have been used in computer graphics to solve for the global illumination problem 

(Kajiya 1986) which approximates all light within a scene.  Ray-tracing based techniques 

require large amounts of intersection tests in order to determine what a given ray has 

intersected with in a given scene.  In order for a ray-tracing technique to perform fast 

enough as part of the QUIC simulation tool, an alternative to a traditional single threaded 

solution must be used.

 2.4 Compute Unified Device Architecture

 Consumer graphics hardware provides a source of inexpensive parallel computing 

power that can be used to perform ray-tracing.  Within the past decade the advancement 
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in computer graphics hardware has allowed for an explosive increase in arithmetic based 

performance.  The graphics processing unit, or GPU, has been specifically designed with 

more transistors dedicated to data processing than the central processing unit (CPU) 

where flow control and data caching play a much more important role.  This focus is 

because of the parallel nature of computer graphics allowing for many different elements 

to be processed in parallel including various vertex, geometry, and pixel-shading 

operations (Nickolls, Buck, Garland, & Skadron, 2008). NVIDIA, a computer graphics 

hardware company, has allowed the processing power of the GPU to be used for general 

purpose applications.

 Compute Unified Device Architecture, or CUDA, is a computing architecture 

comprising of a parallel programming model and instruction set architecture that is 

designed specifically around the GPU (Nickolls, Buck, Garland, & Skadron, 2008).  

Through CUDA, application programmers are able to write software that runs directly on 

the GPU.  Single instruction multiple data, or SIMD, refers to applications where a single 

operation is performed on each element of a large vector (Flynn, 1972).  CUDA allows 

for SIMD style applications to have a significant increase in performance.  The CUDA 

programming model is expressed as a set of minimal language extensions of various 

languages with the primary focus being on the C/C++ language.  These language 

extensions allow for an application programmer to write methods, called kernels, that run 

on the GPU.  In order for the kernel to process information on the GPU, that data must be 
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transferred explicitly to the GPU device from the host machine where it resides.  It is up 

to the application programmer to manage the data transferred from the host to the device.

 2.5 OptiX

 NVIDIA has used CUDA to build a high performance ray-tracing engine.  This 

allows many different ray-tracing applications to be built that require a high performance 

solution.  OptiX is a programmable ray-tracing engine which allows for a high degree 

control for application programmers (Parker, Bigler, Dietrich, Friedrich, Hoberock, 

Luebke, McAllister, McGuire, Morley, Robison, & Stich, 2010).  OptiX has been 

designed to run on NVIDIA Quadro, GeForce, and Tesla series GPUs that support 

CUDA.  The programmable portion of OptiX is implemented via application programmer 

implemented functions which OptiX calls programs.  There are several different types of 

programs; ray generation, intersection, bounding box, closest hit, any hit, miss, and 

exception programs.  Each program is actually a CUDA kernel that is launched at a 

particular time during a ray tracing operation.

 The ray generation program is responsible for generating all of the rays within the 

system.  This program will run in parallel and the number of times it is executed is based 

on the launch configuration that is specified to the OptiX context.  Each instance of the 

program is supplied with a launch index which is often used as a position on a screen or 

an index used to lookup a ray’s origin and direction.  The launch indices can be defined in 
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one, two, or three dimensional configurations.  The ray generation program is run once 

per launch index.  The launch indices typically are used to index into a variety of buffers 

to obtain information about a ray’s position and direction.  Once the ray’s position and 

direction are calculated this program calls the rtTrace method which causes the ray to be 

traced within the scene.  After the trace is finished any results are processed and stored.  

Often the launch indices are used to index into an output buffer where the result of the 

trace is stored.

 The intersection program is responsible for determining if an intersection has 

occurred between the object and a given ray.  The bounding box program is responsible 

for calculating the bounding box for a given object.  Note that both the intersection and 

bounding box programs allow for completely programmable geometry.  The closest and 

any hit programs are called when the first and any intersection occurs between a ray and 

an object respectively.  These programs may also generate secondary rays and are often 

used to store ray payloads.  An example would be a secondary ray being sent towards a 

light source to determine if the current intersection point is in shadow.  The miss program 

is called when no intersection occurs with a ray.  This program is often used to implement 

a background color or environmental image lookup.  The exception program is called 

when a system exception or user-defined event occurs.  An example of such an event is 

when the recursion stack runs out of available memory.
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 OptiX uses a flexible structure called a context to store all data about a scene along 

with the programmable operations (i.e. programs) on that data.  The scene is represented 

within the context as a graph with several different types of graph nodes.  The geometry 

group node is a hierarchical node type which is a leaf node of the graph.  There is at least 

one geometry group node per context and they act as a container for both primitive and 

material objects.  The group node is another hierarchical node type that acts as a 

container that can have zero or more children of any node type.  Both group node types 

usually have an acceleration structure associated with them to speed up the trace process.  

The transform node is hierarchical node type that has a single child of any node type and 

a 4 x 3 transform matrix that applies to the child and any of its children.  The geometry 

instance node binds together a geometry and material node.  The use of the geometry 

instance node allows the geometry and shading information to be kept independent of 

each other within the graph.  The geometry nodes contain the geometric primitives that 

make up the scene.  Each geometry node must be associated with a bounding box and 

intersection program.  The material nodes contain all the information that is needed to 

shade the geometry; this includes the any hit and closest hit programs. When initializing a 

scene in OptiX, first the geometry is defined and the bounding and intersection programs 

are associated with the geometry. The geometry and material node are then associated 

with a geometry instance node. Each geometry instance node can then be associated with 

a geometry group node and added to the context’s graph.
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 The flexibility that OptiX provides, by using programmer defined programs, allows 

for this work to calculate the radiative heat transfer components directly on graphics 

hardware in a SIMD fashion.  This further facilitates the eventual integration with exiting 

QUIC software which performs its calculations on graphics hardware.

 2.6 Related Work

 Asawa et all. (2008) describes a thermal design tool that utilizes a 3D-CAD system 

implemented on a personal computer along with a ray tracing based heat balance 

simulation which calculates the radiative heat transfer for urban surfaces (Asawa, 

Hoyano, & Nakaohkubo, 2008).  Asawa et all. is similar to the subject work in that it uses 

a ray tracing based model and follows similar heat balance equations.  The geometry for 

the simulation is modeled using 3D-CAD which then outputs a 3D voxel mesh model.  

Trees are handled as a separate case with solar transmittance data (STR) given for the 

crown of the tree. Brouger’s formula for direct solar radiation and Nagata’s formula for 

sky solar radiation are used with data obtained from public observation.  A temperature is 

then calculated for each section of the voxel mesh. A backward-difference method is used 

for establishing a steady state condition.

 Asawa et all. largely provides a basis for the equations used in the subject work.  

The following heat balance equation is used for each section of the voxel mesh:
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RS + RL + QH - QE - QG = 0

The first two terms in the equation, RS and RL, refer to the amount of net energy that a 

surface receives based on longwave and shortwave radiation respectively. The primary 

source of shortwave radiation is from the sun and represents shorter wavelengths; 

between 0.1 and 0.7 micrometers (Pidwirny, 2006). This is contrasted with longwave 

radiation which is received by other surfaces and represents longer wavelengths; between 

0.7 and 100 micrometers (Pidwirny, 2006). The remaining terms (QH, QE, QG) make up 

the heat flux for the surface.  The heat flux is estimated based on the assumption that the 

surface temperature is equal to the air temperature which is derived from weather 

condition data.  This technique assumes that all surrounding objects are perfect black 

body objects with respect to longwave radiation.

 The amount of net shortwave radiation that reaches each section is defined by RS.  

This term is defined by:

RS = asu * (cos Ø * IDR + Fsky * ISR + IRR)

Where asu is the amount of solar absorptivity.  Ø is the incident angle of direct solar 

radiation.  IDR is the amount of direct solar radiation and is calculated using a ray-tracing 

method.  Fsky is the proportion of the surface that is visible to the sky and is calculated 
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using a hemispherical sampling technique.  ISR is the amount of incoming solar radiation 

and is obtained via weather condition data.  The IRR term is the amount of reflected solar 

radiation and is simulated by doing a similar hemispherical sampling technique.

 The amount of net longwave radiation that reaches a surface is defined by the RL 

term and is defined by the following equation.

RL = Fsky * RLa + RLw - Ɛs * σ * Ts4

RLa is the amount of atmosphere radiation and is calculated using Brunt’s formula.  RLW 

is the net amount of longwave radiation from surrounding buildings and is calculated 

using a hemispherical sampling technique to determine the influence of nearby or 

surrounding objects.  Ɛs is the longwave emittance. σ is the Stefan–Boltzmann constant.  

Ts is the current temperature of the surface.

 The QH term represents the sensible heat flux and is defined by the convective heat 

transfer coefficient (𝛼c) multiplied by the difference in the temperature of the patch (Ts) 

and the surrounding air temperature (Ta).  This is defined by the following equation:

QH = 𝛼c * (Ta - Ts)
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 The QE term is the latent heat flux and is defined by the heat generated by 

evaporation (𝑙), the evaporation efficiency (β), the mass transfer coefficient (𝑘), and the 

difference in absolute humidity between the surface (Xs) and the air (Xa).  This is defined 

by the following equation:

QE = 𝑙 * β * 𝑘 * (Xs - Xa)

 The QG term is the conductive heat flux and is defined by the negation of the heat 

conductivity (λ) multiplied by the temperature change from inside each surface in one 

dimension (∂T / ∂x).  This is defined by the following equation:

QG = -λ * (∂T / ∂x)

 Allen (2010) provides a basis for solving for temperature and solves for the QH, QE, 

and QG terms based on a QUIC simulation.  A steady state temperature is solved for using 

a leapfrog method (Ferziger and Peric, 2002).  In addition, Allen (2010) was designed 

with a SIMD architecture in mind.  This thesis work begins the eventual integration of

Allen's work into a CUDA and OptiX framework.
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3 Technique

 This chapter describes the technique used to provide input for the radiative heat 

transfer equations and provide a framework for sampling the environment of all physical 

surfaces in a QUIC simulation.  First, the overall framework is described. Then, the scene 

creation process is detailed. An overview of the heat balance equation is then provided 

and is followed by a description of how the shortwave and longwave net radiative heat 

transfer components are calculated. Finally, we describe how temperatures in the urban 

environment can be determined using the radiative heat component.

 

 3.1 Framework Overview

 Because a large portion of the heat transfer framework involves the radiative heat 

transfer component. The framework is built around the OptiX ray-tracing engine. The 

framework provides three major stages. The first is a setup stage where the scene must be 

created within the OptiX ray-tracing engine. During the setup stage all data must be 

loaded into buffers that are used within the OptiX programs.  The second stage is the 

calculation stage. The calculations are broken up into three distinct parts.  The first set of 

calculations is for the shortwave radiation constants.  Then, constants for the longwave 

radiation calculations are calculated.  The calculations for convective and conductive heat 

will follow once implemented.  Finally, the patch temperature is determined by iteratively 

solving for temperature in the heat balance equation given the calculated constants.  The 

appropriate data is then transferred to a separate buffer where it can be visualized. Figure 
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3.1 illustrates the various stages along with the sub steps that are performed within those 

stages. Because the convective and conductive portions of the heat transfer calculations 

are not part of this work they have been greyed out.

Figure 3.1: A diagram depicting the stages of the heat transfer framework including the 

setup, calculation, and visualization stages.

 3.2 Setup

 This framework uses an existing QUIC simulation to input information about urban 

environment.  In order to build the scene in OptiX, information about the simulation must 

be read from a set of QUIC simulation files.  QUIC divides up the entire simulation 

domain into three dimensional cells.  All cells in the domain have a height, width, and 
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length which are uniform across all cells.  The boundary between a cell containing a 

physical surface and a cell that contains air is called a patch.  This naming convention is 

due to the fact that the radiative simulation computes values on the surfaces of cells 

representing solid objects, such as buildings.  A cell’s location is simply its enumeration 

in the three dimensional space multiplied by the height, width, and length dimensions.  A 

patch location is defined as its cell location plus its face; north, south, east, west, upward, 

or downward.  All physical surfaces within the simulation are defined using patches.

 Within the OptiX framework, a patch is defined by specifying an anchor point; a 

length and width value, and a normal vector.  The anchor point is the corner of the patch 

defined by the cell address.  The length and width values are determined by the 

appropriate length, width, or height values depending on which face the cell represents.  

The patch normal represents a vector perpendicular to the patch surface which is pointing 

in the exterior direction (the opposite direction from the cell’s center).  All of this 

information is put into a the OptiX geometry container object which has attached to it a 

reference to a bounding box program and an intersection program.  OptiX uses linear 

arrays called buffers that allow for additional information to be used while performing 

during ray tracing.  Several buffers are used to store information about the patches.  A 

patch position buffer is used to store the patch location. A patch location is used when 

calculating the view factor for an individual patch.  The patch normal and tangent buffers 

store their respective vectors.  Several input buffers are used to store various material 
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properties of the patches including albedo, emissivity, and temperature.  These physical 

properties are explained in subsequent heat balance equation sections.  Output buffers are 

used to store the results for the shortwave radiation, view factor, and final temperature 

calculations.

 Because patches are relatively sparse, the use of a mapping technique, in which 

patch locations are mapped to a patch index, is used to reduce memory usage.  A mapping 

is created that allows for index translation of a patch location to an index of a flat array 

upon which information about the patch is stored.  In order to use the mapping, as each 

patch is being created, an ID is generated for that patch.  The patch ID is used to index 

into various buffers which store unique information about a patch such as its location and 

physical properties.  A skip list data structure (Pugh, 1990) is used to store the mapping 

from patch locations to the appropriate array indices.  A skip list is a probabilistic link list 

based alternative to a balanced tree.  Instead of each node in the list only having a 

forward pointer to the next element, each node has a set of forward pointers that point to 

various other nodes in the list. The distribution of the number of forward pointers is based 

on a probabilistic distribution.
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Figure 3.2: An excerpt of Figure 1 from Pugh (1990) illustrating a skip list with various 

different sets of pointers in a node that point to other nodes in the list.

 The number of nodes visited while looking for an element in the list can be 

drastically reduced as comapred to a traditional linked list.  The seach algorithm works by 

starting at the top most level of forward pointers until the item in next node is greater 

than the item being searched for. If the current node is not the item being searched for, 

then the search moves down to the next level of forward pointers.  Using Figure 3.2 as an 

example, only three node accesses are nessisary; as compared to six in a traditional linked 

list.  In the implementation used for this work, patch locations are used as keys in the skip  

list and are kept in sorted order.  For each patch location, it’s corresponding ID is stored 

in the same node.  This allows for an efficient lookup to be performed to find the patch 

ID based on its location.

 3.3 Heat Balance Equation

 Once all patch data has been loaded into OptiX.  The next stage in the framework is 

to determine the constants needed to solve the heat balance equation for temperature.  

The calculation of radiative heat transfer is based on the general heat balance equation 

which is defined as follows:
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RS + RL + QH - QE - QG = 0

In this equation R represents the radiative heat transfer components for short and 

longwave radiation; RS and RL respectively.  The remaining terms make up the 

conductive, latent, and convective heat transfer components; QH, QE, and QG respectively.

 3.4 Shortwave Radiation Constants

 The first step in solving for the radiative heat component is solving for the 

constants that account for the shortwave radiation (RS) in the heat balance equation. This 

technique assumes that all shortwave radiative input comes from solar radiation from the 

sun.  Thus a ray-tracing based sampling technique is used in order to determine the 

proportion of shortwave radiation that reaches each patch from the sun.  The amount of 

shortwave radiation that reaches a patch is defined by the equation below. This equation 

is a modified version from Asawa, Hoyano, & Nakaohkubo, 2008. In the Asawa equation 

IDR included the Fsun component. Since we calculate Fsun before calculating Rs the two 

components are treated separately.

RS = asu * (cos Ø * Fsun * IDR + Fsky * ISR + IRR)

The asu term is the amount of solar absorptivity.  Ø is the incident angle of direct solar 
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radiation.  Fsun is the ratio of direct solar radiation that reaches the patch and is calculated 

using the sampling technique described in section 3.6.  IDR is a constant representing the 

amount of direct solar radiation coming from the sun in watts per meter squared (W/m2).  

Fsky is the proportion of the patch that is visible to the sky as a whole.  ISR is a constant 

that describes the amount of shortwave radiation that reaches the patch based on 

scattering in the atmosphere and is defined in watts per meter squared (W/m2).  IRR is the 

amount of radiation that reaches the patch through reflection from other surfaces.  This is 

currently estimated at a constant value defined in watts per meters squared.

 3.5 Calculation of Fsun

 The sampling technique to determine Fsun is accomplished by tracing a set of rays 

from the patch towards the sun.  Rays are traced from locations that are evenly distributed 

throughout each patch.  Thus each ray represents a sampling of a subsection for the patch 

it belongs to.

 

Figure 3.3: An illustration of four sample rays 

being sent out in the direction of the sun to 

sample the amount of solar radiation that patch 

receives.
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A three dimensional launch configuration is provided to the OptiX context for the trace.  

The first dimension is set to the number of patches in the scene.  This index is used to 

lookup the patch locations and normals from within a buffer inside the ray generation 

program.  The second and third dimensions are used to determine the offset within the 

patch a particular ray will be cast from (i.e. the ray origin).  Using a cartesian three 

dimensional coordinate system of (X, Y, Z), each patch is assumed to be in either the XY, 

XZ, or YZ planes.  The X dimension corresponds to the north and south directions.  The 

Y dimension is east and west directions.  The Z dimension is up and down directions.  

Because all patches are grid aligned, the plane can be determined using the patch normal.  

An offset is then calculated, depending on the plane the patch resides in, and is added to 

the patch location.  The three dimensional offset of the ray origin on the patch is 

determined by the following formula:

XY plane: (Dx * (Iy + K / Ny + K), Dy * (Iz + K / Nz + K), 0)

XZ plane: (Dx * (Iy + K / Ny + K), 0, Dz * (Iz + K / Nz + K))

YZ plane: (0, Dy * (Iy + K / Ny + K), Dz * (Iz + K / Nz + K))

Where Dx, Dy, and Dz are the respective width, height, and length of a cell in their 

respective directions. Iy and Iz are the second and third launch indices, respectively, that 

index into the given sub section of the patch. Ny and Nz is the number of launch indices 

for the given launch dimension.  Once the source location of the ray has been determined 
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its direction must be specified.  This direction is the direction from the location to where 

the sun is located in the sky.  This direction is determined by the altitude and declination 

angles which are given as input.  A “true north” vector is defined to be of unit length and 

pointing to true north at exactly the horizon.  It is then rotated vertically by altitude angle 

and then horizontally by the declination angle.  This calculation is done once and the 

resulting vector is stored in the OptiX context and used by all rays being cast during the 

trace.

 Now the trace of the ray can begin.  The resulting hit and miss programs are trivial.  

If a ray intersects with any other surface in the simulation then the portion of the patch it 

represents can be seen as in shadow from the sun and not receiving any direct shortwave 

solar radiation.  Thus a hit can be seen as contributing nothing to the visibility of the 

patch and a zero is stored.  Conversely, if a ray doesn't have any intersections then the 

portion of the patch the ray represents is in full sun.  It contributes fully to the visibility of 

the patch and a one is stored.  After the trace is complete, for each patch, the average of 

all of the rays cast is taken to determine the percentage in sunlight for that patch. The 

following are the ray generation, intersection, and miss programs for calculating Fsun:

RT_PROGRAM void calc_Fsun()
{
 // Get the normal.
 float3 normal = patch_normals[launch_index.x];
 
 // Get the location for the patch being traced.
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 float3 ray_origin = patch_locations[launch_index.x];
 
 // Determine the plane.
 if(abs(normal.x) == 1) {
  ray_origin += make_float3(
   0.f,
   dy * (((float)launch_index.y + 2.f)
    / ((float)rays_per_patch_direction + 2.f)),
   dz * (((float)launch_index.z + 2.f) 
    / ((float)rays_per_patch_direction + 2.f))
  );
 } else if(abs(normal.y) == 1) {
  ray_origin += make_float3(
   dx * (((float)launch_index.y + 2.f) 
    / ((float)rays_per_patch_direction + 2.f)),
   0.f,
   dz * (((float)launch_index.z + 2.f) 
    / ((float)rays_per_patch_direction + 2.f)));
 } else if(abs(normal.z) == 1) {
  ray_origin += make_float3(
   dx * (((float)launch_index.y + 2.f) 
    / ((float)rays_per_patch_direction + 2.f)),
   dy * (((float)launch_index.z + 2.f) 
    / ((float)rays_per_patch_direction + 2.f)), 0.f);
 }
 
 // Setup the ray that is about to be traced.
   optix::Ray ray(ray_origin, sun_direction, radiance_ray_type, scene_epsilon);
   PerRayData data;
 
 // Perform the trace.
 rtTrace(top_object, ray, data);
 
 // Calculate the index into the Idr buffer.
 uint index = launch_index.x * rays_per_patch_direction * rays_per_patch_direction 
   + launch_index.y * rays_per_patch_direction + launch_index.z;
 
 // Store the result.
 Fsun[index] = data.in_direct_sun;
}
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RT_PROGRAM void miss()
{
 prd.in_direct_sun = 1;
}
  

RT_PROGRAM void closest_hit()
{ 
 prd.in_direct_sun = 0;
}

 3.6 Longwave Radiation Constants

 The second step in the calculation of the radiative heat transfer component is 

solving for the longwave radiation constants. Unlike shortwave radiation, longwave 

radiation is emitted diffusely in all directions.  In order to determine the amount of net 

longwave radiation that is received or emitted from a surface the following equation is 

used:

RL = Fsky * RLa + RLw - Ɛs * σ * Ts4

Fsky is called the sky view factor and is the proportion of the sky that is visible to the 

patch.  RLa is the amount of longwave radiation that reaches the patch from the 

atmosphere given full view of the atmosphere.  RLw is the net amount of longwave 

radiation that reaches a patch from all the other patches in the scene.  Ɛs is defined as the 

emissivity of the patch.  σ is defined as the Stefan–Boltzmann constant (Incropera, 

DeWitt, 2007).  Ts is the temperature of the patch.
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 RLa is defined by the following equation where Ɛs is defined as the emissivity of the 

patch.  σ is defined as the Stefan–Boltzmann constant.  Ta is the temperature of the 

atmosphere and a, b, and e are constants from the Brunt’s formula (Incropera, DeWitt, 

2007).

RLa = Ɛs * σ * Ta4 * (a + b * √e)

 In the equation for RL, RLw is the net amount of longwave radiation that reaches a 

patch from all the other patches in the scene.  A mapping of which patches are visible to 

the patch in all directions must be determined.  This mapping is called the view factor and 

is defined to be the percentage of the hemisphere above a patch that is represented by 

other patches in the scene (Goral, Torrance, Greenberg, & Battaile, 1984).  The view 

factor is found by using ray-tracing to sample the hemisphere above each patch and 

building a mapping of what is visible to the patch.  Because no information is known 

about the geometry beforehand, evenly distributed sampling of the entire hemisphere is 

done for every patch.

 Each ray is generated for a given patch and is traced from the center of the patch 

outward into the scene.  The patch location is passed in as a buffer to the ray generation 

program and the ray index is used to get the location of the patch.  The location that is 
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stored in the buffer is the corner of the patch (its anchor) and half of the patch width and 

length must be added in order to offset the ray to the center of the patch.  The direction of 

the ray is determined by a sampling algorithm that evenly spaces the ray over the 

hemisphere above the patch.  Future work will provide a stochastic sampling method 

instead of an even spacing algorithm.  The number of samples is determined by two 

parameters that are passed into the ray generation program.  First, Nsamples, is the number 

of samples taken over a 180 degree slice of the patch hemisphere.  The second, Narcs, is 

the number of slices that are evenly distributed over the hemisphere.  Altitude and 

azimuth angles are calculated using the parameters as follows.

altitude = 180 * (Iy / Nsamples)

azimuth = 180 * (Iz / Narcs)

Iy and Iz  are the second and third launch indices respectively and identifies particular ray 

that is being sampled. Figure 3.4 visualizes the rays coming from a patch center using 

various different values of Nsamples and Narcs.  Because this sampling technique uses an 

even distribution, artifacts can be introduced at low sample rates. This is especially the 

case when dealing with buildings that are in a grid pattern where the sampling aligns with 

the grid.
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Figure 3.4: A visualization of rays with Nsamples and Narcs equal to each other. The values 

of N range from 4 to 14 with a step value of 2.

 To get the vector that represents the ray direction, the cross product of the patch 

normal and tangent is found.  This vector is then rotated about the patch tangent altitude 

degrees and then about the patch normal azimuth degrees.  The ray can now be cast and 

the result stored.  This sampling technique creates a mapping of what is visible in the 

hemisphere above the patch.  The mapping stores the patch ID for each ray that intersects 

another patch.  This allows for a direct index into the appropriate buffer in order to 

distribute the longwave radiation.  If no patch is intersected a flag of -1 is stored to 

indicate that the ray hit the atmosphere.  The total of number of rays hit by the 

atmosphere is tallied which forms the sky view factor (Fsky).  Because rays are sent out in 

a distributed fashion the view factor can be decomposed so that each ray that is cast 

represents a discrete section of the hemisphere above the patch.  Essentially, this is an 
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approximation to the integral that represents the hemisphere above the patch.  This allows 

for the calculation of RLW to be broken down into a calculation for each ray that is cast 

instead of each patch that is composed of the view factor.  This allows for RLW to be 

defined by the following equation where n is the number of rays cast that intersected a 

particular patch:

Where Ɛs is defined as the emissivity of the target patch.  σ is defined as the Stefan–

Boltzmann constant.  Ɛi is the emissivity of the patch that was intersected by the given ray 

i.  Ti is the temperature of the patch that was intersected by the given ray i.

 The OptiX ray generation, hit, and miss programs are provided below which 

illustrate how both the view factor and Fsky components are calculated.

RT_PROGRAM void calc_Fsky_ViewFactor()
{
  
 // Get the normal and tangent.
 float3 normal = patch_normals[launch_index.x];
 float3 tangent = patch_tangents[launch_index.x];
 
   // Get the location for the patch being traced.
 float3 ray_origin = patch_locations[launch_index.x] + normal * scene_epsilon;
 
 // Adjust the ray origin to the center.
 if(abs(normal.x) == 1) {
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  ray_origin += make_float3(0.f, dy * 0.5f, dz * 0.5f);
 } else if(abs(normal.y) == 1) {
  ray_origin += make_float3(dx * 0.5f, 0.f, dz * 0.5f);
 } else if(abs(normal.z) == 1) {
  ray_origin += make_float3(dx * 0.5f, dy * 0.5f, 0.f);
 }
 

 // Calculate the altitude angle.
 float altitude = (180.f * ((float)launch_index.y 
       / (float)(rays_per_arc))) * (M_PIf/180.f);
 
 // Calculate the azimuth angle.
 float azimuth = (180.f * ((float)launch_index.z 
        / (float)(rays_per_arc))) * (M_PIf/180.f);
 
 // Calculate the direction vector.
 float3 look = cross(normal, tangent);
 look = rotatePoint(look, tangent, altitude);
 look = rotatePoint(look, normal, azimuth);
 
 // Setup the ray that is about to be traced.
 optix::Ray ray(ray_origin, look, radiance_ray_type, scene_epsilon);
 PerRayData data;
 
 // Perform the trace.
 rtTrace(top_object, ray, data);
 
 // Store the result.
 Fsky_Fw[launch_index.x * rays_per_arc * rays_per_arc 
         + launch_index.y * rays_per_arc + launch_index.z] = data.hit_location;
}

RT_PROGRAM void miss()
{
 prd.hit_location = -1;
}
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RT_PROGRAM void closest_hit()
{ 
 prd.hit_location = patch_index;
}

 3.7 Solving for Temperature

 In order to solve for the temperature of the patch, the heat balance equation must be 

reorganized.  This forms a fourth degree polynomial which is of the form:

Ts4 + Ts * B + C = 0

With B and C being the following:

B = 𝛼c / (σ * Ɛs) * (-Fsky - Fw)

C = RLW + 𝛼c * Ta + Fsky * σ * Ɛs * Ta4 * (a + b * √e + Rs - QG / (σ * Ɛs * (-Fsky - Fw))

Solving for temperature is then done using a Newton’s iterative approximation approach 

with an epsilon of 0.0001 and a maximum iteration value of 100.  In our test cases, 

average convergence was around three to four iterations.  The following Newton’s 

algorithm is used to approximate temperature (t):
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Define f(t) and f’(t) to be:

 f(t) = t4 + B * t + C

 f’(t) = 4 * t3 + B

Do the following until the max iterations has been reached:

 let t1 = t - f(t) / f’(t)

 if | t - t1 | < epsilon

  stop

 else

  let t = t1

Since the convective and conductive heat components are missing from the framework, 

constants were used in order to allow for the temperature to be solved. 

 3.8 Visualization

 The final stage in the framework is the visualization stage. Once the temperature 

has been solved for, the data is copied out of the OptiX output buffer where it is then used 

to create a visualization of temperature.  The visualization contains a 3D representation of 

all patches in the system.  These patches are assigned a color value to illustrate the 

different components of the heat balance equation.  The visualization provides support for 

visualizing the sky view factor, the ratio of sunlight a patch receives, and the temperature 
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of a patch.  These values are mapped to a color scale of blue (cold), yellow (warm), and 

red (hot).  This color mapping is relative to the minimum and maximum values. The 

resulting values are scaled from blue being the lowest value and red being the highest 

value.  After being scaled, the values are doubled to enhance the differences in the data.  

This is done because all of the datasets being visualized usually have a low standard 

deviation.  The formula for creating the color scale is as follows using an RGB, red-

green-blue, color system:

density_ratio = (data_value - min_value) / max_value

red_component = density_ratio * 2.f

if red_component > 1.f then,

 red_component = 1.f

green_component = density_ratio * 2.f;

if green_component > 1.f, then

 green_component = 2.f - green_component;

blue_component = 1.f - density_ratio * 2.f;

 3.9 Framework Summary

 The overall view of the framework breaks the simulation into three distinct stages. 

First is the setup stage where the scene is created and all patches are loaded into the 

context with their associated materials and programs. Then, the calculation phase 
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calculates temperature by first calculating Fsun, Fsky, and the view factor mapping. 

Temperature can then be solved using constants and the calculated values via a Newton 

iteration algorithm. Finally, the calculated temperatures are transferred out of the context 

and visualized using a blue, yellow, red color scheme.
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4 Results

 This section shows the results of the visualizations that were implemented, the 

sample rates that were used, and the effects of the sample rates on performance.  All 

calculations and visualizations were done using a 2.66 GHz Intel Core i7 Dual Core CPU, 

8 GB of 1067 MHz DDR3, and an NVIDIA GeForce GT 330M with 512 MB of graphics 

card memory.

 4.1 Visualizations

 The framework provides sample visualizations for the sky view factor (Fsky), the 

amount of direct solar radiation received by the sun (Fsun), and temperature values.  In 

order to provide sample temperature values, constants were used in place of actual values 

from the conductive and convective portions of the heat transfer calculations. These 

visualizations allow the user to adjust parameters on the fly such as sun altitude and 

azimuth.  They provide controls that let the user navigate around the simulation in order 

to inspect certain parts of the simulation.  Examples screen shots of these visualizations 

are shown using the color scheme described in the previous section.
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Figure 4.1: Visualization of the sky view factor with Nsamples and Nslices equal to 16.

Figure 4.2: Visualization of Fsun with an altitude of 37 degrees and an azimuth of 0.12 

degrees.
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Figure 4.3: Visualization of temperature values with an altitude of 37 degrees and an 

azimuth of 13 degrees. The visualization uses a min and max values of the calculated 

temperatures for color scaling.

 4.2 Sample Rates

 The necessary sample rate for calculating both the sky view factor and form factors 

was determined by increasing the sample rate until the average of all sky view factors 

converged.  A four building test case (shown in the visualizations above) was used. This 

test case uses a domain of 90 meters wide by 90 meters long by 16 meters tall and is 

made up of 10100 square meter patches.  The following shows that in a four building test 

case, a sample rate of Narcs and Nsamples quickly converges to a value of 0.7750023. Figure 

4.5 illustrates the effects of a low sample rate on the sky view factor.
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Figure 4.4: A graph of the average values of the sky view factor for all patches in a four 

building test case with varying sample rates with Narcs equal to Nsamples.

Sample Rate Fsky Average
4 0.49994430
6 0.58419210
8 0.65613395
10 0.72451812
12 0.75845271
14 0.77246886
16 0.77477145
18 0.77497292
20 0.77500230

Table 4.1: Various average values of the sky view factor for all patches in a four building 

test case with varying sample rates with Narcs equal to Nsamples.
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Figure 4.5: Visualization of the sky view factor with Nsamples and Nslices equal to 4 showing 

the effects of a low sample rate.

The same analysis was done with Fsun, the ratio of a patch seen by the sun.  The average 

values appear not to converge.  It is believed this is due to the nature of the building 

geometry within QUIC test case being very simple and rectangular.  In addition, all rays 

are sent out in parallel.  This yields a very accurate result with a very low sample rate for 

most patches.  Only in various edge case scenarios does a large sample rate benefit a 

particular patch and the values are washed out in an average.
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Figure 4.6: A graph of the average values of Fsun for all patches in a four building test 

case with varying sample rates.

Sample Rate Fsun Average
2 0.83069307
4 0.83019805
6 0.83003318
8 0.82995051
10 0.82990021
12 0.83003318
14 0.82984459

Table 4.2: A table average values of Fsun for all patches in a four building test case with 

varying sample rates.
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 4.3 Performance

 Using the four building test case specified earlier, the setup time for the simulation 

is on average 1.84 seconds with a standard deviation of 0.01 seconds.  The calculation 

times for temperature using the four building test case are all below 1.8 seconds.  For 

each performance test a set of five tests was performed with the average and standard 

deviation shown on each graph.  This was done because OptiX causes a variation in 

performance between runs.  Varying the sample rates has had an effect on performance.  

Figure 4.6 compares a sample rate of four with a sample rate of 196.  The timings are 

very close and in some cases the differences between Fsun timings are within standard 

deviation from each other.  This difference in performance is most likely due to 

optimizations within OptiX.  The major difference is that all Fsun rays are all sampling in 

the same direction as compared to the view factors rays which are sent out in a 

hemisphere from the patch. The difference in performance between runs with the same 

configuration produced some degree of variation. Because of this, all timings were run 

five times and a standard deviation was calculated.
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Figure 4.7: A graph showing timings of temperature calculation in seconds with both 4 

and 196 Fsun sample rates with varying view factor sample rates.

 Figure 4.6 also shows that the exponential increase in view factor samples only 

relates to a linear decrease in performance. The next figure, 4.7, shows timings from all 

the different sample rates that were measured. The increase in sample rates for the view 

factor timings have had a much higher impact on performance than the calculation to Fsun. 
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Figure 4.8: A graph showing timings of temperature calculation in seconds with varying 

sample rates of Fsun and view factor. This graph illustrates that the calculation for Fsun 

does not have a great impact on performance as compared to the view factor calculation.
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5 Conclusion

 This work provides a framework for which an entire heat model component can be 

developed and integrated with QUIC.  Included in this framework is a radiative heat 

transfer model and a base set of visualizations.  Once integrated, this framework will 

allow for QUIC to be used not only as a tool for pollution reduction but also for the 

reduction of energy consumption.  The main piece of future work is to integrate the 

remaining heat transfer components into the framework.  A stochastic sampling method 

can be implemented to remove any artifacts due to the even distribution of rays.  Another 

possible solution is to use a Chebyshev polynomial distribution (Chebyshev, 1854) to 

force better sampling towards the horizon of each hemisphere.  Subsequent traces should 

be performed to account for rays as they reflect off other patches or rays which are 

scattered due to interactions with participating media or even pollution plumes.  Once 

complete, full validation of the model is needed in order to ensure that the system is 

solving for temperature correctly.

 In addition, a separate tool could be developed for setting attributes for different 

materials.  Such a system would allow for different materials to be defined and then 

provide a graphical interface to allow for “painting” the scene where patches in the scene 

would be associated with the material.  This interface would allow for a user friendly 

mechanism for setting up the necessary properties to run the simulation.
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 The framework has been designed to run on existing consumer graphics hardware.  

Using a simple four building test case, the framework is able to calculate sample 

temperatures in under 1.8 seconds with an average setup time of 1.84 seconds. Other 

performance gains can be achieved by calculating the min and max values using a 

CUDA kernel instead of iteratively on the CPU. In addition, the simulation data is 

currently being set up by the CPU and this could be moved into several CUDA kernels 

which would decrease the setup time. Also, the visualization it self can be sped up by 

using vertex buffer objects that are mapped to the data inside OptiX.
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