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Abstract 

Pitch, the perceptual correlate of fundamental frequency (F0), is an important cue for 

understanding aspects of both music and speech. Much research has been devoted to 

pitch, with most being dedicated to measuring listeners‘ ability to judge pitch differences 

between sounds that are otherwise identical. However, in the natural environment, pitch 

comparisons are often made between different speech sounds (or different musical 

instruments), which differ not only in pitch but also in timbre. This dissertation 

investigates factors that affect normal-hearing listeners‘ ability to perceive and 

discriminate pitches of tones that differ in timbre due to being filtered into segregated 

spectral regions. The first study shows that the timing of tone presentation affects 

discrimination ability: listeners have difficulties comparing the F0s of sequentially 

presented sounds, and are much better able to perform the task when the tones are 

presented simultaneously. A follow-up experiment reveals that rather than explicitly 

comparing F0s, listeners seem to use a perceptual fusion cue when the tones are 

presented simultaneously; performance worsens when perceptual fusion is disrupted by 

asynchronous presentation or by auditory stream segregation induced with captor tones. 

A further study reveals that listeners‘ difficulty comparing sequentially presented tones of 

different timbres persists despite intensive training, and that individual differences in 

sequential tone discrimination cannot be reliably predicted based on musical experience 

or on analytical versus synthetic listening mode. Since pitch comparisons often occur 

within a musical context, the remainder of the thesis investigates the effect of a musical 

context on sequential pitch discrimination. Regardless of the predictability of the brief 

context, pitch discrimination generally improves for targets presented following a 

melodic context that establishes a tonal center corresponding to the pitch of the target 

tone. This effect of tonality is stronger for discrimination of different-timbre tone pairs 

than for same-timbre tone pairs. One interpretation of these findings is that sequential 

different-timbre pitch discrimination is limited more by cognitive factors, which are 

influenced by tonal context, than is same-timbre discrimination. The interactions between 
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pitch, timbre, and context described in this thesis provide challenges for our 

understanding of how we perceive pitch in complex listening situations. 
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Chapter 1: Introduction 

At the front of the stage, a woman rises from her chair holding a violin. A hush 

falls over the room. A single, piercing note emerges from the middle of the orchestra. The 

violinist raises her instrument, and plays a note. The room is quiet, but not silent. Fans 

hum as they circulate air; musicians settle themselves in their seats; audience members 

unwrap candies and shuffle programs; someone coughs. The violinist ignores all this as 

she makes fine adjustments to a string until the pitch matches the A of the oboe. Once 

satisfied, she sits, and a dozen violinists chime in with their A‘s – all of them making tiny 

adjustments to ensure that each string is in tune while doing their best to listen only to 

their own instrument. 

Thus begins an orchestra concert – a virtuoso demonstration of the capabilities of 

the human auditory system. To tune her instrument, the concertmistress must make fine 

pitch judgments, matching the pitch of her violin string to that of the oboe. She must also 

focus her attention on just these two sounds and ignore the other sounds in the concert 

hall. The violinists who follow her must not only ignore other incidental sounds, but also 

sounds very similar to the ones they are creating: the sounds of other violins tuning. Once 

the concert begins, the audience will be charged with following melodic lines and often 

complex harmonies. If there is a vocal soloist, the audience will have to distinguish his or 

her voice from the maelstrom of sound around it and understand the words. 

Orchestral musicians are highly trained, and orchestral audiences often have much 

experience with music listening, but the basic tasks of the orchestral musician or audience 

member – comparing pitches, segregating sounds from the background, following sounds 

as they change in pitch, understanding speech – are used by listeners every day.  

Listeners are able to perform these tasks despite the fact that all sounds enter our auditory 

system via two simple pressure sensors, the tympanic membranes. One aspect of auditory 

sensation, pitch, is integral to all of the tasks mentioned above. 
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Perception of Pitch 

Estimation of pitch in single tones 

When the violinist tunes, she is adjusting the pitch of her instrument. As used in 

this dissertation, pitch is ―that attribute of sensation whose variation is associated with 

musical melodies‖ (Plack, Oxenham, Popper, & Fay, 2005, p.2). For the mathematically 

simplest sound - the sound generated by a sinusoidal fluctuation in air pressure, called a 

pure tone or sinusoidal tone - pitch is closely correlated with frequency such that 

perceived pitch increases with tone frequency.  

The frequency of a sinusoidal tone can be represented in the periphery in at least 

two ways, via the spatial pattern of excitation set up along the basilar membrane in 

response to a tone, and in the timing of auditory nerve action potentials (Moore, 2003). 

The excitation pattern depends on physical properties of the basilar membrane which 

yield different vibration patterns depending on the frequencies presented to the ear. At the 

base of the cochlea, the basilar membrane is narrow and tightly stretched and responds 

maximally to high-frequency tones. At the opposite end, the apex, the basilar membrane 

is wider and more loosely stretched and responds best to low-frequency tones. Since the 

place at which the basilar membrane vibrates determines which auditory nerve fibers 

produce action potentials, this tonotopic representation provides a relatively simple 

method of coding the frequency of a pure tone. The timing code is also cochlear in origin. 

As the basilar membrane moves, stereocilia on hair cells deflect and straighten in 

synchrony with the vibrations of the membrane (Kandel, Schwartz, & Jessell, 2000), 

which causes ion channels in the hair cells to open and close. The opening and closing of 

the channels generate the voltage change which can elicit an action potential from the 

auditory nerve fibers that synapse with a given inner hair cell. Since each action potential 

is phase-locked to the vibration of the basilar membrane at the location of the hair cell, 

the period of the vibration (and its reciprocal, the frequency), is encoded in the timing of 

the action potentials. Although individual nerve fibers will not typically fire on every 

cycle of a pure tone, over a population of nerve fibers the most common temporal interval 

will correspond to the period of the tone. Based on measurements in non-human 
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mammals, we expect that this encoding of pitch is effective for frequencies below 

approximately 3-6 kHz, at which point the auditory nerve firing is no longer phase locked 

to the stimulus (Palmer & Russell, 1986; Rose, Brugge, Anderson, & Hind, 1967). 

Pitch coding of complex tones 

Pure tones are rare in nature. Most natural sounds have energy at many 

frequencies, and therefore will produce action potentials in auditory nerve fibers 

associated with multiple basilar membrane locations, as well as producing action 

potentials without a simple first-order period. Yet many of these complex sounds also 

generate pitch percepts. 

The complex sounds that generate the strongest pitch percepts are harmonic 

complexes, a category that includes most natural and musical pitched sounds, including 

those produced by vocalization and musical instruments. A harmonic complex has 

frequency components at integer multiples of a fundamental frequency (F0), and the pitch 

of the complex is matched to that of a pure tone at F0. For example, if a pure tone at 440 

Hz generates a pitch we would label A, then the pitch of a complex tone with components 

at 440, 880, 1320 Hz and so on, which has an F0 of 440 Hz, would also be perceived as 

having the pitch ―A.” The pitch percept of a harmonic complex will correspond to that 

complex‘s F0 even when there is no energy at that frequency. For example, a complex 

with components at 880, 1320, and 2200 Hz also has a F0 of 440 Hz and is typically 

perceived as having a pitch of A. 

It is well known that harmonic complexes generate a strong pitch percept, and 

there are a number of models to explain how harmonic complexes are processed by the 

auditory system. Pattern recognition models, such as that proposed by Goldstein (1973), 

propose a central processor which takes the frequencies of sound components as input 

and, assuming they are successive harmonics of a periodic sound, finds the harmonic 

series that is the best fit for the observed stimuli (see also Terhardt, 1974; Wightman, 

1973). In contrast, autocorrelation models, such as an early model proposed by Licklider 

(1951), posit a neural network of within-channel delay elements and coincidence 

counters, which act on the auditory nerve action potentials to generate an estimate of 
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pitch by comparing the waveform of each peripheral filter with all possible time-delayed 

versions of itself. Maximal similarity in this comparison is an indicator of the waveform‘s 

period, and therefore its F0 (see also Meddis & O'Mard, 1997; Meddis & O'Mard, 2006). 

Pitch perception of multiple tones 

The pitch theories described so far deal with estimating the frequency of a single 

pure tone or the F0 of a single harmonic complex. However, in the real world it is rare to 

hear just one note. It is more common to listen to a series of tones, such as a melody or 

speech, which has fluctuations in F0. Alternately, we may hear multiple sounds at one 

time, such as when listening to polyphonic music or multiple people talking. In each of 

these situations, the challenge faced by the auditory system is not just to estimate a single 

pitch, but also to select the elements of the incoming spectrum to be combined when 

estimating a target sound‘s pitch and to follow pitch changes in the target sound. 

For sequentially presented tones, a sufficient algorithm for pitch discrimination in 

most cases may be to estimate the pitch of each tone separately and compare the 

estimates. However, in some situations this is an insufficient description of the behavior 

of the auditory system. Demany and Ramos (2005) found that listeners were able to 

detect a change in pitch between a single pure tone and a component within an 

inharmonic complex, even when the component was previously inaudible. They proposed 

that in addition to the ability to make individual estimates of pitches, listeners may have 

―pitch shift detectors,‖ which are specifically sensitive to changes in pitch. 

Different issues arise for extracting pitch estimates from a background noise or 

estimating the pitches of two tones presented at the same time. To model pitch extraction 

from a background noise, Duifhuis, Willems, and Sluyter (1982) proposed a ―harmonic 

sieve,‖ utilizing Goldstein‘s (1973) pattern recognition model of pitch. The harmonic 

sieve selects those elements of the acoustic environment that could belong to a single 

harmonic complex, given that the frequency estimates of the auditory system will not be 

perfect, and finds the best fit to a harmonic complex. One possible way to estimate 

multiple pitches at once would be to iteratively apply the harmonic sieve – estimating one 

pitch, removing those components that contribute to that pitch, and estimating a second 
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pitch from the remaining components (A de Cheveigné & Kawahara, 1999). However, 

Scheffers (1983) found that the F0s of two complex tones are rarely both estimated 

accurately using this method. This method also does not account for the phenomenon 

shown with the mistuned harmonic wherein one component can both contribute to the 

pitch of a complex and also be heard as a separate pitch (Moore, Glasberg, & Peters, 

1986). An alternate model searches for secondary peaks in the autocorrelations function 

(Assmann & Summerfield, 1990), but clear peaks cannot always be found. Again, an 

iterative method could be used to improve estimates.   

In summary, although multiple theories exist to explain the perception of single 

and multiple harmonic sounds, no one theory has yet been able to explain all the available 

data satisfactorily, and neither psychophysics nor physiology has yet been able to rule out 

any particular class of models or theories completely. Thus, exactly how pitch is coded in 

the auditory system remains a matter of debate and ongoing research. 

Factors other than spectral content which affect pitch perception 

The perception of pitch can also be affected by factors other than the ability of the 

auditory periphery to estimate F0. Listeners differ in their ability to make accurate pitch 

distinctions, independent of any known differences in auditory periphery. Listeners with 

amusia have normal tone detection thresholds, but are extremely poor at making fine 

pitch distinctions or recognizing melodies (i.e. Hyde & Peretz, 2004; Peretz et al., 2002). 

Among normal listeners, training in music (Micheyl, Delhommeau, Perrot, & Oxenham, 

2006; Spiegel & Watson, 1984) or specifically in pitch discrimination (e.g. Amitay, 

Hawkey, & Moore, 2005; Demany, 1985; Demany & Semal, 2002; Halliday, Taylor, 

Edmondson-Jones, & Moore, 2008; Micheyl et al., 2006) can improve a listener‘s ability 

to make fine distinctions between pitches. Additionally, when making pitch judgments, 

listeners differ in the degree to which they attend to the F0 or the frequencies of 

individual components in a harmonic complex (e.g. Houtsma & Fleuren, 1991; 

Schneider, Sluming, Roberts, Scherg, et al., 2005; Seither-Preisler et al., 2007; 

Smoorenburg, 1970), and in some instances listeners may disagree as to the direction of 

pitch change between two harmonic complexes. 



 

 6 

Even for a single listener, aspects of the signal other than F0 may play a role in 

how able an individual is to compare the pitches of tones. For example, listeners are 

poorer at detecting F0 differences between tones when their timbres differ due to 

differences in their harmonic spectra (Micheyl & Oxenham, 2004; Moore & Glasberg, 

1990), even when the pitch of each tone can be independently identified. Pitch perception 

can also be affected by variables other than the frequencies of the components present at 

the ear when the pitch is being estimated. For example, the perceived pitch of a harmonic 

complex can be influenced by a single mistuned component (Moore, Glasberg, & Peters, 

1985); however, the effect of this mistuned component can be reduced by preceding the 

complex with a series of tones which ―capture‖ the mistuned component into a stream 

separate from the rest of the complex (Darwin, Hukin, & al-Khatib, 1995), without 

changing the harmonic complex itself. Pitch processing can also be affected by the tonal 

properties of a preceding context. For example, detection of mistuning in a chord is 

facilitated when it is preceded by a context which induces a closely related key (Bharucha 

& Stoeckig, 1986, 1987), and processing of an individual tone can be influenced by how 

closely related it is to a preceding melodic context (Marmel, Tillmann, & Delbe, 2010). 

These studies show that pitch perception is a complex system which involves F0 

estimation as well as other processes. The experiments presented in this dissertation 

quantify the pitch discrimination discrepancy between same-and different-timbre tone 

pairs, and investigate some factors which may modulate listeners‘ ability to compare 

pitches of different-timbre tones, including pitch listening mode, listening experience, 

and context. 

Studies Included in this Dissertation 

Chapter 2 investigates the effect that the timing of tone presentation can have on 

pitch discrimination: specifically, it compares listeners‘ ability to detect pitch differences 

between tones of different timbre when they are presented simultaneously or sequentially. 

It uses complex tones that are filtered into different spectral regions, and so have very 

different timbres. The first experiment demonstrates that sequential discrimination is 
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significantly poorer than simultaneous discrimination. The second experiment tests 

whether performance on simultaneous pitch comparisons is affected by fusion cue 

disruption produced by adding an onset asynchrony, and also whether sequential pitch 

discrimination is improved by increasing encoding time with a silent gap between tones. 

Disrupting fusion does impair simultaneous pitch discrimination, but adding a gap does 

not significantly improve sequential pitch discrimination. The third experiment of this 

chapter further tests the hypothesis that simultaneous pitch comparisons are better due to 

a fusion cue by disrupting this fusion cue with precursors which capture one of the tones 

being compared into a perceptual stream separate from the other tone (as in Darwin et al., 

1995). The findings support the fusion hypothesis: captor tones impair simultaneous pitch 

discriminations. Overall, this chapter shows that listeners perform poorly on a pitch 

discrimination task when tones have different timbres, and suggests that performance is 

hindered by tones being perceptually segregated into separate auditory objects. 

Chapter 3 investigates some possible explanations for performance patterns seen 

in Chapter 2, particularly listeners‘ poor performance in comparison of spectrally 

segregated tones presented sequentially and the large inter-subject variability in 

performance. In Experiment 4 listeners receive ten hours of training with the 

simultaneous and sequential pitch comparison tasks, but this training does not yield 

significant improvement in performance. Experiment 5 investigates whether individual 

differences in dominant pitch listening mode, analytic or synthetic pitch listening, can 

predict differences in ability to detect F0 pitch differences in sequentially presented 

spectrally segregated tones and finds no significant correlations between listening mode 

and sequential pitch discrimination performance. 

Neither lack of experience nor pitch listening mode adequately explained 

listeners‘ poor performance in sequential pitch comparisons of spectrally segregated 

tones. Therefore, to better understand listeners‘ difficulty, in the following chapters we 

turn our attention toward a manipulation that may improve pitch discrimination. The 

work of Bharucha and Stoeckig (1986, 1987) shows that under some circumstances, a 

tonal context can improve listeners‘ pitch processing. In the same vein, Warrier and 
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Zatorre (2002) showed evidence that a tonal context can improve pitch discrimination for 

different-timbre tones, but this is based on their analysis of subjective ratings of pitch 

difference. The following studies use objective measures to investigate the effect of a 

melodic context on pitch discrimination of spectrally-segregated tones.  

The experiments presented in Chapter 4 explore the effect of a brief, four tone, 

melodic precursor on sequential pitch discrimination. Experiment 6 compares pitch 

discrimination for isolated same- and different-timbre tone pairs with discrimination 

when those tones are preceded by a four-tone descending diatonic scale. We observed 

that the brief tonal precursor improves sequential pitch discrimination thresholds for 

tones filtered into separate spectral regions, but not for tones with the same spectral 

content. Experiments 7 and 8 further investigate the effectiveness of this precursor and 

contrast it with precursors of varying degrees of predictability and tonal priming. 

Experiment 7 measures response times and thresholds for same- and different-timbre tone 

pairs presented in isolation or following one of three melodic precursors: the scale from 

Experiment 6, four tones from a whole-tone scale, or a repetition of one of the tones 

being compared. It shows that the precursor which provides the most benefit to different-

timbre tones - the descending diatonic scale - is not the same one that provides maximum 

benefit for same-timbre tones – the repeated tone. The third experiment contrasts the 

effects of predictability and tonality of the precursors and finds that tonality but not 

predictability affects the effectiveness of the melodic precursor. However, though 

discrimination thresholds differed significantly between the tonal context and the whole-

tone context, they did not differ significantly in Experiment 8 between tones presented in 

isolation and tones presented following a context. The experiments in this chapter show 

that a short tonal context can influence pitch discrimination performance, however the 

effects are small and somewhat inconsistent between experiments. It is possible that the 

short contexts used in this chapter are too sparse to consistently induce a tonal context 

strong enough to significantly influence pitch discrimination. Therefore, in Chapter 5, we 

return to the longer contexts used by Warrier and Zatorre (2002), which provide both 

tonal and rhythmic cues. 
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The study presented in Chapter 5 replicates and extends Warrier & Zatorre (2002) 

with spectrally segregated tones, and extends the findings of Chapter 4. Listeners are 

presented with tone pairs following a brief tonal melody and in different blocks are asked 

either to rate any pitch difference between tones in the pair or to indicate which of two 

tone pairs included a pitch difference. The study supports the findings of Chapter 4 in that 

listeners receive a greater benefit from a tonal context when the tones differ in timbre 

than when they share the same spectrum. 

Overall, the experiments presented in this thesis show that listeners, even some 

musically trained listeners, have a surprising and robust difficulty in discriminating pitch 

between different-timbre tones, and that this difficulty may be ameliorated by presenting 

the tones in a musical context – a condition more familiar to listeners than comparing 

isolated tone pairs. The interactions between pitch, timbre, and context described in this 

thesis provide challenges for our understanding of how we perceive pitch in complex 

listening situations. 



 

 10 

Chapter 2: Perceptual Grouping affects Pitch Judgments across Time and 

Frequency 

Chapter 2 is reprinted with permission from 

Borchert, E. M. O., Micheyl, C., & Oxenham, A. J. (2011). Perceptual grouping affects 

pitch judgments across time and frequency. Journal of Experimental Psychology: Human 

Perception and Performance. 37(1), 257–269. 

Copyright 2011, American Psychological Association 

 

Pitch – the perceptual correlate of periodicity and fundamental frequency (F0) – is 

a salient characteristic of sound, which plays a role in speech, music, and the analysis of 

auditory scenes (McDermott & Oxenham, 2008; Plack & Oxenham, 2005). While some 

listeners can correctly identify the pitch of sounds in the absolute (Levitin & Rogers, 

2005), for most listeners, and under most circumstances, differences and variations in 

pitch play a far more important role than does absolute pitch information. For instance, 

the perception of melody in music and prosody in speech relies in large part on the ability 

to extract pitch ―contours,‖ i.e., pitch variations over time.  Differences in pitch also play 

an important role in the perception of simultaneously presented sounds, as in polyphonic 

music or multi-talker environments (Carlyon & Gockel, 2008; Huron, 1989; Micheyl & 

Oxenham, 2009). 

Most pitch models, based either on spectral information (e.g Goldstein, 1973; 

Terhardt, 1974; Wightman, 1973), temporal information (e.g. Licklider, 1951; Meddis & 

O'Mard, 2006; Srulovicz & Goldstein, 1983), or both (e.g. Shamma & Klein, 2000), have 

focused on correctly predicting the perception of the pitch of isolated sounds. In such 

models it is either implicitly or explicitly assumed that when a listener is comparing the 

pitches of two sounds, the pitch of each tone is first extracted, and then the two pitch 

estimates are compared. Several methods have been proposed for segregating the pitches 

of simultaneous sounds such that they can be compared. These methods include place-

based template models, in which multiple harmonic templates can be activated by sound 

combinations (Duifhuis et al., 1982; Scheffers, 1983); autocorrelation models, in which 
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different periodicities are assumed to dominate in different frequency regions (as in 

competing vowels investigated by Meddis & Hewitt, 1992); cancellation models, in 

which one (dominant) set of harmonics, or periodicity, is cancelled from a spectral 

(Parsons, 1976), or temporal (de Cheveigne, 1993), representation of the mixture to 

facilitate the estimation of the second pitch present; and timing nets, which use a form of 

autocorrelation to separate multiplexed periodicities in their inputs (Cariani, 2001); for 

recent reviews, see de Cheveigné (2006) and Micheyl and Oxenham (2009). The 

assumption that comparing two pitches merely involves estimating each pitch, 

independent of other properties of the sounds (e.g., timbre) and of their relationship (e.g., 

relative timing), suggests that any sound that elicits a pitch can be compared to any other 

pitch-eliciting sound. However, there is evidence that under certain circumstances 

listeners have difficulty comparing pitches that are individually salient. For example, 

gross spectral differences – which produce salient timbre differences – between 

successively presented complex tones often lead to poorer pitch discrimination 

performance than is achieved when the tones have similar spectral envelopes and similar 

timbres (e.g. Micheyl & Oxenham, 2004; Moore & Glasberg, 1990; Warrier & Zatorre, 

2004). Such effects of timbre on pitch perception accuracy have yet to be incorporated 

into any quantitative model of pitch perception. 

Another important aspect of pitch perception, which existing pitch models do not 

address, relates to the effects of temporal relationships between the tones. In particular, 

these models do not make specific predictions as to whether sequential and simultaneous 

comparisons of sounds will result in similar or different pitch discrimination accuracy. 

Few empirical studies have directly addressed this question, and arguments can be made 

in either direction.  

At least two lines of reasoning suggest that pitch discrimination accuracy should 

be worse when tones filtered into different spectral regions are presented simultaneously 

than when they are presented sequentially.  The first involves an effect known as pitch 

discrimination interference (PDI).  Several experiments have shown that the presence of a 

harmonic complex in one spectral region can interfere with the pitch perception of a 
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simultaneous complex in another region (Gockel, Carlyon, & Moore, 2005; Gockel, 

Carlyon, & Plack, 2004, 2009; Krumbholz et al., 2005; Micheyl & Oxenham, 2007). 

Such interactions may result in poorer comparisons of the pitches of the two complexes. 

The second line of reasoning involves the potential role of attention. When comparing 

two simultaneous pitches, listeners may switch their attention between the two tones 

(Carlyon, Demany, & Semal, 1992). If a listener can only attend to one tone at a time, the 

analysis time assigned to each tone would be less than if tones of equal length had been 

presented sequentially.  

However, arguments can also be made to predict the opposite pattern of results. 

Firstly, the simultaneous presentation of tones may provide listeners with alternate cues 

that are not available when the tones are presented sequentially.  One such cue relates to 

beats of mistuned consonance (BMC), a beating percept produced by two sinusoids that 

form a slightly mistuned consonant interval, such as an octave (Plomp, 1967). The 

phenomenon of BMC can occur even if the tones are presented to opposite ears (Feeney, 

1997), suggesting that the phenomenon is not solely cochlear in origin.  Another cue that 

might play a role when the tones are presented simultaneously involves potential 

differences in perceived fusion between the two tone pairs.  Common F0 is thought to be 

a strong perceptual grouping cue (e.g., Bregman, 1990). Therefore, when the 

simultaneous tones in the two spectral regions share the same F0, they are more likely to 

be heard as a single, perceptually fused, sound. In contrast, when the two tones have 

slightly different F0s, they may be less fused. Thus, listeners could perform an F0 

comparison task with simultaneously presented tones by responding to the degree of 

perceived fusion rather than extracting one F0 from each spectral region and explicitly 

comparing them. A third potential reason why simultaneous presentation might lead to 

better performance is that memory constraints could limit performance when tones are 

presented sequentially.  If the pitch of the first tone must be estimated and held in 

memory while the pitch estimate of the second tone is generated, the memory of the pitch 

estimate for the first tone may degrade over time (Clément, Demany, & Semal, 1999; 

Demany, Montandon, & Semal, 2005; Kinchla & Smyzer, 1697), making comparisons of 
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pitch estimates between the two tones less accurate than when the tones are presented at 

the same time, in which case the pitch estimates may be generated simultaneously. 

Despite the important potential implications of these conflicting predictions for 

pitch theories, no direct comparisons of sequential and simultaneous pitch discrimination 

have been made using equivalent pairs of complex tones. The most directly relevant 

study (Carlyon & Shackleton, 1994) concluded that listeners are as sensitive to F0 

differences between simultaneous sounds and as they are to F0 differences between 

sequential sounds, so long as these sounds each produce a strong pitch percept when 

presented in isolation. Unfortunately, various factors complicate the interpretation of 

those results. In particular, the tones were filtered into the same spectral region – and thus 

had the same timbre – in the sequential conditions, but were filtered into non-overlapping 

spectral regions in the simultaneous conditions. In addition, the sequential conditions 

contained only two tones that were compared, whereas the simultaneous conditions 

contained fours tones – two pairs, one of which contained an F0 difference while the 

other did not. Thus, neither the methods nor the stimuli were conducive to a direct 

comparison of the simultaneous and sequential conditions, and the conclusions of this 

study have been challenged on multiple grounds (Gockel et al., 2004; Micheyl & 

Oxenham, 2005).  

The aim of our first experiment was to test the conflicting predictions mentioned 

above by explicitly comparing listeners‘ pitch discrimination performance when 

equivalent tones are presented simultaneously versus sequentially.   The results show that 

listeners‘ performance was significantly worse when the tones were presented 

sequentially than when they were presented simultaneously.  The two subsequent 

experiments were designed to distinguish between likely causes of this difference in pitch 

discrimination performance.  Overall, the results suggest that pitch comparisons can be 

very poor between sequential stimuli that differ widely in their spectral content, and that 

improved performance when the stimuli are presented simultaneously are mediated by 

changes in perceptual fusion rather than an explicit comparison of two F0s. 
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Experiment 1: Simultaneous vs. Sequential Presentation of Tones 

Method 

Stimuli. A schematic of the stimuli used in Experiment 1 is shown in Figure 1 

(panels A and B). The basic stimuli were harmonic complex tones with a nominal F0 of 

200 Hz, and with all components presented in sine (0°) starting phase at a level of 46 dB 

SPL per component before filtering. The complexes were presented in pairs, with one 

complex filtered into a low spectral region and one complex filtered into a high spectral 

region. The low-region complex was lowpass filtered using an 8
th

-order Butterworth filter 

with a cutoff frequency of 700 Hz, to allow at least three audible harmonics within the 

passband. The high-region complex was bandpass filtered between 1150 and 3500 Hz, 

using a 6
th

-order Butterworth highpass and 8
th

-order Butterworth lowpass filter, 

respectively. These filters allowed some resolved harmonics to be included in the high 

complex for all F0s used in this experiment (e.g., Houtsma & Smurzynski, 1990). The 

lowest harmonic included in the high complex varied with the F0, but was always 

between the fifth and the seventh. Components that would have been attenuated more 

than 10 dB by the filtering were not generated. The duration of each complex was 400 

ms, including 10-ms squared-cosine onset and offset ramps. Based on previous work (e.g. 

Houtsma & Smurzynski, 1990; Moore & Glasberg, 1990), we expected these parameters 

to yield good F0 discrimination within each region. This was confirmed in five of our 

participants, who returned after completing Experiment 1 for a brief control study 

identical to the Sequential condition of Experiment 1 except that both complexes in a pair 

were filtered into the same spectral region.  All participants in this follow-up study were 

able to discriminate sequentially presented complexes (with both complexes in the same 

spectral region) with greater than 95% accuracy for F0 differences of one semitone (~6%) 

or more. 

A broadband threshold equalizing noise (TEN) at 40 dB SPL per equivalent 

rectangular auditory bandwidth (ERBN) (Moore, Huss, Vickers, Glasberg, & Alcantara, 

2000) was played throughout each trial to further limit peripheral interactions between 

components in the two spectral regions, and to mask any potential distortion products 
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generated by the stimuli. This level was selected based on pilot testing such that the level 

of each component of the complex tones was approximately 10 dB above masked 

threshold. The noise began 200 ms before the beginning of the first stimulus interval in a 

given trial and ended 200 ms after the end of the second stimulus interval. 

Procedure. Participants were seated in a double-walled sound attenuating booth. 

Sounds were generated digitally using Matlab (Mathworks, Natick, MA), converted to 

voltage using a 24-bit digital-to-analog Lynx L22 converter (LynxStudio, Costa Mesa, 

CA), and were presented monaurally via HD580 headphones (Sennheiser, Old Lyme, 

CT). Each trial consisted of two consecutive tone pairs, separated by an interstimulus 

interval of 500 ms. To limit participants‘ ability to perform the task reliably based on F0 

comparisons across pairs instead of within pairs, the nominal F0 of each pair was 

 

Figure 1. Schematic diagram showing the conditions used in Experiments 1, 2, and 4. 

Participants listened to two pairs of spectrally segregated harmonic complexes and 

indicated the interval in which the F0s differed (signal interval). Increased spacing 

between lines and lighter shading indicate a higher F0. The Simultaneous (A) and 

Sequential (B) conditions were used in experiments 1, 2, and 4. The Overlap (C) and 

Gap Sequential (D) conditions were used in Experiment 2. The diagram is not to 

scale. 
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randomly and independently assigned from a rectangular distribution of 3 semitones 

around 200 Hz (168-238 Hz). In one pair, the two complexes had the same F0, and in the 

other pair, the F0s of the two complexes differed by 0.5, 1, 2, or 4.5 semitones, mistuned 

symmetrically on a semitone scale around the nominal F0. For the mistuned pairs, the 

higher F0 was randomly assigned with equal probability to either the low or high spectral 

region. We refer to the case of the higher F0 in the higher spectral region as ―positive 

mistuning,‖ and the higher F0 in the lower spectral region as ―negative mistuning.‖ In the 

Simultaneous condition, the two complexes in a given pair had simultaneous onsets and 

offsets. In the Sequential condition the high complex began immediately after the low 

complex ended, with no gap or overlap between the complexes. The stimuli were 

presented in blocks of 50 trials, and within each block the mistuning was held constant. 

Participants identified the tone pair in which the F0s differed by pressing one of two 

buttons and were given visual feedback (―correct‖ or ―wrong‖) after each trial. 

Participants completed trials during a single two-hour session and were encouraged to 

take breaks during the session as needed. Breaks could occur after any 50-trial block. 

Participants were presented with 13 blocks of each condition. The first five blocks 

were treated as practice, and involved mistunings of 6.5, 4.5, 2, 1, and 0.5 semitones. 

These blocks were followed by eight experimental blocks, including two blocks at each 

level of mistuning (0.5, 1, 2, and 4.5 semitones) in pseudorandom order, such that all 

levels were presented once before any level was presented again. Half of the participants 

completed the Sequential condition first, and the other half completed the Simultaneous 

condition first. 

Participants. Twenty-eight participants (20 female) were recruited via flyers 

posted on campus in the psychology and music departments, and were paid for their 

participation. Their ages ranged from 18 to 56 (mean age 24 yr). Prior to testing, each 

listener‘s hearing was screened. All participants but one had normal hearing, defined as 

pure-tone thresholds of 20 dB HL or lower at .5, 1, 2, 4, and 8 kHz. One listener had a 

pure-tone threshold of 25 dB HL at 8 kHz. This participant was not excluded because 

none of the stimuli in this experiment had components above 6 kHz. All but one listener 
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had fewer than 4 hours prior experience with psychoacoustic experiments, and the 

amount of musical training among participants varied from no musical training to fifteen 

years of lessons on a musical instrument. Nine participants completed the conditions of 

experiment 2 before participating in the current experiment. 

Results  

Performance in Simultaneous and Sequential tasks was evaluated in terms of d′. 

Though proportions of correct responses (PCs) were measured in the experiment, there 

are at least two advantages to using d′, instead of the raw PCs for data analysis and 

interpretation purposes. Firstly, proportions are susceptible to floor and ceiling effects, 

and their variance usually varies with their mean, being largest near a mean of 0.5, and 

smallest as the mean PC approaches 1.0. These effects are alleviated by an appropriate 

transformation of the PC values into d′. Secondly, PCs measured in experiments 

involving a dual-pair design (Rousseau & Ennis, 2001), such as that used in this 

experiment, are not directly comparable to PCs measured in experiments using a different 

psychophysical paradigm, such as the more commonly used two-interval, two-alternative 

forced-choice (2I-2AFC) paradigm (see: Creelman & Macmillan, 1979; Micheyl, 

Kaernbach, & Demany, 2008; Micheyl & Messing, 2006; Micheyl & Oxenham, 2005; 

Noreen, 1981). In fact, direct comparisons of PCs between 2I-2AFC and dual-pair 

experiments can be quite misleading. For instance, whereas 76% correct corresponds to a 

d′ of 1 in the traditional 2I-2AFC paradigm (Macmillan & Creelman, 2004), the same PC 

corresponds to a d′ of 2.17 in the dual-pair paradigm with roving (Micheyl & Messing, 

2006); to obtain a d′ of 2.17 in the 2I-2AFC paradigm, the participant would have to 

produce a PC of 94%. As this example shows, the same PC can signify a considerably 

higher sensitivity in a dual-pair experiment than in a 2I-2AFC experiment. Since we were 

ultimately interested in comparing our results with F0-discrimination data in the 

literature, which have usually been obtained using a 2I-2AFC paradigm, this provided 

another reason to use d′ instead of PC. 

Values of d′ corresponding to measured PCs were calculated using the following 

equation (Micheyl & Messing, 2006):  



 

 18 

 2502502 1 ./PC.'d   . (1) 

As explained in previous publications (Micheyl et al., 2008; Micheyl & Messing, 

2006; Micheyl & Oxenham, 2005), this calculation assumes equal-variance Gaussian 

observations (Green & Swets, 1966), and a ―differencing‖ strategy (Carlyon, 1998; 

Noreen, 1981; Rousseau & Ennis, 2001). According to this strategy, participants first 

estimate the F0 of each complex within a pair, then compare the two resulting estimates, 

and finally select the pair in which the distance between the two F0 estimates is largest. 

When the relevant stimulus parameter (here, nominal F0) is roved over a wide range 

(relative to F0) across trials, as was the case here, the differencing strategy corresponds 

to the optimal maximum-likelihood strategy; in other words, it is the best the observer 

can do. Thus, d′ values calculated using Equation 1 provide an upper bound on 

performance. To avoid problems due to proportions of correct responses occasionally 

being equal to 1, 0.5 (out of a possible 50) was added to each square of the hit/miss tables 

before the calculation of d’ (Hautus, 1995). Values of d′ were calculated for each 

individual in each condition and then averaged across individuals. 

The results are shown in Figure 2. For the Simultaneous condition, the mean d′ 

values (averaged across listeners) ranged from 0.84 to 3.04. For the Sequential condition, 

mean d′ values ranged from 0.40 to 1.57. A three-way repeated-measures analysis of 

variance (RMANOVA) was performed with mistuning amount (0.5, 1, 2, 4.5 semitones), 

mistuning direction (positive or negative), and condition (Simultaneous or Sequential) as 

the within-subject factors, and task performance (d′) as the dependent variable. The 

Huynh-Feldt correction was used to compensate for a lack of sphericity when 

appropriate. The results showed a significant main effect of condition, F(1,27)=31.63, 

p<0.001, ηp
2
=.54, reflecting the observation that performance seemed better overall in the 

Simultaneous condition than in the Sequential condition. In both conditions, listeners 

predictably performed better as mistuning amount increased, F(3,81)=51.09, p<.001, 

ηp
2
=.70. The increase was steeper in the Simultaneous condition than in the Sequential 

condition, as reflected by an interaction between condition and mistuning amount, 

F(3,81)=3.33, p=.006, ηp
2
=.15.  In addition, mistuning detection was slightly better when 
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the high spectral region contained the lower F0 than when mistuning was in the opposite 

direction, F(1,27)=12.32, p=.002, ηp
2
=.31.  Interactions between condition and mistuning 

direction F(1,27)=1.922, p=.177, ηp
2
=.07, between mistuning direction and amount 

F(3,81)=2.56, p=.078, ηp
2
=.09, and between all three factors F(3,81)=1.40, p=.253, 

ηp
2
=.05 were not significant. 

To facilitate comparisons with earlier studies of F0 discrimination, in which 

results were reported in terms of difference limens for F0 (DLF0s), we also calculated 

―threshold F0s‖, in addition to d′ values. These threshold F0s were determined as the 

F0 difference corresponding to a d′ of 1, based on interpolation of the mean psychometric 

functions fitted with logistic functions using a maximum-likelihood procedure 

implemented in Matlab (The Mathworks, Natick, MA). The interpolated threshold F0s 

were roughly 1.5% for the Simultaneous condition and 3.5% for the Sequential condition. 

 

Figure 2. Averaged results of Experiment 1. 

Comparing performance on a F0 difference detection task when tones are presented 

in the Simultaneous (diamonds) versus the Sequential (squares) conditions. 

Discrimination sensitivity (d′) is shown as a function of the F0 mistuning between 

two harmonic complexes in separate spectral regions. Error bars represent ±1 

standard error of the mean. 
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The difference in these estimated thresholds is consistent with the overall finding of 

poorer performance in the Sequential than in the Simultaneous condition.  However, as 

more information is provided by the actual d′ values as a function of mistuning, in 

subsequent experiments we focus on the psychometric functions. 

One possible explanation for performance differences in the Simultaneous and 

Sequential tasks relates to differences in musical training.  At intake, our listeners 

indicated their years of musical training.  We reran the RMANOVA with musical 

experience as a between-subjects factor.  Listeners were divided into groups with no 

musical experience (n = 11), 1-9 years of experience (n = 11) or more than ten years of 

musical experience (n = 10).  In this analysis, musical experience did not significantly 

affect performance F(2,29)=1.28, p=.29, ηp
2
=.081, nor did it interact significantly with 

any of the within-subjects factors. Thus, the duration of musical training does not seem to 

provide a reliable predictor of performance in these tasks. 

Discussion 

Participants reported finding the Sequential task more difficult than the 

Simultaneous task. This difference in perceived difficulty was reflected in their d′ scores 

and threshold F0s. This difference in performance is consistent with the indirect 

inferences made by Micheyl and Oxenham (2005), who reanalyzed the data of Carlyon 

and Shackleton (1994) and found that the performance measured by these authors in their 

simultaneous F0 comparison task was better than would be predicted based on the 

performance that they measured in their sequential F0 comparison task.  More generally, 

the finding that performance in a simultaneous F0 comparison task is not as expected 

based on performance in a sequential task is consistent with the possibility that the two 

tasks involve different mechanisms (Demany & Semal, 1992).  We also note that 

performance in the Sequential condition (and in the Simultaneous condition at 4.5 

semitones) is not accurate enough to rule out the possibility that listeners were 

performing the task by selecting the interval containing the most extreme F0, rather than 

comparing F0 across spectral regions (Dai & Micheyl, 2010). 
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The pattern of results suggests that pitch discrimination interference and attention 

switching do not limit performance in the Simultaneous condition; as discussed in the 

introduction, had either of these factors been a dominant factor, we might have expected 

performance in the Sequential condition to exceed that in the Simultaneous condition. 

Instead, we can focus on potential explanations that predict better performance in the 

Simultaneous than in the Sequential condition. One such explanation is that detecting a 

difference in F0 between two simultaneously presented sounds does not necessarily 

involve an explicit extraction of F0. As mentioned in the introduction, the potential cues 

for such detection include BMC and perceptual fusion: BMCs would only be present (if 

at all) when the complexes in the two spectral regions differed in F0; perceptual fusion of 

the two simultaneous complexes might be reduced through mistuning, so that detecting a 

mistuning between the two regions may involve perceiving a loss of fusion, rather than 

an explicit mistuning. Informal reports from the listeners indicated that the mistuned 

intervals in the Simultaneous conditions had a ―dissonant‖ quality not present in the 

intervals in which the two tones had the same F0. This is consistent with both the BMC 

and perceptual fusion explanations described above. 

Another explanation that is consistent with better performance in the 

Simultaneous condition involves a decline in the memory trace of the pitch estimate of 

the first tone before it can be compared with the second tone (e.g., Laming & Scheiwiller, 

1985). However, the results from a more recent study suggest that a simple decay of pitch 

memory may not adequately explain the differences observed here. Demany, Montandon, 

and Semal (2005) found that frequency discrimination between two sequentially 

presented brief tones actually improved as the ISI between them increased from 0 to 

approximately 500 ms, and then deteriorated only for longer ISIs. The former effect 

could be related to a reduction in backward recognition masking as ISI increases beyond 

0 ms (Massaro, 1975; Massaro & Idson, 1977). Based on this finding, the difficulty 

experienced by our participants in the Sequential condition could be because the tones are 

presented directly after one another, rather than because of a decay in the memory trace 

between the time of the first and second pitch estimates. 
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Experiment 2 was designed to test these various explanations further. If changes 

in perceptual fusion can explain performance in the Simultaneous condition, then 

performance in that condition should be affected by stimulus manipulations that affect the 

perceptual organization of the test sounds.  If a lack of sufficient time to consolidate a 

pitch representation of the first sound in each interval can explain the poor performance 

in the Sequential task, then manipulating the gap between the stimuli within each interval 

should affect performance. 

Experiment 2: Effects of Temporal Asynchrony or a Silent Gap 

The main finding of Experiment 1 was that listeners were better able to detect an 

F0 difference between two spectrally non-overlapping harmonic complexes when the 

tones were presented simultaneously than when they were presented sequentially. We 

hypothesized that listeners may have been able to use a cue in the Simultaneous condition 

that was not available in the Sequential condition. The two cues discussed involve BMC 

and the degree of perceptual fusion.  To distinguish between these two possible cues, we 

created a new condition (Overlap) in which the onsets of the two tones were 

asynchronous but the two tones overlapped temporally for the same duration as the tones 

in the Simultaneous condition of Experiment 1. The onset asynchrony should not affect 

BMC-related cues because the two complexes are still presented at the same time and so 

continue to interact. However, onset asynchrony is a segregation cue, so the asynchrony 

should disrupt perceived fusion (Bregman, 1990). Therefore, if the benefit of complexes 

being played simultaneously in Experiment 1 was due to their being grouped as a single 

auditory object (perceptually fused) when they shared a common F0, performance in the 

Overlap condition should be worse than in the Simultaneous condition because the two 

tones should form two separate objects regardless of whether they share the same F0. The 

longer tone durations in the Overlap condition should provide more information for any 

mechanism that estimates the F0 in each spectral region. 

Aside from being poorer than in the Simultaneous condition, performance in the 

Sequential condition was surprisingly poor in absolute terms. Performance did not reach 
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ceiling even at F0 differences of 4.5 semitones, or about 30%. This may be due to the fact 

that in the Sequential condition, the two tones were played immediately after one another. 

As mentioned earlier, Demany et al. (2005) found that frequency discrimination is non-

monotonically related to the temporal gap between the tones. It may be that this non-

monotonic behavior is particularly strong in conditions involving tones filtered into 

different spectral regions, which differ markedly in timbre. For such tones, pitch may 

need to be extracted and abstracted from timbre for each complex before it can be 

compared. This pitch-timbre separation process may increase processing time. To 

investigate whether listeners benefit from a gap between the tones, we generated a 

condition (Gap) that was identical to the Sequential condition of Experiment 1 except that 

a gap of 200 ms was inserted between the offset of the first tone and the onset of the 

second tone in each interval. If the memory trace of the first tone monotonically degrades 

after its offset, we would expect the gap to make performance worse. If, instead, listeners 

can use the extra 200 ms to better encode the pitch estimate of the first tone, this gap 

could improve performance, perhaps to the extent that it is unnecessary to postulate any 

additional mechanisms to explain the superior performance in the Simultaneous 

condition. 

Method 

A schematic of the stimuli presented in the four conditions of this experiment is 

shown in Figure 1. Complex tones as described for Experiment 1 were used in this 

experiment. The first two conditions were identical to the Simultaneous and Sequential 

conditions of Experiment 1 (Figure 1, A and B). In the third condition, termed the 

Overlap condition, the duration of each tone was 600 ms, and the onset of the second tone 

was delayed by 200 ms relative to the onset of the first tone, such that the two tones 

overlapped by 400 ms (Figure 1C). In order to make sure that participants were aware of 

the two possible ways of listening to the stimuli in that condition, the instructions 

mentioned that they could either listen to the two sounds as individual sounds or 

concentrate on the time when the two complexes overlapped. In the fourth condition, the 

Gap condition, 400-ms tones were presented such that the onset of the second tone was 
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600 ms after the onset of the first tone (Figure 1D). This created a 200-ms gap between 

the two complex tones. A duration of 200 ms was chosen to provide a clear gap between 

the tones in each interval, while keeping the total length of each trial down to 2.5 s. As in 

the Sequential condition, the first tone in both the Overlap and Gap conditions was 

filtered into the lower spectral region and the second was filtered into the higher spectral 

region. 

The general procedure was the same as for Experiment 1. Fifteen participants who 

took part in Experiment 1 also completed the two additional conditions of Experiment 2. 

They completed the four conditions (two from Experiment 1 and two from Experiment 2) 

in counterbalanced order to avoid order effects. Three participants ran an earlier version 

of the Overlap condition, which had shorter tone durations. Because the data obtained in 

this condition are not directly comparable to those obtained using the final version of the 

Overlap condition, they were not included in the analyses described below. Participants 

completed the four conditions over two 2-h sessions on different days, such that two 

conditions were completed during each session. 

Results 

The results of Experiment 2 are shown in Figure 3. For all four conditions d′ 

values were calculated using the differencing strategy for 4IAX, as described in 

Experiment 1. Since all participants who participated in Experiment 2 also participated in 

Experiment 1, data from Experiment 1 for these participants are included in both the 

figure and in the analysis.  

The data were analyzed using a three-way RMANOVA comparing Simultaneous 

and Sequential conditions across mistuning levels and directions. As in Experiment 1, 

significant main effects of condition, F(1,14)=6.89, p=.02, ηp
2
=.33, mistuning amount, 

F(3,42)=25.69, p<.001, ηp
2
=.65, and mistuning direction, F(1,14)=8.77, p=.01, ηp

2
=.39, 

were observed.  Again, performance was better in the Simultaneous condition, for larger 

mistunings, and when F0 was lower in the higher spectral region than in the lower 

spectral region.  However, due perhaps to the smaller sample size here than in 

Experiment 1, there was no longer a significant interaction between experimental 
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condition and the degree of mistuning, F(3,42)=1.41, p=.25, ηp
2
=.09. The interaction 

between degree and direction of mistuning was significant F(3,42)=3.3, p=.04, ηp
2
=.19, 

but the interaction between condition and mistuning direction, F(1,14)=1.11, p=.31, 

ηp
2
=.07, and the three-way interaction, F(3,42)=2.24, p=.11, ηp

2
=.14, were not significant. 

The most relevant comparisons in Experiment 2 are between the Simultaneous 

and Overlap conditions and between the Sequential and Gap conditions. A comparison of 

 

Figure 3. Averaged results of Experiment 2 

 The top panel (A) shows performance in a concurrent F0 difference detection task 

between tones having synchronous (Simultaneous, filled diamonds) and 

asynchronous (Overlap, shaded triangles) onsets. The difference between the two 

conditions is significant. The bottom panel (B) shows performance in a serial F0 

difference detection task between tones in which the second tone immediately 

followed the first (Sequential, filled squares) and one in which the second tone 

followed the first after a 200 ms gap (Gap, shaded circles). Performance was not 

significantly different in these conditions. In both panels discrimination sensitivity 

(d′) is shown as a function of F0 mistuning. Error bars represent ±1 standard error 

of the mean. 
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the Simultaneous and Overlap conditions indicates whether the onset asynchrony affects 

listeners‘ ability to detect mistuning. For this comparison, a three-way RMANOVA was 

performed with condition, mistuning amount, and mistuning direction as the within-

subject factors, and the d′ values from each subject in each condition as the dependent 

variable. The analysis showed significant main effects for condition, F(1,11)=4.94, 

p=.05, ηp
2
=.31, for mistuning amount, F(3,33)=53.14, p<.001, ηp

2
=.83, and for mistuning 

direction F(1,11)=6.251, p=.03, ηp
2
=.36.  Performance was poorer in the Overlap 

condition than in the Simultaneous condition, increased with the amount of mistuning, 

and was larger for positive mistunings than for negative mistunings. No significant 

interaction effects were observed, condition × direction F(1,11)=2.45, p=.15, ηp
2
=.18; 

condition × mistuning amount F(3,33)=.187, p=.91, ηp
2
=.02; mistuning direction × 

amount F(3,33)=1.825, p=.16, ηp
2
=.14; mistuning amount × direction × condition 

F(3,332)=.69, p=.560, ηp
2
=.06.  

 A comparison of the Sequential and Gap conditions was made to help clarify the 

reason for poor performance in the Sequential condition. For this comparison, a three-

way RMANOVA was performed with mistuning and presentation type as the within-

subject factors, and the d′ values from each subject in each condition as the dependent 

variable. The results showed no significant main effect for condition, F(1,14)=2.52, 

p=.14, ηp
2
=.15, or mistuning direction, F(1,14)=.34, p=.57, ηp

2
=.02.  The only significant 

effect was for the amount of mistuning, F(3,42)=10.11, p<.001, ηp
2
=.42. None of the 

interactions were significant, condition × mistuning direction, F(1,14)=.02, p=.90, 

ηp
2
=.001; condition × mistuning amount, F(3,42)=.935, p=.43, ηp

2
=.06; mistuning 

direction × amount, F(3,42)=1.12, p=.34, ηp
2
=.07; mistuning direction × amount × 

condition, F(3,42)=1.54, p=.22, ηp
2
=.10. Detailed inspection of Figure 3 reveals visible 

differences in average d′ between the Sequential and Gap conditions, particularly at the -

4.5 and 0.5 semitone mistunings, and higher values of d′ in the Gap condition than in the 

Sequential condition in seven of the eight levels of mistuning.  However, a binomial sign 

test on differences comparing individual performance in these two conditions failed to 

reject the null hypothesis, p = .26. Thus, we cannot conclude that the introduction of a 
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200-ms silent gap between tones significantly affected performance.  

Discussion 

A comparison of the Simultaneous and Overlap conditions showed poorer 

performance in the Overlap condition, despite the fact that that the Overlap condition 

provided participants with longer tones from which to make F0 judgments, and with the 

same duration of simultaneous presentation. Thus, if participants were able to make 

independent estimates of the two F0s, performance in the Overlap condition should have 

equaled or exceeded that in the Simultaneous condition. Also, listeners could have 

performed equally well in the Overlap and Simultaneous conditions by attending only to 

the portion of the Overlap stimulus in which both tones were presented. The results do 

not seem consistent with the hypothesis that listeners were using a BMC cue in the 

Simultaneous condition, since the onset difference should not affect the presence of 

BMCs.  Instead, the results are consistent with the idea that listeners used the degree of 

perceived fusion as a cue to detect mistuning in the Simultaneous condition, and that the 

onset asynchrony produced perceptual segregation, making both the tuned and mistuned 

intervals sound segregated. 

A comparison of the Sequential and Gap conditions did not yield a statistically 

significant difference. Since performance in the Gap condition was no worse than in the 

Sequential condition, there is little evidence that poor performance in the Sequential 

condition is due to a degraded memory trace, which would be further degraded by the 

200-ms delay between the two complex tones. Similarly, the gap does not seem to have 

produced a strong benefit through greater time for encoding.  Perhaps both effects 

counteracted each other to some degree.  If this is so, it is possible that an even longer 

gap might have improved performance. A future study could subject this question to a 

parametric investigation. However it seems more likely that the poor performance in the 

Sequential condition of Experiment 1 was not due to the lack of a gap, but to the large 

spectral (and timbral) difference between the two tones in each interval. 
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Experiment 2a: Perceived Fusion of Simultaneous and Overlap conditions 

The results from Experiments 1 and 2 are consistent with the idea that listeners 

perform better in the Simultaneous condition because they are able to differentiate 

between in-tune and out-of tune pairs by listening for changes in a fusion cue that varies 

with the amount of mistuning in the Simultaneous condition, but not in the other 

conditions.  In this follow-up experiment we tested whether listeners are more likely to 

hear two spectrally segregated tones as a single (fused) tone when they have the same, or 

similar, F0 and when they are presented simultaneously, compared to when the tones are 

presented asynchronously and/or are mistuned. 

Method 

Twelve normal-hearing listeners who did not participate in Experiments 1 or 2 

completed four blocks of trials. Data from one additional listener was excluded because 

her performance in overlap trials was at chance, so we could not be sure she understood 

the task.  Listeners were recruited from subjects participating in other studies in our lab, 

and were compensated for their participation.  

Each trial consisted of a single pair of tones, identical to the tones presented in the 

Simultaneous or Overlap conditions, with a background TEN at 40 dB SPL per 

equivalent rectangular auditory bandwidth (ERBN).  Each block included ten trials of 

each condition at 0, 1, and 4.5 semitones mistuning presented in random order.  For each 

trial, listeners heard the tones and were instructed to indicate whether they heard one or 

two tones.  No feedback was given. 

Results 

The averaged results are presented in Figure 4, with the percentage of ―One tone‖ 

responses plotted as a function of the degree of mistuning. In the asynchronous Overlap 

conditions, listeners usually indicated that they heard two tones, regardless of the degree 

of mistuning.  In the synchronous Simultaneous conditions, the percept depended on the 

degree of mistuning: for no mistuning, the majority of responses were for ―One tone‖, 

and the proportion of ―One tone responses‖ decreased with increasing degree of 
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mistuning. These trends were confirmed by a RMANOVA with factors of condition and 

amount of mistuning, which indicated that both were significant (F(1,11)=41.63, p<.001, 

ηp
2
=.79 and F(2,10)=22.21, p<.001, ηp

2
=.82 respectively), as was the interaction of 

condition and amount of mistuning F(2,10)=19.29, p<.001, ηp
2
=.79.  

Discussion 

The purpose of this experiment was to examine whether a fusion cue is a plausible 

candidate for a cue available in the Simultaneous condition but not available in other 

conditions.  The data show that likelihood of identifying the stimulus as a single sound in 

the Simultaneous condition increased as F0 difference decreased, but was unlikely for all 

mistuning in the Overlap condition. Several listeners who had many years of musical 

experience reported that they were able to segregate the tones based on timbre, even 

when the two tones had the same F0. This may explain why the average proportion of 

―One tone‖ responses was not unity, even in the zero mistuning condition.  Nevertheless, 

even in these listeners, the overall pattern of results was generally consistent with same-

F0 simultaneous tones being easier to hear as fused. 

 

Figure 4.  Percentage of tones pairs that were perceived as “one tone,” as a function 

of the degree of mistuning between the lower and higher spectral regions. 

Diamonds represent responses from the Simultaneous condition, in which tones in 

the upper and lower spectral regions were gated synchronously; triangles represent 

responses from the Overlap condition, in which the tones were gated on and off 

asynchronously. Error bars represent ±1 standard error of the mean. 



 

 30 

Overall, the pattern of results supports the presence of a fusion cue that covaries 

with performance in the Simultaneous condition, but is not present in the Overlap 

condition or, presumably, in any of the other asynchronous conditions. 

Experiment 3: Grouping with Captor Tones 

The results of the previous experiments suggest that detection of F0 differences 

between tones played simultaneously is influenced by the perceived degree of fusion 

between the two tones, rather than an explicit pitch comparison. If so, it should be 

possible to disrupt this fusion cue by inducing perceptual segregation using cues other 

than gating asynchronies. One method that has been used successfully in the past 

involves the introduction of a sequence of tonal precursors.  For instance, in a complex 

harmonic tone, where a single mistuned component can shift the perceived pitch of the 

overall complex (e.g. Moore et al., 1985), the effect of the mistuned harmonic can be 

reduced or eliminated by preceding the complex with a sequence of tones at the same 

frequency as the mistuned harmonic (Darwin et al., 1995). The sequence has the effect of 

―capturing‖ the mistuned harmonic into a separate stream from the rest of the harmonic 

complex, thereby reducing its contribution to the pitch of the complex. Similar 

manipulations have been used to alter the phonemic identity of synthetic vowels (Darwin, 

Pattison, & Gardner, 1989; Shinn-Cunningham, Lee, & Oxenham, 2007), and to alter 

thresholds in basic auditory detection tasks (Dau, Ewert, & Oxenham, 2009; Grose & 

Hall, 1993; Oxenham & Dau, 2001). Experiment 3 used a variant of this method to test 

listeners‘ ability to judge F0 differences between two simultaneously presented 

complexes that are likely to be perceived as segregated. In this experiment, perceptual 

segregation was achieved via a sequence of precursors in the low spectral region, which 

were designed to form a perceptual stream with the target tone in the same spectral 

region. 

We compared listeners‘ F0 difference detection of tones presented simultaneously 

in isolation (SIM condition) – like those in Experiment 1 except with a shorter duration – 

to their performance when the tones were presented simultaneously following repeated 
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presentations of the complex in the higher spectral region (SIMP condition). The repeated 

high-region complexes formed the tonal precursors, which were designed to form a 

perceptual stream with the high-region complex of the simultaneously presented target 

tones.  This manipulation should reduce perceptual fusion between the high- and low-

region target tones, causing them to be heard as two separate auditory objects, regardless 

of their mistuning, thereby reducing the salience of a perceptual fusion cue. 

Our prediction is that, by decreasing spectral fusion, the tonal precursors will 

make performance in the SIMP condition poorer than performance in the SIM condition. 

However, according to ―multiple looks‖ models (Green & Swets, 1966; Viemeister & 

Wakefield, 1991) the precursors could actually improve performance by providing 

listeners with more statistical information on which to base their estimate of the F0 of the 

high-region complex. For this reason, we included sequential conditions as controls that 

parallel the simultaneous conditions: one with precursors (SEQP) and one without (SEQ).  

Method 

Complex tones, filtered into separate spectral regions as described for Experiment 

1, were presented in each interval according to one of the four patterns shown in Figure 5. 

Tone durations were 100 ms including 10-ms squared-cosine ramps, and all non-

simultaneous tones were separated by gaps of 50 ms. In the SIM condition, the target 

tones in both spectral regions were presented simultaneously. In the SEQ condition a tone 

in the high spectral region was followed (after a 50-ms gap) by a tone in the low spectral 

region. In the SIMP condition, a sequence of four precursor tones in the high spectral 

region was followed by the two target tones played simultaneously. In the SEQP 

condition, a sequence of four precursor tones in the high spectral region was followed by 

a tone in the low spectral region. Two intervals were presented on each trial. During one 

interval, all tones had the same F0. During the other interval, the F0 of the tone in the low 

spectral region differed from that of the tone or tones in the high spectral region by 0.5, 1, 

2, or 4.5 semitones. The listener‘s task was to indicate the interval in which the F0s 

differed. All other stimulus parameters were as in Experiment 1. 
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Nineteen participants (14 female) who had not participated in Experiments 1 or 2 

completed the experiment. Their ages ranged from 18 to 28 (mean age 21 yr). All  

participants had pure-tone thresholds of 20 dB HL or better at audiometric frequencies 

(from 500 to 8000 Hz). Participants were recruited through flyers and an online listing. 

Participants completed two sessions of approximately two hours, which included both the 

experiment and a brief practice session to become familiar with the task.  They were 

compensated with cash or extra-credit points for a psychology course.   

Results 

Averaged results are shown in Figure 6.  For each condition, d′ values were 

calculated from participants‘ responses using the differencing strategy for 4IAX, as 

 

Figure 5. A schematic of the stimuli used in Experiment 3. 

Participants listened to two intervals containing spectrally segregated harmonic 

complexes and indicated the interval in which the F0 of the high region complex(es) 

differed from that of the low region complex. Increased spacing between lines and 

lighter shading indicate a higher F0. Harmonic complexes to be compared were 

presented simultaneously (A, C) or sequentially (B, D), with (C, D) or without (A, B) 

tonal precursors identical to the tone presented in the high spectral region. The 

diagram is not to scale. 
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described in Experiment 1. A three-way RMANOVA with factors of condition, level of 

mistuning, and direction of mistuning showed significant effects of condition, 

F(3,54)=13.471, p<.001, ηp
2
=.43, and mistuning level, F(3,54)=30.48, p<.001, ηp

2
=.63, 

but not mistuning direction F(1,18)=.49, p=.50, ηp
2
=.03. The interaction between  

condition and mistuning level was significant F(9,162)=2.70, p=.006, ηp
2
=.13. All other 

interactions were not significant, condition × mistuning direction, F(1.02)=1.02, p=.39, 

ηp
2
=.05; mistuning direction × mistuning level, F(3,54)=.97, p=.40, ηp

2
=.05; condition × 

 

Figure 6.  The averaged results of Experiment 3. 

The top panel (A) shows performance in the simultaneous F0 difference detection 

task either with (SIMP) or without (SIM) tonal precursors. The bottom panel (B) 

shows performance in sequential conditions with (SEQP) or without (SEQ) tonal 

precursors. Discrimination sensitivity (d′) is shown as a function of the F0 

mistuning. Error bars represent ±1 standard error of the mean. Performance in the 

two conditions with tonal precursors is not significantly different; performance in 

all other pairs of conditions are significantly different from each other. 
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mistuning direction × mistuning level, F(9,162)=1.49, p=.17, ηp
2
=.08. Post-hoc pair-wise 

comparisons using Tukey‘s Least Significant Difference test showed that the SEQ 

condition was significantly different from all other conditions (SIM p <.001, SEQP p = 

.024, SIMP p = .020), as was the SIM condition (SEQP p = .003, SIMP p = .011). 

Performance in SIMP and SEQP did not differ significantly from each other (p = .375). 

Performance in the SIM condition was best, followed by performance in SIMP and 

SEQP, and then by performance in the SEQ condition. 

Discussion 

The main finding of Experiment 1 was replicated with the shorter tones used in 

this experiment: Participants performed more poorly on a mistuning detection task when 

tones in separate spectral regions were presented sequentially than when they were 

presented simultaneously. Performance in the two conditions with precursors was 

equivalent and intermediate between performance in the simultaneous and sequential 

conditions. 

Listeners‘ better performance in the SEQP relative to the SEQ condition is 

qualitatively consistent with the ―multiple looks‖ idea (Green & Swets, 1966; Viemeister 

& Wakefield, 1991). Listeners seem able to use the precursors to generate a better 

estimate of the F0 of the complex in the same spectral region. 

Listeners‘ poorer performance in SIMP relative to SIM shows that adding tonal 

precursors can impair mistuning detection. Since the tonal precursors have been shown to 

disrupt grouping, this result is consistent with our hypothesis that disrupting grouping in a 

simultaneous pitch comparison task can impair performance. The performance difference 

supports the idea that listeners tend to detect F0 differences in simultaneously presented 

tones by listening for differences in perceptual fusion. This cue is absent when the 

complexes are heard as two separate objects, so the difference in pitch becomes more 

difficult to detect. The similarity in performance between SIMP and SEQP conditions 

supports the idea that the tonal precursors in the SIMP condition capture the final low 

tone into a separate stream from the high tone, which effectively forces participants to 

perform the condition sequentially, as in the SEQP condition. 
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General Discussion and Conclusions 

Summary of Results 

The aim of this study was to investigate how listeners‘ ability to detect F0 

differences (mistuning) between complex tones is affected by the relative timing of the 

tones. Experiment 1 showed that the performance of participants in a sequential F0 

comparison task was generally poorer than in a simultaneous task with directly 

comparable stimuli. Fitting a logistic function to the data collected at a range of 

mistuning levels resulted in threshold (d’ = 1) estimates of around 1.5% and 3.5% for the 

simultaneously and sequentially presented tones, respectively. For the sequentially 

presented tones, performance often remained below ceiling even at much larger F0 

separations of 4.5 semitones (~30%). Experiment 2 investigated some possible 

explanations for this difference, and found that disrupting the perceptual grouping of 

simultaneously presented complexes by introducing an onset and offset asynchrony 

caused performance to worsen. However, adding a silent gap between the complexes 

presented sequentially had no significant effect on mistuning detection. These results 

suggest that listeners were not making explicit F0 comparisons in the Simultaneous 

condition, but rather using a ―fusion‖ cue, which was not present in the Sequential 

condition. This conclusion was supported by the results of Experiment 2a, which asked 

listeners explicitly whether they heard one or two sounds in both synchronous and 

asynchronous conditions, as a function of the degree of mistuning. To further test the 

perceptual fusion hypothesis, Experiment 3 manipulated the extent to which the 

simultaneous complexes were heard as a single event or source by using precursor tones 

to capture one of the complexes into a separate perceptual stream. The results again 

supported the hypothesis that listeners used the degree of perceived fusion between two 

simultaneous complex tones as a cue to detect mistuning. 

Detrimental Influence of Timbre Differences on Sequential Pitch Comparisons 

Not only was listeners‘ performance in the sequential F0-comparison task poor 

relative to that measured in the simultaneous task, but it was also markedly poorer than 
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expected based on studies using complexes filtered into the same spectral region and 

containing corresponding harmonics (e.g. Carlyon & Shackleton, 1994). The results of 

these studies typically show F0 difference limens (corresponding to about 70 or 80% 

correct) of less than 1% for tones containing resolved harmonics, as was the case here. In 

contrast, the participants in our study did not achieve more than about 65-73% correct on 

average, even when the F0 difference was as large as 4.5 semitones (approximately 30%). 

In terms of the ―threshold‖ measure derived from performance in Experiment 1, our 

subjects achieved a d’ of 1 with a F0 difference of approximately 3.5%, which is in line 

with other studies that have tested F0 discrimination for tone complexes with different 

spectral envelopes (e.g. Micheyl & Oxenham, 2004; Moore & Glasberg, 1990).  The 

earlier studies did not test performance at larger F0s. However, three observations 

suggest that the poor performance at large F0s was not due just to insufficient training 

or lack of motivation. First, the same listeners achieved high performance in the 

simultaneous condition, indicating that they had difficulty specifically with the sequential 

conditions. Second, a subset of the participants displayed near-ceiling performance in 

control conditions that involved comparisons between tones filtered into the same 

spectral region, indicating that their difficulties in the sequential case might be due 

largely to timbre differences. Third, a pilot study involving ten of the participants from 

Experiments 1 and 2 found no significant improvement in performance with continued 

practice listening for F0 differences with the stimuli from the Simultaneous and 

Sequential conditions over a period of 18 hours. Overall, it appears that for most listeners 

pitch comparisons between sequential sounds that have markedly different timbres are far 

less accurate than pitch comparisons between sounds that have the same timbre. The 

results of the current study suggest that this is the case even for musically experienced 

listeners (Experiment 1). 

A Directional Asymmetry in Mistuning Detection 

An asymmetry related to the direction of mistuning between the two tones was 

observed in Experiments 1 and 2.  The results of these experiments usually showed 
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poorer performance when the complex filtered into the higher spectral region had a 

higher F0 than the complex filtered into the lower spectral region, compared to the 

converse situation. The reason for this effect is not entirely clear. A tentative explanation 

is based on the ―octave enlargement‖ or ―stretched octave‖ phenomenon. Tones are often 

judged to be one octave apart when the ratio of their frequencies is slightly larger than 2, 

rather than exactly equal to 2. This effect has been observed not only with pure tones 

(Demany & Semal, 1990; Ward, 1954) but also with complex tones (Sundberg & 

Lindqvist, 1973), suggesting that for the harmonics in a complex  tone to be perceived as 

having the same spacing (corresponding to the same F0s), the physical frequency spacing 

may have to be slightly larger at higher frequencies than at lower frequencies. As a result 

of this, positive mistunings (corresponding to the case where the higher spectral region 

contains a higher F0) may be more difficult to detect than negative mistunings. To the 

extent that the origin of this effect precedes the stage at which the cues and mechanisms 

responsible for sequential and simultaneous F0 comparisons start to diverge, this could 

explain why the effect was observed in both tasks. It has been suggested that the octave 

enlargement effect originates in neural refractoriness, an effect already observed in 

primary afferent fibers of the auditory nerve (McKinney & Delgutte, 1999; Ohgushi, 

1983). The effect has also been explained in terms of central template models that operate 

on place representations (Terhardt, 1974), or on a combination of place and synchrony 

information (Hartmann, 1993). While these various explanations have been proposed for 

pure tones, it is not entirely clear whether and how neural refractoriness can account for 

an octave enlargement effect with complex tones. Further research is needed to clarify 

this issue, and to determine the origin for the small but statistically significant mistuning-

detection asymmetry observed here. 

Implications for Models of Pitch Perception  

The results of this psychophysical study have several potentially important 

implications for theories and models of pitch perception. First, the results provide further 

evidence for, and quantitative measures of, the influence of (spectral) timbre differences 

on human listeners‘ ability to compare the F0 (or pitch) of sequentially presented sounds. 
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This provides an interesting test of existing pitch models, based on whether or not the 

model can predict such a detrimental influence of timbre differences on pitch 

comparisons. Models in which virtual pitch is determined independently from timbre may 

not be able to predict this finding at all. Models in which F0 discrimination performance 

is predicted based on measures of overall dissimilarity (e.g. Euclidian distance) between 

representations of F0 that vary depending on timbre (such as the summary autocorrelation 

function of Meddis and colleagues (Meddis & Hewitt, 1991; Meddis & O'Mard, 1997), 

may be able to predict the effect qualitatively, but it remains to be seen whether they can 

predict it quantitatively. 

Another aspect of the present results, which existing models of pitch perception 

may have trouble replicating, is the surprisingly high sensitivity of human listener‘s to F0 

differences between simultaneously presented tones. So far, models of pitch perception 

have been focused on predicting the pitch or pitch salience of isolated complexes, or F0 

discrimination thresholds measured using complex tones presented sequentially into the 

same spectral region. Some authors have developed models to account for F0-based 

separation of concurrent sounds, such as vowels (Assmann & Summerfield, 1990; 

Meddis & Hewitt, 1992). However, to our knowledge, these models have never been 

applied to predict performance in mistuning detection tasks involving F0 differences 

between groups of harmonics in different spectral regions. Therefore, it remains largely 

unclear whether and how these models can predict human listener‘s sensitivity in such 

tasks. 

Finally, and perhaps most importantly, the present findings indicate that human 

sensitivity to F0 or pitch differences depends critically upon perceptual organization 

processes. We found that conditions that promoted the perceptual segregation of 

simultaneous sounds greatly hampered listeners‘ ability to detect F0 differences and 

mistuning. The influence of perceptual grouping mechanisms on pitch discrimination 

supports the view that pitch is unlikely to be determined solely by peripheral 

mechanisms, and that perceptual grouping and pitch mechanisms interact, perhaps at 

relatively central levels of analysis (e.g. Darwin et al., 1995). With rare exceptions, 
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existing models of pitch perception do not include perceptual organization processes. 

They compute the pitch of incoming sounds without regard for whether or not these 

sounds are perceived as a single auditory object or source. These models may require 

substantial revisions in order to account for the present findings. 
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Chapter 3: Effects of Training and Pitch Listening Preference on Comparison of 

Different-Timbre Sequential Tones 

The experiments of Chapter 2 demonstrated that listeners have greater difficulty 

in detecting pitch differences between two spectrally segregated tones when they are 

presented sequentially than when the tones are presented simultaneously. This difficulty 

was attributed to the availability of a fusion cue in the simultaneous case that is not 

available when tones are presented sequentially. Beyond showing that listeners were 

better at detecting pitch variation between different-timbre tones presented 

simultaneously than those presented sequentially, the data reported in Chapter 2 also 

revealed large differences between listeners‘ discrimination ability. Some listeners 

performed quite well in the task while others had surprisingly poor pitch discrimination 

thresholds for different-timbre tones, especially in the Sequential task. Figure 7 shows 

sample data from five listeners in the Sequential task. 

Most of the listeners who participated in Experiment 1 of Chapter 2 (27 out of 28) 

had no prior experience with psychoacoustical tasks. Therefore, it might be argued that 

some of the poor performance observed in the Sequential condition was due to 

insufficient training in pitch discrimination as measured in psychoacoustical procedure. 

Pitch discrimination of sequential tones has been shown to be improved by training (e.g. 

Amitay et al., 2005; Carcagno & Plack, 2011; Delhommeau, Micheyl, Jouvent, & Collet, 

2002; Demany, 1985; Demany & Semal, 2002; Grimault, Micheyl, Carlyon, & Collet, 

2002; Halliday et al., 2008; Micheyl et al., 2006). Investigations into the specificity of 

pitch discrimination learning have found that pitch discrimination learning completed 

under one set of conditions can generalize – albeit often incompletely – to tones which 

differ from the training stimuli in pitch (Amitay et al., 2005; Carcagno & Plack, 2011; 

Demany, 1985; Demany & Semal, 2002), ear of presentation (Delhommeau et al., 2002; 

Demany & Semal, 2002), spectral region (Grimault et al., 2002), or harmonic 

resolvability (Demany & Semal, 2002); for a recent review see Wright and Zhang (2009). 

However, though learning has been shown to generalize across spectral regions when 

training is completed in one spectral region and testing is later performed in another 
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spectral region, there is no research into whether training can help listeners detect F0 

differences between tones that differ in their spectral content. It may be that only specific 

training with these tasks and stimuli leads to performance improvements. We are 

particularly interested in the effects of training in the Sequential condition, where just-

noticeable differences in pitch were much larger than are usually found for stimuli that 

have less severe spectral differences. It is possible that practice with the Sequential 

condition used in Chapter 2 may enable listeners to improve their performance – 

potentially to a level comparable to their performance in the Simultaneous condition. 

Since listeners with extensive musical experience have been found to perform 

better on average than listeners with no musical training in sequential pitch 

discrimination tasks (Micheyl et al., 2006; Spiegel & Watson, 1984), it might be expected 

that listeners with musical experience would have performed better in the experiments 

presented in Chapter 2. However, we found no significant difference between groups of 

listeners divided based on musical training in their performance on the Simultaneous or 

Sequential task in Experiment 1. Differences in discrimination thresholds may instead 

relate more closely to the degree to which a concurrent timbre change affects an 

individual listener‘s ability to discriminate pitches – an individual difference which has 

been noted and occasionally measured in previous studies (Micheyl & Oxenham, 2004; 

Moore & Glasberg, 1990).  

 

Figure 7. Sample data from five individual listeners in the Sequential task of 

Experiment 1. 
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A complex harmonic tone is composed of sinusoidal tones at integer multiples of 

a F0, and the pitch of a harmonic complex is closely related to the F0 even when the 

complex contains no energy at that particular frequency. However, sensitivity to this 

―virtual‖ or ―missing fundamental‖ pitch can vary. Two distinct listening modes have 

been identified: in the ―holistic‖ or ―synthetic‖ mode, listeners are most sensitive to the 

F0 of the harmonic complex, while in the ―spectral‖ or ―analytic‖ mode, listeners attend 

more to the frequencies of the individual components within the harmonic complex. It is 

possible that listeners employing the synthetic listening mode would be more sensitive to 

differences in F0 regardless of any spectral differences between the tones than would 

listeners employing the analytic mode, who may be more distracted by the changes in the 

spectral composition of the sounds. One way to probe the listening mode of a listener is 

to present pairs of complex harmonic tones constructed such that the direction of spectral 

change is opposite that of the direction of change in the F0 (Houtsma & Fleuren, 1991; 

Schneider, Sluming, Roberts, Scherg, et al., 2005; Seither-Preisler et al., 2007; 

Smoorenburg, 1970). That is, if the F0 increases from one tone to the next, the 

frequencies of the spectral components decrease. A listener can then be asked to indicate 

the direction of pitch change between the two tones, giving an indication of the listening 

mode employed. Listeners are most likely to employ the analytic listening mode for 2-

harmonic stimuli, but incidence of synthetic mode responses increase for 3- and 4-

harmonic stimuli (Laguitton, Demany, Semal, & Liegeois-Chauvel, 1998; Schneider, 

Sluming, Roberts, Scherg, et al., 2005). The order of the harmonics may also affect the 

mode used, with listeners being more likely to employ the analytic listening mode when a 

two-harmonic complex includes low-order harmonics, and the probability of synthetic 

mode responses increasing as the order of the harmonics increases above the sixth 

(Houtsma & Fleuren, 1991). 

Listeners vary in the extent to which they consistently employ a given listening 

mode. In studies in which listeners judge tone pairs in which F0 and spectrum move in 

opposite directions, the majority of listeners have a favored listening mode with which 

they perceive pitch in over 80% of trials (Schneider, Sluming, Roberts, Scherg, et al., 
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2005; Seither-Preisler et al., 2007; Smoorenburg, 1970). Dominant listening mode has 

been related to structural and functional asymmetry in Heschl‘s gyrus. For 87 listeners 

who had completed an assessment of dominant listening mode, Schneider et al. (2005) 

used MRI to measured gray matter volume in left and right lateral Heschl‘s gyrus and 

MEG to measure the evoked P50m response elicited by twelve 3-harmonic complex 

harmonic tones. Listeners primarily employing the synthetic listening mode were shown 

to have greater volume and activity in left Heschl‘s gyrus as compared to right, while 

listeners primarily employing the analytic mode showed the opposite pattern. 

Additionally, Laguitton, Demany, Semal, & Liegeois-Chauvel (1998) found that 

synthetic mode judgments were made less frequently by left-handed listeners than by 

right-handed listeners. Primary listening mode has also been related to musical 

experience. Among musicians, analytic listeners have been found to prefer melodic and 

overtone-rich instruments while synthetic listeners preferred percussive and higher 

pitched musical instruments (Schneider, Sluming, Roberts, Bleeck, & Rupp, 2005). 

However, whether musical training itself influences a listener‘s dominant listening mode 

remains unresolved. Seither-Preisler et al. (2007) found that judgments made according 

to the synthetic listening mode increased with musical experience, and that nonmusicians 

were more likely than musicians to vary which listening mode they employed with a 

given tone pair depending on the relative size of the F0 and spectral shifts. They posited 

that music practice shifts listeners‘ attention from spectrum in favor of F0, and in a 

subsequent study Seither-Preisler and collegues found that listeners repeatedly exposed to 

stimuli which include contradictory shifts in F0 and spectral information tend to increase 

their rate of synthetic mode judgments, even in the absence of feedback about the 

direction of a pitch shift (as cited in Schneider & Wengenroth, 2009, p.318). However, 

Smoorenberg (1970) and Schneider et al. {, 2005 #6254)(2005) found that a listener‘s 

primary listening mode was not related to the extent of a listener‘s musical training. So 

far, no satisfactory explanation of these apparent discrepancies in the literature have been 

forthcoming. 
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Two experiments are presented in this chapter. The first tests whether the 

difference between Simultaneous and Sequential pitch discrimination seen in Chapter 2 

can be attributed to a lack of familiarity with the tasks. If so, we expect listener 

performance in the Sequential task may improve with training and approach performance 

in the Simultaneous task. To test this, we provided listeners with six additional 2-h 

practice sessions with these tasks and compared listener performance before and after 

training.  

Since listeners‘ performance in the Sequential task could not be predicted by 

musical experience, and primary listening mode is a characteristic of a listener that may 

be independent of musical experience, the second experiment tested the hypothesis that 

synthetic listeners are better able to perform sequential pitch discrimination of different-

spectra tones than analytic listeners. To this end, each of the listeners who completed 

Experiment 1 of Chapter 2 also judged the direction of pitch change of 144 pairs of tones 

in which F0 and spectral information provided conflicting pitch cues. Based on these 

data, a F0 index score was calculated for each listener, which indicated the direction and 

strength of their dominant listening mode, and these results were compared with 

performance in the Sequential task. 

Experiment 4: Effects of Training on Simultaneous and Sequential F0 comparisons 

Method 

Stimuli. Sounds were generated digitally using Matlab (Mathworks, Natick, MA) 

and converted to voltage using a 24-bit digital-to-analog Lynx L22 converter 

(LynxStudio, Costa Mesa, CA). Each trial consisted of two consecutive tone pairs, 

separated by an interstimulus interval of 500 ms. The nominal F0 of each pair was 

randomly and independently assigned from a rectangular distribution of 3 semitones 

around 200 Hz (168-238 Hz). In one pair, the two complexes had the same F0, and in the 

other pair, the F0s of the two complexes differed by 0.25, 0.5, 1, 2, or 4.5 semitones, 

mistuned symmetrically on a semitone scale around the nominal F0. For the mistuned 

pairs, the higher F0 was randomly assigned with equal probability to either the low or 
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high spectral region. Simultaneous blocks included pairs in which the two complexes in a 

given pair had simultaneous onsets and offsets. Sequential blocks included pairs in which 

the high complex began immediately after the low complex ended, with no gap or 

overlap between the complexes.  

Procedure. Participants were seated in a double-walled sound attenuating booth 

and heard stimuli presented monaurally via HD580 headphones (Sennheiser, Old Lyme, 

CT). The stimuli were presented in blocks of 50 trials, with mistuning held constant 

within a given block. Participants identified the tone pair in which the F0s differed by 

pressing one of two buttons and were given visual feedback (―correct‖ or ―wrong‖) after 

each trial. Participants completed trials during a series of two-hour sessions and were 

encouraged to take breaks during a session as needed. Breaks could occur after any 50-

trial block. 

In their first session, participants completed the Simultaneous and Sequential 

conditions in exactly the same way as in Experiment 1 as a pre-test. During subsequent 

sessions, listeners completed six training sessions during which they completed three 

blocks each of the Simultaneous and Sequential conditions at each mistuning level, 

divided equally between negative and positive mistunings.  After all the training sessions 

were completed, listeners completed a post-test which was identical to the pre-test.  Each 

part of the experiment (pre-test, each training session, post-test) was run during a separate 

2-hour session, and all sessions were run on non-consecutive days. 

Participants. Ten participants completed this experiment.  Of these, six had 

previously participated in Experiments 1 and 2.  The remaining four participants were 

recruited from a list of participants who had recently completed a short study with 

another researcher in the authors‘ lab. 

Results 

Average before- and after-training performance in the Simultaneous and 

Sequential conditions is shown in Figure 8 in the upper and lower panels, respectively. 

This experiment ran with a smaller set of participants than Experiment 1 (10 versus 28).  

Therefore, before reaching any conclusions about the effectiveness of training, we must 
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ensure that the before-training performance of these participants is comparable to that of  

the larger Experiment 1 sample. A three-way RMANOVA was performed on the pre-

training data with mistuning amount, mistuning direction, and condition (Simultaneous or 

Sequential) as the within-subject factors, and task performance (d′) as the dependent 

variable. As in Experiment 1, the results showed that listeners performed significantly 

better in the Simultaneous condition, F(1,9)=7.73, p=.021, ηp
2
=.46, their performance 

improved as the mistuning increased, F(3,27)=23.94, p<.001, ηp
2
=.73, and listeners 

showed slightly better F0 detection when the lower F0 was in the high spectral region, 

F(1,9)=6.54, p=.031, ηp
2
=.42. The pattern of interaction effects was different with this 

 

Figure 8. Averaged results of Experiment 4. 

Comparing initial performance on a F0 difference detection task (filled symbols) 

when tones are presented in the Simultaneous (diamonds) and Sequential (squares) 

conditions to performance after six two-hour training sessions (gray symbols). 

Discrimination sensitivity (d′) is shown as a function of the F0 mistuning between 

two harmonic complexes in separate spectral regions. Error bars represent ±1 

standard error of the mean. 
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sample than with the Experiment 1 sample. As in Experiment 1, the interaction between 

experimental condition and mistuning direction was not significant F(1,9)=3.94, p<.078, 

ηp
2
=.31. Interactions which were significant in this sample but not in the Experiment 1 

sample were the interaction between mistuning direction and the mistuning amount 

F(3,27)=4.04, p<.017, ηp
2
=.31, and the three-way interaction between condition, 

mistuning direction, and mistuning amount F(3,27)=4.96, p<.017, ηp
2
=.36. The 

significant interaction of experimental condition and mistuning amount found in 

Experiment 1 was not significant in the current sample F(3,27)=2.12, p<.121, ηp
2
=.19. 

To test whether training had an effect on listeners‘ ability to detect mistuning in 

the Simultaneous and Sequential tasks, a four-way RMANOVA was performed with 

training (before or after training), condition, mistuning direction, and mistuning amount 

as the within-subject factors.  In this analysis, as before, the main effects of condition, 

F(1,9)=7.18, p=.025, ηp
2
=.44, mistuning direction, F(1,9)=10.827, p=.009, ηp

2
=.55, and 

mistuning amount, F(3,7)=18.154, p=.001, ηp
2
=.89, were all significant.  The main effect 

of training, however, failed to reach significance, F(1,9)=4.069, p=.074, ηp
2
=.31.  There 

was also no significant interaction between training and the condition F(1,9)=1.836, 

p<.209, ηp
2
=.17.  The results of the other two-way interactions were as follows: training × 

direction F(1,9)=0, p=.985, ηp
2
=.00; condition × direction F(1,9)=6.150, p=.035, ηp

2
=.41; 

training × mistuning F(3,7)=2.154, p=.182, ηp
2
=.48; condition × mistuning F(3,7)=4.915, 

p=.038, ηp
2
=.68; direction × mistuning F(3,7)=4.505, p=.046, ηp

2
=.66. Thus, although 

there is an apparent trend for improvement over time in the average data, neither the main 

effect of training nor the two-way interactions reached statistical significance. 

Discussion 

In Experiment 1 of Chapter 2 we found that listeners performed surprisingly 

poorly on a sequential pitch discrimination task.  One possibility was that listeners in that 

task performed poorly because they were inexperienced listeners.  To test this question, 

the current experiment provided listeners with approximately 12 hours of training 

listening to the stimuli in the Simultaneous and Sequential conditions with feedback.  If 

the poor performance measured in Experiment 1 was due to participants‘ inexperience, 
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this training should have improved their performance.  While visual inspection of the 

results suggests that performance improved with practice in some of the conditions, 

especially in the Sequential case, these improvements were not systematic and remained 

statistically non-significant. Importantly, the pattern of results that was observed after the 

relatively protracted training period was not fundamentally different from that observed 

before it, and it was similar to that observed in Experiment 1 inasmuch as performance 

was generally better in the Simultaneous condition than in the Sequential condition. Thus, 

this training did not eliminate the performance difference between Simultaneous and 

Sequential pitch discrimination of tones filtered into separate spectral regions. 

One potentially disruptive variable on this task is the across-interval frequency 

rove. Amitay, Hawkey, and Moore (2005) found that for listeners struggling with a pitch 

discrimination task, increasing the uncertainty in the training with a frequency rove can 

slow learning on the task. Learning on the Simultaneous and Sequential tasks may have  

improved with a smaller, or no, F0 rove between intervals. 

Experiment 5: Comparing Performance of Analytic and Holistic Listeners 

In the experiments presented in Chapter 2, the ability of listeners to discriminate 

pitches of spectrally segregated tones varied considerably between listeners. Since 

performance in the Sequential task was not demonstrably related to musical experience, it 

may be that it is better predicted by the tendency of a listener to use either F0 or spectral 

cues. Listeners with a tendency toward analytic pitch listening are expected to have 

greater difficulty with this task than listeners with a tendency toward synthetic pitch 

listening, since the spectral information in tone pairs with the same F0 was similar to the 

spectral information in tone pairs with different F0s, and in general the spectral 

differences between the two tones in each pair were great. Therefore, this study measures 

the pitch listening preferences of subjects who participated in the experiments presented 

in Chapter 2 and compares listening preference with performance in the Sequential task.  



 

 49 

Method 

Stimuli. Stimuli were constructed based on the description in Schneider et al. 

(2005), and consisted of 72 pairs of complex harmonic tones with inconsistent F0 and 

spectral cues. Each tone was presented for 500 ms, including 10-ms squared cosine onset 

and offset ramps, and a 250-ms gap was introduced between the two tones. Within each 

pair of stimuli, the complexes had 2, 3, or 4 components and shared the same upper 

component of 293, 523, 932, 1661, 2960, or 5274 Hz. Lower components were added 

such that the lowest harmonic ranks in the two complexes were 2 and 3, 3 and 4, 4 and 6, 

or 7 and 9. Overall, the frequency of the components ranged from 146 Hz to 5,274 Hz, 

while the F0 of the complexes ranged from 29 Hz to 1,318 Hz. Tone pairs were presented 

in both possible orders, for a total of 144 test trials. 

For example, one pair of tones with two components each had a highest 

component of 293 Hz and lowest harmonics ranks of 2 and 3, respectively. The first 

complex had harmonics at 195.3 Hz and 293 Hz and an F0 of 97.7 Hz. The second 

complex has harmonics at 219.8 Hz and 293 Hz and an F0 of 73.25 Hz. Therefore, the F0 

descends from 97.7 Hz to 73.24 Hz, while the lowest frequency present ascends from 

195.3 Hz to 219.8 Hz. If a listener‘s percept were dominated by the F0, they would hear 

the second tone as lower; if a listener‘s percept were dominated by the spectral 

information, they would hear the second tone as higher. 

In addition, eight similar control tone pairs were presented which were similar to 

the pairs described above except that the F0 and spectral information were consistent. 

That is, the tone with the higher F0 also had the higher spectral components. These trials 

were included to ensure that listeners were able to correctly follow the instructions of the 

task when there was no stimulus ambiguity. 

Participants. Twenty-eight normal hearing listeners completed this task 

concurrent with their participation in Experiment 1 of chapter 2 (a subset of these also 

participated in Experiment 2). Listeners were recruited via flyers posted on campus in the 

psychology and music departments, and were paid for their participation. All listeners 

had thresholds of 20 dB HL or less at audiometric octave frequencies between 250 Hz 
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and 8 kHz, except for one listener with a pure-tone threshold of 25 dB HL at 8 kHz who 

was not excluded because stimuli in this experiment were all below 6 kHz. Musical 

training ranged from 0 to 15 years (M = 5.71, SD = 5.58). All except one listener had 

fewer than 4 hours of experience with psychoacoustic tasks. 

Procedure. Participants were seated in a double-walled sound attenuating booth. 

Sounds were generated digitally using Matlab (Mathworks, Natick, MA), converted to 

voltage using a 24-bit digital-to-analog Lynx22 converter (LynxStudio, Costa Mesa, CA), 

and were presented monaurally via HD580 headphones (Sennheiser, Old Lyme, CT). 

Prior to their participation in Experiment 1 of Chapter 2, listeners were presented with 

152 tone pairs constructed as described above and were asked to indicate with a computer 

mouse or keyboard which of the tones in each pair had the higher pitch. No feedback was 

provided.  

For test trials we calculated the number of trials in which a listener‘s response was 

consistent with the tone with the higher F0. This was converted into a pitch preference 

score, or F0 index (Schneider, Sluming, Roberts, Bleeck, et al., 2005), defined as (2NF0 – 

NT)/NT, where NF0 is the number of responses consistent with the F0 change and NT is 

the total number of trials. The F0 index can take any value from 1 (for listeners 

consistently answering according to F0) to -1 (for listeners consistently answering 

according to spectral change). We also calculated the proportion of control trials that 

listeners answered correctly. 

Results 

The proportion correct on control trials was high, M=.91 SD=.09, and all listeners 

achieved at least 75% correct performance on these trials, indicating that they were able 

to correctly select the higher pitch when F0 and spectral information was congruous. 

The distribution of F0 index is shown in Figure 9. F0 index ranged from -.33 to 

.97, M=.29, Median=.24 SD=.34. Following Seither-Preissler et al. (2007), measures of 

response consistency (Pcst) and homogeneity (Phmg) of responses were calculated to 

check for listeners likely to be guessing. Since each pair of tones was presented twice, 

once in each order, Pcst measured the proportion of tone pairs for which responses to 
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both instances followed the same cue (F0 or spectral) (M=.73 SD=.15). Phmg is the 

percentage of pitch judgments which follow the participant‘s typical response behavior – 

that is, if the listener primarily uses spectral cues, it is the percentage of judgments which 

are consistent with the pitch change of the spectrum, and vice versa for listeners who 

primarily base their judgments on the direction of F0 change (M=.68 SD=.14). Seither-

Preissler et al. used these measures to exclude listeners likely to be guessing on most 

trials, positing that listeners who guess will have a greater proportion of inconsistent and 

inhomogeneous judgments. Using a Monte Carlo simulation, Seither-Preissler et al. 

defined exclusion criteria for listeners with a 99.9% likelihood of guessing on 100% of 

trials, and plotted these criteria in Figure 6 of their paper. Based on these criteria, no 

listeners from the current sample were excluded. However, it is worth noting that the 

parameters defined by Seither-Preissler et al. were based on a simulation including four 

instances of each pair of tones, while the Pcst and Phmg scores of listeners in the current 

study could only be based on two instances of each tone pair. 

The Sequential data from Experiment 1 of Chapter 2 were fit to a psychometric 

function of the form d′=ai(ΔF0)^bi, where i indexes positive or negative ΔF0, using the 

maximum likelihood method (Micheyl & Messing, 2006). From these fits, thresholds 

 

Figure 9 Histogram showing distribution of F0 index scores among participants in 

Experiment 5. 

Negative scores indicate a primarily analytic listening mode while positive scores 

indicate a synthetic listening. Absolute value is an indication of the strength of an 

individual’s listening mode. 
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(d′=1) were estimated individually for negative and positive ΔF0s. Due to the variability 

of the data, it was impossible to fit data for three subjects for each direction of F0 change. 

For the remaining threshold estimates, Spearman correlation coefficients were computed 

between estimated threshold, the proportion of catch trials correctly identified, musical 

training, F0 index, and Pcst. The proportion of catch trials correctly identified was 

significantly correlated with Pcst (ρ= .66, p<.001) and with the threshold estimate for 

negative mistuning of F0 (ρ= .57, p=.003). Pcst was also significantly correlated with 

musical training (ρ= .40, p=.03). No other correlations were significant. 

Discussion 

In the twenty-eight participants who completed this task, F0 index scores had a 

median of .25, indicating a weak tendency for listeners to base pitch judgments on F0 

information. The lack of a significant correlation between F0 index scores and 

performance in the sequential task of Chapter 2 fails to support the hypothesis that a 

listener‘s ability to compare F0 pitches of tones with different timbres is related to 

whether that listener tends to judge pitch differences based on F0 or on spectral 

information. 

Other studies measuring the extent to which listeners rely on F0 or spectral cues 

have shown a broad bimodal distribution of F0 index, with most listeners demonstrating a 

strong tendency toward one or the other of the listening modes (Schneider, Sluming, 

Roberts, Scherg, et al., 2005; Seither-Preisler et al., 2007; Smoorenburg, 1970), while the 

current study found a normal distribution of F0 index scores with most listeners showing 

a weak preference for either listening mode. Two differences between the current study 

and previous experiments may account for the difference in F0 index distribution. First, 

the populations of the studies differed. The current experiment included 28 listeners, none 

of whom were professional musicians and of whom 18 had less than 10 years of musical 

training. In contrast, the sample of Schneider et al. included 420 listeners, of whom 306 

were professional musicians or graduate students in music, while the 79 listener sample 

of Seither-Preisler et al. included 18 professional musicians. It is possible that the 

tendency for listeners in this study to demonstrate a weak or strong preference for one or 
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the other listening mode is related to their level of musical training. A second possible 

difference between this study and previous studies relates to a difference in instructions. 

Previous studies required listeners to determine the direction of pitch change between two 

tones in a pair, while listeners in the current study were instructed to indicate which tone 

was higher. While this difference in instructions was not expected to affect listening 

preference, it is possible that an instruction to listen for the higher pitch prompted 

listeners to attend to individual pitches while an instruction to indicate the direction of 

pitch difference prompted listeners to attend to this as well as other cues such as the 

transition between pitches or between individual frequency components (Demany & 

Ramos, 2005). 

Pitch listening preference as measured by F0 index was not correlated with years 

of musical instruction in the current sample. This supports the findings of Schneider et al. 

(2005) and Smoorenburg (1970), but is in contrast to the findings of Seither-Preisler et al. 

(, 2007 #6221), who found that listeners with greater musical experience were more 

likely to classify pitch change according to the direction of F0 change. Differences 

between Seither-Preisler et al. and other studies may be related to differences in 

recruitment of listeners. Seither-Preisler et al. found that musically interested listeners 

tended to classify pitch change according to the direction of F0 change regardless of 

musical training. It is possible that nonmusician listeners in the Schneider et al. study 

were more interested in music than those in the Seither-Preisler et al. study (Seither-

Preisler personal communication). Alternately, the differences could be attributed to 

differences in the task. The task used in the current study was closely modeled on that 

used in Schneider et al. which was, in turn, modeled on the task by Smoorenburg. It 

involves keeping the frequency of the highest harmonic of the two complexes constant to 

reduce edge pitch cues. The task used by Seither-Preisler et al.  also involves tone pairs in 

which F0 and spectral cues provide opposing information, but differs in the particulars of 

the stimuli.  In the latter study, tone pairs include lower harmonics for one tone (2-4, 3-6, 

or 4-8) and a corresponding set of higher harmonics for the other tone (5-10, 7-14, and 9-

18 respectively), which yield tone pairs in which spectral centroid and both edges of the 
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spectra change between tones. These differences may have provided cues to listeners 

which differed in degree or quality and which influenced their tendency to use F0 versus 

spectral information. Seither-Preisler et al. showed that listening strategies of 

nonmusician listeners were particularly influenced by the relative sizes of pitch change 

between the F0 and spectral cue. Additionally, Schneider et al. found that some listeners 

could hear both the F0 and the spectral cue (p. 1246). Differences between stimuli and 

instructions may bias listeners toward selecting one cue over another and could account 

for some of the performance differences in these studies. 

The proportion of catch trials answered correctly was a rough measure of 

listeners‘ pitch discrimination abilities in the condition where F0 and spectrum both 

moved in the same direction. That this was correlated with the threshold estimate for 

negative mistuning of the Sequential task suggests that Sequential task performance is 

related to listeners‘ pitch discrimination abilities under less taxing conditions. Proportion 

of catch trials answered correctly was also positively correlated with the consistency with 

which listeners used a particular listening mode, as was the extent of musical training. It 

is not possible to draw any causative conclusions from the current data, but one 

possibility is that through musical training, listeners learn to more effectively utilize a 

listening mode, and that this in turn improves their overall pitch discrimination ability. 

Conclusions 

This chapter investigated two possible explanations for poor performance in the 

Sequential condition of Chapter 2: lack of experience, and individual differences in pitch 

listening mode. The first experiment presented in this chapter found that additional 

practice with the Simultaneous and Sequential pitch comparison tasks presented in 

Chapter 2 did not improve performance in the Sequential task relative to performance in 

the Simultaneous task: after 12 hours of training, listeners still performed more poorly on 

the Sequential task than on the Simultaneous task. It may be that a longer practice would 

be needed to produce significant results, or that simple practice with the test condition is 

insufficient to yield significant improvement in these tasks.  
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The second study measured pitch listening preferences of 28 listeners and found 

that performance in the Sequential task was not correlated with the tendency of a listener 

to base pitch judgments on either F0 or spectral information. Since neither musical 

training nor listening mode have been shown to correlate with performance in the 

Sequential task, we cannot explain why some listeners perform well on this task while 

others are unable to consistently detect a difference in F0 as large as 4.5 semitones. 

In summary, neither learning nor individual differences in listening style seem to 

mitigate or account for the large individual differences in performance when comparing 

F0 differences across different spectral regions, and for the group differences found 

between the Simultaneous and Sequential conditions. Despite this finding, it remains the 

case that musicians appear to be able to routinely judge fine pitch differences between 

instruments, and most would claim to be able to detect mistunings between instruments if 

a melody were first played on one instrument and then another.  The remainder of this 

thesis is concerned with the potentially beneficial effects of presenting tones within a 

melodic context. Some earlier studies have suggested that placing tones within a musical 

context can improve the ability of listeners to discriminate their pitch (e.g. Deutsch & 

Roll, 1974; Dewar, Cuddy, & Mewhort, 1977; Krumhansl & Shepard, 1979; Warrier & 

Zatorre, 2002; Warrier & Zatorre, 2004). The experiments presented in subsequent 

chapters will focus on the effect of musical context on the perception of sequentially 

presented tones of either the same or different timbre. 
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Chapter 4: Effect of Melodic Context on Pitch Discrimination of Tones of Same and 

Different Timbres 

In Chapter 2 we saw that when presented with different-timbre tones, listeners 

were able to discriminate same-F0 pairs from different-F0 pairs reasonably well when the 

tones were presented simultaneously, but had elevated thresholds when the tones were 

presented sequentially. We attributed this difference in discrimination ability to an 

additional ―fusion‖ cue that was available only for simultaneously presented tone pairs 

that were perceived as belonging to the same auditory object. Consistent with previous 

work, we also found individual differences in listeners‘ ability to compare the pitches of 

sequentially presented different-timbre tones (i.e. Micheyl & Oxenham, 2004; Moore & 

Glasberg, 1990). 

In Chapter 3 we tested whether the difference between discrimination of the pitch 

of simultaneous and sequentially presented tones would decrease with additional training, 

and found that the effect was sufficiently robust to persist after ten hours of practice with 

the stimuli. We also tested whether a listener‘s tendency to use F0 versus spectral cues 

when judging pitch change was correlated with their performance on the sequential task. 

We found that a tendency to listen to F0 versus spectrum was unrelated to performance in 

the sequential task, but that listeners who more consistently used a given rule (in this 

sample, consistent listeners were more likely to use the F0 cue) did perform better in the 

sequential task. 

Thus far we have shown that listeners have difficulty with comparing the pitches of 

different-timbre tones presented sequentially, and that this difficulty does not disappear 

with ten hours of practice with the task and cannot be attributed to analytic versus 

synthetic listening preferences.  

Most pitch comparisons in music, as well as those in speech, occur within the 

context of other tones. In the Western world, most of the music listeners hear follows a 

system of tonality in which pitches vary systematically in their perceived stability and 

relatedness. In this system, each octave is divided into twelve frequencies that are equally 

spaced on a logarithmic scale. The tones at these frequencies are organized hierarchically 
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such that the tone designated the tonic is most stable and other tones have varying levels 

of stability. Musicians explicitly learn the hierarchical structure through the study of 

music, while non-musicians have been shown to have an implicit knowledge of this 

structure, presumably through repeated exposure to tonal music (Bigand & Pineau, 1997; 

Krumhansl, 1990, 2004). 

Listeners‘ knowledge of tonal structure can affect their processing of tones. 

Listeners asked to detect mistuning in a chord are more accurate and more likely to 

describe a chord as ―in tune‖ when it is preceded by a chord that is closely related in the 

tonal system (Bharucha & Stoeckig, 1986, 1987). Studies that controlled for the spectral 

overlap of the prime and target chords concluded that this facilitation of target chord 

processing is not due solely to sensory similarity between the prime and target, but is 

better explained by the cognitive priming provided by their relationship in the tonal 

system (Bharucha & Stoeckig, 1987; Bigand, Poulin, Tillmann, Madurell, & D'Adamo, 

2003). Marmel, Tillmann, and Delbe (2010) expanded the musical priming paradigm 

from chords to tones by using a melodic rather than harmonic prime. They found a small 

effect in which the melodic context induced enhanced processing of target tones at the 

tonic over tones at the subdominant, a less related scale degree. 

The presence of a musical context may also decrease the effect of timbral 

differences on pitch judgments somewhat. In their analysis of the literature about the 

interaction of pitch and timbre, Warrier and Zatorre (2002) noted a pattern in which 

timbre differences interfered with pitch processing of tones when those tones were 

presented in isolation, but did not interfere with pitch processing when tones were 

presented in a melodic context (e.g. Krumhansl & Iverson, 1992; Melara & Marks, 1990; 

Semal & Demany, 1991; Singh & Hirsh, 1992). They hypothesized that the melodic 

context mitigated the deleterious effect of timbre difference on pitch comparisons. To test 

this hypothesis, Warrier and Zatorre (2002) presentd a series of experiments in which 

listeners attended to the pitch of a tone and rated how different its pitch was from either 

the comparison tone presented immediately before it or the note which would be 

expected at the end of a melody or tone sequence, depending on the condition. Tones 
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were presented with one of three timbres, which were manipulated by the harmonic 

profiles into profiles emphasizing low, middle, or high harmonics; the target tone could 

have the same timbre as, or a different timbre from, all the preceding tones. Although 

listeners were instructed about the difference between pitch and timbre and were told to 

concentrate on pitch differences, Warrier and Zatorre found that with a single preceding 

tone, listeners gave ratings of pitch difference that were almost solely based on timbre 

differences. However, when the target was played following a longer preceding tone 

sequence that induced a tonal center, listeners‘ ratings showed evidence of being 

influenced by both timbre and F0 deviation. Therefore, Warrier and Zatorre concluded 

that a musical context aids in the perception of pitch differences in the presence of a 

timbre difference. 

Although Warrier and Zatorre (2002) showed that a musical context affected 

listeners‘ ratings of how closely a pitch matched its target, based on the reported data it is 

difficult to determine the extent to which differences in ratings between isolated and 

melodic context conditions reflect an increase in sensitivity to pitch changes, rather than 

simply a shift in listener‘s criterion or bias. Using more traditional psychophysical 

measures, pitch discrimination thresholds for same-timbre tones in nonmusicians have 

been measured at less than 1% of F0, which is smaller than the F0 differences used in 

Warrier and Zatorre - which were approximately 1, 2, and 3% of F0 (Micheyl et al., 

2006; Spiegel & Watson, 1984). The experiments presented in this chapter use measures 

of sensitivity and choice response time to determine the effects of various tone contexts 

on listeners‘ sensitivity to small changes in pitch between two tones that had either the 

same or different timbre based on spectral content.  

The experiments presented in this chapter investigate the effect of a brief tonal 

context on listeners‘ ability to discriminate small F0 differences of tones presented 

sequentially. The first experiment tested whether a short tonal context consisting of four 

notes of a descending major scale can improve F0 detection thresholds of sequentially 

presented tones. Thresholds for both same and different-timbre tone pairs were measured, 

and it was found that the short context did improve discrimination thresholds by a small 
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amount, but only in the different-timbre conditions. The second study tested whether a 

more robust effect of tonal context could be revealed by measuring response times, as 

well as sensitivity. Same- and different-timbre tone pairs were presented in a speeded 

response-time task in four different contexts which varied in the degree to which they 

elicited a sense of tonality. The results showed only small effects of tonal context on both 

sensitivity and response time, which interacted with whether the tones were of the same 

timbre. The final experiment of this chapter compared the effect on different-timbre F0 

discrimination thresholds of six different contexts which provided differing degrees of 

predictability and tonality. It was found that discrimination was somewhat better for 

tones that matched the tonal context than for tones that did not, but that predictability of 

tone order in this short context did not significantly affect the results. 

Experiment 6: Effect of Descending Scale on Pitch Discrimination 

Method  

 Stimuli and procedure. Tones used in this experiment were harmonic complex 

tones with all components presented in sine (0°) starting phase at a level of 46 dB SPL 

per component before filtering. To generate tones with distinctly different timbres, each 

complex was filtered into one of two separate spectral regions. Low-region complexes 

were lowpass filtered using an 8
th

-order Butterworth filter with a cutoff frequency of 700 

Hz. High-region complexes were bandpass filtered between 1150 and 3500 Hz, using a 

6
th

-order Butterworth highpass and 8
th

-order Butterworth lowpass filter, respectively. 

These filters allowed some resolved harmonics to be included in the high complex for all 

F0s used in this experiment (Houtsma & Smurzynski, 1990). The lowest harmonic 

included in the high complex varied with the F0, but was always below the seventh. The 

duration of each complex was 400 ms, including 10-ms squared-cosine onset and offset 

ramps. 

Stimuli were presented in a two-interval two-alternative forced-choice procedure, 

with a 500-ms interstimulus interval. Each interval included the comparison tone 
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followed by the test tone, separated by 100 ms of silence. The nominal F0 of each pair 

was randomly and independently assigned from a rectangular distribution of 3 semitones  

around 200 Hz (168-238 Hz). In the standard interval, the comparison and test tone had 

the same F0, while in the target interval the test tone was higher in F0 than the 

comparison tone by an amount that was varied adaptively. 

The tone pairs were presented in one of two contexts, as illustrated in Figure 10. In 

the No Context (NC) condition, each pair was preceded by 2000 ms of silence. In the 

Descending Diatonic (DD) context condition, each tone pair was preceded by a sequence 

 

Figure 10. Examples of stimuli used in Experiments 6, 7, and 8. 

Experiment 6 included NC and DD; Experiment 7 included CC, RT, DD, and WtD; 

Experiment 8 included NC, RT, DD, DR, WtD, and WtR. 
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of four tones filtered into the same spectral region as the comparison tone with F0s at 

seven, five, four, and two semitones above the comparison tone, in that order (one 

semitone is approximately 6%). This corresponds to the final five notes of a descending 

diatonic (major) scale, starting on the dominant. 

The adaptive tracking procedure used a 2-down 1-up rule to estimate the 71% 

correct point (Levitt, 1971). The initial difference in F0 in the target interval was 3.3% of 

the lower F0. The size of the interval was initially increased or decreased by a factor of 2; 

after two reversals in the direction of the tracking procedure, the step size was reduced to 

a factor of 1.41, and then after a further two reversals, the step size was reduced to a 

factor of 1.19 for the remaining four reversals. The threshold estimate for each track was 

the geometric mean of the percentage F0 difference at the last four reversal points. 

Listeners completed five adaptive tracks for each combination of context (no-context or 

diatonic-descending context) and timbre order (High-High, Low-Low, High-Low, Low-

High). The first two were treated as practice and results were discarded, so that the final 

reported thresholds are the geometric mean of the last three tracks for each condition. The 

five adaptive runs for each condition in each timbre pairing were completed in quasi-

random order. All eight context/timbre combinations were completed in random order 

once before any combination was repeated.  

Participants sat in a double-walled sound attenuating booth. Sounds were digitally 

generated using Matlab (Mathworks, Natick, MA) and converted to voltage using a 24-bit 

digital-to-analog Lynx L22 converter (LynxStudio, Costa Mesa, CA) and were presented 

binaurally via HD580 headphones (Sennheiser, Old Lyme, CT). Listeners were instructed 

to indicate the interval in which the tones (or the last two tones in the DD condition) had 

different pitches, and were given feedback after every trial. Listeners completed tracks in 

two 2-hour sessions during which they were encouraged to take breaks between adaptive 

tracks as needed. 

Participants. Fourteen participants (7 female) were recruited via flyers posted on 

campus in the psychology and music departments, and were compensated for their 

participation with cash or extra credit points for a psychology class. Their ages ranged 
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from 18 to 35, M=22.93 SD=4.63. Prior to testing, each listener‘s hearing was screened. 

All participants had normal hearing, defined as pure-tone thresholds of 20 dB HL or 

lower at .5, 1, 2, 4, and 8 kHz. The amount of musical training among participants varied 

from 0 to 23 years of lessons on a musical instrument M=7.71 SD=6.58.  

Results 

The data, geometrically averaged across subjects and pooled across target timbres, 

are shown in Figure 11. Analyses were performed on the logarithmic transform of the 

thresholds, expressed as a percent of the lower F0 in each target pair. A three-way 

RMANOVA was conducted with factors of context, timbre difference, and target timbre. 

There was a main effect of timbre, F=47.60 p<.001 ηp
2
=.79, reflecting the lower 

thresholds in the same-timbre than in the different-timbre conditions. There was also a 

main effect of context, reflecting the somewhat lower thresholds in the presence of the 

descending scale than with no context, seen especially in the different-timbre condition, 

F=6.02 p=.03 ηp
2
=.32. Pitch discrimination thresholds did not differ systematically with 

 

Figure 11. Averaged results of Experiment 6. 

F0 difference detection thresholds expressed as % of target F0 for tones filtered into 

the same or different spectral regions, and presented with or without a five note 

descending scale context. Error bars are + standard error. 
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the target timbre, F=.66 p=.43 ηp
2
=.05. There was a marginally significant interaction 

between the presence of a context and whether the timbres of the comparison tone and 

the target were the same or different, F=4.42 p=.06 ηp
2
=.25, reflecting the impression 

from the mean data that any effect of context seems stronger in the different-timbre 

conditions than in the same-timbre conditions. Paired comparisons confirm a significant 

effect of context for different-timbre tone pairs T=2.54, p=.02, but not for same-timbre 

tone pairs T=.09, p=.93. 

Discussion 

As has been previously observed (i.e. Borchert, Micheyl, & Oxenham, 2011; 

Micheyl & Oxenham, 2004; Moore & Glasberg, 1990; Warrier & Zatorre, 2002), 

thresholds for detecting differences in F0 were higher between pairs of tones filtered into 

different spectral regions than those filtered into the same spectral regions. Additionally, 

consistent with Warrier and Zatorre (2002), we observed a small effect of a musical 

context such that listeners were better able to discriminate between tone pairs with the 

same pitch and tones with different pitches when the tones were presented after a brief 

melodic context. However, this effect seemed to be driven primarily by the condition in 

which the comparison and target tones had different timbres.  

The melodic context used in this study, a portion of a descending diatonic scale 

with the comparison tone at the F0 of the tonic, was brief, yet this context provided a 

number of cues. Firstly, it was a constant (and hence predictable) descending sequence; 

secondly, the fact that it ended with the comparison tone as the tonic note met 

expectations based on tonal closure. The pattern of pitch relationships was that of the 

major scale—the basis for the majority of popular and art music in the Western tradition. 

This pattern is part of a tonal system that is internalized by listeners through exposure 

(Krumhansl, 1990). In the DD context, not only were the pitch classes of the context 

taken from the major scale, but the comparison tone (and target in same-pitch intervals) 

was also presented on the tonic scale degree – the most stable note in the scale. Thus, 

from this brief context the listener should have been able to utilize at least two cues to 

predict the pitch of the test tone: expectation based on a predictable contour, and western 
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major scale tonality. In the following experiment, we attempted to distinguish between 

these two possibilities by comparing listeners‘ F0 discrimination performance following 

contexts that varied in their predictability and the extent to which they induce 

expectations based on Western tonal hierarchies. 

Experiment 7: Effects of Context on Pitch Judgments and Response Times 

Experiment 6 compared listeners‘ ability to discriminate same-timbre and 

different-timbre tone pairs in isolation or following a descending four-note context. It 

found that F0 difference detection thresholds were greater for different-timbre tones than 

for same-timbre tones, but were improved by the presence of a short descending-scale 

context. The effect appeared to be driven primarily by the different-timbre condition, but 

a trend for the descending scale context to provide a greater benefit when tones in a pair 

had different timbres than when their timbres were the same failed to reach significance. 

One explanation for the benefit provided by the descending scale context is that it 

provided an increased expectation for the target tone, that is: it primed the target tone. A 

primed target will require less effort to process accurately (Meyer & Schvaneveldt, 1971; 

Schacter, 1987), and this decrease in effort could be measured in pitch discrimination 

judgments being more accurate or in judgments being faster. In the case of the DD 

context used in Experiment 6, priming could be provided by the predictability of the 

downward motion of the motif and the consistent interval pattern. Alternately, priming 

could be produced by the activation of the target pitch as a tonal center. To test for these 

different sources of priming, this experiment compares performance in four context 

conditions and measures listeners‘ discrimination sensitivity and choice response times. 

This experiment uses the DD context used in Experiment 6, along with 3 others. 

To determine whether priming is provided by a predictable downward pattern of intervals 

independent of the establishment of a tonal center, tone pairs will also be presented 

following a whole-tone descending context (WtD). Additionally, tones will be presented 

following a repeated tonic context (RT), in which tone pairs are preceded by four 

examples of the comparison tone, which is expected to directly prime the target pitch and 
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provide additional ―looks‖ at the pitch of the comparison tone which can be compared 

with the pitch of the target (Viemeister & Wakefield, 1991). In all conditions described 

so far, the context provides cues both for when to listen and at what pitch one might 

expect the target tone. The regularly spaced tones of the context provide a cue a listener 

can use to focus attention on the moment when the target tone is likely to occur (Jones & 

Boltz, 1989; Jones, Boltz, & Kidd, 1982). Since this experiment will measure response 

times as well as discrimination performance, it is important that all contexts provide 

equal temporal information. Therefore, in this experiment the No Context condition was 

replaced by a Click Context condition, in which the target and test tone were preceded by 

four clicks which have the same inter-onset interval as the context tones in the other three 

contexts. 

Method  

Stimuli. This experiment used four contexts, each illustrated in Figure 1: Click 

(CC), Tonic repeat (TR), DD, and Whole-tone Descending (WtD). In the Click Context 

(CC), which replaced the No Context (NC) condition used in Experiment 6, the tone pair 

was preceded by four 20-ms bursts of broadband noise, separated by 480 ms, such that 

each click sounds at a time that corresponds to the onset of the context tones in other 

contexts. In the Repeated Tone condition (RT), the tone pair was preceded by four 

repetitions of the comparison tone. Stimuli in the DD condition were identical to those 

used in Experiment 6, in which the tone pair was preceded by tones seven, five, four, and 

two semitones above the comparison tone. In the Whole-tone Descend (WtD) condition, 

the tone pair was preceded by tones eight, six, four, and two semitones above the 

comparison tone, in that order.  

Tones were filtered as in previous experiments, into either a low spectral region or 

a high spectral region. Stimuli were presented in all timbre combinations, such that 

contexts with complex harmonic tones could be presented with a timbre that was the 

same as, or different from, the timbre of the target tone. Based on the results of 

Experiment 6, F0 differences were selected that were expected to yield similar 

discrimination performance in same- and different-timbre conditions without a melodic 
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context. Therefore, in the test phase, the comparison and test tones differed by 1.4% in 

same-timbre trials and by 7.8% in different-timbre trials.  

Procedure. Listeners sat in a sound-attenuating booth and listened to stimuli over 

HD580 headphones (Sennheiser, Old Lyme, CT). Stimuli were generated in Matlab 

(Mathworks, Natick, MA) and were stored as 16-bit files. Stimulus presentation and 

response capture used Eprime 2.0 presentation software (Psychology Software Tools, 

Sharpsburg, PA). Listeners heard tone pairs preceded by one of the four contexts, and in a 

same-different procedure were instructed to ignore timbre differences as they listened to 

the last two tones presented in each trial and indicated whether they had the same or 

different pitch by pressing buttons on a response box (Cedrus, San Pedro, CA). Timbre 

was described as the difference in sound between two instruments, such as a clarinet and 

trumpet, playing the same note. Listeners were instructed to answer as quickly and 

accurately as possible, and were given feedback about their accuracy after each trial. 

Listeners had 900 ms after the offset of the last tone in which to respond. 

Before beginning the test trials, listeners completed one block of trials in each of 

the eight conditions (same vs. different timbre and four potential contexts) to become 

accustomed to the stimuli and procedure. Each practice block included 30 trials presented 

in random order. For the practice phase, trials in which F0 differed had F0 differences of 

6% in same-timbre blocks and 12% in different-timbre blocks.  

In the testing phase, listeners completed one block of trials of each of the eight 

conditions (same vs. different timbre and four potential contexts), in counterbalanced 

order. Each block included 72 trials which were presented in random order, and was 

preceded by 6 practice trials so listeners could become accustomed to the context 

presented in the current block. Listeners completed all eight conditions within a single 

two-hour session in which they were encouraged to take breaks as needed.  

Participants. Twenty-four normal-hearing listeners completed this study (14 

female), ranging in age from 18 to 58 years M=22.63 SD=7.88. Their musical experience 

ranged from 0 to 15 years of training on a musical instrument or voice M=7.25 SD=4.41. 

All listeners were screened and had normal hearing, defined as pure tone thresholds at or 
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below 20 dB SL at .5, 1, 2, 4, and 8 kHz. In addition to the participants who completed 

the study, five listeners were excluded because they responded prior to the onset of the 

test tone, or could not achieve above-chance performance in practice trials. Ten listeners 

were native speakers of Mandarin Chinese. Analysis revealed no difference in responses 

of Mandarin speakers, so results of all speakers are combined in the results reported here. 

Listeners were compensated for their participation with cash or extra credit in a college 

course. 

Results 

Values of d′ shown in Figure 12 were calculated based on the same-different 

differencing model (see: Macmillan & Creelman, 2004 tabel A5.4) from proportions s of 

hits and false alarms. To compensate for extreme values due to some listeners making 

zero errors, a loglinear correction (Hautus, 1995) was applied to all d′ calculations. For 

each d′ calculation, 0.5 was added to the count of hits or false alarms and 1 was added to 

the number of trials being counted. A RMANOVA on the corrected d′ measure with 

factors of timbre difference and context showed a significant effect of context on F0 

discrimination, F(3,69)=10.438, p<.001, ηp
2
= .31, and a significant interaction between 

context and timbre difference, F(3,69)=9.902, p<.001, ηp
2
= .30. In generating our stimuli, 

we used F0 differences which were expected to produce roughly equivalent results in the 

no-context condition with same timbre and different timbre tones, based on the results 

from Experiment 6. Thus, the lack of a significant difference in d′ between same- and 

different-timbre conditions provides confirmation that our selection of F0 differences for 

the two conditions were successful in yielding approximately the same level of 

performance in both, F(1,23)=.431, p=.504, ηp
2
= .020. 

Post-hoc analyses indicated that the RT condition was significantly different from 

all other conditions (Click p=.004, DD p=.015, WTD p<.001). In addition, DD and WtD 

were significantly different from one another, p<.001 To analyze the interaction between 

context and timbre similarity, a RMANOVA with factor of context was conducted 

separately for each timbre condition. Context was significant in the same-timbre 

condition, F(3,69)=15.862,  p<.001, ηp
2
= .41; performance with the TR context was 
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significantly better than the other conditions (Click p=.008, DD p<.001, WtD p<.001). 

Additionally, performance in the WtD condition was poorer than in the click condition, 

p=.015.Context was also significant for the different-timbre conditions, F(3,69)=4.648, 

p=.006, ηp
2
=.17performance in the DD condition was significantly better than the Click 

and WtD conditions (Click p=.001, WtD p=.003). 

Response time measures were collected from the beginning of the target. 

Response time data for incorrect responses were discarded, as were any response times 

less than 150 ms, which are below the minimum response time for detection of an 

auditory tone and would have been initiated before the listener was able to perceive the 

pitch of the test tone (Brebner & Welford, 1980). The mean of response times for each 

 

Figure 12. Averaged discrimination and response time results from Experiement 7. 

Panel A shows discriminability of tone pairs filtered into the same or different 

spectral regions presented following the CC, RT, DD, and AD contexts. Panel B 

shows averaged response times in each condition for correct responses measured 

from the beginning of the test tone. Error bars show one standard error. 
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condition for each individual were recorded. A RMANOVA on the response time 

measure with factors of timbre and context showed a significant effect of timbre, 

F(1,23)=32.93, p<.001, ηp
2
= .59, and a significant interaction between timbre and 

context, F(3,69)=3.95, p=.012, ηp
2
= .15, but no significant main effect of context, 

F(3,69)=.35, p=.79, ηp
2
= .02. Because there was an interaction between context and 

timbre similarity, a RMANOVA with factor of context was conducted separately for each 

timbre condition. For both timbre-conditions, the main effect of context was not 

significant (same-timbre: F(3,69)=1.93, p=.14, ηp
2
=.08; different-timbre: F(3,69)=1.80, 

p=.16, ηp
2
= .07). 

Discussion 

This experiment measured listeners‘ ability to discriminate between tones with the 

same F0 and those with different F0s, which were presented following one of four 

contexts, when the tones had the same timbre and when their timbres differed. We also 

measured listeners‘ response times in making their judgments. We found that context did 

have an effect on listeners‘ ability to detect a pitch difference in a time-limited task, 

although the effect of context was different when the tones had the same timbre than 

when the timbres differ. When listeners compared tones with the same timbre, the most 

helpful context was one that repeated the target tone. However, when the timbre changed 

between tones, the most helpful context was the one in which the target was the tonic of a 

diatonic descending scale. The significant interaction between timbre and context 

suggests that the effect of context on response times differed by timbre, but comparisons 

of context within each timbre-difference condition yielded no significant differences.  

The results of this experiment agree with the results of Experiment 1: the DD 

context significantly improved F0 discrimination when the comparison and test tone were 

filtered into different spectral regions. The marginally significant interaction observed in 

Experiment 1 between timbre similarity and context was significant in this experiment; 

the DD context did not significantly improve performance in same-timbre condition but 

did improve performance in the different-timbre condition.  
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We also found that listeners were faster to respond when the target and context 

differed in timbre, even though discriminability of the two timbre conditions was 

matched. A similar effect was noted recently by Marmel, Tillmann, and Delbe (2010) 

who found that listeners responded more quickly in a priming task to target tones 

presented in a timbre more dissimilar from the timbre of the prime. It may be that the 

change in timbre provided listeners with a salient cue to respond. However, the tonal 

content did not have a significant effect on listener‘s response times. Since listeners were 

told that they had to respond within one second and most responses were well within that 

time limit, it is possible that the task did not adequately require listeners to respond 

quickly. It is possible that a faster response requirement would push listeners to their 

limit more and thus elicit more variability in response speed or discrimination 

performance across conditions. 

Warrier and Zatorre (2002) performed a similar comparison in their Experiment 2. 

They compared listeners‘ ratings of pitch difference for same- and different-timbre tones 

presented in isolation, following a familiar melody, or following a tone series. The tone 

series condition included two tone series: one repeating the comparison tone and one 

alternating in pitch between the nominal pitch of the target and a tone one whole tone 

above it. The former tone series is comparable to the RT condition of this experiment; 

however Warrier and Zatorre did not segregate the two conditions in their analysis. They 

found that listeners‘ ability to discriminate F0 deviation in the tone series context was 

intermediate between the isolated and melodic contexts, but did not note any differences 

in improvement between same-timbre and different-timbre trials. 

Experiment 8: Comparing Contexts with Varying Predictability and Tonality 

Induction 

In the different-timbre conditions of the previous experiments, we saw evidence 

that a short context of four notes from a descending diatonic scale could improve a 

listener‘s ability to discriminate between tones sharing the same F0 and tones that differ 

in F0. In experiment 7 we found evidence that the benefit provided by the DD context 
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was due more to its tonality than to its predictability since the equally predictable WtD 

context did not provide the facilitation of discrimination provided by the DD context. 

This experiment explicitly compares the contribution of each of these cues by 

comparing different-timbre pitch discrimination thresholds between tone pairs presented 

following six different contexts that vary in their predictability and the extent to which 

they induce a sense of tonality. In addition to the NC, TR, DD, and WtD contexts 

presented in previous experiments, this experiment presents tone pairs following a 

diatonic random (DR) and whole-tone random (WtR) context. The DR and WtR contexts 

use the same pitches as the DD and WtD contexts respectively, but present them in a 

pseudo-random order (random without replacement, descending pattern excluded). DR 

provides a strong sense of tonality but poor predictability, whereas WtR provides neither 

strong tonality nor predictability cues. 

We expect that compared to the NC condition, listeners will demonstrate lower 

thresholds in conditions providing tonality cues and/or predictability cues. We expect the 

whole-tone context will be a useful control condition, since the WtD and WtR contexts 

are as predictable as DD and DR respectively, but do not induce tonal hierarchies. Based 

on the results from Experiment 7, we also expect that performance in the RT condition 

will be similar to that found in the DD condition, perhaps because a repeated note directly 

primes the target, or because it can also induce a sense of a tonal center. 

We are also interested in how musical training interacts with listeners‘ ability to 

make use of these cues. It is known that musicians generally have better pitch 

discrimination abilities than non-musicians, at least prior to extensive training (e.g. 

Kishon-Rabin, Amir, Vexler, & Zaltz, 2001; Micheyl et al., 2006; Spiegel & Watson, 

1984), but it is not clear to what extent musical training will affect listeners‘ abilities to 

make use of contextual cues to aid their pitch judgments. In Experiment 1, we observed a 

trend for listeners with musical training to perform better overall, but we did not 

systematically recruit listeners with differing levels of musical training. In this study, we 

recruited equal numbers of listeners in three musical experience groups. 
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Methods 

Stimuli. Six contexts were used in this experiment, as illustrated in Figure 1. 

Stimuli in the NC, TR, DD, and WtD conditions were identical to those used in the 

previous experiments, and were joined by two additional contexts. In the Diatonic 

Random (DR) condition, the tone pair was preceded by tones seven, five, four, and two 

semitones above the comparison tone presented in a pseudo-random order (random 

without replacement, excluding the descending order). Similarly, in the Whole-tone 

Random (AR), the tone pair was preceded by tones two, four, six, and eight semitones 

above the comparison tone in pseudo-random order (random without replacement, 

excluding the descending order). In all conditions, the duration of each tone was 400 ms 

including squared-cosine ramps, and the tones were separated by 100 ms of silence. In all 

conditions, context tones were filtered into a different spectral region from the 

comparison tone, with filters identical to those used in the previous two experiments.  

Procedure. The procedure, including the adaptive tracking and stimulus 

presentation methods, was similar to that used in the first experiment. Listeners 

completed the six conditions in counterbalanced order over the course of three 2-hr 

sessions, and completed eight adaptive runs per each condition. Thresholds were 

calculated as the threshold estimates of the final six runs. Counterbalancing was 

performed using a Latin square, such that with six contexts there were six orders in which 

conditions were completed. One participant from each of the three sub-groups of listeners 

completed the conditions in each order.  

Participants. Eighteen participants (14 female) were recruited via flyers posted on 

campus in the psychology and music departments and via emails to listeners who had 

participated in previous psychoacoustic studies. Of these, six had no musical training, six 

had between 1 and 9 years of musical training, and six had 10 or more years of musical 

training. Participants‘ ages ranged from 19-35 years (M=22.5, SD=4.60) and participants 

were compensated for their participation with cash or extra credit points for a psychology 

class. Prior to testing, each listener‘s hearing was screened. All participants but one had 

normal hearing, defined as pure-tone thresholds of 20 dB HL or lower and .5, 1, 2, 4, and 
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8 kHz. One listener had a slightly elevated threshold at 8 kHz and her data were still used 

because none of the stimuli included components above 6 kHz. 

Results 

Averaged thresholds for each condition, converted to percent units, are shown in 

Figure 13. Analysis was performed on the log-transformed data, as in Experiment 6, and  

thresholds are shown in percent units for clarity. A repeated-measures analysis of 

variance (RMANOVA) showed that context had a significant effect on pitch 

discrimination thresholds, F(5,75)=4.85, p=.001, ηp
2
=.24. Pairwise contrasts, shown in 

Table 1, revealed that listeners had significantly higher thresholds in the two whole-tone 

conditions (WtD, WtR) than in other context conditions, but no significant difference was 

observed between the whole-tone conditions and NC. While no other differences were 

significant, a trend was apparent for thresholds in the RT and diatonic (DD, DR) 

conditions to be lower than the NC condition, and a trend for thresholds in the WtR 

condition to be higher than the NC condition. 

 

Figure 13. Averaged results of Experiment 8. 

F0 difference detection thresholds for tones filtered into different spectral regions 

presented in isolation or following one of five contexts. Error bars show one 

standard error.  
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To explicitly compare the effects of tonality and tone-order, a 2-way RMANOVA with 

factors of tonality (diatonic or whole-tone) and predictability (descending or random) was 

conducted on the DD, DR, WTD, and WTR conditions. Thresholds were significantly 

better in the presence of a diatonic context than in the presence of a whole-tone context, 

F(2,15)=9.23, p=.001, ηp
2
=.56, but did not differ significantly depending on the 

predictability of the order of the tones within the context, F(2,15)=1.13, p=.31, ηp
2
=.07.  

Figure 14 shows the influence of musical training on pitch discrimination 

performance in each of the six contexts. Musical training had a significant effect on 

performance, F(1,15) = 32.88, p <.001, ηp
2
= .69. Pairwise contrasts showed that listeners 

with more than ten years of musical experience had significantly lower thresholds than 

those with none (p=.005). However, the interaction between musical training and the 

effect of context was not significant. A RMANOVA on just the data from listeners with 

more than ten years of musical experience showed no significant effect of context, 

F(5,25) = 2.033, p = .19, ηp
2
= .29, power = .28. However, with such a low power, we 

cannot draw strong conclusions from this failure to reject the null hypothesis. 

Discussion 

Experiment 8 measured listeners‘ thresholds for detecting a difference in F0 

between tones of two different timbres that were played following one of six contexts. 

While both Experiment 6 and Experiment 7 found that listeners‘ different-timbre F0 

discrimination improved significantly in the presence of a diatonic descending context, 

Experiment 8 found only a nonsignificant trend for listeners to have lower F0 difference  

 WtR  WtD  DR  DD  RT  

NC  .102  .366  .210  .222  .054  

RT  .003*  .011*  .426  .747   

DD  .008*  .008*  .796    

DR  .007*  .000*     

WtD  .296      
 

Table 1. Post-hoc contrasts for F0 discrimination in six contexts. 

Results of post-hoc contrasts on F0 discrimination in different-timbre tone pairs 

presented in isolation or following one of five melodic contexts. Significant contrasts 

are marked with an asterisk. 
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detection thresholds following the RT, DD, and DR contexts as compared to the NC 

condition. Listeners‘ thresholds for pitch detection were larger in the presence of a 

whole-tone context (WtD, WTR) than when tones were played after other contexts (RT, 

DD, DR), though the difference between thresholds of tones presented in isolation and 

tones presented following a whole-tone context did not reach significance. Listeners with 

extensive musical training had lower overall thresholds than non-musicians. 

The diatonic descending context of the previous experiment was predictable, 

monotonically descending, and tonal. When the effects of tonality and predictability were 

compared in the DD, DR, WtD, and WtR conditions, a diatonic context improved listener 

thresholds as compared to a whole-tone context, but the predictability of the order of 

notes in the context did not significantly affect F0 discrimination thresholds. 

In contrast to Warrier and Zatorre (2002) and Experiments 6 and 7, Experiment 8 

did not find a significant improvement in pitch discrimination due to the pitches being 

played in a tonal context versus being presented in isolation. This failure to replicate 

previous results may be due to the relatively small effect a brief tonal context has on F0 

difference detection thresholds. This seems likely in light of the small yet statistically 

significant musical priming effects found by other musical priming studies (e.g. Bigand 

 

Figure 14. Effect of musical training. 

F0 difference detection thresholds for different-timbre tones presented in one of six 

contexts – shown for differing levels of musical training. Error bars show one 

standard error. 
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& Pineau, 1997; Marmel, Tillmann, & Dowling, 2008; Tillmann, Bigand, Escoffier, & 

Lalitte, 2006). However, this study differs from the priming studies by Tillman & 

colleagues in that we are asking listeners to make explicit judgments about the pitches of 

tones, while the musical priming paradigm used in these studies asks listeners to judge a 

non-pitch aspect of the sound such as timbre, and uses response time differences to 

investigate the effect of tonal structure on pitch processing.  

Another factor worth considering is the length of the experiment. Experiment 8 had 

six conditions while Experiment 6 had four. Because of this listeners had, on average, 

slightly more exposure to the stimuli; the practice could have affected their responses. In 

comparing thresholds in the two experiments, we note that thresholds in the NC condition 

were lower in Experiment 8 than in Experiment 6, while thresholds in the DD condition 

were similar. This improvement in the NC condition could be due to differences between 

the participants in the two studies, or to increased exposure to the stimuli in Experiment 8 

compared to Experiment 6. 

General Discussion 

In this series of experiments, we asked listeners to discriminate between pairs of 

tones which had the same F0 and tones with different F0s. These tone pairs were 

presented either by themselves or following one of several brief melodic contexts which 

varied in their predictability and in the extent to which they conformed to the dominant 

tonal system of Western music. In the three experiments presented in this chapter, 

sensitivity to F0 changes and response times were affected by the context preceding the 

comparison and target tones. In Experiment 6 listeners showed a small but significant 

threshold improvement following a diatonic descending scale context, at least with the 

different-timbre tone pairs. Experiment 7 showed different patterns of processing benefits 

depending on whether the timbre of the comparison and target were the same. For same-

timbre tone pairs, a repeating tone context provided a small processing benefit, while for 

different-timbre tone pairs, listeners were again slightly better able to discriminate pitch 

differences when tones were preceded by the descending diatonic scale context. In 
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Experiment 8 listeners showed poorer performance with whole-tone than with diatonic 

contexts regardless of the predictability of the pitch order of the context; however the 

differences between the context and no-context conditions did not reach significance. 

These results show that a short priming sequence of only 4 tones can be sufficient 

to influence pitch perception, and that the effect of the context may depend on whether 

listeners are comparing same- or different-timbre tone pairs. However, all three 

experiments are consistent in showing that the effects of context are relatively small, 

particularly for same-timbre tone pairs and for subjects with extensive musical training. 

Diatonic Descending Context Effect 

These experiments found facilitated processing in the presence of a diatonic 

context. In Experiment 6 the DD context provided facilitated processing, with a 

marginally significant trend for this benefit to be greater for different-timbre tones than 

for same-timbre tones. In Experiment 7, the DD context provided a significant benefit 

over the Click and WtD conditions only when timbres between the target and comparison 

tone differed. In experiment 8, which included only different-timbre tone pairs, there was 

no significant difference between NC and any of the context conditions, but the direction 

of change for the diatonic conditions was consistent with the previous experiments. 

Overall, we see evidence that a diatonic context can aid pitch processing of tones of 

different timbres, which is consistent with previous findings (Hutchins & Palmer, 2008; 

Warrier & Zatorre, 2002). This benefit may be attributed to a cognitive priming effect in 

which internalized tonal structures influence processing of subsequent tones, independent 

of the spectral similarities between the prime and the target (Bharucha & Stoeckig, 1987; 

Bigand et al., 2003). Tonal priming has been likened to semantic priming in linguistics, in 

which the effectiveness of a prime depends on the relationship of its meaning to that of 

the target rather on their perceptual similarity (Hutchins & Palmer, 2008). In the case of 

the diatonic contexts, the familiar pattern of tones in the context activates the concept of a 

major key, which provides facilitated processing for the target tone which is the tonic 

note of that key.  
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As demonstrated in these experiments and in previous studies (e.g. Faulkner, 1985; 

Micheyl & Oxenham, 2004; Moore & Glasberg, 1990; Ritsma, 1963), listeners perform 

more poorly in pitch discrimination tasks when the timbres of the tones differ than when 

timbres are the same. Micheyl and Oxenham (2004) modeled this difference in terms of 

an internal noise termed an ―across-region comparison‖ noise. This across-region 

comparison noise is present when the timbres of tones being compared differs, and is in 

addition to the encoding noise, which is assumed to be more peripheral, and is present in 

any F0 estimation. Since there is stronger evidence that the diatonic context provides a 

benefit in comparisons of different-timbre tones than same-timbre tones, it is 

hypothesized that the context helps to reduce or counteract the effect of this across-region 

comparison noise. The tonal context may therefore provide a framework against which 

both the comparison and target tone can be measured independent of timbre difference. 

Repeated Tone Context Effect 

A repeated tone context also provided a processing benefit. In Experiment 7 the 

repeated tone context provided a benefit over all other contexts only when the timbre of 

the comparison and target tones were the same. Any benefit it provided to different-

timbre tone pairs in experiments 7 and 8 was not sufficiently strong to be significant. This 

is consistent with the findings of Warrier and Zatorre (2002), who asked listeners to rate 

pitch differences between tones in isolation, in a melodic context, or in the presence of a 

tone sequence which included the target tone. They found that regardless of the length of 

the tone sequence, performance in the tone sequence condition was intermediate between 

that of the isolated and melodic contexts - it provided some benefit to pitch processing, 

but less benefit than a tonal context. The benefit of the repeated tone context can best be 

explained as a reduction in the internal noise involved with encoding the pitches to be 

compared. This sensory priming may be provided by giving the listeners additional 

―looks‖ at the tones to be compared (Viemeister & Wakefield, 1991), though White and 

Plack (1998) show that increasing the duration of a tone with resolved harmonics beyond 

80 ms does not improve pitch discrimination. A greater benefit of such sensory priming 

for same-timber over different-timbre tone pairs is consistent with previous work on 
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sensory priming which has shown that the strength of sensory priming depends on the 

perceptual similarity between the prime and the target (Bergerbest, Ghahremani, & 

Gabrieli, 2004; Church & Schacter, 1994), and may therefore be less effective when the 

comparison involves a sound with a timbre that is very different from that of the 

repeated-tone prime. 

Whole-tone Context Effect 

The whole-tone context impaired discrimination for same-timbre tones in 

experiment 7 as compared to the click context, and impaired discrimination for different-

timbre tones in experiment 8 as compared to the diatonic and repeated tonic contexts. The 

intent in using a whole-tone contrast was to provide a contrast to the diatonic context by 

presenting a context which included a similar frequency span and was equally predictable 

as the diatonic context, but which did not activate the concept of a tonal center, and 

therefore did not provide priming for the comparison and target tones based on over-

learned tonal hierarchies of Western music. It is true that the whole-tone scale does not 

itself have a tonal center. However, the short context used in these experiments could be 

interpreted in two ways. The four notes of the context could be perceived as the relatively 

unfamiliar whole-tone scale - which is then continued well by the comparison tone. 

Alternately, the four notes in the context could be perceived as part of a diatonic scale - 

specifically scale degrees ti, la, sol, and fa. In this case, the comparison tone is not 

perceived as the continuation of a whole-tone scale, but can be perceived as pitch which 

belongs to a different key than the context, it would be a flat version of the third scale 

degree (mi). This seems less likely, as descending passages in music rarely begin on the 

leading note (ti). In either case, the whole-tone conditions provide a context in which 

there is either no well-defined tonal center or in which tonal expectations are violated, 

thus ensuring that no benefit can be gained from over-learned tonal hierarcies. Future 

work could compare the effect on pitch perception of a context which truly does not elicit 

a tonal center with the effects of contexts designed to elicit a tonal center which is then 

violated. However, given the relatively small effect sizes, it may be found to be 
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impractical to distinguish between these possibilities in comparison with a no-context 

condition. 

Predictability 

In experiments 6 and 7, all contexts were equally predictable. Experiment 8 tested 

whether the facilitation of processing from a context was affected by the context‘s 

predictability by creating a predictable (descending) and unpredictable (random-order) 

versions of the diatonic and whole-tone contexts. No effect of the predictability of the 

context was found in the data. This finding suggests that effects of tonality, or a lack of 

tonality, are stronger than the effects of predictability, but does not conclusively rule out 

a role for predictability in the effect of contexts. The random contexts used in this study 

included four predictable tones in a random order. A greater degree of unpredictability, 

from more potential tones or from uncertainty along another dimension such as time, may 

modulate the effect that a pitched context has on discrimination of F0 differences. 

Summary 

Using measures of sensitivity and response time, we were able to observe some but 

not all of the effects found by Warrier and Zatorre (2002). In two out of our three 

experiments, a melodic context generated a slight improvement in pitch discrimination, 

but only for different-timbre tone pairs. Differences between the results presented by 

Warrier and Zatorre and those presented in this chapter may indicate that the former were 

driven by changes in response criteria rather than in sensitivity to pitch differences. 

Alternately, the effects of tonal priming on pitch discrimination may be subtle and the 

ability to measure them may be dependent upon the particulars of the experimental 

conditions.  

The facilitation effect of the diatonic descending context when compared to the no-

context condition found in experiment 6 was somewhat weak, and the significant effect 

was not replicated in experiment 8. While previous studies which generated a tonal 

context using harmonic priming have shown that harmonic priming can be elicited with a 

single chord (Bharucha & Stoeckig, 1986, 1987), a longer prime sequence may provide 
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stronger global tonality cues and access to more subtle effects of tonality (Bigand & 

Pineau, 1997; Bigand et al., 2003; Tillmann, Janata, Birk, & Bharucha, 2003; Tillmann, 

Koelsch, et al., 2006). It is possible that the length of a prime sequence is more important 

when the prime is melodic since a single tone carries less tonal information than the 

chords in harmonic prime sequences. Indeed, the tonal facilitation noted by Warrier and 

Zatorre (2002) was produced with longer and more rhythmically varied melodies than 

those used in the current experiments, and the authors noted that the richness of the 

melodic and rhythmic structures in the melody is likely to have increased the pitch 

discrimination facilitation. It is possible that the short, simple contexts used in this study 

provided listeners with insufficient information to reliably generate tonal priming. 

Therefore, the next experiment will use contexts more closely modeled after those used in 

Warrier and Zatorre. 
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Chapter 5: Experiment 9 - Ratings and Discrimination of Same- and Different-

timbre Tones in Isolation or Following a Melody 

Warrier and Zatorre (2002) found that a musical context aids in the perception of 

pitch differences in the presence of a timbre difference, but it is difficult to determine the 

extent to which the differences they report in ratings between isolated and melodic 

context conditions reflect an increase in sensitivity to pitch changes, rather than simply a 

shift in a listener‘s criterion or bias. The experiments presented in chapter 4 attempted to 

resolve this ambiguity by presenting listeners with tone pairs in isolation or in a musical 

context and measuring listeners‘ choice response times and sensitivity to pitch 

differences. In the first two experiments of chapter 4 the presence of a brief tonality-

inducing context yielded a small improvement in pitch discrimination performance for 

different-timbre tones over performance in isolation, but this difference was not 

significant in the third experiment. 

Although the studies presented in chapter 4 of this dissertation were informed by 

Warrier and Zatorre (2002), our findings did not consistently support the conclusions of 

that study that a musical context provides a significant benefit to pitch discrimination in 

the presence of a timbre difference. Several differences stand out between these studies 

which may contribute to the difference between our findings. First, our previous studies 

used detection theory methods in measuring thresholds and estimating d′, while Warrier 

and Zatorre based their conclusions on the subjective ratings of listeners. Second, the 

participants in Warrier & Zatorre had little musical training, while the musical training of 

our participants ranged from 0 to more than 15 years of musical study. Third, the stimuli 

of the studies — specifically the content of the tonal context and the spectral filtering 

used to change the timbre of the tones — differed. 

In the present study, we aimed to replicate the findings of Warrier and Zatorre 

(2002) by following their study as closely as possible in method and tonal context, while 

using the same spectral filtering used in our previous studies. At the same time, we aimed 

to extend the findings of Warrier and Zatorre by using detection theory methods to 

measure discriminability, and separate it from possible response biases. In addition to 
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replicating the subjective rating procedure of Warrier and Zatorre, we also added a two-

alternative forced-choice procedure to determine listeners‘ ability to discriminate the F0 

of different-timbre tones, and to compare this ability to their subjective ratings of the 

similarity of tones‘ pitches. This study also extends the findings of Warrier and Zatorre 

by comparing the results of listeners with less than two years of musical training with 

those of listeners with ten or more years of musical training. 

Twenty-four listeners, half musically trained and half with up to one year of 

musical training, compared the pitches of same- and different-timbre tone pairs presented 

either alone or following a brief melody. Comparisons were made using both the rating 

procedure described by Warrier and Zatorre (2002) and a two-alternative forced-choice 

procedure. We found that performance was better when tones had the same timbre, when 

the F0 difference between tones was greater, when tones in a pair were presented 

following a musical context, and when listeners had more musical training. Additionally, 

the difference between pitch discrimination of same-timbre and different-timbre tone 

pairs decreased in the presence of a melodic context and when listeners begin the 

experimental session with a block of trials including a melodic context. Subjective ratings 

were affected by the presence of a musical context, and the increase in ratings with 

increasing F0 difference was modulated by timbre difference between the tones, the 

presence of a context, and by whether a listener‘s first block of trials included a melodic 

context. 

Method 

Stimuli 

The stimuli were pairs of 500-ms harmonic complex tones filtered into one of two 

spectral regions. ‗Low‘ spectral region tones were lowpass filtered using an 8
th

-order 

Butterworth filter with a cutoff frequency of 700 Hz, to allow at least three audible 

harmonics within the passband. ‗High‘ spectral region tones were bandpass filtered 

between 1150 and 3500 Hz, using a 6
th

-order Butterworth highpass and 8
th

-order 

Butterworth lowpass filter, respectively. These filters allowed some resolved harmonics 
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to be included in the high complex for all F0s used in this experiment (e.g., Houtsma & 

Smurzynski, 1990). The lowest harmonic included in the high complex varied with the 

F0, but was always between the fifth and the seventh. Components that would have been 

attenuated more than 10 dB by the filtering were not generated. Tone pairs were 

presented in all four possible timbre combinations (low-low, low-high, high-low, high-

high) separated by a 20 ms silent gap. The first note in each pair had a fundamental 

frequency corresponding to one of the six whole tone steps starting at C4 (261.63 Hz) and 

continuing to A#4 (466.16 Hz), and the second had either the same F0, or was 17, 35, or 

52 cents higher than the first tone. Tone pairs could be presented either in isolation or at 

the end of a short melody played in the timbre of the first tone of the pair. Melodies were 

presented following strict rules of tonality and did not include the notes in the pair. 

Melodies were transposed such that the first tone in the pair was the tonic, and the 

melody led the listener to expect the tonic in that position. Melodies included the two 

melodies presented in Warrier & Zatorre (2002), as well as two additional melodies 

following similar patterns, all of which are presented in figure 15. 

Participants 

Listeners were recruited via flyers and an online posting from the university 

community. Ages ranged from 18 to 32 (M=22, SD=.87). All had normal pure-tone 

thresholds, as determined by an audiometric screening, and were able to discriminate 

between Low timbre pitches of at least one semitone. Half of the participants were 

musically untrained — defined as reporting less than 2 years of lessons on a musical 

instrument (M=0.58), and half were trained — defined as reporting 10 or more years of 

lessons on a musical instrument (M=12.42). 

Procedure 

Listeners sat in a sound-attenuating booth and listened to tones generated on a 

computer and presented over HD580 headphones (Sennheiser, Old Lyme, CT). The 

difference between pitch and timbre was explained, with an example given of two 

instruments which can play the same pitch and the difference in sound being timbre. 
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They were instructed to ignore the timbre of the tones and make judgments based solely 

on the pitch dimension. Test trials were presented in four blocks (tones-only rating, 

tones-only 2AFC, melody rating, melody 2AFC), in counterbalanced order. Blocks were 

counterbalanced using a Latin-square design, and could be presented in one of four 

orders: 1234, 2143, 3421, or 4312 where 1=No-context 2AFC, 2=Melody context 2AFC, 

3=Melody context Rating, and 4=No-context Rating. 

Each block was preceded by practice trials — six trials for 2AFC blocks and eight 

for Rating blocks — after which participants could ask for clarification of the task if 

required. Prior to each block of trials, participants were given verbal instructions as well 

as presented with instructions on the computer. Trials were presented using Eprime 2.0 

software (Psychology Software Tools, Inc, Sharpsburg, PA). Sound examples were 

created using Matlab (Mathworks, Natick, MA), and saved as .wav files for presentation 

within the EPrime 2.0 environment. The entire testing session lasted approximately 90 

 

Figure 15. Melodies used in experiment 9. 

Melodies shown here in musical notation with tone pairs at C4 (261.63 Hz). The top 

two melodies are taken from Warrier and Zatorre (2002). Melodies were presented 

transposed such that tone pairs were presented at six whole-tone steps from C4 to 

A#4 (466.16 Hz). 
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minutes, and participants were encouraged to take breaks as needed. Participants were 

compensated with cash or extra credit in a psychology class. 

Two-alternative forced-choice task. Tone pairs were presented in all possible 

combinations of timbre pairing (high-high, high-low, low-low, low-high), first tone 

fundamental frequency (C4, D4, E4, F#4, G#4, A#4), and change in F0 (17, 32, or 52 

cents), for a total of 72 tone pairs. Each pair was presented in a dual-pair 4IAX procedure 

in which the one interval contained a pair with a difference in F0 and the other interval 

contained a pair with the same F0. Each pair started on a different fundamental 

frequency, but both tone pairs shared the same timbre pairing. Listeners indicated which 

tone pair contained a pitch difference using buttons on a response box, and were given 

feedback about the accuracy of their response after each trial. Listeners completed two 

blocks of trials in counterbalanced order, each containing all of the tone pairs: one block 

of pairs presented in isolation and one block of pairs presented at the end of a short 

melody as described in the stimuli. 

Rating task. Tone pairs were presented in all possible combinations of timbre 

pairing (4), first tone fundamental frequency (6), and change in F0 (4), for a total of 96 

tone pairs. Due to a programming error, 95 tone pairs were rated in the melody condition 

– one fewer trial was presented with a mistuning of 52 cents. Tone pairs were presented 

in random order. After hearing a tone pair once, listeners used a response box to indicate 

whether the pitch of the two tones was the same or different. If listeners indicated that the 

tones had different pitch, they then rated how different the pitches were on a scale from 

1-3 where 1 was ―slightly different‖ and 3 was ―very different.‖ In making these ratings, 

listeners were asked to use the whole range, keeping in mind the size of pitch differences 

heard over the course of the experiment. Listeners completed two blocks of ratings in 

counterbalanced order, each containing all of the tones: one block of pairs presented in 

isolation and one block of pairs presented at the end of a short melody as described in the 

stimuli. 
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Results 

Two-alternative Forced Choice 

A 3-way RMANOVA was conducted on the 4IAX d′ values from the 2AFC 

portion of the experiment using factors of context (no-context or melody context), timbre 

difference (same timbre or different timbre), and degree of mistuning (17, 35, or 52 

cents), and also including musical training group as a between-subjects factor. 

Averaged results for musicians and non-musicians are shown in Figure 16 as 

4IAX (Micheyl & Messing, 2006 see also p. 17 this dissertation) d′ scores and in Figure 

17 as percent correct. The main effects of timbre, mistuning, and context were all 

significant; listeners were better able to discriminate between tone pairs having the same 

F0 and tone pairs with different F0s when both tones in the pair shared the same timbre 

than when the timbres differed, F(1,22)=44.58, p<.001, ηp
2
=.67, and discrimination 

between tone pairs improved as the F0 difference increased, F(2,44)=28.40, p<.001, 

ηp
2
=.56. Additionally, pitch differences in tone pairs presented after a melodic context 

were more accurately discriminated than tones presented in isolation, F(1,22)=12.30, 

p=.002, ηp
2
= .36. The presence or absence of a musical context also modulated the effect 

 

Figure 16. Averaged discrimination results for musicians (A) and nonmusicians (B) 

in the 2AFC task of experiment 9. 

Results are shown as 4IAX d′ at each level of mistuning (17, 35, and 52 cents) for 

tone pairs presented in isolation (triangles) and following a brief melody (circles). 

Tone pairs with the same timbre are shown with filled symbols and tone pairs with 

different timbres are shown with open symbols. Error bars are ±one standard error. 
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of timbre; the difference in performance between tones of the same timbre and of 

different timbres was greater when the tones were presented in isolation than when the 

tones were presented following a melody, F(1,22)=11.11, p=.003, ηp
2
=.34. 

Musical training had a significant effect on listeners‘ ability to discriminate tone 

pairs — musically trained listeners were better able to accurately detect differences in 

pitch than were non-musicians, F(1,22)=12.58, p=.002, ηp
2
=.36. Neither the main effect 

of melodic context, nor the level of mistuning had a significant interaction with musical 

training (context F(1,22)=1.26, p=.27, mistuning F(2,44)=.42, p=.66), and a trend for 

musicians to be less affected by timbre differences than non-musicians did not reach 

significance F(1,22)=3.83, p=.06. However, the interaction between melodic context and 

timbre did differ depending on whether listeners had 10 or more years of musical 

training. While non-musicians showed improved discrimination in the presence of a 

melody both in the same timbre and in the different timbre conditions, musicians‘ 

performance improved in the presence of a melody for tone pairs of different timbre but 

not for tone pairs of the same timbre, perhaps because of ceiling effects, F(1,22)=4.68, 

p=.04, ηp
2
=.175. 

 

Figure 17. Averaged proportion correct scores for musicians (A) and nonmusicians 

(B) in the 2AFC task of experiment 9. 

Results are shown at each level of mistuning (17, 35, and 52 cents) for tone pairs 

presented in isolation (triangles) and following a brief melody (circles). Tone pairs 

with the same timbre are shown with filled symbols and tone pairs with different 

timbres are shown with open symbols. Error bars are ±one standard error. 



 

 89 

Ratings 

A 3-way RMANOVA was conducted on the ratings given during the ratings 

portion of the experiment using factors of context (no-context or melody context), timbre 

difference (same timbre or different timbre), and degree of mistuning (0, 17, 35, or 52 

cents), and also including musical training group as a between-subjects factor. The test 

for violation of sphericity was significant for mistuning and for the interaction between 

timbre and mistuning, so the Huynh-Feldt correction was used in the reported p values, 

although the original degrees of freedom are reported. 

Averaged ratings for musicians and non-musicians are shown in figure 18. 

Average ratings of musicians and non-musicians were the same, F(1,22)=.00, p=.96, 

ηp
2
=.00. Listeners rated tone pairs preceded by a melody as slightly more different than 

those presented in isolation, F=10.79 p=.003 ηp
2
=.33 regardless of how much musical 

experience they had. This difference due to context interacted significantly with the 

degree of mistuning between tone pairs, F(3,66)=3.06 p=.04 ηp
2
=.12. The difference 

between no-context and melodic context conditions was greater for mistunings of 35 and 

52 cents than for pairs that were in tune or mistuned by 17 cents. There was no difference 

in this interaction between musical training groups. 

 

Figure 18. Average listener ratings of pitch difference for musicians (A) and 

nonmusicians (B) in the rating task of experiment 9. 

Results are shown at each level of mistuning (0, 17, 35, and 52 cents) for tone pairs 

presented in isolation (triangles) and following a brief melody (circles). Tone pairs 

with the same timbre are shown with filled symbols and tone pairs with different 

timbres are shown with open symbols. Error bars are ±one standard error. 
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Listeners‘ ratings of pitch difference increased with F0 mistuning, 

F(3,66)=138.61 p<.001 ηp
2
=.86; however the magnitude of the increase differed between 

musically trained and nonmusician listeners, F(3,66)=12.04, p<.001, ηp
2
=.35. 

Nonmusicians rated 0 and 17 cent deviations as having greater difference in pitch than 

did musicians, and the pattern was reversed for mistunings of 35 and 52 cents. Thus, 

musicians‘ ratings of pitch differences extended over a broader range than those of non-

musicians. 

The presence of a difference of timbre between tones in a pair did not 

significantly affect the rating of its pitch difference, F=.02 p = .92, though there may be a 

trend for the effect of timbre to differ between the two musical training groups, 

F(1,22)=3.13, p = .09, ηp
2
=.13. There was a significant interaction between timbre and 

mistuning, F(3,66)=17.94, p<.001, ηp
2
=.45; the degree to which listeners increased their 

ratings with increasing F0 deviation was greater for same-timbre tones than for different-

timbre tones. 

Same-Different d′ Calculated from Ratings Procedure 

The first question posed in the Ratings procedure asked listeners to decide if the 

two tones had the same or different pitch. Figure 19 shows the average proportion of 

correct same/different judgments made by musicians and by nonmusicians. Based on 

listeners‘ responses to this question, values of d′ were calculated for each level of 

mistuning using a formula for same-different judgments with pitch changes in one 

direction [d′=√2*(normsinv(H)-normsinv(F))] where H is the proportion of different-

pitch tone pairs correctly identified as having different pitches and F is the proportion of 

same-pitch tones identified as having different pitches. Because some listeners had zero 

false alarms, a loglinear correction (Hautus, 1995) was applied to all d′ calculations. For 

each d′ calculation, 0.5 was added to the count of hits or false alarms and 1 was added to 

the number of trials being counted. The averaged d′ results are shown in figure 20.  

A 3-way RMANOVA was conducted on these loglinear corrected same-different 

d′ values using factors of context (no-context or melody context), timbre difference (same 

timbre or different timbre), and degree of mistuning (17, 35, or 52 cents), and also 
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including musical training group as a between-subjects factor. Tests of sphericity yielded 

significant results, so the Huynh-Feldt corrected values are reported. 

All main effects were significant. Musically trained listeners were better able to 

correctly discriminate between trials in which tones in a pair had the same F0 and trials in 

which the F0 differed between tones, F(1,22)=11.60, p=.003, ηp
2
=.35. Discrimination 

was improved when tones were presented following a melodic context versus when tones 

were presented in isolation, F(1,22)=9.68, p=.005, ηp
2
=.31. Listeners were better able to 

discriminate tone pairs when the tones had the same timbre as each other than when the 

timbres differed, F(1,22)=45.66, p<.001. Values for d′ also increased as mistuning 

increased, F(2,44)=77.05, p<.001, ηp
2
=.78 — all levels of mistuning were significantly 

different from all others. There was no significant interaction between any one of the 

within-subjects factors and the between-subject factor of musical training (context: 

F(1,22)=3.13, p=.09; timbre: F(1,22)=2.36, p=.14; mistuning: F(2,44)=2.29, p=.14). 

Several within-subjects factors interacted significantly. For both musical training 

groups, different-timbre tone pairs showed improved discriminability following a musical 

context as compared to different-timbre tone pairs played in isolation, while 

discrimination of same-timbre tone pairs did not change depending on context, 

F(1,22)=7.61, p=.01. ηp
2
=.26. For different-timbre tones we also found a greater increase 

 

Figure 19. Average proportion correct on same-different judgment in rating task of 

experiment 9. 

Proportion correct is shown for musicians (panel A) and nonmusicians (panel B) 

judging tone pairs with the same (filled symbols) or different (open symbols) 

timbres which were presented either in isolation (triangles) or following one of four 

brief tonal melodies (circles). Error bars show ± one standard error. 
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in discriminability as mistuning increased than was found for same-timbre tones, 

F(2,44)=4.31, p=.02, ηp
2
=.16. This interaction between timbre and mistuning differed 

significantly between musical training groups, F(2,44)=6.71, p=.003, ηp
2
=.23: changes 

due to mistuning were similar in both groups when tones had the same timbre, while for 

different-timbre tone pairs musicians showed greater increases in discriminability due to 

increases in mistuning than did non-musicians. There was no significant interaction 

between context and mistuning, F(2,44)=2.62, p=.09, ηp
2
=.11 The three-way interaction 

between context, timbre, and mistuning was significant, F(2,44)=5.06, p=.01, ηp
2
=.19. 

For same-timbre tone pairs, listeners improved between 17 and 35 cent mistuning, but not 

between 35 and 52. In addition, only at 17 cents mistuning did performance improve in 

the presence of a melody. However, for different-timbre tone pairs performance 

improved as mistuning increased from 17 to 35 and from 35 to 52, and at all levels of 

mistuning was better for the melodic context trials than the no-context trials. This 

interaction did not differ with musical training, F(2,44)=2.48, p=.10, ηp
2
=.10.  

The RMANOVA results for ratings, same-different d′, and 4IAX d′are 

summarized in Table 2. 

 

Figure 20. Average same-different discrimination based on response in the rating task 

of experiment 9. 

Loglinear corrected values of d′ are shown for musicians (panel A) and nonmusicians 

(panel B) judging tone pairs with the same (filled symbols) or different (open symbols) 

timbres which were presented either in isolation (triangles) or following one of four 

brief tonal melodies (circles). Error bars show ± one standard error. 



 

 93 

Effects of Presentation Order 

In this experiment, counterbalancing was used to ensure that observed effects 

could not be attributed solely to the order in which tasks were completed. However, since 

listeners completed conditions in one of four orders that were counterbalanced with 

respect to the task being completed (2AFC or Rating task) and to whether a listener‘s first 

 

2AFC d’ Same-different d’ Ratings 

Main effects F p ηp
2
 F p ηp

2
 F p ηp

2
 

Music training 12.58 0.002 0.36 11.54 0.00 0.34 0.00 0.96 0.00 

Context 12.30 0.002 0.36 17.02 0.00 0.44 10.79 0.003 0.33 

Timbre 44.5 0.001 0.67 51.00 0.00 0.70 0.01 0.92 0.00 

Mistuning 28.40 0.000 0.56 87.61 0.00 0.80 138.61 0.000 0.86 

Interaction 
effects 

         

Context * timbre 11.11 0.003 0.34 3.53 0.07 0.14 0.38 0.55 0.02 

Context * 
mistuning 

1.82 0.18 0.08 0.10 0.89 0.01 3.06 0.04 0.12 

Timbre * 
mistuning 

0.79 0.46 0.04 1.55 0.22 0.07 17.94 0.000 0.45 

Context * timbre * 
mistuning 

0.27 0.76 0.01 0.41 0.66 0.02 1.45 0.24 0.06 

Interactions with 
training 

         

context 1.26 0.27 0.05 3.55 0.07 0.14 0.07 0.79 0.00 

timbre 3.83 0.06 0.15 2.15 0.16 0.09 3.13 0.09 0.13 

mistuning 0.42 0.66 0.02 2.53 0.12 0.10 12.04 0.000 0.36 

context * timbre 4.68 0.04 0.18 0.02 0.89 0.00 0.38 0.55 0.02 

context * 
mistuning 

1.80 0.18 0.08 1.09 0.34 0.05 1.30 0.28 0.06 

timbre * mistuning 2.16 0.13 0.09 6.52 0.00 0.23 1.83 0.17 0.07 

context * timbre * 
mistuning 

1.79 0.18 0.08 1.93 0.16 0.08 2.45 0.07 0.10 

Table 2. Summary of RMANOVA statistics for experiement 9. 

Includes statistics for d′ calculated based on the 2AFC task and from the same-

different judgment in the rating task, as well as statistics based on subjective 

ratings. Significant effects at α=.05 are indicated in bold. 
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block involved a No-Context or Melodic trial, it is possible to check whether either of 

these factors affected listeners‘ results. Doing so may provide insights into the 

mechanisms of the effects or guide the design of future experiments. 

To test for an effect of whether listeners began trials with 2AFC blocks or with 

Rating blocks, a RMANOVA with within-subject factors of context, timbre, and 

mistuning and a between-subject factor of whether 2AFC or Rating tasks were completed 

first was conducted on Rating, Same-Different d′, and 4IAX d′. Neither the main effect of 

the between-subjects factor nor any of the interactions was significant for 4IAX d′ values 

from the 2AFC task, same-different d′ from the rating task, or ratings.  

To test for an effect of whether listeners began trials with a block involving a 

melodic context, a RMANOVA with within-subject factors of context, timbre, and 

mistuning and a between-subject factor of whether the first task included a melodic 

context or judgments of tones in isolation was conducted on Rating, Same-Different d′, 

and 4IAX d′. It showed a significant interaction between context in the first block and 

timbre of the tones for d′ values in both the 2AFC and the ratings task (2AFC: 

F(1,22)=11.42, p=.003, η
2
=.34; rating: F(1,22)=7.22, p=.01, η

2
=.25). Listeners performed 

similarly on same-timbre trials, but listeners whose first block of trials had a melodic 

context performed better on different-timbre trials than did listeners whose first block of 

trials had no-context trials. The analysis of the 2AFC d′ values, but not the Rating d′ 

values, also yielded a trend for an interaction between context and timbre depending on 

whether the first task involved judgment of tones following a melody, F(1,22)=3.94, 

p=.06, η
2
=.15.  

In the ratings task, the first task having a melody had a significant interaction with 

the mistuning and timbre, F(2,44)=4.94, p=.01, η
2
=.18. Both sets of listeners gave similar 

ratings on same-timbre trials, but listeners differed in their ratings of different-timbre 

trials. Both sets of listeners rated different-timbre in-tune trials similarly. Listeners who 

started with a melody-context block rated different-timbre mistuned trials similarly to 

equivalent same-timbre trials, while listeners who started with a no-context block of trials 
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rated different-timbre trials with 35 cent and 52 cent mistunings as having less pitch 

difference than in same-timbre trials. 

Discussion 

This study had three goals: First, to extend the findings of Warrier and Zatorre 

(2002) by using detection theory methods to measure the effect of a melodic context on 

pitch discrimination of same- and different-timbre tones; second, to replicate Warrier and 

Zatorre (2002)‘s finding of an improvement in pitch discrimination for different-timbre 

tones following a melodic context in an experiment based on their method and tonal 

context while using the same spectral filtering used in our previous studies; and third, to 

assess the effect of musical training on the influence of tonal contexts on pitch 

discrimination.  

In agreement with Warrier and Zatorre (2002), discrimination data calculated 

from the 2AFC and rating tasks showed that listeners were better at detecting F0 

differences between same-timbre tones than between different-timbre tones and that 

discrimination was generally better for tones presented following a musical context. The 

presence of a musical context improved discrimination overall, but in the 2AFC task this 

improvement was significantly greater for the different-timbre tone pairs – an effect that 

was only marginally significant for the same-different d′ scores. The discrimination 

advantages of same-timbre tones and of tones presented in a context were reflected in the 

rating task as significant interactions between timbre and mistuning and between context 

and mistuning. The rating data also revealed a tendency for listeners to rate tones 

presented in a musical context as more different in pitch than tones presented in isolation, 

but did not reveal any tendency for listeners to rate different-timbre tone pairs as more 

different in pitch overall than same-timbre tone pairs. 

As expected, musically trained listeners demonstrated better pitch discrimination 

than did non-trained listeners. However, we found no evidence that untrained listeners, 

on average, gave higher ratings to different-timbre tones than did musically trained 

listeners. We did find evidence that musical training modulated the interaction of timbre 
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with other factors, but were unable to come to a strong conclusion about the interaction 

because the results differed by task. 

Effect of Melodic Context on Pitch Discrimination 

Discrimination data from the 2AFC and rating tasks showed similar patterns in 

listeners‘ ability to discriminate pitch differences. In both tasks, listeners with extensive 

musical training were overall better at detecting differences in F0, listeners‘ performance 

improved with greater difference in F0 between the two tones being compared, and 

listeners were better at detecting F0 differences between same-timbre tones than between 

different-timbre tones. In addition to these well-established effects, in both tasks we 

found that discrimination was better for tones presented following a musical context and 

that the effect of the melodic context was dependent to some extent on the timbre 

difference between the tones being compared.  

The main effect of context is consistent with the results of Warrier and Zatorre 

(2002; Warrier & Zatorre, 2004), and with some of our experiments in chapter 4. The 

difference between the benefit gained by a melodic context in the same- and different-

timbre trials is consistent with findings of experiment 6, which only found a benefit of a 

melodic context when timbres between tones differed, and with the results of Warrier and 

Zatorre (2004), which showed a melody providing a greater benefit to comparisons of 

different-timbre tones than to same-timbre tones. Although the longer melodic context 

used in this study did yield a significant effect, the size of this effect is similar to the 

effect sizes observed in chapter 4. For the main effect of context, values of ηp
2
 in 

experiment 4 ranged from 0.24 to 0.32, while in chapter 5 they were 0.36 and 0.31 for the 

2AFC and same-different d′ respectively. For the interaction between timbre and context, 

ηp
2
 in experiment 6 was 0.25, and for 2AFC and same-different d′ in the current chapter 

values were 0.34 and 0.26. Given the small effect sizes observed here and in previous 

studies (e.g.Marmel et al., 2010), it is likely that the effect of a melodic context on pitch 

discrimination is subtle. It may require a significantly longer context or a stronger tonal 

manipulation in the form of a harmonic context (i.e., chords rather than just single notes) 

to generate stronger effects. 
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One explanation for the differential effect of context on same- and different-

timbre tones is that at the F0 differences tested in this study there was no room for 

improvement in the performance of same-timbre tone comparisons. However, while 

same-timbre tone comparisons with no context were better than different-timbre 

comparisons, many listeners did not achieve perfect performance.  

Comparison of Rating Results with those in Warrier and Zatorre (2002) 

One of the goals of this study was to replicate the rating results of Warrier & 

Zatorre (2002) using stimuli with the spectral profiles used in Borchert, Micheyl and 

Oxenham (2011). To this end, we presented tones in a rating procedure that followed the 

procedure described in Experiment 1 of Warrier & Zatorre while using melodic contexts 

modeled after those presented in Experiment 4 of that study. While care was taken to 

follow Warrier and Zatorre closely, the two studies were not identical. Some procedure 

differences will be addressed following a comparison of the results of these two studies. 

We found that listeners rated tones presented in a musical context as being more 

different in pitch than tones presented in isolation. Since most of the data points included 

an F0 difference, this effect is also consistent with a melodic context improving listeners‘ 

tendency to increase their ratings of pitch difference as F0 difference increased. We also 

found that timbre difference affected the degree to which listeners increased their pitch-

difference rating as F0 difference between tones increased, but did not increase average 

ratings of pitch difference overall. Instead, the difference in ratings associated with an 

increase in mistuning was greater for same-timbre pairs than different-timbre pairs; we 

saw that ratings of different-timbre tone pairs was higher for 0 and 17 cent mistunings but 

not for 35 and 52 cent mistunings.  

This increased differentiation between ratings in the presence of a tonal context is 

consistent with the findings of Warrier & Zatorre (2002). However, in contrast to our 

finding of an interaction between how mistuning and timbre affected ratings, Warrier and 

Zatorre found that ratings of tones with different timbres were higher than those for the 

same-timbre tone pairs for all degrees of mistuning (including no mistuning), suggesting 

that listeners attributed a shift in spectral shape to a shift in pitch. The source of this 
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difference between the two sets of results is not obvious, but could lie in differences 

between instructions, between-group differences in the sensitivity to F0 differences in 

same-timbre tones, or differences between experiments in the salience of the timbre 

difference. These three possibilities are addressed in turn below. 

Both sets of participants were instructed to attend to differences in pitch and 

ignore timbre differences. The listeners in Warrier and Zatorre (2002) were presented 

with examples of the sounds during instruction, while listeners in the current experiment 

were given a verbal description of the meaning of timbre versus pitch; both sets of 

listeners completed practice trials. It is difficult to discern a mechanism by which a verbal 

description would provide listeners with a better ability to differentiate between timbre 

and pitch differences in the stimuli than would sound examples. 

When compared with the results from Experiment 1 of Warrier & Zatorre, the 

listeners in the present study showed a greater ability to differentiate degrees of 

mistuning in the same-timbre condition. Based on post-hoc analyses of the rating data, 

Warrier & Zatorre concluded that listeners were unable to detect 17 cent deviations, 

could detect 35 cent deviations only in the melodic context, and could detect 52 cent 

deviations in both the isolated and melodic context. Assuming a threshold of d′=1, non-

musician listeners in the current study were able to detect all F0 deviations when the 

timbres were the same. This is also reflected in higher ratings of pitch difference given by 

listeners in the current study for same-timbre tones with differences in F0, as shown in 

Figure 21.  

If the timbre difference in the current study was more salient than the difference 

in Warrier & Zatorre (2002), it could enable listeners to attribute a greater portion of a 

heard difference between different-timbre tones as due to the timbre change instead of 

pitch change. However, for different-timbre tones, listeners in Experiment 1 of Warrier & 

Zatorre were better able to detect F0 differences than listeners in the current study. The 

post-hoc analyses done by Warrier and Zatorre showed that for different-timbre tone 

pairs listeners could detect 52 cent deviations in both the isolated and melodic context 

and could detect 35 cent deviations only in the melodic context while, based on a 
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threshold of d′=1, non-musician listeners in the current study were only able to detect a 

52 cent deviation when tones were presented in the presence of a melody. 

A direct comparison of how listeners in the two studies rated different-timbre 

tones reveals that although the spectral difference between tones in the current study are 

at least as great as those of the ―large‖ timbre difference in Warrier and Zatorre (2002), 

the ratings given by nonmusicians in the current study are comparable and slightly lower 

than ratings given by Warrier and Zatorre‘s participants in Experiment 1 for tones with a 

―small‖ timbre difference. However, in Experiment 4 of Warrier and Zatorre, which 

contrasted in-tune tones with 52 cent F0 deviations and included only the same-timbre 

and ―large‖ timbre difference conditions, the different-timbre ratings of nonmusicians in 

the current study are very similar to the ratings given by Warrier & Zatorre‘s participants 

while the same-timbre 52 cent ratings remain higher than those of Warrier & Zatorre‘s 

participants. It is worth noting that in Experiment 4 of Warrier & Zatorre, the ratings for 

large timbre-difference trials are considerably lower than for similar trials in Experiment 

1. These lower ratings could be due to differences in the subject populations between the 

two studies — participants in Experiment 1 were task-naive undergraduates while 

Experiment 4 participants were graduate students, half of whom had participated in 

Experiment 3 (however, different-timbre ratings are similarly low in Experiment 3). 

 

Figure 21. Comparison of average pitch difference ratings given by listeners in 

experiment 9 and those given in experiment 1 of Warrier and Zatorre (2002). 

Ratings are shown for tone pairs presented in isolation (panel A) and following a 

tonality inducing melodic context (panel B). Data from Warrier and Zatorre 

experiment 1 include tone pairs presented with the same timbre, with a small timbre 

difference, or with a large timbre difference. Data from experiment 9 of this thesis 

include same (filled symbol) and different-timbre (open symbol) tone pairs. 
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Another explanation lies in differences between the sets of stimuli in the two 

experiments. Experiment 1 included three possible levels of timbre difference while 

Experiment 4 included two. In Experiment 1, listeners hearing a ―large‖ timbre difference 

could compare this with both same-timbre tones and with tones having a ―small‖ 

difference in timbre, and may have given it a larger rating than if they had only same and 

―large‖ timbre differences to rate. Experiment 4 of Warrier and Zatorre, like the current 

experiment, only asked listeners to rate pitch differences of same-timbre tones and tones 

with one timbre difference. 

In summary, both the current study and the series of experiments presented in 

Warrier and Zatorre (2002), found that presenting tones following a musical context 

improves discrimination of F0 differences. While Warrier and Zatorre found that ratings 

of pitch difference increased as the degree of timbre-difference between tones increased, 

we found that both timbre difference and context influenced the degree to which ratings 

increase as F0 difference increased. However, both findings support Warrier and 

Zatorre‘s conclusion ―that pitch and timbre do interact and are not completely separable 

dimensions of sound‖ (p. 205). 

Influence of Musical Training 

The current study included a group of musical novices as well as listeners with 

over a decade of musical instruction. Consistent with studies investigating the connection 

between musical training and pitch discrimination thresholds (e.g. Micheyl et al., 2006) 

we found that listeners with more musical training were better able to detect small 

changes in pitch than were nonmusicians, and were better able to distinguish between 

different levels of mistuning in their ratings of small pitch differences. The degree to 

which musical training modulates other effects remains unclear, since the different 

measures used in this study yielded different results.  

In the 2AFC task, the difference between the influence of context on same- and 

different-timbre tone pair pitch discrimination was stronger for musically trained listeners 

than for untrained listeners. This may be due to a ceiling effect: musically trained 

listeners demonstrated very high levels of discrimination in same-timbre trials at all 
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levels of mistuning, and therefore any benefit to pitch discrimination due to greater F0 

differences or the presence of a context was difficult to measure. Therefore, while 

improvement due to a musical context could be seen for both same- and different-timbre 

tone pairs in nonmusicians, it is only in the more difficult different-timbre conditions that 

musically trained listeners demonstrated measurable improvement in discrimination. 

Therefore, this interaction with training may be due to the limitations of this experiment 

rather than a true difference in the effect of a musical context for the two groups of 

listeners. This effect was not significant in the same-different d′ data. 

In the same-different d′ values calculated from the Rating task we see a 

significant interaction between training, timbre, and mistuning. For different-timbre 

tones, musically trained listeners show a greater increase in d′ as mistuning increases than 

do non-musicians, while for same-timbre tones the improvements are similar in both 

groups of listeners. This suggests that when timbre differs between tones, musicians are 

better able to benefit from an increase in pitch difference than are non-musicians. 

In Warrier and Zatorre (2002), we noted that listeners increased their ratings as 

timbre differences increased. One hypothesis is that these untrained listeners were not 

able to distinguish between timbre difference and pitch difference. While we did find 

evidence that musical training can modulate the interaction of pitch and timbre in a 

musical context, the interaction between musical training and timbre did not reach the 

level of significance (p=.09), which means that we cannot conclude that the tonic 

increase in ratings as timbre difference increased in the Warrier & Zatorre study is due to 

a lack of musical training among their participants. Additionally, we saw differences 

between ratings of the participants in Warrier & Zatorre and nonmusician participants in 

the current study which suggest that musical training alone cannot account for the 

differences in findings between the two studies. 

Further Considerations 

Effect of order of task presentation. Although the order in which tasks were 

completed was counterbalanced across subjects to reduce the effect of task order on the 

averaged results, the effects of task order (2AFC versus rating first) and the presence of a 
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context in the first block of tasks were analyzed across individuals. In principle, since the 

2AFC task provided feedback to listeners, it is possible that listeners could use this 

feedback to improve their strategy for detecting pitch differences, and that this learning 

could affect listeners‘ performance in the rating task. However, as mentioned in the 

results, no effect of 2AFC versus rating order was found.  

In contrast, a significant effect of block order was found: Listeners whose first 

block of trials involved a melodic context demonstrated a smaller difference in 

performance between same and different-timbre trials than did listeners who began with a 

block of no-context trials. However, a lack of a significant main effect of task order 

suggests that beginning with a melody block of trials does not confer an overall 

performance advantage. It has been shown that listeners have greater difficulty 

comparing F0 of different-timbre tones than same-timbre tones and that presenting 

different-timbre tones immediately following a musical context can improve 

performance. A performance difference depending on the context in the first block of 

trials suggests that listeners who begin by listening to different-timbre tones in a melodic 

context may perform better on a different-timbre pitch discrimination tasks, even when 

the context is no longer presented. The cognitive priming, in this case melodic priming, 

which is activated in the first block of trials may continue to influence performance in 

later blocks (Bigand et al., 2003). Further study is required to confirm and further define 

this effect. It may be that any continued advantage of beginning with melody context 

trials can be explained by the greater exposure to the tones gained in the melody trials, 

which have more notes than the no-context trials. Alternately, though listeners were 

randomly assigned to groups, the difference in results may be solely due to differences 

between the two groups of listeners. A better understanding of this effect could inform 

future studies on the effect of a melodic priming context on pitch discrimination tasks.  

Comparisons of d′ between tasks. Theoretically, values of d′ are independent of 

task – d′ as a measure is preferable to percent correct because the percent correct obtained 

in one task cannot be directly compared to another task. A score of 50% correct in a two-

alternative task is chance performance, while 50% correct in a four-alternative task is 
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well above chance. In contrast, d′ is proposed as a measure of discriminability which is 

independent of task and thus allows for comparison across tasks. However, experimental 

evidence suggests discrimination estimates produced by different tasks may be unequal 

(for a brief review, see Macmillan & Creelman, 2004 pp. 181-2), suggesting room for 

improvement of signal detection models. Similarly, a direct comparison of the d′ 

estimates given by the rating (same-different d′) and 2AFC (4IAX d′) tasks reveals that 

while the pattern of results leads to similar conclusions as to the relative difficulty of 

tasks with same versus different timbre tones and of tones in isolation versus those 

presented in a context, the d′ estimates from the 4IAX method are considerably higher 

than those from the same-different task. 

Theoretical implications. We found that timbre difference affected the degree to 

which listeners increased their pitch-difference rating as F0 difference between tones 

increased, but did not increase average ratings of pitch difference overall. Instead, the 

difference in ratings associated with an increase in mistuning was greater for same-timbre 

pairs than different-timbre pairs; we saw that ratings of different-timbre tone pairs was 

higher for 0 and 17 cent mistunings but not for 35 and 52 cent mistunings. This pattern 

appears consistent with a spectral shift creating a less clear pitch percept – that is, 

increasing the internal noise of the mistuning estimate – and supports the findings of 

earlier studies of across-region F0 discrimination (e.g., Micheyl & Oxenham, 2004). If 

pitch discrimination is poorer in the presence of a spectral shift because of increased 

internal noise, it may be that the processing benefit provided by a tonal context acts to 

reduce this internal noise.  

The following chapter will further elaborate upon potential sources of impaired 

pitch discrimination in the presence of a concurrent spectral difference and will also 

outline some areas of future research suggested by this work. 
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Chapter 6: Discussion 

Overview of Results 

This dissertation investigated factors which affect listeners‘ ability to perceive and 

discriminate pitch. The experiments presented in Chapter 2 investigated the role of timing 

on pitch discrimination between tones filtered into separate spectral regions and found 

that listeners perform more poorly on sequential pitch discrimination of different-timbre 

tones than on simultaneous pitch discrimination. The results of further experiments 

suggested that during simultaneous discrimination, listeners can take advantage of a 

perceptual fusion cue which is unavailable when tones are presented sequentially. The 

results suggest that sensitivity to pitch differences is strongly affected by perceptual 

grouping. One surprising outcome was how poor some listeners, even listeners with 

musical training, were at discriminating pitch differences between sequential sounds of 

different timbres. 

Chapter 3 explored this unexpectedly poor performance further by testing the 

possibility that it was due to listeners‘ lack of familiarity with the task. No support was 

found for this possibility: after additional experience with the task, sequential pitch 

discrimination performance remained considerably poorer than simultaneous pitch 

discrimination. The second experiment of Chapter 3 tested the hypothesis that listeners 

who tend to focus on spectral pitch (―analytic listeners‖) are more susceptible to 

interference from differences in timbre than listeners who focus on the F0 (―synthetic 

listeners‖). In contrast to the predictions of this hypothesis, no significant correlations 

were found between listening mode and sequential pitch discrimination performance.  

The two remaining chapters explored the role of tonal contexts on pitch 

discrimination, with the rationale that most of our everyday experience in pitch 

comparisons is done within a wider context of a music piece or ongoing speech. In 

Chapter 4, tones were presented in isolation or following melodic contexts that varied in 

predictability and the extent to which they induced a tonal center. The results suggested 

that pitch discrimination of sequentially presented different-timbre tones is improved 
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when the tones are presented in a tonal context. Regardless of the predictability of the 

brief context, pitch perception generally improved in targets presented following a 

melodic context that established a tonal center corresponding to the pitch of the target 

tone. However, the tonal context did not significantly improve pitch discrimination for 

sequentially presented tones that had the same timbre. Instead, a context that repeated the 

comparison tone provided the most benefit. Since the tonal context is believed to provide 

cognitive priming, while the repeated-tone context provides sensory priming, one 

interpretation of these findings is that sequential different-timbre pitch discrimination is 

limited more by cognitive factors than is same-timbre discrimination. 

Although the results of the experiments presented in Chapter 4 present potentially 

interesting implications, the effects seen were rather small and effects which were 

significant in one experiment (such as a significant difference between discrimination of 

tones in isolation and tones presented after a descending diatonic scale) were not 

necessarily significant in all other experiments. Since the contexts used in Chapter 4 were 

short, Chapter 5 investigated whether stronger context, such as the longer and more 

rhythmically interesting melodies used in Warrier and Zatorre (2002), would yield more 

definitive results. Chapter 5 also tested whether the subjective rating judgments used by 

Warrier and Zatorre would be consistent with more objective measures of pitch 

discrimination. Listeners were presented with same- and different-timbre tone pairs either 

in isolation or following a brief tonal melody. They were asked either to rate any pitch 

difference between tones in the pair or to indicate which of two tone pairs included a 

pitch difference. The results supported the findings of Chapter 4 by showing that listeners 

receive a greater benefit from a tonal context when the tones differ in timbre than when 

they share the same spectrum. 

Possible Interpretations 

Mechanisms for Impairment of Different-timbre Pitch Comparisons  

One possibility is that pitch and timbre are perceptually related, such that complex 

tones with a higher spectral centroid are perceived as higher in pitch than are complex 
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tones with the same F0 and a lower spectral centroid. Studies on the interactions between 

pitch and timbre have obtained seemingly disparate conclusions. Singh and Hirsh (1992) 

found that pitch discrimination was impaired for small F0 differences when F0 and 

spectral centroid moved in opposite directions. Using a speeded Garner classification task 

(Garner, 1974, 1981), Krumhansl and Iverson (1992) also found evidence for interaction 

between pitch and timbre, as did Russo and Thompson (2005), who found that listeners 

were influenced by timbre when judging the size of musical intervals. McDermott, Lehr, 

and Oxenham (2008) found that listeners were able to recognize melodic contours 

presented as changes in spectral centroid, but only when the direction of change in 

spectral centroid was the same as the direction of change in pitch. This suggests that 

listeners map changes in spectral centroid with the idea of pitch height in a way that is 

analogous to how they map changes in pitch.  

On the other hand, other studies have suggested that the interaction between pitch and 

timbre is less direct. Semal and Demany (1991) found that pitch, but not timbre, changes 

of distractor tones influenced pitch discrimination. Similarly, Krumhansl and Iverson 

(1992) found that timbre fluctuations did not distract listeners in a pitch memory task, 

while pitch changes did cause interference in the task. Additionally, although Russo & 

Thompson (2005) found evidence for interference of timbre on pitch, they found no 

systematic influence of spectral centroid on the mean value of pitch matches, suggesting 

that the perceived pitch of a tone does not depend upon timbre. 

In the absence of a direct influence of spectral shape on pitch, an alternative 

explanation is that variations in one perceptual dimension make it more difficult to 

discriminate variations in a different perceptual dimension. In the studies presented in 

this dissertation, the timbre difference between different-timbre tones was highly salient. 

This salient timbre change may have interfered with listeners‘ ability to detect a less 

salient change in F0. Listeners may have been able to detect that a change occurred, but 

still have had difficulty determining when that change could be attributed to pitch. A 

potential for misattribution of timbre change to a change in pitch could be expected to 

decrease the detectability of pitch changes for different-timbre tones without necessarily 
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affecting judgments concerning coherent changes of the two dimensions. Note also that 

this ―change‖ hypothesis does not rely on a direct influence of spectral shape on pitch.  

A third, not mutually exclusive, possibility involves distinguishing between 

peripheral coding noise and more central noise involved in making across-object 

comparisons. Carlyon and Shackleton (1994) proposed two pitch mechanisms, one for 

resolved harmonics and another for unresolved harmonics, with a ―translation noise‖ 

associated with making comparisons between the two mechanisms. Micheyl and 

Oxenham (2004) showed that two pitch mechanisms were not necessary to explain the 

results of Carlyon and Shackleton, and instead proposed a between-region comparison 

noise which affected pitch discrimination of tones with components in different spectral 

regions regardless of whether they share the same resolvability status. However, the 

increased impairment in pitch discrimination due to a difference in timbre is not limited 

to tone pairs in which the spectra cover different regions. A difference in spectral content 

as small as two components can increase pitch discrimination thresholds (Moore & 

Glasberg, 1990). In addition, Warrier and Zatorre (Warrier & Zatorre, 2002) found 

impaired pitch discrimination for tones with spectra that overlapped but differed in 

spectral shape. So it seems that any change in the spectrum can cause impairment in pitch 

discrimination.  

 Instead of an ―across mechanism‖ or ―across-region‖ translation noise, 

there may be an ―across-object‖ comparison noise. Many of the fine sequential 

discriminations that are necessary in hearing involve following changes in a single source 

(such as a voice or instrument) over time. Timbre differences lead to the percept of two 

separate sources (Bregman, 1990), so it is possible that sequential comparisons are 

impaired if there is evidence that the sounds are from different sources, and so form 

different auditory objects; this conjecture could be modeled as a noise source specific to 

―between-object‖ comparisons. The results of Experiment 3 are consistent with this 

hypothesis in that experiment listeners had more difficulty comparing the pitches of two 

simultaneously presented different-timbre tones if one of them was ―captured‖ into a 
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separate stream from the other. These captor tones drew that harmonic complex into a 

different auditory object, disrupting the fusion cue. 

Possible Explanations for Facilitation Effect by Musical Context  

One possible reason that listeners have difficulty discriminating different-timbre tone 

pairs with a difference in pitch from those with no pitch difference is that the change in 

the timbre dimension distracts from, or is confused with, a change in the pitch dimension. 

If this is so, then we might expect that drawing listeners‘ attention to the relevant 

dimension would improve discrimination. In the experiments presented in Chapters 4 and 

5, it is possible that a musical context improved pitch discrimination for different-timbre 

tones because it drew listeners‘ attention to the pitch dimension and enabled them to 

better attend to this dimension and ignore variation in the irrelevant timbre dimension. 

However, if this were so, we would not expect to have seen a difference in performance 

between the tonal context and whole-tone context in Experiment 8. In fact we found that 

pitch variation in the precursor was not sufficient to improve listeners‘ performance: 

listeners performed more poorly when the melodic precursor included tones from the 

unfamiliar whole-tone scale than when it included tones from the familiar major scale. 

Another benefit of the melodic precursor is that it provides a tonal context which 

helps to prime certain pitches, especially the tonic (Bharucha & Stoeckig, 1986, 1987; 

Bigand et al., 2003; Marmel et al., 2010). In each instance of a tonal context in Chapters 

4 and 5, the target tone was the tonic, which is the pitch most strongly primed by a tonal 

context. Interpreted in this way, the experiments in chapters 4 and 5 suggest that this 

framework can provide priming for pitch processing that is considerably less dependent 

on timbre. The tonal framework may be activated independent of any particular spectral 

content or object assignment, and could provide a pitch discrimination benefit for 

different-timbre tones. 

Future Directions 

The alternative hypotheses outlined above suggest some paths for future research. 

One line of inquiry would be into whether pitch perception or discrimination is affected 
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by timbre differences between tones that are not mediated by spectral differences. Timbre 

research has identified several sound properties which strongly affect timbre, the most 

consistently classified of which are spectral centroid and attack time (e.g., Caclin et al., 

2006). If the disruption to pitch discrimination seen in the studies presented in this thesis 

is due to a correlation between spectral centroid and pitch perception, then a difference in 

timbre caused by a different attack time would not be expected to disrupt pitch 

discrimination. If, however, the impairment is due to misidentification of a timbre change 

as a pitch change or to between-object noise, a difference in attack time would still be 

expected to impair pitch discrimination for sequential tones. 

A second question of interest is whether the concept of an additional noise source for 

―between-object‖ comparisons can be used within a more general framework of auditory 

perception. To eliminate the contribution of internal noise due to a timbre change, it 

would be ideal to create a situation in which tones are assigned to different auditory 

objects despite having the same timbre, perhaps through sequential streaming induced by 

differences in spatial location or ear of entry. 

A separate line of inquiry would delve further into the tonal relationships between the 

context and the test tones. In Experiment 8 we contrasted a brief tonal context with a 

brief whole-tone context and found that listeners performed better following the tonal 

context. However, due to the brevity and make-up of the whole-tone context, the four 

context tones could be interpreted in two ways: as a whole-tone sequence with no tonal 

center or as a tonal sequence in a key which does not include the target tone. In the 

former case we would expect no priming since no tonal center is established, while in the 

latter case we would expect that the target tone would be particularly unexpected due to 

tonal priming of the ―wrong‖ key. A future experiment could use a longer context or a 

harmonic context to better disambiguate these two conditions and compare them with the 

effect of a tonal context with the target at the tonic pitch. 

Overall, this thesis has demonstrated a surprising impairment in listeners‘ ability to 

discriminate pitches that by musical standards should be easily discernable. This effect 

manifests, even in some trained musicians, under controlled conditions in which the 
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timbres of the two tones differ. We have shown that impairment, usually shown when the 

tones are presented sequentially, can be induced with tones presented at the same time if 

the stimuli are manipulated in ways known to encourage the two tones to be perceptually 

segregated into different auditory objects. We have also demonstrated that the strength of 

the impairment can be mitigated to some extent by presenting the tones in a melodic tonal 

context, which may better reflect the listening situation in which most listeners perform 

pitch comparisons. The specificity with which the impairment is elicited may help 

explain why these striking deficits have not been previously noted. Nevertheless the 

interactions between pitch, timbre, and tonal context described in this thesis provide new 

challenges and strong constraints for future, more comprehensive models of pitch 

perception. 
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