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Abstract

In studying the evolution of a disease and effects of treatment on it, investigators often

collect repeated measures of disease severity (longitudinal data) and measure time to

occurrence of a clinical event (survival data). The development of joint models for such

longitudinal and survival data often uses individual-specific latent processes that evolve

over time and contribute to both the longitudinal and survival outcomes. Such models

allow substantial flexibility to incorporate association across repeated measurements,

among multiple longitudinal outcomes, and between longitudinal and survival outcomes.

The joint modeling framework has been extended to handle many complexities of

real data, but less attention has been paid to the properties of such models. We are

interested in the “payoff” of joint modeling, that is, whether using two sources of data

simultaneously offers better inference on individual- and population-level characteris-

tics, as compared to using them separately. We consider the problem of attributing

informational content to the data inputs of joint models by developing analytical and

numerical approaches and demonstrating their use.

As a motivating application, we consider a clinical trial for treatment of mesothe-

lioma, a rapidly fatal form of lung cancer. The trial protocol included patient-reported

outcome (PRO) collection throughout the treatment phase and followed patients until

progression or death to determine progression-free survival times. We develop models

that extend the joint modeling framework to accommodate several features of the longi-

tudinal data, including bounded support, excessive zeros, and multiple PROs measured

simultaneously. Our approaches produce clinically relevant treatment effect estimates

on several aspects of disease simultaneously and yield insights on individual-level vari-

ation in disease processes.
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Chapter 1

Background

1.1 Overview

Clinical data often comprise multiple measurements to assess a patient’s disease for

diagnosis, prognosis, and treatment. Analysis may seek to unite various measurements

made on a single patient across outcomes and time. The advantage of using multiple

measurements include increased power and an enhanced understanding of the disease

process. Of course, the cost is model complexity: the distributional features of these

outcomes may vary widely, making unified analysis complex. In the clinical trial data

we consider here, for example, repeated measurements are made at distinct time points

for each patient on a continuous, bounded scale with many zeros as well as two time-

to-event variables being recorded with possible censoring.

One means of creating sensible models to unite these disparate sources of informa-

tion is to assume that a smaller set of underlying factors inform several measurements.

We may think of these as representing the patient’s true health status along several di-

mensions, or we may use them purely as devices for inducing correlation or smooth tra-

jectories (e.g., penalized splines). Such a latent variables approach provides a means by

which to link outcomes and examine the strength and features of their connectedness. In

this work, we develop several joint longitudinal-survival models to link patient-reported

outcomes measured over time with relevant survival outcomes for these patients.

1
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1.2 Joint modeling in the literature

Joint longitudinal-survival models have been extensively developed in the literature;

thorough reviews have been published [1, 2, 3], and a recent special issue of Life-

time Data Analysis was devoted to the topic [4]. The most common approach is to

suppose that a set of latent variables underlie both longitudinal and survival out-

comes, inducing correlation between them [5]. That is, a joint model for longitudi-

nal observation Y and survival observation T supposes that a latent u underlies both,

[Y, T ] =
∫

[Y, T |u]du, where it is often assumed that the u completely mediate the de-

pendence so that [Y, T |u] = [Y |u][T |u]. Within this general mixed modeling framework,

countless variations have been studied, drawing upon innovations developed in the lon-

gitudinal and survival modeling literatures. Work has expanded longitudinal submodels

to accommodate multivariate continuous [6, 7], count [8], and zero-inflated [9] outcomes.

Notable extensions to the survival submodels may include incorporation of competing

events [10], cure fractions [11, 12], or go beyond proportional hazards models [13, 14].

Other authors have considered relaxing parametric assumptions by allowing flexible

longitudinal trends [15] and nonparametric random effect distributions [16, 17].

In general, the various approaches address the joint distribution [Y, T |X] of time-

to-event data T and longitudinal outcomes Y given covariates X, though the methods

differ according to the substantive question. Early efforts focused on the time-to-event

outcome, modeling longitudinal observations as covariates measured with error. Such

a decomposition [Y, T |X] = [T |Y,X][Y |X] may be called a selection model [18, 19, 20].

The first frequentist work to this end took a two-stage approach, first estimating the

smoothed longitudinal process, then “plugging in” to the survival model [21, 22]. Other

authors focused on a so-called pattern-mixture model with [Y, T |X] = [Y |T,X][T |X].

Such a model has been used to adjust a longitudinal outcome for outcome-dependent

censoring [3, 23, 24, 25].

If interest is in the joint evolution of both outcome measures, we may suppose that

an unobserved latent process U underlies both outcomes, i.e.,

[Y, T |X] =

∫

[Y, T |U,X][U |X]dU

. From a frequentist perspective, the development of these models is similar to that of

other mixed models, applying the EM algorithm [26, 27] or estimating equations [28] to
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deal with the unobserved variables in the models.

Most recent authors recently have used semiparametric proportional hazard (Cox)

models, but parametric [29, 6], accelerated failure time [13], and competing risks [10]

models have also been developed. Nonparametric extensions have also been developed

to avoid the normality assumption for random effects using EM [30], or estimating

equations [28] as well as formulations for latent class indicators [29, 31, 32].

As we will take a Bayesian approach, we now consider the Bayesian joint model

literature in particular. Many authors have recognized the computational advantages

to fitting these complex models using MCMC. Further, adding random effects does not

unduly complicate the interpretation, since from the Bayesian perspective, all model

parameters are considered random variables.

Faucett and Thomas [33] developed the first Bayesian treatment of the joint model,

linking linear mixed and proportional hazards models. Faucett et al [34] extended this

to a binary longitudinal variable using Gibbs sampling, still with primary interest in

the survival outcome. With an eye to discovering longitudinal surrogates for clinically

relevant time-to-event outcomes, [35, 36] extended these models to multiple longitudinal

measures. Several authors have considered relaxing the simple normality assumptions

on the random effects, particularly using Gaussian processes [17, 37] or nonparametric

Bayes techniques [16]. For the survival outcomes, adding a cure fraction is also of

interest, particularly in cancer models where patients may have good prognosis after

treatment [11, 14], so that the survival curve at time ∞ is not 0. Finally, multivariate

extensions of both the longitudinal and survival outcomes are of interest [6, 8, 12].

Borrowing strength across multiple measures of the same underlying process provides

power advantages and is natural in a Bayesian implementation.

In the discussion that follows, let Yi(s) be the vector of measured longitudinal

outcomes for the ith subject at time s, and the corresponding unobserved (latent) process

be Ui(s). Then let the possibly censored event time be Ti = min{Ci, Si}, where Si is

the event time and Ci is the censoring time, with ∆i = I{Si≤Ci} an event indicator.

Finally, let Xi(s) be a vector of covariates upon which these models may depend.

Any joint model for longitudinal and survival outcomes must deal with several com-

plications present in real data. First, the longitudinal response may be measured only

intermittently and at different times for each subject, so that directly incorporating
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Yi(s) into a model for the hazard hi(s) is not possible without some imputation for the

value of the longitudinal process at every time s. The näıve “last value carried forward”

approach introduces bias [38], so alternatives have been sought. Additionally, times

to event are often right-censored, perhaps informatively; for example, individuals with

worse symptoms (the longitudinal outcome) may be more likely to experience an event

or drop out because of it [24, 3].

Latent variable models are an attractive means of addressing both challenges. By

positing an underlying individual-specific latent process Ui(s) for the i
th subject at time

s, we can link the observed longitudinal measures and the hazard of an event. We

may suppose that the longitudinal observations are centered at the latent trajectory,

E(Yi(s)) = Ui(s) with some variance due to error that is a function of a parameter φ

and the mean, V ar(Yi(s)|φ,Ui(s)) = V (φ,Ui(s)).

Many possible formulations of the latent process are possible, with the simplest

being a simple random intercept model Ui(s) = u0i or random intercept and slope

model Ui(s) = u0i + u1is [22, 26, 33, 27]. The individual effects u0i and u1i are usually

taken to be normal random variables [7]. The mean and covariance of the random effects

may in turn depend on covariates X1i(s), for example, separate processes for different

treatment groups.

It may be desirable to make the time trend more flexible, Ui(s) = f(s)′ui, with

individual-level parameters ui that do not vary with time. The function f may be, for

example, a spline or higher-order polynomial. Further complexity may be introduced by

adding a stochastic process Wi(s) to the latent component, Ui(s) = f(s)′ui +Wi(s) [5].

Whatever the form of the latent variables, we must consider how to connect them

with the survival portion of the model. If we believe that the value of the longitudinal

trajectory Ui(s) itself is the critical feature, this may be incorporated into a proportional

hazards model. Let the hazard for the ith subject at time t be λi(s), which we specify

as

λi(s) = λ0(s) exp{X
′
2iβ2 + αUi(s)} (1.1)

where X2 is a set of covariates contributing to the hazard and α is a scaling parameter

for the longitudinal trajectory. Notice that this formulation supposes that the hazard

depends on the longitudinal process only through the current value Ui(s), rather than

the history up to time s, Uhist
i (s) = {Ui(r) : 0 ≤ r < s}, say by integration

(∫ s
0 Ui(r)dr

)

.
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Alternatively, we may induce the association between the longitudinal and survival

submodels using only the u0i, u1i, or Wi(s), replacing (1.1) with

λi(s) = λ0(s) exp{X
′
2iβ2 +A(α(s),Wi(s))}

or λi(s) = λ0(s) exp{X
′
2iβ2 +A(α, u0i, u1i)} ,

(1.2)

for some linking function A and scaling parameters α. The interpretation of such a

model is that only the individual’s deviations from the underlying trend inform the

hazard.

Of course, here we have presented only the most basic joint model forms, to provide

a framework for our work. Subsequent chapters will flesh out variants needed to analyze

our cancer clinical trial data, as well as forms designed to permit assessment of the value

of joint modeling relative to standard, separate modeling.

The rest of this thesis proceeds as follows: In Chapter 2, we introduce the clinical

and statistical motivations, focusing on cancer clinical trials. Chapter 3 presents specific

models in the context of the oncology trial, considering a single longitudinal outcome

at a time. In Chapter 4, we extend the approach to accommodate several longitudinal

measurements at once. Chapter 5 tackles the question of whether joint modeling is

justified, deriving analytical expressions for the “payoff” in a very simple model, then

expanding the scope by use of simulation and real-data examples. Finally, we conclude

in Chapter 6, summarizing our findings and presenting several suggestions for future

work.



Chapter 2

Motivation

In this chapter, we motivate our work from two perspectives. First, in Section 2.1 we

take the clinical point of view, describing data from a randomized controlled oncology

trial and general issues arising when using patient-reported outcomes. In Section 2.2,

we switch to a statistical point of view, considering the inferential justifications for joint

modeling and specific data issues encountered in the trial.

2.1 Clinical motivation

2.1.1 Mesothelioma clinical trial

Malignant pleural mesothelioma (MPM) is a rapidly fatal cancer of the pleura (the

membrane structure surrounding the lungs) caused by asbestos exposure [39, 40, 41].

The disease is characterized by a long post-exposure latency period of 20 to 40 years:

the time between the first inhalation of asbestos and the diagnosis of mesothelioma [42].

Approximately 3,000 new cases and deaths in the United States are attributed to MPM

each year, with the worldwide incidence expected to reach 94,000 cases through the year

2050 [43]. After lung cancer, mesothelioma constitutes the second most important oc-

cupational cancer among industrial workers [44]. Incidence of malignant mesothelioma

currently ranges from about 7 to 40 per 1,000,000 in industrialized Western nations,

depending on the amount of asbestos exposure of the populations during the past sev-

eral decades [45]. The disease is managed by chemotherapy, supportive care, surgery,

6
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radiation, or combinations of these [46].

Pemetrexed (Alimta R©), used in combination with cisplatin (pemetrexed/cisplatin),

is the only treatment approved by the US Food and Drug Administration (FDA) as ini-

tial (first-line) chemotherapy for patients with unresectable disease or who are not can-

didates for curative surgery [47, 48]. In Chapter 3, we consider data from EMPHACIS

(Evaluation of MTA in Mesothelioma in a Phase 3 Study with Cisplatin), a global phase

III clinical trial conducted to evaluate the efficacy of pemetrexed/cisplatin, compared

with cisplatin alone, as first-line treatment for patients with mesothelioma [49]. The

trial enrolled 448 patients with locally advanced or metastatic disease who had received

no prior chemotherapy, although some had received prior radiotherapy.

The combination of pemetrexed/cisplatin has been established as standard of care

for first-line treatment of MPM [50, 41, 51]. However, there is no recognized standard

of care for additional (second-line) treatment for MPM patients who progress following

initial therapy [41]. Given its activity as a first-line agent, pemetrexed was hypothesized

to be active as second-line treatment when given in combination with best supportive

care (BSC). A global phase III clinical trial was conducted to compare pemetrexed plus

BSC to BSC alone in previously treated MPM patients [52]. In Chapter 4, we consider

data from this trial, which enrolled 243 patients with locally advanced or metastatic

MPM [52]. These patients had received only one prior chemotherapy regimen, but prior

treatment with pemetrexed was an exclusion criterion.

When analyzing data from clinical trials such as these, the usual standard of treat-

ment efficacy is extended survival, either overall survival or progression-free survival.

Particularly when the effect of therapy on survival is modest, secondary outcomes may

add to the understanding of treatment effects on disease more broadly. Our particular

interest is in patients’ subjective experience of disease, as measured by patient-reported

outcomes (PROs). In the following section, we consider the particular challenges of

using PRO data from clinical trials.

2.1.2 Patient-reported outcomes

Opinion leaders and regulators have communicated the need for patient-reported out-

comes (PROs) associated with survival endpoints [53]. Researchers may design clinical

trials to include serial assessment of treatment efficacy, including PRO measurements.
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Patient-reported outcomes provide evidence of treatment efficacy beyond trial endpoints

such as overall survival, progression-free survival (PFS), or tumor response. Although

the PRO endpoints are secondary to these traditional endpoints, they provide poten-

tially important information about the evolving disease process. Their corroborative

support may be required to demonstrate the benefit of an extended disease-free inter-

val [54, 55].

Joint models of longitudinal PROs and survival can be used to investigate the as-

sociation between these two endpoints, and to account for informative censoring of

longitudinal outcomes upon disease progression or death [56]. These events typically

result in discontinuation of the treatment regimen and the regularly scheduled PRO

assessments that correspond with treatment visits. Patients with poor survival thus

have fewer PRO measurement occasions, and this censoring is informative in the sense

that such patients may have had the worst symptom trajectories had they survived.

The FDA does have a limited history of considering PROs as direct evidence to

support a treatment benefit for cancer drug approvals [57]. Unfortunately the inclusion

of PRO assessments is seldom done with the rigor used to specify and analyze tradi-

tional endpoints of survival and tumor response [54]. It is possible that this lack of

PRO information in submission data packages has resulted in few examples where PRO

assessment has influenced clinical decision making.

The first-line mesothelioma trial described in Section 2.1.1 showed an overall survival

treatment benefit of 2.8 months (median 12.1 months in pemetrexed/cisplatin versus

9.3 in cisplatin alone) as well as increased progression-free survival (PFS) time of 1.8

months (median 5.7 months in pemetrexed/cisplatin versus 3.9 in cisplatin alone) [49].

The lethality of this condition notwithstanding, the demonstrated survival gains are

modest. In this context, PROs constitute an available and useful endpoint to examine

the patient benefit associated with an incremental PFS improvement [55].

Fortunately, the EMPHACIS first-line trial study included evaluation of PROs

throughout the course of treatment, assessed using the Lung Cancer Symptom Scale

(LCSS) questionnaire. Unlike other studies that have included LCSS, this study bal-

anced the limited span of the 24-hour instrument recall period with more frequent PRO

assessments. PRO administration was scheduled each week versus, for example, once ev-

ery six weeks [58]. Significant negative association between longitudinal LCSS variables
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and PFS in the EMPHACIS trial, for example, would indicate longer progression-free

intervals, although modest, were accompanied by more favorable patient self-reports on

one or more LCSS items, including lower (improved) symptom burden, less effect on

ability to carry out normal activities, and higher quality of life.

Although researchers have investigated PFS and PROs in lung cancer trials [59, 60]

there is scant literature on joint modeling or the concomitant zero-augmentation in this

or similar settings. We designed our joint modeling approaches to address the bounded

support of the measurement scale and the large number of zero longitudinal observa-

tions. Our method affords significant flexibility in the way that covariate information

is accommodated, as well as how correlation is captured via subject-specific random ef-

fects. As a result, we are also able to examine variation by covariate subgroups, estimate

treatment effects separately for multiple outcome measures, and understand individual-

level variation in the latent disease process. Our models also accommodate starkly

different longitudinal trends for PROs associated with side effects of the therapy, as

well as a previously unappreciated temporal periodicity in these PRO trajectories. An

important feature of our methods, the ability to flexibly borrow information across out-

come types, is generalizable to other trials that include both survival and longitudinal

endpoints.

2.2 Statistical motivation

There are several compelling statistical reasons to consider a joint modeling approach

in a clinical trial setting. We begin by distinguishing conceptual approaches to joint

modeling on the basis of their inferential goals. First, one may be interested primarily

in survival time, and wish to use the longitudinal data only as time-varying covari-

ate information. The justification for joint modeling is then as an errors-in-covariates

problem, which was the motivation for early two-stage models [22]. Second, if primary

interest is in the longitudinal data, then survival data are included to address informa-

tive censoring [25]. The absence of longitudinal observations beyond the event time is

a form of non-ignorable missingness, so that one must specify a joint distribution for

the longitudinal and missingness (survival) processes. Longitudinal measures may also

be considered as potential surrogate endpoints [35, 36]. Supposing treatment affects
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survival through the latent variables, we wish to learn about them by considering lon-

gitudinal data. Finally, we may be interested in the distinct effects of the treatment on

each of the two outcome types.

In the clinical trials we consider, all of the foregoing aspects are relevant to our joint

modeling approach. The biological process of interest is a fatal lung disease studied in

the context of a randomized controlled clinical trial. Time until clinical progression of

disease or death is the primary time-to-event endpoint, but the effect of treatment on

symptom evolution is also important. We build on the considerable joint modeling lit-

erature to develop Bayesian hierarchical models for these data. Our clinical colleagues’

primary goals are 1) to simultaneously estimate treatment effects on symptoms and sur-

vival, 2) to study the connection between these two outcome types, and 3) to understand

individual variation in the progression of disease.

At least one paper [61] has thoroughly investigated whether there is any measurable

advantage to joint modeling versus using the observed longitudinal data directly as a

time-varying covariate. These authors’ primary interest was in the survival outcome, and

the time-varying covariate was measured essentially without error; the study concluded

that using raw longitudinal data was superior. Notwithstanding this outcome, many

other authors have shown efficiency and bias advantages to joint modeling [33, 34, 27].

Interest in these mesothelioma data focuses on time to progression/death and a

collection of patient-reported symptom and quality of life outcomes observed longitudi-

nally. Our methods must handle two important complications in the longitudinal data:

the multiple PROs have bounded support, and an overabundance of 0 values arising

when the patient reports no appearance of a particular outcome.

Symptom assessments can be right-skewed with a mode at or near zero when gener-

ally asymptomatic patients complete a symptom questionnaire. Although the best way

to model these data through transformations has been debated [62], transformation can-

not redistribute the point mass at zero. Conceptually, there are two interpretations of a

zero symptom score: 1) a censored value for a symptom severity too low to be reported

by the patient or 2) the absence of the measured symptom. Such mixed processes should

not be modeled with zero representing another point on the severity continuum; rather,

the zeros should be modeled separately.

We address both the excessive zeros and the bounded support of the scores ∈ [0, 100]
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when specifying a model. Rather than transforming the bounded scores to suit a para-

metric form such as normal or gamma, in Chapters 3 and 4 we model the scores as beta

by simply dividing all of the scores by 100, thus rescaling to the interval [0, 1]. The beta

distribution is defined at the bounds of its support only in the limit, so to observe strict

bounding from above by 1, we subtract .005 from the values equal to 1 (there were few,

between 1 and 6 per PRO) to obtain values in [0, 1). Note that these adjusted values

are still distinguishable from the largest observed values (.99).

Next, instead of similarly adding a small dummy value to the zeros, we consider a

two-part likelihood: the first part models the probability of having a non-zero LCSS

score, and the second part models the severity of the non-zero score. In this two-part

model, the support of the data is {0} ∪ (0, 1). Such two-part, zero-inflated models,

such as zero-inflated binomial [63, 64, 65] and zero-inflated Poisson, are frequently used

for count data [66, 67, 68]. They are also applied to data for which the non-zero

values can be described by normal [69, 70, 71, 72], lognormal [73, 74], or gamma [75]

distributions. To our knowledge, the only previously published zero-augmented beta

approach [76] specified a different parameterization. This previous model specified the

two parameters of the beta distribution mixture component as α and α exp{−X′β},

while we use φ/(1 + exp{−X′β}) and φ/(1 + exp{X′β}) (assuming a logit link).

Our work is informed by [77], who distinguish between models that allow greater

flexibility in the form of association among measurements (“correlated random effect

models”) and those that are simpler, involving parameters shared between submodels

for different measurement types (“shared effects models”). We prefer to use the most

flexible model that is feasibly fit using the available data and existing software, and thus

settle upon a hybrid of these two approaches (see Section 3.4).



Chapter 3

Single Zero-Augmented

Longitudinal Outcome with

Survival

In this chapter, we build models for a single longitudinal outcome and a single survival

outcome. Section 3.1 contains further details of our first-line mesothelioma treatment

trial in which both longitudinal PROs and survival were measured. Sections 3.2 and 3.3

outline two modeling challenges: accommodating excessive zeros on the longitudinal

outcomes, and choosing appropriate link functions. Our general modeling approach for

a single longitudinal and single survival outcome is given in Section 3.4, with details of

its implementation for the mesothelioma trial in Section 3.5. Section 3.6 presents the

modeling results for two longitudinal PROs that exemplify different clusters of outcomes.

Finally, Section 3.7 concludes with discussion of the limitations and desirable extensions

of the approach.

3.1 First-line treatment trial

3.1.1 Longitudinal measurements

The study event schedule included two pre-randomization visits (4-6 and 1-2 days before

treatment initiation) at which PRO data were first collected. Then on days 8, 15, and

12
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19 of each 21-day treatment cycle, PROs were assessed again. We limit consideration

to the first 6 protocol-specified cycles, excluding observations from optional additional

cycles and from the post-treatment phase. As a result, each participant contributed

between 1 and 20 (median 14) PRO measurements.

Longitudinal PROs were measured using the Lung Cancer Symptom Scale (LCSS),

which includes six lung-cancer-related symptoms (anorexia, fatigue, cough, dyspnea,

hemoptysis, and pain) and three global measures (symptom distress, interference with

carrying out normal activities, and quality of life). Consistent with previous work

indicating that hemoptysis is not relevant to mesothelioma [78], we exclude that item

from our analysis.

Participants reported their symptoms for the 24 hours prior to data collection by

placing a mark on a 100mm visual analog scale. The lowest possible patient endorsement

(i.e., a zero) indicated a lack of a symptom, no effect on normal activities, or a completely

unrestricted quality of life. Conversely, patients with a 100mm endorsement represented

that during the last 24 hours they experienced the worst possible level of a lung cancer

symptom, the most possible functional impairment, or greatest impairment of quality

of life. We observed a large number of zero responses in the EMPHACIS data, ranging

from 5% (quality of life) to 25% (cough) at baseline. In contrast, there were very few

observations of 100.

3.1.2 Time-to-event outcomes

Following the EMPHACIS protocol, progression of disease was defined on the basis of

the size of the primary tumor, and the PFS variable was defined as the time in days from

randomization to progression or death from any cause. Our analysis considers only the

PFS time-to-event outcome, not overall survival (i.e., time to death from any cause), and

we take a parametric proportional hazards approach to the survival modeling. Visual

inspection of the Kaplan-Meier curves (not shown) and likelihood-based comparison

of various parametric survival models suggested that the Weibull distribution was a

reasonable error distribution for PFS.

Although overall survival is regarded as the primary treatment goal for most on-

cology trials, progression-free survival (PFS) is also used as a clinical trial endpoint.

The Food and Drug Administration (FDA) has expressed concerns about the use of the



14

PFS surrogate endpoint to establish treatment benefit and support drug approvals [79].

Concerns include the measurement error inherent in the interpretation of imaging re-

sults (e.g., X-Ray, PET scan) that are used to establish disease progression. Although

the FDA has stated that demonstration of a clinically meaningful difference in PFS

renders it an appropriate endpoint for oncology registration trials, the use of PFS as

an acceptable endpoint remains highly contested [80]. More generally, to determine

treatment effect, the FDA would like to explore other ways of managing and assessing

bias, rather than seek improvement in the discordance rate often seen when auditing

the image evaluations that were used to assess disease progression.

3.1.3 Baseline covariates

At the pre-randomization visits, study physicians rated participants on the Karnofsky

performance scale. Scores range in intervals of 10 from 100 (normal) to 0 (dead), and

the trial inclusion criteria specified a score of at least 70 at entry. We characterize

each participant as having low (< 90) or high (90 − 100) Karnofsky according to their

first pre-randomization value. Disease at baseline was staged according to International

Mesothelioma Interest Group criteria [81]. The stages combine information about the

primary tumor, lymph nodes, and metastases to obtain categories of Ia, Ib, II, III, and

IV. We collapse stage into a binary indicator of advanced (Stage III/IV) or early (Stage

I/II) disease. Vitamin supplementation with folic acid and B12 was added to the treat-

ment regimen after early results showed that these could ameliorate the risk of severe

treatment-related toxicity [82]. Not all patients in the EMPHACIS study received vi-

tamin supplementation in every treatment cycle, so we dichotomize patients into fully

supplemented and partially/not supplemented groups. Information on race/ethnicity,

sex, age, and other demographics was also collected. Patient population baseline char-

acteristics are summarized in Table 3.1.

3.2 Excess zeros in the longitudinal data

One complication of modeling our clinical trial data is an excess of zeros in the longi-

tudinal patient-reported outcomes (PROs). Symptom-based assessments may be right-

skewed with a mode at zero corresponding to asymptomatic patients who complete a
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Table 3.1: Baseline characteristics of patients in each treatment group.
Pemetrexed/cisplatin Cisplatin only

n (%) n (%)

Race: White 204 (90%) 206 (93%)
Sex: Male 184 (81%) 181 (82%)
Karnofsky: High (90-100) 117 (52%) 125 (56%)
Stage: I/II 52 (23%) 49 (22%)
Vitamin Supplement: Full 168 (74%) 163 (73%)

symptom questionnaire. Conceptually, a symptom score of zero may indicate either a

censored value for an individual with a low actual score (i.e., a floor effect), or the com-

plete absence of the measured outcome. Such mixed processes should not be modeled

with zero representing another point on the severity continuum. Rather, the zero/one

dichotomy should be modeled separately to account for the absence/presence of the

measured outcome, respectively.

Such zero-inflation is commonly addressed in count data by mixing a degenerate

point mass at zero with a count distribution (e.g., [68]). This readily extends to the case

of a continuous random variable that includes zero in its support (e.g., [71]). Recently,

others have used copulas to build models for zero-inflated binary longitudinal outcomes

in conjunction with survival [9]. These authors considered a degenerate logistic model

component for study participants for whom every longitudinal observation was a zero.

Our zero-augmentation approach differs from these; we mix a point mass at zero with

a continuous distribution that does not include zero in its support. The resulting two-

part longitudinal model is linked to a survival model by extending the latent variables

framework, as described in Section 3.4 below.

3.3 Choice of link functions

Regardless of this distinction between “inflation” and “augmentation”, the mixture

component from which an observation derives is naturally thought of as a Bernoulli trial

with some success probability p. Suppose that the trial is a “success” if the observation

is not from the zero point mass. Modeling this binary outcome follows the generalized
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linear model (GLM) convention of using a link function to transform the support of a

linear predictor (Xβ ∈ ℜ) to that of a probability (p ∈ [0, 1]). These link functions

frequently take the form of a cumulative distribution function (CDF) for an unbounded

continuous random variable since these are monotonically increasing functions from

ℜ → [0, 1].

Previous authors have studied the impact of link misspecification in binary GLM

models [83, 84, 85], finding that skewness impacts bias and efficiency more severely than

does kurtosis. The two most common link functions (logit and probit) are symmetric,

while a third common link (complementary log-log) has only minimal skew. One flexible

class of skewed links follows the CDF idea, but adds additional parameters to control

the tail behavior and allow asymmetry [86]. Another recent paper considers the skewed

link problem specifically in the setting of zero inflation and proposes a flexible so-called

natural link [87]. However, their derivation is in the context of zero-inflating a count

variable, and does not readily extend to our setting of zero-augmenting a continuous

variable.

In the clinical trial setting, patients with poor survival have few PRO measurement

occasions, and this censoring is informative in the sense that such patients are more

likely to have had the worst observed symptom trajectories had they survived. The

zero augmentation allows further fine-tuning of the associations among time-to-event

outcomes and PROs by allowing the presence and severity of symptoms to be modeled

separately. Our approach’s ability to flexibly borrow information across outcome types

is generalizable to other settings that include both longitudinal endpoints, time-to-event

endpoints, or both.

3.4 Zero-augmented joint modeling approach

We develop a zero-augmented beta (ZAB) distribution to address both the bounded

support of the PRO measurement scale and the excessive zeros. First, we divide all

values by 100 and subtract 0.05 from the values equal to 1 (comprising fewer than 1%

of all the scores) to obtain values in [0, 1). Our ZAB is a two-part mixture distribution

comprising a degenerate point mass at zero and a beta distribution, so that its support

is Y ∈ {0} ∪ (0, 1).
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To formalize our ZAB distribution, we define three parameters: ω for the probability

of Y ∈ (0, 1) (i.e., not arising from the point mass), µ for the mean of Y ∈ (0, 1), and

φ for the dispersion of Y ∈ (0, 1). That is, Y ∼ ZAB(ω, µ, φ) corresponds to Y =

ZB, where Z ∼ Bernoulli(ω) and B ∼ Beta(µφ, (1 − µ)φ), independently. Standard

calculations yield E(B) = µ and V ar(B) = µ(1−µ)
φ+1 , so that E(Y ) = ωµ and V ar(Y ) =

ωµ
[

φµ+1
φ+1 − ωµ

]

.

Having specified a distributional form for the PROs, we now wish to develop a model

that links the both the presence and severity of PROs with an individual’s PFS time.

Let Yi(s) denote the PRO score for the ith patient (i = 1, . . . , N) at time s. We write

the ZAB longitudinal component as follows:

Yi(s) ∼ ZAB(ωi(s), µi(s), φ) ,

where logit(ωi(s)) = X0i(s)β0 + U0i(s) ,

and logit(µi(s)) = X1i(s)β1 + U1i(s).

(3.1)

Here, β0 is a p0-vector of fixed effects with design vector X0i for the probability of

non-zero score, and β1 is a p1-vector of fixed effects with design vector X1i for the

mean of a non-zero score. Given an r0-vector of individual-specific parameters, U0i =

(U0i1, . . . , U0ir0)
′, we form a latent trajectory, U0i(s), that underlies the probability

of a non-zero score at time s. Similarly, given the r1-vector of parameters U1i =

(U1i1, . . . , U1ir1)
′, U1i(s) is an individual-specific latent trajectory that underlies the

mean of a non-zero score. We assume that the latent variables U0i and U1i are jointly

distributed according to a multivariate normal.

The formulation of (3.1) uses logit links in both longitudinal submodels. However,

although we require two link functions that transform the linear predictor onto (0, 1),

there is no reason to believe that the same link will be best for both. As described

above, misspecification of the link, particularly skewness and kurtosis, can negatively

impact the analysis; the relationship between linear predictor and modeled probabili-

ties or means must be investigated to determine appropriate links. In the case of the

presence submodel (for ωi(s)), there is a convenient interpretation of the parameters

under the logit link (i.e., the exponentiated coefficients are odds ratios). In the case of

the severity submodel (for µi(s)), there is no such interpretation; the link function is
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simply a mathematical mechanism. If we wish to use a more general link function con-

taining additional control parameters, it is likely that the severity submodel has more

information available to estimate them. We return to the choice of links in the context

of our data analysis in Section 3.6 below.

Moving on to the survival component of the model, let Ti denote the PFS or censoring

time (with indicator δi = 1 if the progression/death event was observed, and δi = 0 if

it was censored), and write the survival model as

Ti ∼ Weibull(γ, λi) , if δi = 1

for log(λi) = X2iβ2 +A(α,U0i,U1i) ,
(3.2)

where we use the survivor function as the likelihood contribution for censored PFS

observations; see (3.4) and (3.6) below. The hazard, λi, depends on a p2-vector of fixed

effects, β2, with corresponding design vector X2i. We link the longitudinal and survival

components of the hierarchical model together using the function A, which depends on

the vectors of random effects, U0i and U1i, and a parameter vector α. We remark that,

though we have written this modeling framework in full generality, below we consider

only simple forms for U0i(s) and U1i(s) so that r0 and r1 are small (e.g., U0i(s) = U0i

so r0 = 1).

3.5 ZAB joint modeling in mesothelioma clinical trial

Exploratory data analysis revealed possible periodicity in the PRO measurements ac-

cording to the day within treatment cycle on which they were measured. On several

PRO items (particularly anorexia and fatigue), PRO measurements were consistently

highest on day 8 of each treatment cycle, declined on day 15, and improved further on

day 19 before spiking again on day 8 of the next cycle. As a result, we use models

that include parameters for both cycle and day-within-cycle. For the random trajecto-

ries, this parameterization limits our ability to include person-specific parameters, since

estimating person-specific parameters at every cycle is infeasible and individual linear

trends are not supported by the data. Thus, we restrict attention to random intercept

models; in the notation of (3.1), we write U0i(s) = U0i and U1i(s) = U1i.

The random effect formulation of (3.1) is a hybrid of the “shared effect” and “corre-

lated effect” approaches mentioned in Section 2.2. In the two longitudinal submodels,
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the individual-level effects are separate and correlated, while in the survival submodel,

we share these same parameters, scaling them to contribute to the log hazard. In prelim-

inary modeling, we chose this hybrid approach after considering a single normal random

intercept shared across all three submodels; three jointly normal intercepts, one for each

submodel; two jointly normal intercepts, found in the longitudinal submodels only; and

two jointly normal intercepts for the longitudinal submodels, both appearing in the

survival submodel. Our hybrid approach strikes a compromise between the flexibility

of correlated effects and the scant information available about each individual in their

survival observation compared to their longitudinal trajectories.

Thus, we carry on with the following implementation of the joint model given by

equations (3.1) and (3.2). Let the fixed effect design matrices for the longitudinal

submodels, X0i(s) = X1i(s) = Xi(s), consist of the following 21 items: an intercept;

contrast-coded indicators of race/ethnicity (= −1 if non-white, = 1 if white/Caucasian),

gender (= −1 if female, = 1 if male), Karnofsky Performance status at baseline (= −1

if < 90, = 1 if 90 − 100), baseline stage of disease (= −1 if Stage III/IV, = 1 if <

Stage I/II), vitamin supplementation status (= −1 if not supplemented/partially sup-

plemented, = 1 if fully supplemented); treatment assignment (= −1 if cisplatin alone,

= 1 if pemetrexed/cisplatin); day-within-cycle (two contrast-coded columns with day

8 as baseline); cycle (six 0/1 dummy-coded columns with pre-randomization visits as

baseline); and interaction terms for treatment assignment with each cycle effect. The

seven fixed effect entries in survival model design matrix X2i in (3.2) are an intercept

and contrast-coded (i.e., −1/1) indicators of white race, male gender, high baseline

Karnofsky, early baseline stage of disease, full vitamin supplementation, and peme-

trexed/cisplatin treatment assignment.

The model given above produces overall treatment effects for each PRO score and

PFS, and we refer to it as the base model. To address additional analysis goals, we also

consider model selection from a full model that includes all pairwise interactions of these

important baseline covariates with each other. We took a stochastic variable selection

(SVS) approach [88] based on a “spike and slab” prior formulation to dynamically select

from this large collection of interactions.

Turning to the individual-specific latent parameters, we suppose that the vectors

Ui = (U0i, U1i)
′ are independently and identically distributed from a bivariate normal
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distribution with mean zero and 2× 2 unstructured covariance matrix Σ. Our survival

submodel uses a vector α = (α1, α2)
′ to link the random effects for an individual to the

log hazard; in this thesis we select

A(α,U0i,U1i) = α1U0i + α2U1i . (3.3)

Together, Σ and α parameterize the associations among the probability and severity of

PROs and PFS times for individuals.

We specify vague prior distributions for the fixed regression effects,

β0 ∼ Np0(0, 10
2Ip0), β1 ∼ Np1(0, 10

2Ip1), β2 ∼ Np2(0, 10
2Ip2) ,

where In denotes an n× n identity matrix and p0, p1, and p2 are as in (3.1) and (3.2).

Second, we adopt a similarly vague IW (rIr, r) prior for Σ, where IW denotes the in-

verse Wishart distribution and r = r0 + r1 is the dimension of the combined collection

of random effects for both longitudinal submodels. We choose a G(1/10, 10) (mean 1,

variance 10) prior for the Weibull shape parameter, γ, and N2(0, 10
2I2) prior for the

PRO-PFS linking parameter, α. Finally, our only informative prior is a G(1, φ̂) specifi-

cation for the beta precision parameter φ, where φ̂ is an empirical Bayes-type estimate

based on preliminary analysis. These priors represent a balance between minimal infor-

mativeness and the need to constrain the parameters to a reasonable range to achieve

acceptable MCMC convergence.

3.5.1 Joint model likelihood

For complete random effect vector U = (U01, . . . ,U0N ,U11, . . . ,U1N )′ and vector of

all other parameters Θ = (β0,β1,β2,Σu, φ, γ,α)′, we obtain the following expression

proportional to the full joint posterior distribution:

p(Θ,U|Y,T,∆) ∝

{

N
∏

i=1





ni
∏

j=1

p(yij |β0,β1,U0i,U1i, φ)



 p(Ui|Σu)

× p (ti|β2,U1i,U1i,α, γ)δiS (ti|β2,U1i,U1i,α, γ)1−δi

}

π(Θ) ,

(3.4)
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where the ith person’s jth PRO measurement is yij at time sij , ti is the PFS/censoring

time, and δi is the censoring indicator. Then Y, T, and ∆ are the complete vectors of

these observed quantities over all i = 1, . . . , N and j = 1, . . . , ni. The prior π(Θ) is a

product of the independent prior distributions on each element of Θ described above.

The ZAB likelihood contribution for each PRO observation yij , p(yij |β0,β1,U0i,U1i, φ),

is

[1− ωij(β0,U0i)] I(yij = 0)+

ωij(β0,U0i)

[

cijyij
µij(β1,U1i)φ−1(1− yij)

(1−µij(β1,U1i))φ−1

]

I(yij > 0) ,
(3.5)

where the parameters are

cij =
Γ(φ)

Γ (µij(β1,U1i)φ) Γ ((1− µij(β1,U1i))φ)
,

ωij(β0,U0i) = logit−1(X0ijβ0 + U0i) , and

µij(β1,U1i) = logit−1(X1ijβ1 + U1i) .

The Weibull likelihood contribution for the ith person is

p (ti|β2,U1i,U1i,α, γ) = γλi(β2,U0i,U1i,α)tγ−1
i exp

(

−λi(β2,U0i,U1i,α)tγi
)

or S (ti|β2,U1i,U1i,α, γ) = exp
(

−λi(β2,U0i,U1i,α)tγi
)

,

(3.6)

according to whether the terminal event was observed or censored, respectively. The

Weibull parameter is λi(β2,U0i,U1i,α) = exp (X2iβ2 + α1U0i + α2U1i).

3.5.2 Computing

We use the WinBUGS 1.4 software, freely available at

www.mrc-bsu.cam.ac.uk/bugs. Convergence was monitored via MCMC chain his-

tories, auto- and cross-correlations, density plots, and Brooks-Gelman-Rubin statis-

tics [89]. The results below reflect 2000 iterations of burn-in followed by 5000 produc-

tion samples from each of three parallel chains. The “ones trick” [90] for implementing

our ZAB distribution led to very long computation times. Thus, we instead use the

WinBUGS Development Interface (WBDev; [91]) to compile functions and distributions in

www.mrc-bsu.cam.ac.uk/bugs
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component Pascal. Running WinBUGS from within the BlackBox Component Builder

1.5 (Oberon Microsystems, Zurich) development environment provides access to the

hand-coded, three-parameter univariate ZAB distribution. All of this is efficiently ac-

complished via the R2WinBUGS [92] package for R.

3.6 Results

We demonstrate results for two PROs that illustrate very different responses to therapy.

As mentioned above, preliminary data analysis suggested that some PROs were associ-

ated with day-within-cycle periodicity, as well as increased severity at treatment visits

(compared to pre-randomization baseline visits) in both treatment groups. Anorexia

and fatigue were most clearly in this group, which is consistent with the documented

side effects. The most commonly reported are stomach upset, low blood cell counts,

fatigue, oral sores, anorexia, and rash [93]. In contrast, other PROs (pain, dyspnea, and

cough) exhibited much weaker periodicity and displayed different trends in the treat-

ment and control groups. The three global measures followed their own patterns, not

belonging clearly to either the therapy-associated or disease-associated clusters. In the

results below, we present findings from one PRO in each of the two clusters; anorexia as

a representative therapy-associated outcome, and pain as a disease-associated outcome.

3.6.1 Fixed effect parameters

The posterior medians and 95% equal-tail credible intervals for the baseline covariate

effects in β0 in the base model are shown in the leftmost column of Figure 3.1. These

parameters capture the effects of the baseline covariates on the overall logit probability

of a non-zero PRO (negative parameters represent lower probability of non-zero symp-

toms). Corresponding posterior summaries for baseline covariate effects in β1 are shown

in the middle column of Figure 3.1. These represent the effects of covariates on the logit

of the overall mean of non-zero PRO scores (negative parameters represent less severe

PROs). Finally, posterior medians and intervals for the baseline covariate effects in β2

are shown in the right column of Figure 3.1. These represent the effects of covariates

on the hazard of progression or death (negative parameters represent decreased haz-

ard). Note that in all of these, the parameters have been doubled so that they represent
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the difference (on the logit scale) between the two groups defined by the -1/1 contrast

coding mentioned in Section 3.5.

Figure 3.1 clearly shows the difference in periodicity between anorexia, where the

day-within-cycle parameters in the first two columns are significant, and pain, where

they are not. Receiving full vitamin supplementation is associated with lower severity

of anorexia, but higher probability of reporting pain. High baseline Karnofsky status is

associated with lower probability and severity of both pain and anorexia. Male sex was

associated with lower severity of both PROs (the effect for pain was nearly significant).

Turning to the PFS outcome, both early stage of disease and high Karnofsy status at

baseline are associated with decreased hazard of progression/death in models joint with

either PRO.

We turn next to the full model containing all pairwise covariate interaction terms and

stochastic variable selection. The SVS approach yields posterior means of the binary

inclusion/exclusion variables for each interaction term. These indicate the posterior

probability that the covariate interaction should be included in the model. None of the

interaction terms reached a 0.5 posterior probability of inclusion for either anorexia and

pain. In the results below, we therefore restrict attention to the base model contain-

ing no covariate interaction terms. We note however that in model fits for a shared

effect model (in which a single random effect governed both probability and severity of

symptoms) several interaction terms did emerge as significant. This suggests a trade-off

between a more flexible random effect structure that can accommodate greater individ-

ual variability at the cost of potentially “using up” more of the information.

Turning to the effects of treatment, Figure 3.2 displays posterior medians and poste-

rior credible intervals for the modeled treatment and control group trajectories by treat-

ment cycle, for both presence of non-zero PRO (left column) and the mean non-zero

PRO severity (right). In this figure, the baseline covariates were all set to 1 for purposes

of illustration, and the day-within-cycle parameters at −1 so that these represent day 8

fits for the treatment cycles (cycle 0 indicates pre-randomization visit). Note that the

intervals are wide and may overlap substantially even when the treatment×cycle effect

is “significant” because the fitted probabilities/means include variability in other effects

due to the non-linear inverse logit transformation.

Notice that in the therapy-associated PRO (anorexia, top row), the probability and
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severity increases immediately upon therapy initiation, and the groups do not differ

over time. Contrast this to the disease-associated PRO (pain, bottom row), where

the differences between the treatment groups evolve over time, growing wider with

additional treatment cycles, particularly on the severity side.

The effect of treatment on hazard of progression/death was similar whether it was es-

timated in a model joint with pain or anorexia. The posterior median difference between

treatment and control groups in months of median survival was 2.1 (CI: 0.96 − 3.6) in

the model with anorexia and 2.2 (CI: 1.0−3.6) in the model with pain. These treatment

differences are computed with all of the baseline covariates set to 1 (i.e., in white males

with Stage I/II disease, baseline Karnofsky ≥ 90 and full vitamin supplementation).

Moderate to strong positive association was observed between the two random inter-

cepts (U0i and U1i). Posterior medians for their correlation were 0.53 (CI: 0.39− 0.64)

and 0.57 (CI: 0.45 − 0.67) in the anorexia and pain models, respectively. This indi-

cates that the baseline probability of having non-zero PRO score and the baseline PRO

severity for an individual are positively associated, but not so highly that a single set

of random effects would suffice.

The two α parameters in (3.3) control the impact of individual-specific intercepts

and slopes on the hazard submodel. In the base models for both anorexia and pain,

while the median for α1 is positive, the posterior credible interval almost excludes zero,

indicating that the relationship between the person-specific intercept in the presence

submodel and the survival submodel is weak. However, the median for α2 is positive

and its interval excludes zero, indicating a significant relationship between the person-

specific intercept in the severity submodel and the survival submodel. The sign of this

parameter indicates that higher severity of these two PROs in an individual is associated

with greater hazard of progression/death.

3.6.2 Checking for differential skewness in the links

To investigate adequacy of the logit link in the two longitudinal submodels, we consider

plots of the linear predictor versus the predicted probability. Figure 3.3 illustrates this

empirical approach to examining link misspecfication in the base model for anorexia

(top) and pain (bottom). We consider the linear predictors based on individual-level
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fit, that is, X0i(s)β0 + u0i in the presence submodel and X1i(s)β1 + u1i in the sever-

ity submodel. We divide these linear predictors into 10 intervals containing roughly

equal numbers of observations. For the presence submodel, we plot the distribution of

inverse-logit transformed linear predictors in each bin (black boxplots), that is, the fitted

posterior probabilities of non-zero PRO. We compare the shape of this relationship to

the observed proportion of PRO observations that are greater than 0 in each bin (grey

line). For the severity submodel, we again plot the distribution of inverse-logit trans-

formed linear predictors (black boxplots), which now represent the fitted posterior mean

of non-zero PROs. Then we overlay the empirical distributions of the observed non-zero

PROs (grey boxplots). These figures show little visual evidence of link misspecification,

which we would see as differences in the shapes of the fitted and observed trends. Addi-

tional model fits using other links (e.g., probit, and skewed links with fixed or random

skewness parameters) either failed to converge or did not meaningfully change these

relationships. These plots suggest that the standard logit links are adequate for these

data in both the presence and severity submodels.

3.6.3 Individual-level parameters

We also wish to examine how the individual-level random effects work to adjust the

fitted trajectories. For the base anorexia model, Figure 3.4 displays individual and

group results for six individuals chosen on the basis of their fitted individual-specific

intercepts. To illustrate the anorexia presence submodel (top row), we choose three

individuals on the basis of their posterior median U0i: one in the bottom decile (left),

one near 0 (middle), and one in the top decile (right). To investigate the severity

submodel (bottom row), we choose three additional individuals, this time with posterior

median U1i values in the bottom, middle, or top deciles. For each individual, we plot

the group-level fitted trajectory (grey), individual-level fitted trajectory (black), and

observed data (solid circles); the individual-specific random effect posterior medians are

shown above each subplot.

This figure clearly shows the difference in the magnitude and direction of individual-

level adjustment that are possible in the two longitudinal submodels. In the presence

submodel (top row), the individual with many zero PRO observations (left, i = 1) has

a much lower fitted trajectory than his group. However, the individual with no zero
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observations (right, i = 90) cannot have higher fitted trajectory, because the group

fit is already so close to the maximum value of 1. In contrast, individuals show both

significantly positive and negative adjustments to the group fit in the severity submodel

(bottom row). We see that an individual with consistently low severity (left, i = 45)

has a lower trajectory than the group, and an individual with consistently high severity

(right, i = 59) has a higher fitted trajectory than the group.

The patterns seen for these six individuals hold in the whole clinical trial popu-

lation. None of the credible intervals for U0i excluded zero in the positive direction,

while 75 out of 448 were significantly negative. Compare this to U1i, where 92 of the

credible intervals excluded 0 from the positive side and 93 excluded 0 from the negative

side. This asymmetry in the random effects may contribute to the failure of α1 (the

parameter linking U0i to the survival submodel) to exclude the null value of 0, while

α2 is significantly positive. It is also further reason to include separate random effects

in these two models, rather than assuming that a single random effect governs both

presence and severity.

3.6.4 Joint versus separate modeling

Finally, we wish to investigate the relative benefit obtained by fitting these models using

both sources of data (longitudinal and survival) compared to using them separately.

For a longitudinal-only model, we could simply delete the survival submodel from the

joint model, retaining the same random effect structure. However, for the survival-

only model, the two individual-level intercepts U0i and U1i and their corresponding

coefficients α1 and α2 are not identified with only one observation per person. Thus,

we fit a modified survival-only model having the form log(λi) = X2iβ2 + ui where

we assume ui
iid
∼ N(0, σ2

u) and we employ a Unif(0.01, 100) prior on the random effect

standard deviation σu. To make our comparisons more fair, we similarly modify the joint

and longitudinal-only models to use a single random intercept per person. Specifically,

we use logit(ωi(s)) = X0i(s)β0 + α1ui in the presence submodel and logit(µi(s))) =

X1i(s)β1+ui in the severity submodel for both the longitudinal-only and joint models.

Then we use log(λi) = X2iβ2 + α2ui in the survival submodel of the joint model.

Comparing posterior credible intervals for β0 and β1, they were sometimes wider

and sometimes narrower in the joint model compared to the longitudinal-only model,
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but these widths differed by at most 12%. By contrast, the β2 credible intervals in

the joint model were 65% to 89% narrower than those obtained using only the survival

data. This demonstrates yet another aspect of the differential information content from

different data sources. We obtain much greater benefit by adding the comparatively

information-rich longitudinal data to the survival data, thereby improving parameter

estimates in the survival side of the model.

3.7 Discussion

Although clinically-determined endpoints (e.g., survival outcomes) have generally been

the basis for recommendation and approval of effective cancer therapies, PROs can be

equally important study outcomes. Moreover, compared with survival endpoints, PROs

can be used to better assess the treatment effect when minimal or no survival differences

are observed [94].

Our analysis highlights several features of these PROs not previously reported. First,

we were able to distinguish between two groups of symptoms, which we call therapy-

and disease-associated. In the representative example of the former group, anorexia,

periodicity within treatment cycle manifests as significantly negative day 15 and day

19 parameters for that model in Figure 3.1. The pain scores show no such periodicity

and correspondingly null day 15 and day 19 parameters in Figure 3.1. Second, the

trends across cycles of treatment also emerged as rather different in the two kinds of

PROs. In anorexia, the fitted scores were substantially higher at day 8 of each cycle

than at the pre-randomization visit in both treatment groups. This is because the

control group receives an active control, so that all patients are receiving a dose of

therapeutic agent that appears to produce loss of appetite as a side effect. Pain scores,

in contrast, gradually increase in the control group and decrease or remain steady in the

treatment group, leading to a widening difference between the two groups across cycles

of treatment. Third, individual-level parameters are included to induce association both

across longitudinal PRO measurements and between the PRO and PFS outcomes. As

illustrated in Figure 3.4, we observed an asymmetry in the ability of individual-level

parameters to adjust the probability of non-zero symptoms versus the severity of those

symptoms.
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Importantly, our methods allow us to simultaneously and efficiently evaluate several

treatment effects on endpoints, including the probability of experiencing a PRO item,

the severity of each non-zero PRO item, and the PFS benefit. In the case of pain, we

found differences between treatment and control groups across treatment cycles that

widened and were significant for both presence and severity. This was in contrast to

the lack of treatment benefit in anorexia, where both treatment groups immediately

experienced greater presence and severity of the PRO following initiation of treatment.

Our results for the benefit of treatment on PFS are consistent with the original analysis

of these data, which also showed an approximately 2-month increase in median time to

progression/death [49].

Of course, criticisms of our analysis can be made. One is a possible violation of the

proportional hazards assumption. In the Kaplan-Meier curves for the two treatment

groups (not shown), we find some indication that the curves converge at later times,

when there are few events and the confidence intervals overlap completely. Also, näıve

likelihood estimates of treatment effects (i.e., log hazard ratio for treatment versus

control) made at several points in time (not shown) indicate that a piecewise exponential

model for PFS (see e.g., [95, Example 4.3]) may be more appropriate, since the treatment

effect appears to be changing over time. We have used parametric (Weibull) survival

for computational convenience, allowing the models to be fit in standard software (i.e.,

WinBUGS) and keeping our methods accessible to statistical support staff. However,

customized MCMC algorithms could provide the flexibility to fit models containing

semi-parametric survival, such as Cox proportional hazards, or more complex forms for

the latent individual-specific effects.

Turning to extensions of our data analysis, the choice of link functions is an impor-

tant and often overlooked element of model building. In our zero-augmentation setting,

the need to choose not one but two links is complicated by the asymmetry noted above.

Although we found no evidence of a need for skewed or otherwise flexible links in these

data, the choice of link and desire to learn about the link from skewed binary data in

zero-inflation/augmentation settings remain subjects for future investigation.

We also wish to extend these models to combine multiple longitudinal outcomes

with survival. In such a model, specifying appropriate random effect structures is com-

plicated; for example, we may assume that the same underlying random effects are
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common across the longitudinal measures, or we could model separate sets of random

effects for each longitudinal outcome. In the latter case, specifying the distribution

that governs these many random effects and defining the function A that links them to

the survival submodel may be substantially more difficult. This multiple longitudinal

outcome extension of our approach is addressed in Chapter 4.

Finally, we are interested in investigating the relative contributions of multiple data

types to learning about both group- and individual-level effects, building upon and

formalizing the work in Section 3.6.4. In the present data, we informally observed

that the “richest” source of information about individuals is the collection of repeated,

continuous longitudinal severity observations, rather than the single survival time per

person. In addition, the “ceiling effect” in binary longitudinal observations may lead

to asymmetry in our ability to learn about individual-level parameters. However, in

settings with a large proportion of censoring, the occurrence of the terminal clinical

event may be the most informative observation about an individual. In Chapter 5, we

tackle the related question of how much benefit joint modeling provides over using the

longitudinal or survival data separately. Quantifying the impact of the number and

type of longitudinal observations, as well as the proportion of censoring, on learning in

joint models is a subject of current research.
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Figure 3.1: Posterior medians and 95% credible intervals for effects of covariates on
probability of non-zero PRO (β0, left), severity of non-zero PRO (β1, middle), and
hazard of progression/death (β2, right) in anorexia (top row) and pain (bottom row).
Credible intervals that exclude the null value of 0 are shaded darker.
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Figure 3.2: Fitted probability of non-zero PRO or mean non-zero PRO severity in the
treatment (black) and control (grey) groups for anorexia (top) and pain (bottom) base
models. Cycles in which the treatment×cycle parameter’s 95% credible interval excludes
the null value of 0 are plotted with stars.
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Figure 3.3: Observed and modeled relationship between linear predictor and fitted
probability of non-zero PRO (left) or mean non-zero PRO severity (right) in anorexia
(top row) and pain (bottom row). Modeled logit link relationships are plotted in black
while the empirical proportions and distributions are shown in grey.
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Figure 3.4: Posterior medians and 95% credible intervals for the probability (top row)
and mean severity (bottom row) of anorexia. Grey lines are for the group-level fit (i.e.,
ignoring Ui) and black lines are for individual-level fit. Observations are plotted as solid
circles and the posterior medians of the random effects are given above each plot.



Chapter 4

Multiple Zero-Augmented

Longitudinal Outcomes with

Survival

This chapter extends the joint modeling approach developed in Chapter 3 to more than

one longitudinal outcome considered simultaneously with a single survival outcome.

We begin in Section 4.1 with a description of a second-line clinical trial for treatment

of mesothelioma, that is, for patients previously treated with a different therapeutic

agent. Section 4.2 outlines our general multivariate modeling approach, while Section 4.3

gives the specifics of its implementation in this trial. We describe the technical details

in Section 4.4 and the modeling results in Section 4.5, focusing on models for two

longitudinal outcomes joint with survival. The chapter concludes with discussion of

limitations and future work in Section 4.6.

4.1 Second-line mesothelioma clinical trial

Recall from Section 2.1 that pemetrexed was established first as an agent for treating

patients with mesothelioma who had not previously been treated with other thera-

pies and who are not candidates for curative surgery. Because of this activity, it was

also considered as a second-line agent, that is, for previously-treaded patients. This

34
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indication was supported by a clinical trial originally described and analyzed in [52],

which enrolled 243 participants who had received a single prior drug regimen, but not

pemetrexed. Trial procedures included a baseline visit followed by every-21-day PRO

assessments and follow-up until death or censoring. Because the PROs were reported

less frequently, and also because these patients were more advanced in their disease,

each person contributed a median of only 3 longitudinal observations (range: 1 to 14);

as in the EMPHACIS trial, censoring was rare (7 %). We next consider the longitudinal

and survival measures in more detail.

4.1.1 Longitudinal measures

The PROs were measured using the well-established and validated Lung Cancer Symp-

tom Scale (LCSS) [96], described in detail in Section 3.1 above. Baseline LCSS scores

again showed large numbers of zeros (for all items except Quality of Life), with pro-

portions ranging from 5% (interference) to 21% (cough). For purposes of this chapter,

we have simplified our analyses by considering only symptoms directly attributed to

pathology of the primary organ (the lung) but have excluded hemoptysis, which occurs

only rarely in these patients [78]. Hence, we demonstrate our approaches by model-

ing only longitudinal LCSS cough and dyspnea (shortness of breath). An important

distinction between this trial and the one considered in Chapter 3 is the frequency of

PRO measurement. Here, measurement occurs only once per treatment cycle, so we no

longer have the concerns about periodicity within cycle. In addition, there are many

fewer measurements per person compared to the previous trial, both because of the

measurement schedule and because survival times are shorter.

4.1.2 Survival outcomes

In the original analysis of these data [52], treatment was found to have a significant

effect on PFS but not overall survival (OS). As stated in that study report, the OS

treatment group comparison was confounded by the patients in BSC group switching

to the active treatment arm regimen (BSC and pemetrexed) upon disease progression.

According to the objectives of this research outlined in the introduction, we limited

our analyses of time-to-event data to the PFS endpoint. Progression of disease was
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defined on the basis of the size of the primary tumor; the PFS variable is the time in

months from randomization to progression or death from any cause. We established

by visual inspection of the Kaplan-Meier curves and likelihood-based comparison of

various parametric survival models that the Weibull distribution is reasonable for the

PFS outcome. The only other covariate we considered, in addition to treatment group,

was a binary indicator of previous response to the chemotherapy (responder vs. non-

responder) that patients received prior to entering this second-line study.

4.2 Multivariate ZAB joint modeling approach

In this section, we introduce a general latent variables framework for joint modeling,

tailor this to PRO data by adding a longitudinal mixture model, and give details of

several models fit to our mesothelioma clinical trial data.

4.2.1 General approach

We begin with some notation. LetYi(s) = (Yi1(s), . . . , YiK(s))′ be a vector ofK distinct

PROs for the ith person at time s. Then let Ti be the event or censoring time for the

ith person, with δi an indicator of censoring (= 1 if progression or death was observed).

We assume that a set of underlying latent trajectories Ui(s) = (Ui1(s), . . . , UiK(s))′

influences both the longitudinal PRO and survival outcomes.

To construct parametric linear models for each outcome, let µ be the mean of the

longitudinal distribution, where we assume all the longitudinal outcomes come from the

same distributional family. Then let λ be some feature of the survival distribution (say,

the hazard or odds) and let g1 and g2 be appropriate link functions so that we can build

linear models for these two types of parameters. Each longitudinal PRO submodel

depends on a p1k-vector of parameters β1k with corresponding vectors of covariates

X1ik(s). The survival submodel depends on a p2-vector of parameters β2 with covariate

vector X2i(s). Finally, let A be a function of the trajectories Ui(s) and a parameter

vector α2 (we reserve α0 and α1 for future use). Assembling these into a general joint

mean response model, we have

g1(µik(s)) = X1ik(s)β1k + Uik(s) ,

and g2(λi(s)) = X2i(s)β2 +A(α2,Ui(s)) ,
(4.1)
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where k = 1, . . . ,K indexes the PROs. We assume that all the outcomes are condition-

ally independent given the person-specific trajectories, Ui(s). That is, the underlying

disease trajectory induces all the interdependence among PROs, across times, and be-

tween PROs and survival. The connection between PROs and survival is clear from this

expression, by virtue of Ui(s) appearing in both submodels. However, we must be a bit

more explicit to clarify how we incorporate correlation across time (i.e., between Yi(s)

and Yi(s
′)) and among longitudinal measures (i.e., between Yik(s) and Yik′(s)).

To this end, we first simplify the model by supposing that a single underlying tra-

jectory, Ui(s), influences all the outcomes. Then we let the trajectory depend on a

small set of person-specific random variables, ui. In order to learn about the la-

tent trajectory, we assume that it appears in each longitudinal submodel, scaled by

a factor α1k, so that Uik(s) = α1kUi(s). For identifiability, we choose one PRO to

determine the scale of the trajectory, say k = 1, so that α11 = 1 is fixed. Then

we can link the K longitudinal submodels and the single survival submodel either

via the value of the random trajectory Ui(s) or the vector of random variables ui.

The first case yields g2(λi(s)) = X2i(s)β2 + α2Ui(s), while the second case yields

g2(λi(s)) = X2i(s)β2 +α2ui. Note that the second is computationally simpler because

it does not lead to time-varying covariates in the survival submodel.

We again emphasize the distinction between these “shared effect” models, in which

common parameters across submodels induces a limited form of association, and “cor-

related effect” models, in which separate parameters in each submodel come from a

common distribution, inducing a more flexible form of association [97]. As an example

of the latter, suppose that different trajectories underlie the evolving disease, Uik(s)

for k = 1, . . . ,K PROs. Then let each of these be governed by a set of person-specific

random variables uik, so ui = (u′
i1, . . . ,u

′
iK)′. Correlation among longitudinal out-

comes may be induced by supposing that these come from some joint distribution,

ui
iid
∼ Gu(·|Σu) where Σu parameterizes Cov(uik,uik′). Of course, one can also specify

hybrid approaches using some combination of these two methods, linking via the value of

the trajectories or the random variables, and using shared or correlated random effects.
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4.2.2 Two-part longitudinal model

An additional modeling complication is motivated by the data in Section 4.1, namely,

a large number of observed zeros in the longitudinal data. We follow Chapter 3 by

extending our Section 4.2.1 joint modeling framework to include two submodels for

each longitudinal outcome, one for each mixture component of the ZAB. Extending

the notation of (4.1), we add a p0k-vector of coefficients β0k with corresponding design

vector X0ik(s) for ωik(s), using link g0.

The next question is whether the two longitudinal submodels will be connected by

shared or correlated random effects. For now, we assume the latter, so that there are

two underlying trajectories per person per PRO, namely U0i(s) = (U0i1(s), . . . , U0iK)′

and U1i(s) = (U1i1(s), . . . , U1iK(s))′. Then (4.1) is extended to

g0(ωik(s)) = X0ik(s)β0k + U0ik(s) , g1(µik(s)) = X1ik(s)β1k + U1ik(s) ,

and g2(λi(s)) = X2i(s)β2 +A(α2,U0i(s),U1i(s)) .
(4.2)

Notice that we build the model for ω, which is the probability of not being in the point

mass at zero, so that the effects on ω, µ, and λ will have the same clinical sign, i.e.,

larger is detrimental.

4.3 Multivariate ZAB joint modeling in mesothelioma

In order to implement joint longitudinal-survival models for the mesothelioma data

described in Section 4.1, we must specify distributional assumptions and link functions

for the joint model (4.2). In the longitudinal submodels, we must address the bounded

support of the PRO scores ∈ [0, 100]; a beta distribution values is again a natural choice.

First, we transform the support to [0, 1) by dividing all the scores by 100 and sub-

tracting a small amount from the few values equal to the upper bound. Next, we consider

a reparameterization of the usual Beta(a, b) distribution using the mean µ and a dis-

persion parameter φ, via a = µφ and b = (1 − µ)φ. Thus we obtain a zero-augmented

beta distribution for a random variable Y ∈ {0} ∪ (0, 1) having three parameters: ω

for the probability of Y ∈ (0, 1), µ for the mean of Y ∈ (0, 1), and φ for the dispersion

of Y ∈ (0, 1). We then build a logistic model for ω (presence of the PRO) and a beta
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regression model for µ (severity of the non-zero PRO). Both of these parameters are

∈ [0, 1], so we use logit link functions for both g0 and g1.

Turning to the survival submodel, we again suppose that a parametric Weibull

distribution describes the errors in a proportional hazards model. The hazard for the

ith person at time s, hi(s), is a product of baseline hazard function h0(s) = γsγ−1 and

the parameter λi(s) > 0. Thus we use a log link function for g2, and the usual method

of taking the survivor function at the censoring time as the likelihood contribution for

censored observations.

Assembling all of these components, we obtain the following manifestation of (4.2):

Yik(s) ∼ ZAB(ωik(s), µik(s), φk) ,

logit(ωik(s)) = X0ik(s)β0k + U0ik(s) ,

logit(µik(s)) = X1ik(s)β1k + U1ik(s) ,

Ti ∼ Weibull(γ, λi) ,

and log(λi(s)) = X2iβ2 +A(α2,U0i(s),U1i(s)) .

(4.3)

In the implementation of these models below, we assume the U0i(s) and U1i(s) depend

on r-dimensional person-specific parameter vectors ui and possibly parameter vectors

α0 and α1, as described in Section 4.3.1 below. Then we assume a zero-centered mul-

tivariate normal distribution governs the ui, with r × r covariance matrix Σu.

We specify independent normal prior distributions centered at 0 with variance 100

for the main regression effects, β0 = (β′
01, . . . ,β

′
0K)′, β1 = (β′

11, . . . ,β
′
1K)′, β2, and

α = (α′
0,α

′
1,α

′
2)

′. We also use the conjugate inverse Wishart prior on Σu, centered

at Ir. Letting the degrees of freedom equal r ensures this prior is as vague as possible

while remaining proper. The Weibull shape parameter is bounded, γ > 0, so we choose a

gamma prior with mean 1 and variance 10. The beta precision parameters are similarly

bounded, φk > 0, so we specify a gamma prior for each. These have mean φ̂k and

variance φ̂k
2
, where φ̂k is an empirical estimate based on preliminary analysis. These

priors represent a balance between minimal informativeness and the need to constrain

the parameters to a reasonable range to achieve acceptable MCMC convergence.

In the application to our mesothelioma clinical trial data, let the fixed effect design

matrices X0i(s) = X1i(s) = Xi(s) consist of four entries: an intercept, a linear time

effect (day, standardized by its mean, 75, and standard deviation, 69), a binary indicator
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of response to prior treatment (rsp = 1 if responder, = 0 if non-responder), and an

interaction term for treatment (trt = 1 if Pem+BSC, = 0 if BSC alone) with time.

No treatment intercept is included because patients were randomized to treatment, and

the treatment groups do not differ at baseline. Because the PRO reporting occurred

only once per treatment cycle, we do not have the periodicity concerns of the data

considered in Chapter 3. The three entries we use in X2i(s) = X2i are simply an

intercept, responder status indicator, and treatment group indicator.

4.3.1 Latent trajectories and hierarchical structure

The remainder of this subsection specifies several reasonable forms for the latent com-

ponents of these models, choosing between shared and correlated random effects, and

choosing whether to link via the values of the random trajectories or the random vari-

ables. The clinical trial data we consider in Section 4.1 have few observations per person

(median: 3), restricting us to fairly simple forms for the person-specific trajectories in

these two longitudinal submodels. In particular, we take the very simple case of random

intercepts in each model, so that U0ik(s) = u0ik and U1ik(s) = u1ik. This removes the

time dependence of the random trajectories, so that linking via the value of the random

trajectory and linking via the random variables is the same. It remains to specify the

underlying structure of these latent variables.

Single Shared Intercept Model (MV1I). An extremely simple case of a shared

effects model contains a single random intercept, ui, underlying all K PROs and the

survival outcome. This intercept must be scaled appropriately for each submodel. We

use coefficients α0k and α1k for each longitudinal presence and severity submodel, re-

spectively, so that u0ik = α0kui and u1ik = α1kui. Then we fix α01 = α11 = 1 for

identifiability, and in the survival submodel, let A(α2, ui) = α2ui. This model rep-

resents the simplest possible shared effects model, but may miss important variations

within individuals across PROs.

Two Shared Intercepts Model (MV2I). A slightly more flexible version of a

shared effects model assumes that two random intercepts, ui = (u0i, u1i)
′, underlie

all K PROs. One influences the presence of all the PROs, and the other influences

their severity. Again, these random intercepts must be scaled appropriately for the

longitudinal submodels, so we use coefficients α0k and α1k for presence and severity,
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respectively, so that u0ik = α0ku0i and u1ik = α1ku1i. Then fix α01 = α11 = 1 for

identifiability and use A(α2, u0i, u1i) = α2(u0i + u1i) in the survival submodel. We

observed that separate multipliers for the two intercepts substantially impaired model

convergence. Summing is sensible because we expect and in fact, observe, that the two

intercepts are positively correlated, that is, individual-level probability and severity of

symptoms are related. This model allows the presence and severity of PROs to have

different individual-level adjustments, but limits the structure of these adjustments

across PROs.

K Intercepts Hybrid Model (MVKI). Moving to a hybrid correlated/shared

effects model, let each PRO have a different random intercept ui = (ui1, . . . , uiK)′,

but suppose that this drives both the presence and severity longitudinal submodels.

Assuming the intercept is on the scale of the severity submodel, we need a scaling

parameter α0k for its contribution to the presence submodel, so that u0ik = α0kuik and

u1ik = uik. Then in the survival submodel, we use A(α2,ui) = α2(
∑k

k=1 uik). Similar to

model UV2I above, summing is sensible because we observe that the intercepts across

PRO items are positively correlated. This model allows individuals to have different

underlying intercepts for each PRO, but requires that the individual PRO presence and

severity effects be proportional to one another, according to α0k.

2K Intercepts Hybrid Model (MV2KI). Further expanding the flexibility, we

might assume two random intercepts for each PRO, uik = (u0ik, u1ik)
′; then there is no

need for scaling factors in the longitudinal submodels. In the survival submodel, we use

A(α2,ui) =
∑K

k=1 α2k(u0ik + u1ik), though this may not be sensible in all settings, e.g.,

if the individual-level parameters for the two longitudinal submodels were negatively

correlated, the meaning of α2k would be obscure. This specification, which we term

MV2KI, is the most flexible, allowing an individual’s latent level to vary across all

PROs and between the presence and severity.

Random Effect Distribution. There are several ways of structuring the distri-

bution of the random effects. For simplicity, we assume ui
iid
∼ N(0,Σu), where the

r× r covariance matrix Σu parameterizes covariance between the presence and severity

longitudinal components. When r is small, a single multivariate normal distribution on

the r-vector ui is tractable. This is the approach we take in the mesothelioma exam-

ple below, where r is never larger than 2K = 4. We fit an unstructured Σu matrix,
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individual trajectories contributions to each submodel
Name U0ik(s) U1ik(s) presence severity survival

UV1I ui ui α0ui α1ui α2ui
UV2I u0i u1i u0i u1i α2(u0i + u1i)

MV1I ui ui α0kui α1kui α2ui
MV2I u0i u1i α0ku0i α1ku1i α2(u0i + u1i)

MVKI uik uik α0uik uik α2(
∑K

k=1 uik)

MV2KI u0ik u1ik u0ik u1ik
∑K

k=1 α2k(u0ik + u1ik)

Table 4.1: Summary of multivariate joint model random effect structures.

and discuss alternative approaches for larger r, including means of structuring Σu, in

Section 4.6.2 below.

Univariate Models. We are also interested in fitting a single PRO at a time,

jointly with survival. This leads to interesting special cases of our models above, where

we suppress the k notation for simplicity.

First consider a simplification having only a single random effect, ui, on the scale of

the severity submodel. We use multiplier α0 and for the contribution to the probability

submodel, so that u0i = α0ui and u1i = ui. Then letting A(α2, ui) = α2ui in the

survival submodel leads to a special case of MV1I, which we call UV1I (for univariate

1 intercept).

Next, let ui = (u0i, u1i)
′ be a 2-vector of random intercepts and suppose that these

influence the presence and severity PROs separately. This leads to a special case of

MV2I, which we call UV2I, where we choose a simple linear combination of the two

intercepts in the survival model, α2(u0i + u1i).

Table 4.1 present these multivariate and univariate joint models in simple notation

that emphasizes the differences in the contribution of the individual-specific disease

process. In Section 4.5, we fit these univariate models twice, with cough and dyspnea

each playing the role of Yi(s) in turn. For simplicity, we fit models containing the

same time trends, covariates, and random effect structures for each of the two PROs.

Then we compare the results to multivariate model fits that use the same two PROs

simultaneously with survival.
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4.4 Technical details

4.4.1 Likelihood specification

Let the parameter vector for all except the latent effects be

Θ = (β0,β1,β2,α, γ,φ,Σu) ,

where φ = (φ1, . . . , φK)′. The latent trajectoriesU0i(s) andU1i(s) depend on individual-

specific parameter vectors ui, the elements of which may be PRO-specific random

vectors, e.g., ui = (ui1, . . . , uiK)′ as in MVKI, or be common across PROs, e.g.,

ui = (u0i, u1i)
′ as in MV2I. Collecting the ui for all subjects, we obtain the complete la-

tent parameter vector U = (u′
1, . . . ,u

′
N )′. Then the following expression is proportional

to the full joint posterior distribution,

p(Θ,U|Y,T,∆) ∝

{

N
∏

i=1





K
∏

k=1

ni
∏

j=1

p(yikj |β0k,β1k,α,ui, φk)





× p (ti|β2,ui,α, γ)δiS (ti|β2,ui,α, γ)1−δi

}

p(U|Σu)π(Θ) ,

(4.4)

where for the ith person, the jth observation of the kth PRO is yikj at time sikj , ti is

the PFS/censoring time, and δi is the censoring indicator. Then Y, T, and ∆ are the

complete vectors of these observed quantities over all k = 1, . . . ,K, i = 1, . . . , N , and

j = 1, . . . , ni. The prior π(Θ) is a product of the independent prior distributions on

each element of Θ described in Section 4.3 above. The ZAB likelihood contribution for

each PRO observation, p(yikj |β0k,β1k,α,ui, φk), is

[1− ωikj(β0k,ui)] I(yikj = 0)

+ ωikj(β0k,ui)

[

cikjyikj
µikj(β1k,ui)φk−1(1− yikj)

(1−µikj(β1k,ui))φk−1

]

I(yikj > 0) ,

(4.5)

where the parameters are

cikj =
Γ(φk)

Γ (µikj(β1k,ui)φk) Γ ((1− µikj(β1k,ui))φk)
,

ωikj(β0k,ui) = logit−1(X0ikjβ0k + U0ik(sikj)) , and

µikj(β1k,ui) = logit−1(X1ikjβ1k + U1ik(sikj)) ,
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where we recall that U0ik and U1ik depend on ui and perhaps also on α0 and α1,

respectively. The Weibull likelihood contribution for the ith person is the same as (3.6)

above.

4.4.2 Model comparison

To compare among models with different random effect structures and A functions, we

consider several measures of model fit and complexity. We compute these measures

separately for the longitudinal and survival submodels of each joint model considered.

The Deviance Information Criterion (DIC) is a measure based on the deviance

D = −2 log(p(y|θ)) [98]. Model adequacy is captured by the posterior mean of the

deviance, D̄(θ), where smaller values indicate better fit. Effective model complexity is

captured by pD = D̄(θ) −D(θ̄), the difference between the posterior mean of deviance

and the deviance at the posterior mean of the parameter θ. Then DIC = D̄(θ) + pD

penalizes model adequacy by the effective model complexity. Partitioning these statis-

tics into longitudinal and survival components is straightforward by partitioning the

likelihood; indeed this functionality is programmed into the WinBUGS software. The

deviance contribution of yikj in the longitudinal part is negative twice the log of (4.5),

and for the survival part is negative twice the log of (3.6).

As several difficulties with DIC have been noted [99, 100, 101, Ch.4], we also con-

sider predictive measures. Root mean squared prediction error (RMSPE) measures the

model’s ability to predict outcomes not used in model fitting. We randomly select

N (2) = 23 subjects (i.e., 10% of the sample) and extract their longitudinal and survival

outcomes to obtain a validation data set (y(2), t(2)). We do not select from among those

few subjects (7%) who had censored survival observations, since computing the usual

prediction error on censored values is not sensible; assuming censoring occurs at ran-

dom, this approach will not bias our results. We fit the model on the remaining training

data, (y(1), t(1)), and obtain posterior predictions for the held-out observations, (ŷi, t̂i),

for each i ∈ (y(2), t(2)). Then we compute longitudinal root mean square prediction

error RMSPElong =
[

1/N (2)
∑N(2)

i=1 (yi − ŷi)
2
]1/2

for yi ∈ y(2), and similarly for the

survival data substituting ti for yi in this expression to obtain RMSPEsurv.

Finally, we consider the log pseudo marginal likelihood (LPML). For the same

validation data set, we compute the pseudo marginal likelihood of these predictions,
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Longitudinal Survival
D̄ pD DIC D̄ pD DIC

UV1I Cough 797 179 977 1005 6 1011
UV1I Dyspnea 834 185 1019 998 6 1004
UV2I Cough 694 232 926 1001 8 1008
UV2I Dyspnea 781 215 995 981 13 994

MV1I Combined 840 191 1032 999 6 1006
MV2I Combined 571 276 847 991 10 1001
MVKI Combined 260 342 601 999 6 1005
MV2KI Combined 100 421 521 964 16 980

Table 4.2: DIC statistics for univariate and bivariate models fit to the mesothelioma
data. The most favorable DIC statistics for each PRO (for UV) or the combination of
both (for MV) are shown in bold type.

where the marginalization is accomplished by averaging Monte Carlo samples from

the posterior of the parameters. That is, for the longitudinal data, we estimate the

conditional predictive ordinate (CPO) of each predicted observation by CPOlong,i =

f(yi|y
(1)) =

∫

f(yi|Ω)π(Ω|y
(1))dΩ ≈ 1/G

∑G
g=1 f(yi|Ω

g) for yi ∈ y(2), where g in-

dexes MCMC draws from the posterior of the complete parameter vector Ω = (Θ,U),

and f(yi|Ω) is computed using (4.5). Then we sum over the validation set to obtain

LMPLlong =
∑N(2)

i=1 log(CPOi), for which, being similar to a log likelihood, larger

values indicate better fit. We repeat this procedure for the survival data, substituting

ti for yi in these expressions and computing f(ti|Ω) using (3.6) to obtain components

CPOsurv,i and subsequently the sum LPMLsurv.

4.5 Results

4.5.1 Model choice

Model fit statistics for models described in Section 4.3.1 are summarized in Table 4.2

and Figure 4.1. The univariate models used one PRO (dyspnea or cough) with PFS,

while the multivariate models fit these same two PRO items simultaneously with PFS.

First, consider the differences between the univariate and multivariate approaches.
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Figure 4.1: Predictive model comparison statistics for models fit to mesothelioma data.
Means and 95% posterior credible intervals are shown.

DIC may not be compared fairly (summing the DIC for the cough and dyspnea uni-

variate models would be “double counting” the contribution of survival data), but the

prediction statistics may. The longitudinal RMSPE statistics seem to indicate a small

advantage to considering the PROs separately. However, longitudinal LPML and both

statistics in the survival component are very similar across UV and MV models.

Considering the difference in structure within univariate models, DIC favored the

model with separate intercepts for presence and severity (UV2I). None of the predictive

criteria (RMSPE, LPML) distinguished among the models considered, either for cough

or dyspnea.

Turning to the multivariate models, DIC and longitudinal LPML for cough strongly
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prefer MV2KI, while the rest of the predictive fit statistics fail to clearly distinguish a

“winner.” Given these results, we advocate UV2I and MV2KI for these particular data,

based primarily on the DIC results.

4.5.2 Interpretation of parameters

The β0 parameters, shown in the top row of Figure 4.2, capture the effects of the

covariates on the logit probability of a non-zero PRO score, with negative parameters

representing improvement of PROs. In most models, these effects are not significantly

different from zero, though the treatment effects trend toward negative values (i.e.,

improved symptoms) in all models, and reach significance for the effect of treatment by

day on cough in the MV2KI model, and both PROs in the MV2I model.

The β1 parameters, shown in the bottom row of Figure 4.2, represent the effects

of the covariates on the mean of the non-zero PRO scores. Thus, negative parameters

represent improvement in non-zero PRO scores. Again, very few of the scores reach

significance, though previous responders to chemotherapy tend to have lower severity

of cough in all of the multivariate models.

The β2 parameters, plotted in Figure 4.3, represent the effects of the covariates

on the log hazard of progression or death, so negative parameters represent decreased

hazard, i.e., improved progression-free survival time. Only the univariate models showed

trends for treatment benefits on survival, though the credible intervals narrowly include

the null value of 0.

The matrix Σu contains off-diagonal entries that parameterize the relationships

among person-specific parameters. For example, in the MV2KI model, the 4 × 4 Σu

matrix governs the relationship between presence and severity intercepts for a single

PRO (i.e., Cov(u0ik, u1ik)) and between intercepts for different PRO items (e.g., pres-

ence intercepts Cov(u0ik, u0ik′)). Strong positive correlations were observed within PRO

items between presence and severity for an individual. The correlation coefficient was

.61 (CI: .36− .80) for the two cough intercepts and .70 (CI: .51− .83) for the dyspnea

intercepts. Similarly strong positive correlations were observed between PRO items,

for example, the intercepts for presence of cough and dyspnea had correlation .78 (CI:

.62 − .88), while the intercepts for severity of these two symptoms had correlation .62

(CI: .47 − .72). These relationships provide support for the consideration of multiple
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PRO items at once, despite the lack of marked efficiency gains in the main regression

estimates (Figs. 4.2 and 4.3).

Recall that α2 parameterizes the association between individual-level intercepts for

the longitudinal outcomes and survival. The posterior credible intervals for these pa-

rameters exclude 0 and are positive in all cases except α21 in MV2KI, where the interval

did include the null value. These indicate that individual-level deviations from the norm

in PROs behave consistently with the corresponding deviations in PFS, though perhaps

not for cough. Broadly, the significantly positive α2 parameters support the use of joint

modeling of longitudinal and survival by indicating a significant connection between the

two outcome types.

One interesting feature of our models (and one that is not available in standard

models) is the pattern of individual intercepts that were significantly different from 0.

While significantly non-zero u1i values were evenly split between positive and negative,

the significantly non-zero u0i values were almost entirely negative (not shown). Further,

the observed positive correlation was never reversed when u0i was significantly negative;

these individuals always had either non-significant or significantly negative u1i.

Examining the original data confirms that individuals with significantly negative u0i

had many observed zeros. Taking cough as a representative example, Figure 4.4 shows

the observed cough scores over time in groups chosen on the basis of their estimated

random effects. Zero values are plotted as stars and non-zeros as solid circles. Those

with significantly negative u0i estimates (top two panels) contain many zero values,

while those with non-significant u0i estimates (bottom two panels) contain no zero

values. An absence of zeros, even with accompanying large LCSS scores, does not

lead to significantly positive adjustments to the probability of non-zero scores (u0i). In

contrast, both positive and negative adjustments to the non-zero LCSS score means

(u1i) reach significance.

Further graphical investigation (not shown) suggests that in participants who never

reported zero on the LCSS scores (suggesting a large, positive u0i would be needed),

missing data and poor PFS outcomes prevent the random intercept from reaching sig-

nificance. Despite point estimates that are mostly positive, the credible intervals for

u0i are simply too wide to exclude zero. Further, poor progression-free survival is as-

sociated with the greatest probability of having a non-zero LCSS score. This suggests
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a possible explanation: missing data. Consider a participant with one of the largest

u0i estimates, who had only two observations for cough: values of 74 at day 5 and 93

at day 36. The participant then progressed/died at day 45, and our model produced

a significantly positive estimate for u1i [mean: 2.0, 95% CI: (1.1, 3.0)] and just barely

non-significant estimate for u0i [mean: 5.5, 95% CI: (−0.16, 11.9)]. Other patients with

large u0i estimates showed similar patterns.

4.6 Discussion

MPM has a high symptom burden, and symptom relief remains the main goal of MPM

management [102]. Hence, clinical trials in MPM and other advanced or metastatic dis-

ease with high patient-reported symptom levels should be designed to include compelling

and comprehensive assessment of patient well-being with serial collection of sufficient

symptom-based PRO data. Effective use of these data will, however, require a broader

standard of evidence than has been specified in the typical study protocols [103, 104].

Conventional randomized controlled trial analyses (e.g., the sample mean difference) fail

to evaluate individual-level symptom benefits and their associations among each other

and with the survival outcomes. Our joint models of longitudinal repeated-measure

PRO symptoms with PFS address this shortcoming.

Despite our use of joint modeling and inclusion of components to specifically accom-

modate the longitudinal measurement features of a bounded scale and excess zero floor

effects, our data offered little support for our expectation that active treatment plus

BSC would reduce symptom burden and that this reduction would be associated with

increased PFS, compared with BSC alone. The lack of observed group treatment symp-

tom differences in this second-line MPM study may be due to its relatively small sample

size. The LCSS questionnaire is structured as a 24-hour recall instrument and the study

administration schedule was approximately every 21 days. Hence, there is a large tem-

poral gap between longitudinal measurements, and the single cycle assessments may not

represent the true patient symptom experience or the association of symptom burden

with PFS. At a minimum, consecutive daily assessments over a period of cycle days

1 through 7 would provide more reliable data upon which better statistical modeling

could be built. To better evaluate the value of new oncology therapies, study protocols
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should be developed to include this enhanced data collection, possibly through the use of

electronically reported PROs, along with analysis plans that include the joint modeling

of longitudinal repeated-measure patient-reported symptom and survival data.

4.6.1 Limitations of our analysis

While we have outlined several attractive features of our multivariate joint model ap-

proach, several criticisms of our analysis can be made. One is a possible violation of

the proportional hazards assumption in the Kaplan-Meier curves for the two treatment

groups. The left panel of Figure 4.5 shows the cumulative hazards and 95% confidence

intervals for each treatment group. While it is difficult visually to judge the propor-

tionality in months 2 through 5, it is apparent that the curves converge at later times,

when there are few events and the confidence intervals overlap completely.

Näıve likelihood estimates of Cox regression parameters (i.e., log hazard ratio for

treatment versus control, unadjusted for responder status or any other variable) are

shown in the right panel of Figure 4.5. Time intervals were formed on the basis of

having 40 events. The plot indicates that a piecewise exponential model for PFS (see

e.g., [95, Example 4.3]) may be more appropriate, since the treatment effect appears to

be changing over time. Such a model posits a baseline hazard λk within small intervals

of time Ik = (sk, sk+1]. Then the individual hazard is a product of this baseline, a

covariate effect θik that could incorporate a time-varying treatment effect, and a frailty

term ui.

4.6.2 Future work

Further expansions of the multivariate models are of interest. For larger dimension

of K, we might simply consider uik
iid
∼ N(0,Σuk), where uik are 2-vectors and Σuk

parameterizes correlation between the two longitudinal submodels for a single PRO.

However, this does not explicitly parameterize the relationship among PRO-specific

latent effects. For further simplicity, we could let Σuk = Σu, k = 1, . . . ,K to make the

relationship between the presence and severity random effects the same across PROs.

Alternatively, we may think of adding additional levels to the model hierarchy to

induce correlation among the random intercepts. For example, we might write u0ik =
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v1k + v20 + ǫ0ik and u1ik = v1k + v21 + ǫ1ik. This adds random effects v1k, k = 1, . . . ,K,

for the type of LCSS score, and v2ℓ, ℓ = 0, 1, for the type of intercept (presence or

severity). We would then modify the design vectors X0i(s) and X1i(s) to remove the

first (intercept) entries, in order to hierarchically center the random effects around β0k1

and β1k1. Structure within the 2K × 2K matrix Σ results from the correlation among

random effects sharing index values of ℓ or k. Specifically, Cov(Uℓik, Uℓ′ik) = σ2
v1 and

Cov(Uℓik, Uℓik′) = σ2
v2, but Cov(Uℓik, Uℓ′ik′) = 0 so that we model correlation for random

intercepts of the same type (ℓ) or PRO (k), but not across these categories.

The general model (4.3) allows us to capture further heterogeneity among subjects

by allowing individual- and PRO-specific random effects at each time point. Then we

might impose structure on these time-varying random effects, such as autocorrelation

according to U0ik(t) ∼ N
(

U0ik(t− 1) , σ2
k exp

(

−ρ(k)|dayi(t)− dayi(t− 1)|
))

.
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Figure 4.2: Posterior means and 95% equal-tail credible intervals for parameters govern-
ing probability of non-zero PRO (β0, top row) and mean of non-zero PRO (β1, bottom
row). Credible intervals that exclude the null value of 0 are shaded darker. Circles
represent effects on cough, triangles for effects on dyspnea.
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shaded darker. Effects in models joint with cough are plotted as circles; models with
dyspnea are triangles.
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group (left panel). The right panel displays simple estimates (circles, plotted at time
period midpoint) with 95% confidence intervals (dashed lines) of treatment effect on
progression-free survival (PFS).



Chapter 5

Information Content in Joint

Models

This chapter marks a departure from the applied and modeling emphases of the previ-

ous two, in which we considered complex models tailored to the analysis of particular

datasets. Here, we scale back the model complexity to address more general questions

about the benefit of joint modeling. The statistical background appears in Section 5.1,

after which we return in Section 5.2 to our mesothelioma trial setting for additional mo-

tivation. Section 5.3 introduces our simplified joint modeling framework and notation.

In Section 5.4, we investigate both analytical and simulation approaches to studying the

influence of the data on the fixed effects, particularly treatment parameters, followed

by similar inquiries for the latent parameters in Section 5.5. Finally, in Section 5.6, we

discuss the implications of our work, its limitations, and suggest future extensions.

5.1 Statistical motivation

The development of joint modeling has greatly expanded the scope of models to accom-

modate many data complexities, yet relatively little attention has been paid to these

approaches’ properties and performance. A few notable exceptions include work on

joint model residuals [105, 106, 107], sample size and power [108], and a case study in

which joint modeling did not improve survival predictions compared to using longitu-

dinal data directly as predictors [61]. We consider the setting in which both outcomes

56
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are of interest, and derive expressions that quantify the benefit of joint modeling versus

separate modeling.

Previous authors e.g., [109] have explored reparameterizing linear mixed models to

elucidate the comparative roles of variance parameters for the data and random effects.

Their work depends crucially on the use of a fully Gaussian two-stage model, permitting

clever manipulations of the matrix expressions to yield separation of the posterior into

interpretable components. We extend this line of inquiry to the joint modeling setting, in

which latent effects link a longitudinal submodel to a survival submodel. An asymmetry

in our joint modeling formulation requires us to apply a different approach.

For well-behaved posterior distributions (i.e., unimodal and approximately symmet-

ric), information content may be reasonably quantified by the inverse variance, also

known as precision. When the prior and posterior are both proper and available in

closed form, posterior precision is accessible, and may be thought of as quantifying the

information available after data analysis. Some of our models below (e.g., Section 5.3)

are simple enough to allow this approach. However, for joint models of greater com-

plexity, the posteriors are not generally available analytically, and analysis may instead

proceed by Markov chain Monte Carlo (MCMC). In this case, we use samples from the

posteriors of the parameters of interest to compute approximate posterior variance.

In a very simple Gaussian linear joint model where we assume the variance param-

eters are known, we find that the connection between the longitudinal and survival

components can be weakened (and even eliminated) by increasing the prior variance on

fixed effects in the model. This counterintuitive result extends to the case where we

place prior distributions on the variance parameters rather than assuming them fixed

and known. While it does not seem to hold in a complex joint model applied to one

particular data set, where we allow survival censoring and longitudinal error distribu-

tions in which the mean and variance are dependent, the possible reasons for this are

many and require further investigation.

5.2 Motivating clinical trial

Recall the first-line mesothelioma trial of Chapter 3; we again model the collection of

symptom scores using mixture of a beta distribution and a point mass at zero, a ZAB
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distribution. Here, we consider a simplified version of the joint model containing a

single latent effect to link the submodels. The random effect appears as an intercept in

the submodel for severity of symptoms, but as a scaled intercept (α1ui or α2ui) in the

submodels for probability of symptoms and hazard of progression/death, respectively.

The complete model may be written

Yi(s) ∼ ZAB(ωi(s), µi(s), φ)

logit(ωi(s)) = X0i(s)β0 + α1ui

logit(µi(s)) = X1i(s)β1 + ui

Ti ∼ Weibull(γ, λi)

log(λi) = X2iβ2 + α2ui .

(5.1)

Applying this hierarchical model to our mesothelioma data, the posterior credible in-

tervals for both α1 and α2 include only positive values, suggesting that greater symptom

severity is associated with greater symptom probability and increased hazard, justifying

joint modeling. However, the α parameters alone do not quantify the benefit of going

to all this trouble; they do not indicate whether our conclusions about treatment effects

are altered by considering symptoms jointly with PFS.

To see whether there is a tangible benefit for inference on treatment effects, we

compare the posterior distributions obtained from (5.1) to those obtained by separate

modeling using only longitudinal or only survival data. We focus on the (fixed) treat-

ment effects in this clinical trial setting. To study the influence of survival data on the

posteriors for symptom treatment effects, we compare posterior fits from the three-part

joint model to posterior fits from the longitudinal model with no survival submodel.

Then we reverse this to study the influence of longitudinal data on the posteriors for

survival treatment effects.

The results of these comparisons are shown in Figure 5.1. In the top row, we compare

the fitted (posterior median) trajectories for probability (top left) and severity (top

right) of the anorexia symptom for each treatment group (treatment in black, control

in grey). We show the fitted values at the start of each 21-day treatment cycle. This

is done both for the joint model (solid lines) and for a separate model using only the

symptom data (dashed line). Similar comparisons are shown in the bottom left panel,

where we plot the fitted survival curve in each treatment group both for the joint model
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(solid lines) and for a separate model using only the survival data (dashed line). The

errors bars represent the point-wise equal-tail posterior 95% credible intervals. Notice

that while the addition of survival data does alter the severity medians somewhat, it

has very little impact on the widths of the intervals for the longitudinal fits, (compare

the corresponding dashed and solid lines at each cycles in the top two panels). By

contrast, adding longitudinal data to the estimation of survival curves (bottom left

panel) makes the intervals substantially narrower, and in fact significantly different at

Days 50 and 100. This seems to indicate that the longitudinal data provide the lion’s

share of information in this model.

However, this relative balance of information content need not hold for all data sets

or models. It is reasonable to expect that the relative contributions will depend strongly

on features of the data, including the number of longitudinal observations per person,

the proportion of censored survival observations, and error variantion in both data

types. While the longitudinal data are more informative in this particular clinical trial,

other authors [110] have observed that in settings with a large proportion of censored

values, they are in fact less informative. These authors observed that their survival data

essentially sorted persons into two classes: those that experienced the terminal event

during the study and those that did not. In the sections that follow, we use a simplified

model to formalize and quantify the potential “payoff” of considering two sources of

information in a joint model versus modeling them separately.

5.3 Modeling framework

We begin with a general outline of the joint modeling framework and introduce the

basic notation. Let the n-vector of longitudinal observations for individual i be de-

noted by z1i = (z1i1, . . . , z1in)
′, the survival time by z2i, and let ui be a vector of

person-specific latent variables. Here we assume that all subjects have the same num-

ber of longitudinal observations and that there is no censoring of the survival times.

Then we adopt the usual joint modeling assumption that the ui induce all of the as-

sociations between z1i and z2i, so that z1i and z2i are conditionally independent given

ui. Writing the rest of the model parameters as Θ, the specification of a joint dis-

tribution for the longitudinal and survival outcomes is simplified since we can write
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f(z1i, z2i|ui,Θ) = f(z1i|ui,Θ)f(z2i|ui,Θ). Collecting the longitudinal, survival, and

latent variables for all subjects into Z1, Z2, and U, respectively, we write the full

likelihood as f(Z1,Z2|U,Θ) = f(Z1|U,Θ)f(Z2|U,Θ). In the Bayesian framework,

inference follows from the full posterior distribution,

f(U,Θ|Z1,Z2) =
f(Z1,Z2|Θ,U)π(Θ,U)

∫

f(Z1,Z2|Θ,U)π(Θ,U)d(Θ,U)
. (5.2)

We now specify an implementation of this joint modeling framework that is simple

enough to yield to analytical methods (that is, for which the posteriors are available

in closed form) but which retains sufficient complexity to be instructive. Ignoring the

zero augmentation of Chapters 3 and 4 and Section 5.2 for the moment, assume the

longitudinal observations z1ij are distributed N(µij , σ
2
1) and the log survival times z2i

arise as N(λi, σ
2
2). If we further suppose that there are no time-dependent covariates

(i.e., µij = µi for j = 1, . . . , n), then we can use means z1i =
1
n

∑n
j=1 z1ij and still retain

all the information in z1i, yielding z1i ∼ N(µi, σ
2
1/n). We then build linear regressions

µi = x1iβ1 + ui and λi = x2iβ2 + αui. Suppose treatment assignment trti is the only

covariate of interest; then our fixed effect design vectors are x1i = x2i = (1, trti)
′,

and both β1 and β2 are 2-vectors. Finally, assume the scalar latent effects ui are

independently and identically N(0, σ2
u). Then the joint model is

z1i|ui ∼ N(β11 + β12trti + ui, σ
2
1/n) ,

z2i|ui ∼ N(β21 + β22trti + αui, σ
2
2) ,

and ui ∼ N(0, σ2
u) .

(5.3)

The α parameter is included so that we need not assume the individual-level adjust-

ments to the mean of the longitudinal data and the (log) survival times are on the same

scale. This parameter both fixes the direction of the association (if positive, the latent

variable influences both outcomes in the same direction) and influences the strength

of association between the two outcomes. However, this latter role is not straightfor-

ward and in any case breaks the symmetry of the model in an arbitrary manner; we

could just as easily have parameterized the model with α scaling ui’s contribution to

the longitudinal submodel instead.

Collecting the remaining parameters into the vector Θ = (β1,β2, α, σ
2
1, σ

2
2, σ

2
u)

′, we
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obtain the following expression for the joint posterior

p(Θ,U|Z1,Z2) ∝
N
∏

i=1

{

f(z1i|β1, ui, σ
2
1/n)f(z2i|β2, ui, α, σ

2
2)f(ui|σ

2
u)
}

π(Θ) , (5.4)

where all of the density functions f(x|·) are Gaussian in this model.

5.4 Learning about fixed effects

We now turn our attention to the influence of the two data types on fixed effect pa-

rameters. Consider the longitudinal treatment effect β12; we are interested obtaining

its posterior and studying how it depends on z1, z2, and the variances σ2
1, σ

2
u, and σ2

2.

An important complication is the impact of α. In the likelihood,

Cov(z1i, z2i|Θ) =

(

σ2
u + σ2

1i ασ2
u

ασ2
u α2σ2

u + σ2
2

)

,

so that α fixes the sign of the correlation between the two observations for an individual

and also scales the second (survival) observation. We consider two cases, α fixed and

known as well as α unknown; in both, we assume σ2
1, σ

2
2, and σ2

u are fixed and known.

In Section 5.4.1, we derive expressions for the posterior distribution of fixed effects as-

suming α is known. In Section 5.4.2, we extend our analytical approach to a model that

places a prior on α instead of assuming it is known. We make these findings more con-

crete in Section 5.4.3 by plotting posterior information from joint and longitudinal-only

models. Section 5.4.4 concludes this section with simulation results from a somewhat

more realistic model that adds priors on the variance parameters as well.

5.4.1 Assuming linking parameter is fixed and known

We begin by recalling the core Bayesian hierarchical modeling result of Lindley &

Smith [111], henceforth abbreviated L&S. For n × p1 response vector Z, p1-vector of

parameters θ, known n× p1 design matrix A1, and known n× n covariance matrix C1,

let the likelihood be Z ∼ N(A1θ, C1). Then for second-level p2-vector of parameters µ,

known design and covariance matrices A2 and C2, let the prior be θ ∼ N(A2µ, C2). The

authors showed that the marginal distribution is Z ∼ N(A1A2µ, C1+A1C2A
′
1) and the
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posterior is θ|z ∼ N(Dd, D) where D−1 = A′
1C

−1
1 A1+C−1

2 and d = A′
1C

−1
1 z+C−1

2 A2µ.

If we assume all covariance parameters (and α) are known in (5.3), we can apply these

results.

In what follows, we make the following assumptions without loss of generality: there

are equal numbers of subjects in the treatment and control groups (i.e., N/2 in each);

and trti = 1 indicates observations from the treatment group while trti = −1 indicates

the control group. Then we collect the data into a single 2N -vector, where longitudinal

data come first, sorted into treatment group then control group outcomes, followed by

survival data, similarly sorted: Z = (z11, . . . , z1N , z21, . . . , z2N )′. The complete (4+N)-

vector of parameters θ = (β11, β12, β21, β22,u)
′ contains both fixed and latent effects.

The 2N × (4 +N) regression design matrix is

A1 =





















1N
2

1N
2

1N
2

−1N
2



 0N 0N IN

0N 0N





1N
2

1N
2

1N
2

−1N
2



 αIN

















where 1K and 0K are K-vectors of ones and zeros, respectively. The covariance matrix

C1 is block diagonal because conditional on ui, all the responses are independent, thus

C1 = Diag
(

σ2
1
n 1′N , σ2

21
′
N

)

. We place independent normal priors on β1 and β2 with

means µ1 and µ2 and covariance matrices σ2
β1
I2 and σ2

β2
I2, respectively. That is, we use

the same prior variance, σ2
β1
, for both the intercept and treatment effect in the longitudi-

nal model, and a separate prior variance, σ2
β2
, for both parameters of the survival model.

We use an independent normal prior distribution on u, centered at 0N with variance

matrix σ2
uIN . Then the joint prior on θ is N

(

(µ1,µ2,0N )′ ,Diag(σ2
β1
1′2, σ

2
β2
1′2, σ

2
u1

′
N )
)

.

Using the L&S result, we obtain a marginal distribution for Z that is normal with

mean
















µ111N + µ12





1N
2

−1N
2





µ211N + µ22





1N
2

−1N
2





















(5.5)
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and covariance matrix




2σ2
β

(

I2 ⊗ JN
2

)

+
(

σ2
u +

σ2
1
n

)

IN 2σ2
β

(

I2 ⊗ JN
2

)

+ ασ2
uIN

2σ2
β

(

I2 ⊗ JN
2

)

+ ασ2
uIN 2σ2

β

(

I2 ⊗ JN
2

)

+ (α2σ2
u + σ2

2)IN



 (5.6)

where JK is a K ×K matrix of ones.

After some tedious algebra, we obtain the joint posterior distribution for θ– taking

σ2
1, σ

2
2, and σ2

u as known– which is normal and thus completely characterized by its

mean and covariance matrix. The joint posterior precision matrix for (β1,β2,u)
′ is















(

Nn
σ2
1
+ 1

σ2
β1

)

I2 0

0

(

N
σ2
2
+ 1

σ2
β2

)

I2

P′
12u

P12u

(

n
σ2
1
+ α2

σ2
2
+ 1

σ2
u

)

IN















where

P12u =





n
σ2
1





1N
2

1N
2

1N
2

−1N
2





α
σ2
2





1N
2

1N
2

1N
2

−1N
2







 ,

which we write as

D−1 =









P1I2 0

0 P2I2
P′

12u

P12u PuIN









(5.7)

that is, P1 =

(

Nn
σ2
1
+ 1

σ2
β1

)

, P2 =

(

N
σ2
2
+ 1

σ2
β2

)

, and Pu =
(

n
σ2
1
+ α2

σ2
2
+ 1

σ2
u

)

. Inverting

this, we obtain the posterior covariance matrix D =

(

V11 V ′
21

V21 V22

)

. The submatrices

are given below, V11 in (5.8), V12 in (5.10), and V22 in (5.19). While sometimes counter-

intuitive, these expressions have been verified numerically using a realization from this

model, comparing our expressions to the direct L&S matrix computations.

The posterior variance of β = (β1,β2)
′ is

(

V ar(β1)I2 Cov(β1, β2)I2

Cov(β1, β2)I2 V ar(β2)I2

)

, (5.8)
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where

V ar(β1) = c−1

(

P2 −

(

α

σ2
2

)2

NP−1
u

)

,

V ar(β2) = c−1

(

P1 −

(

n

σ2
1

)2

NP−1
u

)

, and

Cov(β1, β2) = c−1

(

nα

σ2
1σ

2
2

NPu−1

)

.

(5.9)

In these expressions, c = P1P2 − NP−1
u

[

(

α
σ2
2

)2
P1 +

(

n
σ2
1

)2
P2

]

. The fact that the

posterior variances are the same for both parameters in the longitudinal submodel (and

similarly for the two parameters of the survival submodel) is a consequence of our

1/ − 1 coding for treatment assignment and assumption of balance and identical prior

variances.

The lower left N × 4 submatrix of the posterior covariance is given by

−Cov(β, u)





n
σ2
1
P−1
1





1N
2

1N
2

1N
2

−1N
2





α
σ2
2
P−1
2





1N
2

1N
2

1N
2

−1N
2







 , (5.10)

where Cov(β, u) =

[

1
Nσ2

β1
+σ2

1/n
+ α2

Nσ2
β2

+σ2
2
+ 1

σ2
u

]−1

. Notice that when α > 0, the covari-

ance between each ui and the intercepts and treatment parameters is always negative in

the treatment group. In the control group, covariance is negative with the intercepts and

positive with the treatment parameters. Again, this is a consequence of our treatment

assignment parameterization and balance assumptions in this simplified model.

Next we compare these joint-model posterior expressions to those obtained by fitting

a longitudinal-only model. We can apply the L&S result to find the posterior variance

of β12 by working out the form of a model containing only the longitudinal submodel

components. The elements A1, C1, θ, and C2 are simply the reduced forms obtained by

deleting the survival data and parameters. In the reduced model containing only the

longitudinal submodel, the joint posterior precision matrix of (β1,u)
′ is given by
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Inverting this, we find the posterior variance of β12 to be

[(

Nn

σ2
1

+
1

σ2
β1

)

−N

(

n

σ2
1

)2( n

σ2
1

+
1

σ2
u

)−1
]−1

. (5.11)

We can obtain the same result by setting α = 0 in (5.9) above, since Pu becomes
(

n
σ2
1
+ 1

σ2
u

)

and P2 cancels out of the remaining terms after a bit of algebra. To obtain

the analogous (survival-only) result for the posterior variance of β22, we note that we

obtain the same result either by re-computing the L&S posterior using a model that

involves only the survival submodel or by setting n = 0 in (5.9). Either method gives

the posterior variance of β22 as

[(

N

σ2
2

+
1

σ2
β2

)

−N

(

α

σ2
2

)2(α2

σ2
2

+
1

σ2
u

)−1
]−1

. (5.12)

When the prior variances on the regression coefficients go to ∞, we obtain the same

posterior variances regardless of whether we use a joint or separate model That is,

when 1
σ2
β2

, 1
σ2
β1

→ 0, the variance of β12 goes to
nσ2

u+σ2
1

Nn in both (5.9) and (5.11) above.

Similarly, the posterior variance of β22 goes to
α2σ2

u+σ2
2

N in both the joint and survival-

only (5.12) cases. Note that for both parameters, these flat-prior posterior variances do

not depend at all on the other part of the data set. This is a counterintuitive feature of

this model; we would not expect the dependence between the longitudinal and survival

data to disappear when the priors on fixed effects become improper. Notice also that

it only occurs when both prior variances go to ∞; fixing the prior variance of the fixed

effects in the survival component and taking 1
σ2
β1

→ 0 in the first line of (5.9) yields an

expression for the joint model posterior variance of β12 that still depends on the survival

data, and similarly if we fix σ2
β1

and let 1
σ2
β2

→ 0 in the posterior variance of β22. In

both of these cases, the limits of the corresponding separate (i.e., longitudinal-only or

survival-only) posterior variances are unchanged, since they do not contain the other

prior variance. In Section 5.4.3, we will visually display confirmation that the posterior

variances approach the same limit when both priors get flat and different limits when

only the prior variance of the parameter in question gets large. In Section 5.4.4, we will

consider whether this disconnection between the two parts of the model under improper

flat priors persists when we place priors on the variance parameters and α, rather than

treating them as known.
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Turning next to the posterior mean of the complete parameter vector θ, by L&S

this is given by Dd, where D is given by (5.7) and

d =

























n
σ2
1
z1+ + µ11

σ2
β1

n
σ2
1

(

ztrt1+ − zctrl1+

)

+ µ12

σ2
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1
σ2
2
z2+ + µ21

σ2
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1
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2

(
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)

+ µ22

σ2
β2

n
σ2
1
z1 +

α
σ2
2
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(5.13)

In this expression, z1+ is the sum of all the longitudinal observations; ztrt1+ and zctrl1+ are

sums of longitudinal observations from the treatment and control groups, respectively;

and z2+, z
trt
2+, and zctrl2+ are defined analogously for the survival observations. Thus we

find that the posterior mean of the longitudinal fixed effects E(β1|Z1,Z2) consists of

the following entries:

E(β11|Z1,Z2) =
z1+
σ2
1/n

(

V ar(β1)−
nCov(β, u)

σ2
1P1

)

+
V ar(β1)µ11

σ2
β1

+
z2+
σ2
2

(

Cov(β1, β2)−
nαCov(β, u)

σ2
1P1

)

+
Cov(β1, β2)µ21

σ2
β2

E(β12|Z1,Z2) =

(

ztrt1+ − zctrl1+

)

σ2
1/n

(

V ar(β1)−
nCov(β, u)

σ2
1P1

)

+
V ar(β1)µ12

σ2
β1

+

(

ztrt2+ − zctrl2+

)

σ2
2

(

Cov(β1, β2)−
nαCov(β, u)

σ2
1P1

)

+
Cov(β1, β2)µ22

σ2
β2

(5.14)

Note that each of these expressions has four terms, corresponding to the data and prior

contributions from each of the longitudinal and survival submodels. For example, the

posterior mean of the longitudinal treatment effect β12 begins with a weighted sum

of the data mean and prior mean from the longitudinal submodel, where the scaling

depends on the covariance between the latent and fixed effects (Cov(β, u)), as well as

the posterior variance of the regression parameter itself (V ar(β1)). Since Cov(β, u)

is always positive, the contribution of the data decreases as this covariance increases.

To the longitudinal contributions, we add information from the data and priors on

the survival submodel side. The direction of the survival data contribution depends
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on the signs of α and Cov(β1, β2). If the longitudinal and survival treatment effects

go in the same direction, Cov(β1, β2) will be positive and the longer survival times in

the treatment group will add to the longitudinal treatment effect. In addition, if α is

positive (i.e., the latent effects contribute to both longitudinal and survival in the same

direction), then the negative sign in front of Cov(β, u) in (5.14) means the survival

treatment difference data contributes even more to the longitudinal treatment effect.

Taking limits again as σ2
β1
, σ2

β2
→ ∞, we again obtain the result that the longi-

tudinal and survival parts of the model become independent of one another. With

no prior precision at all, the posterior means simply go to the sample averages, e.g.,

E(β12|Z1,Z2) = E(β12|Z1) = (ztrt1+ − zctrl1+ )/N .

The posterior means of the the survival submodel fixed effects are as follows:

E(β21|Z1,Z2) =
z2+
σ2
2

(

V ar(β2)−
α2Cov(β, u)

σ2
2P2

)

+
V ar(β2)µ21

σ2
β2

+
z1+
σ2
1/n

(

Cov(β1, β2)−
αCov(β, u)

σ2
2P2

)

+
Cov(β1, β2)µ11

σ2
β1

E(β22|Z1,Z2) =

(

ztrt2+ − zctrl2+

)

σ2
2

(

V ar(β2)−
α2Cov(β, u)

σ2
2P2

)

+
V ar(β2)µ22

σ2
β2

+

(

ztrt1+ − zctrl1+

)

σ2
1/n

(

Cov(β1, β2)−
αCov(β, u)

σ2
2P2

)

+
Cov(β1, β2)µ12

σ2
β1

.

(5.15)

These are very similar to the expression for the longitudinal fixed effects in (5.14).

5.4.2 Putting a prior on the linking parameter

We next extend our results to the more realistic case of allowing α to be random with

some prior distribution π(α). Writing A1(α) to emphasize that the design matrix is a

function of α, the joint posterior of (θ, α)′ is p(θ, α|Z)

=
f(Z|A1(α),θ)f(θ|µ)π(α)

∫ ∫

f(Z|A1(α),θ)f(θ|µ)π(α)dθdα

∝ exp

{

−
1

2

[

(θ −Dd)′D−1(θ −Dd)− d′Dd+ Z′C−1
1 Z+ (A2µ)

′C−1
2 (A2µ)

]

}

π(α)

Obtaining an expression proportional to the marginal posterior of α requires integration

of this expression with respect to θ. Integration of the first part of the exponential is
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simply a normal kernel, resulting in
∫

exp{−1
2(θ − Dd)′D−1(θ − Dd)}dθ ∝ |D|1/2.

Then recall that D−1 in (5.7) and d in (5.13) depend on α, but that the other two

terms in the exponential do not contain α. Thus the expression for the posterior of

α is straightforward: p(α|Z) ∝ |D|1/2 exp
{

1
2d

′Dd
}

π(α). There is no tidy analytical

expression for this, as both d′Dd and |D|1/2 are complicated functions of α. The

integration required to obtain the marginal distribution

m(Z) ∝

∫

|D|1/2 exp

{

−
1

2

[

Z′C−1
1 Z+ (A2µ)

′C−1
2 (A2µ)− d′Dd

]

}

π(α)dα .

is only one-dimensional, so for any data set Z, we can evaluate the posterior numerically.

For simplicity, we use an improper flat prior, π(α) ∝ 1; then because the posterior

depends on the data, we simulate 20 data sets Z at various sample sizes, varying both

the number of subjects N and the number of longitudinal observations per person n.

In all of the simulations, we generate from a “truth” having β1 = (2, 2)′, β2 = (0,−1)′,

σ2
1 = 2, σ2

2 = 1, σ2
u = 1.5, and α = 1. Then we use prior variances σ2

β1
= σ2

β2
= 100 in the

computation of the posterior. Figure 5.2 displays the resulting 20 posterior distributions

for α, one for each of the 20 simulated data sets. A single replication is highlighted in

black to make the shape clear, while the other simulated posteriors are plotted in grey

to show the variation across simulations. The average approximate variance shown on

each panel is computed by averaging the inverse Hessian at the mode of each simulated

posterior.

Compare the top right and bottom left panels, both of which have 20 total longitudi-

nal observations. From these, we see that increasing the number of subjects N benefits

the posterior of α more than increasing the number of longitudinal measurements n.

This is sensible, because we expect most of the learning about α to come from the

survival data, which are increasing only in N . With only N = 10 subjects and n = 1

observation per person (top left panel), the posterior mass for α is sometimes quite far

from the true value or very diffuse. In fact, we notice that some of the α posteriors have

left tails that indicate bimodality.

To explore this bimodality, we select six replications from the N = 10, n = 1

scenario and plot their posteriors in Figure 5.3. Three of these display particularly

egregious bimodality (top row of each figure) and the other three (bottom row of each

figure) have posteriors that are nearly symmetric, unimodal, and centered near the true
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α. Figure 5.4 displays the randomly generated data sets that produced each posterior.

Observations from treatment and control subjects are plotted with different symbols,

whil the value of their ui random effects are indicated with a color gradient that runs

from blue in negative values, to white near 0, and red in positive values.

Expanding the range of α in Figure 5.3, we see that the two modes are approximately

α = 1 and α = −1. It appears from Figure 5.4 that this bimodality occurs in data sets

in which relationship between ui and z1i is weak. To see why this is so, suppose we

allow the contribution of ui to be scaled in both submodels, so that µi = X0iβ0 + α0ui

and λi = X1iβ1 + αui. (this is likely the model we would use if the ui were known).

Our actual joint model assumes α0 = 1 so that z1i are sufficient to determine the signs

of the ui, leaving z2i to fix the sign of α. If we learned about ui only from the z2i data

(suppose α0 were 0), then the signs of ui and α would not be separately identifiable in

this formulation. In a few unlucky small samples drawn from our true joint model, the

relationship between ui and z1i is weak, more like α0 ∼ 0 than the assumed α0 = 1. In

these data sets, the z1i are not sufficient to fix the signs of the ui, and we are left with

lack of identifiability for α.

To make this clear for the six replications in the figure, we regress z1i and z2i

separately on an intercept, trti, and ui, treating the ui as known. We display the

resulting coefficients and confidence intervals associated with ui on their corresponding

axes. In the expressions of the previous paragraph, these correspond to α0 on the z1 axis

and α on the z2 axis. In the bottom row, the coefficient for ui in the z1 regression is close

to 1, so that z1i can fix the signs of ui in the joint model, leaving z2i to fix the sign of α.

However, in the top row, the relationship between z1i and ui is weak, with confidence

intervals that cover 0. Then the relationship between z2i and ui is only sufficient to fix

the magnitude of α but not its sign, thus the bimodal α posterior produced by the joint

model. In more data sets of more realistic sizes, this is unlikely to be a major concern.

5.4.3 Comparing joint and longitudinal-only modeling

To make the findings of the previous subsections more concrete, consider the difference

between posterior mean and variance of the longitudinal treatment effect β12 produced

by the joint model and those produced by an analogous model containing only longitu-

dinal data; that is, compare V ar(β12|α,Z1,Z2) to V ar(β12|Z1). The limits of posterior
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means and variances described in Section 5.4.1 motivate paying particular attention to

the impact of prior variances.

Figure 5.5 shows how the posterior variance of β12 depends on prior variances for

various values of α. In the top row, both prior variances are constrained to be equal

(i.e., σ2
β1

= σ2
β2
); as they get large simultaneously, the posterior variance of β12 in both

the joint (solid line) and longitudinal-only models (dashed line) go to the same limit

(
nσ2

u+σ2
1

Nn , shown as a horizontal line). The joint model approaches the limit more slowly,

particularly when α is large; the longitudinal-only model does not contain α, so the

dashed line is the same in all these panels. However, when we fix σ2
β2

= 2 and let σ2
β1

get large, the joint model now goes to a different (and lower) limit than that of the

longitudinal-only model. When α is small, the limits are close, but as α increases, the

benefit of including survival data becomes pronounced. Also, the two models approach

their limits at very similar rates now.

Figure 5.6 displays the analogous computations for the posterior mean of β12. Here,

we needed to simulate a data set from the true model (5.3), since z1 and z2 appear

in the posterior mean of β12 in (5.14). In the top row, where both prior variances

are constrained to be equal, the joint and longitudinal-only models both approach the

sample average, (ztrt1+ − zctrl1+ )/N , as the variances increase, again with the joint model

converging more slowly (and the same in every panel). In the bottom row, where σ2
β2

= 2

is fixed, the longitudinal-only model still goes to this limit, but the joint model goes

to a limit that is again further away with increasing α, and at a similar rate. In this

particular simulated data set, the longitudinal-only mean is closer to the true value, but

this is not true in general, as it depends on the data set.

5.4.4 Empirical approach

When the model becomes more complex than the simple form in Section 5.4.1, we

must resort to numerical methods for attributing information contributions from the

two types of data. In particular, we wish to extend our model to the case where we do

not assume that the prior variances and α are known. The posterior distributions are

not readily available in closed form, but for a given model and dataset, we can fit the

joint model using MCMC and compare the resulting posteriors to those from reduced

models that use only longitudinal or survival data, respectively.
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Figure 5.7 shows quantiles of the posterior variance ratio (joint:longitudinal-only

models) in 100 simulations at each prior variance combination. A ratio of 1 means there

is no benefit to the posterior variance of the longitudinal parameter (vertical axis) from

adding survival data to the longitudinal data. The top row displays the median, lower

.025, and upper .975 quantiles of the variance ratio in the 100 simulated data sets where

σ2
β2

= σ2
β1
, while the bottom row displays the same quantities for simulations where

σ2
β2

= 2 is fixed and only σ2
β1

varies. The data are simulated from a true model with

β1 = (2, 2)′, β2 = (0,−1)′, σ2
1 = 1, σ2

2 = 2, σ2
u = 1.5, n = 2, and N = 10. Priors

means for β1 and β2 are randomly drawn from a normal distribution centered at the

true value with standard deviation 0.5. The variances σ2
1, σ

2
2 and σ2

u have Gamma(1, 1)

priors and α has a N(0, 100) prior.

The relative benefit (in terms of reduced variance) of incorporating survival data

appears to be converging to a value less (better) than 1 for β11, β12, and σ2
u when

σ2
β2

= 2 is fixed (bottom left three panels), whereas it gets close to 1 when the two prior

variances are constrained to be the same (top left three panels). This pattern agrees

with our result for β12 in the model with fixed variances and α in Section 5.4.3. In

contrast, the posterior variance of σ2
1 (right column) does not appear to depend on the

β prior variances.

We next return to the clinical trial data of Section 5.2 to explore whether the de-

pendence between the two sides of the model depends on the prior variances for the

regression parameters. The results given in Section 5.2 arise from vague priors on both

the longitudinal and survival sides. If the the lack of benefit from adding survival to

longitudinal data seen in the top two panels of Figure 5.1 were due the vague priors

on the regression coefficients in the survival submodel (as for the Gaussian models of

Sections 5.4.1 and 5.4.3), we would expect that tightening this prior would lead to some

benefit in the posterior variance of β1 or β0. As a preliminary investigation into this

question, we re-fit the model to the actual clinical trial data with reduced prior variance

on the survival side coefficients (σ2
β2

= 1 versus 1000), but the results changed very

little. These models are very computationally intensive, so further inquiries here must

await a future study; however, we offer a few thoughts below on ways in which these

model and data differ from our simplified setting.

First, the mean and error variance are related in both the longitudinal and survival
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distributions of model (5.1), while the are not in the Gaussian model explored in this

chapter. For the ZAB distribution, if Y ∼ ZAB(ω, µ, φ) then E(Y ) = ωµ and V ar(Y ) =

ωµ
[

φµ+1
φ+1 − ωµ

]

. For the Weibull, if T ∼ Weibull(λ, γ), then E(T ) = λ
− 1

γ Γ
(

1 + 1
γ

)

and V ar(T ) = λ− 2
γ

[

Γ
(

1 + 2
γ

)

− Γ2
(

1 + 1
γ

)]

. Thus, the convenient separation between

mean and variance from the simplified Gaussian model does not hold in our real data

model. Second, if we allow censoring in the survival data, this induces another kind

of asymmetry between the two model components. Survival data then come in two

forms, a survival time and a censoring indicator. As mentioned in Section 5.1, other

authors [110] have found the censoring indicator to be dominant in data sets with

large proportions of censoring, whereas in our setting of mostly observed survival times,

neither the censoring indicator nor the survival times seem to play as large a role as the

longitudinal observations.

5.5 Learning about latent effects

5.5.1 Analytical approach

We next turn our attention to the posterior for an individual’s random effect ui, and

again assume σ2
1, σ

2
2, and σ2

u are fixed and known. Given all the fixed effects in the

model, the conditional posterior distribution of the latent parameter, p(ui|z1i, z2i,Θ),

is proportional to

φ(z1i|ui,Θ)φ(z2i|ui,Θ)φ(ui|Θ)

∝ exp

{

−
1

2

[

(z1i − β11 − β12trti − ui)
2

σ2
1i

+
(z2i − β21 − β22trti − αui)

2

σ2
2

+
u2i
σ2
u

]}

∝ exp

{

ui

(

(z1i − β11 − β12trti)

σ2
1i

+
α(z21 − β21 − β22trti)

σ2
2

)

−
u2i
2

(

ni

σ2
1

+
α2

σ2
2

+
1

σ2
u

)}

.

(5.16)

To obtain some simple intuition, we can easily find the posterior mode of ui by differ-

entiating the log of (5.16), setting the derivative to 0, and solving to obtain

u∗i =

(

z1i − β11 − β12trti
σ2
1i

+
α(z21 − β21 − β22trti)

σ2
2

)

σ2
u,post , (5.17)

where σ2
u,post =

(

ni

σ2
1
+ α2

σ2
2
+ 1

σ2
u

)−1
. Notice that the posterior mode (5.17) is increasing

with the sum of scaled residuals of the linear predictors from the longitudinal and
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survival submodels. The second derivative of the log posterior, ∂2 log f(ui|Θ,z1i,z2i)
∂u2

i

=

−σ−2
u,post, is negative everywhere, and the Fisher information is the sum of the precisions,

also intuitively sensible. Notice that the approximate posterior variance of ui shrinks

with greater precision in either the longitudinal or the survival data.

Alternatively, we can compute the marginal posterior from the L&S model of Sec-

tion 5.4.1. Continuing the calculations that yielded (5.14) for β1, we find the posterior

mean of the jth random effect in the treatment group, E(uj |Z1,Z2), to be

n

σ2
1

(

V ar(u)z1j + Cov(u)ztrt1+ −
Cov(β, u)

P1

[

z1+
σ2
1/n

+
µ11

σ2
β1

+

(

ztrt1+ − zctrl1+

)

σ2
1/n

+
µ12

σ2
β1

])

+
α

σ2
2

(

V ar(u)z2j + Cov(u)ztrt2+ −
Cov(β, u)

P2

[

z2+
σ2
2

+
µ12

σ2
β2

+

(

ztrt2+ − zctrl2+

)

σ2
2

+
µ22

σ2
β2

])

.

(5.18)

Notice that this has a nice interpretation similar to the interpretation of (5.14). On

both the longitudinal and survival sides, we see a weighted sum of contributions from

the individual’s data, the data from other individuals in the same treatment group,

subtracting off a piece that resembles a scaled, näıve fit for the group mean (in square

brackets). As before, α appears to ensure that the contribution from the survival data

goes in the right direction. A similar expression is obtained for individuals in the control

group, exchanging the superscripts trt and ctrl.

Continuing the calculations that yielded posterior covariance matrices for fixed ef-

fects (5.9), we find the N ×N posterior covariance of u to be

I2 ⊗
[

P−1
u IN

2
+ Cov(u)JN

2

]

,

where Cov(u) =

2P−1
u

(

(

n
σ1

)2
P−1
1 +

(

α
σ2

)2
P−1
2

)

1−NP−1
u

(

(

n
σ1

)2
P−1
1 +

(

α
σ2

)2
P−1
2

) ,
(5.19)

and JK is a K×K matrix of ones. Notice that ui for subjects within the same treatment

group have correlation Cov(u)/
(

Pu−1 + Cov(u)
)

, while those from different treatment

groups are uncorrelated. Again, this is a consequence of the balance and the treatment

group coding.
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5.5.2 Empirical approach

Consider again the extension of the simplified Gaussian model to place priors on the

variance and α parameters, first discussed in Section 5.4.4. Figure 5.8 shows trajectories

of the ratio between the posterior variances in the joint and longitudinal-only models

for two representative latent parameters, one from each treatment group, U1 and U6.

These are from the same simulations as Figure 5.7, and again the top row are from

simulations in which both prior variances are constrained to be the same, while the

bottom row are from simulations in which σ2
β2

= 2. In the case of both variances equal

(top row), the ratio appears to be converging to a value that indicates a benefit of

joint modeling (i.e., less than 1). In the case where the survival prior variance is fixed

(bottom row), there seems to be little influence of the longitudinal side prior variance;

the ratios indicate a benefit to joint model regardless of σ2
β1
. This pattern differs from

that of the regression parameters in Figure 5.7, where in the equal prior variances case,

the benefit of joint modeling disappeared when the priors became vague. This suggests

that even when joint modeling fails to pay dividends for the fixed effects, we may still

obtain more precise posteriors for the latent effects.

5.6 Discussion

An important aspect of joint modeling uncovered by this work is the surprising result

that for the Gaussian model of Section 5.3, when the prior variances on the regression

parameters are both allowed to become infinite, the connection between the two model

components disappears, though only in the impact on fixed effects, not latent effects.

We demonstrated this analytically in a very simple, symmetric two-level Gaussian model

with no censoring and fixed variance parameters, and via simulation in an extension of

this case to random variances and random α. However, the same effect was not seen

in a complex zero-augmented beta plus Weibull proportional hazards models applied to

our mesothelioma trial data. Some aspect of the complication of this model versus the

simple models changed the connection between vague priors and the posterior variances;

further investigation is required to tease out the reason for this.

Two appealing extensions likely needed in human health practice include handling

censoring in the survival submodel, and allowing other exponential family distributions
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for the longitudinal observations. In the case of censoring, we are motivated by the

observation that in data with a large proportion of censoring, the event indicator may

be the most informative individual-level datum [110]. Our analytical expressions above

are substantially complicated by censoring, since in that case, the likelihood contribution

itself contains an integral; as such, MCMC techniques will again likely be required.

However, combining a generalized linear mixed model for the longitudinal data with

a survival submodel that does not include censoring should be a relatively straight-

forward extension. If we again use a parametric baseline hazard function, the joint

model likelihood (conditional on the random effects) will still have a simple closed form.

The difficulty lies in the integrations required to obtain marginal posterior distributions

of parameters in this model; non-linear links and GLM family distributions are much

more difficult to integrate than the convenient Gaussian expressions. One possibility

to is pursue approximate approaches to this problem, particularly by using Gaussian

approximations to retain the attractive features of normal distributions, see e.g., [112].
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Figure 5.1: Fitted trajectories for probability (top left panel) and severity (top right
panel) anorexia and fitted PFS survival curve (bottom left panel). The treatment group
fits are in black, control group in grey. Joint model results are plotted with solid lines;
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Figure 5.5: Posterior variance of β12 as it depends on the prior variances when they are
constrained to be the same (top row) or when σ2
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= 2 is fixed (bottom row). The joint

model is plotted as a solid line, longitudinal-only model as a dashed line, and limits are
shown as horizontal lines.
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Figure 5.6: Posterior mean of β12 as it depends on the prior variances when they are
constrained to be the same (top row) or when σ2

β2
= 2 is fixed (bottom row). The joint

model is plotted as a solid line, longitudinal-only model as a dashed line, and the true
value used to generate the data as a dotted line. Limits are shown as horizontal lines.
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Chapter 6

Conclusion

6.1 Summary of major findings

In this thesis, we have extended the popular joint modeling framework in response to

specific features of real-life data. Mesothelioma clinical trials in which the survival

benefit of treatment is modest provide the motivation for our work. The models we

develop and fit in Chapters 3 and 4 are flexible enough to accommodate the excessive

zeros in the patient-reported outcomes and the bounded support on which they were

measured. We can conduct inference on treatment effects on several aspects of disease

simultaneously and explore the individual variation in latent disease trajectories.

In the first-line treatment trial of Chapter 3, we discovered important distinctions

between two classes of PROs, which we term disease-associated and therapy-associated.

The former group, exemplified by cough, respond slowly and steadily to therapy and

are not related to the time since last dose. The latter group, exemplified by anorexia,

immediately increase at therapy initiation and are strongly periodic within treatment

cycles. This distinction is relevant to the extension of models to multiple PROs simul-

taneously, since the latent time trends underlying the different classes of PROs must be

carefully considered.

However, in the second-line trial of Chapter 4, the distinction is not relevant both

because the study design did not include within-cycle PRO reporting and because we

restrict attention to two PROs of the disease-associated type. In that chapter, we apply

model selection criteria to choose amongst the many possible latent structures for linking

84
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multiple longitudinal outcomes in a joint modeling framework. Although the treatment

effects are largely null, we describe interesting asymmetries in the latent effects from

the submodels governing presence and severity of symptoms.

Our investigations in Chapter 5 then depart from the data somewhat, developing a

simplified joint model in which posterior quantities are accessible in closed form. We

arrive at the conclusion that the connection between longitudinal and survival model

components is broken by using improper (flat) priors on regression coefficients. Though

this result holds in an extension of the simplified model in a more realistic direction, our

oncology trial modeling suggests that the relationship is likely more complex in more

sophisticated models and data. Our work also provides a deeper understanding of when

the joint model may be expected to pay benefits for the fixed and latent effects.

6.2 Extensions and future work

Many avenues of future investigation are suggested by this work. Some of these are

motivated by a desire to provide ever better analysis of clinical trial data such as those

treated in Chapters 3 and 4, as described in Section 6.2.1. Others are motivated by our

desire to better understand properties of joint models and develop theory for their use;

these are described in Section 6.2.2.

6.2.1 Modeling enhancements for real data

Flexible time trends. As an alternative to the discrete time parameterization of

Chapter 3 or simple parametric functions of Chapter 4, we may wish to consider pe-

nalized spline models. Here, we would specify a third set of random effects that are

tied not to the individuals in the study, but to the observations’ positions along the

time axis. For knots κr, r = 1, . . . , R, spaced along the range of the observation times,

suppose a set of random effects, vr, control the truncated-linear basis vectors (t−κr)+,

where a+ = max{0, a}. Then the longitudinal trajectory for patient i at time s could

be modeled as

Ui(s) = X′
0iβ0 + Z′

0i(s)U0i +
R
∑

r=1

vr(s− κr)+ ,
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where the vr are independent and identically distributed mean zero normal random

variables with variance σ2
v . Placing a prior on this new variance parameter governs the

shrinkage of the coefficients for the spline toward zero. Thus, although great flexibility

is allowed by the knots and slopes for each segment, the trajectory will only “wiggle”

as much as needed to accommodate the underlying trend. See [113, Ch.3] for details of

this mixed model representation of penalized splines in the normal errors setting.

Clinically relevant model output. For the model output to be useful to clini-

cians, we must transform posterior distributions from the scale of the model parameters

(i.e., β’s) to those of the clinical outcomes. For the non-zero probability portion of the

model, exponentiated elements of β0 represent odds ratios for being symptom-free and

are therefore interpretable. However, for the non-zero symptom means portion of the

model, the logit transformation must be inverted for elements of β1 to represent changes

on (a scaled version of) the LCSS symptom scale.

Even better, we would like to produce patient-level predictions that incorporate

the symptom trajectory with the survival component, perhaps jointly with the survival

curve. In the notation of Section 2.2, the symptom trajectory prediction depends on

the posterior distribution of Ui(s), the expected value of the longitudinal trajectory.

Similarly, the individual-specific predicted survival curve in our parametric proportional

hazards approach may be computed from the hazard-survival relationship, Si(s) =

exp{−
∫ t
0 hi(u)du}. Recall that we have assumed a parametric baseline hazard form

(Weibull), so this may be computed directly.

To provide broadly applicable predictions, we may consider predictive probabilities

of a target symptom reduction. Taking MCMC draws from the posterior predictive

distribution of Yik(s) will naturally blend the influence of the probability of non-zero

symptoms and the non-zero symptom mean contributions. Then we can compute the

posterior predictive probability of reducing the symptom prevalence from x% to (x−δ)%,

where say x% is the baseline symptom prevalence and the δ is chosen to be a clinically

relevant reduction.

Sampling outside of WinBUGS. Our ability to fit these models in readily available

software such as WinBUGS is advantageous for the broad applicability of the methods, but

poses numerical challenges. To study the bias and variance of the model’s output, we
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wish to perform simulation studies, but the time it takes to run these in WinBUGS is pro-

hibitive in the multivariate case. Adding complexity through nonparametrics, smoothed

time trends, and even time-dependent latent variables to link the model components

will only exacerbate this problem. Doing additional analytical work to compute the

full conditional distributions or find optimal rejection/slice sampling algorithms may

result in considerable efficiency gains for the MCMC procedure over the built-in sam-

plers of WinBUGS. In particular, WinBUGS does not permit user-defined block updating

of parameters, nor does it fully exploit the advantages of conjugacy where we have pro-

grammed our own distributional form into the model. Again, writing one’s own MCMC

algorithms should enable gains in both efficiency and sheer speed.

For example, suppose we wish to structure the covariance matrix that governs the

random effects in a multivariate joint model. Recall from Section 4.2.2 we may model the

latent structure of a zero-augmented joint model for K PROs simultaneously using one

set of random effects U0ik for the probability of symptoms and another set of random

effects U1ik for the severity of symptoms. If we suppose the collection of 2K-vector

random effects arise from a zero-centered normal distribution, a 2K × 2K unstructured

covariance matrix is required. Even for moderate K, identifying all the elements of

the covariance matrix is likely infeasible if we impose no structure. Instead, we may

make several reasonable simplifying assumptions about the covariance among random

effects. First, assume no covariance among random effects of the two different types

in different PROs (i.e., Cov(U0ik, U1ik′) = 0). Second, assume that the U0ik across

PROs have exchangeable structure, i.e., equally correlated, but each PRO having its

own standard deviation, so that Cov(U0ik, U0ik′) = ρ0σ0kσ0k′ . We make the analogous

assumption on the U1ik across PROs, Cov(U1ik, U1ik′) = ρ1σ1kσ1k′ . Finally, assume that

an exchangeable structure also holds within PRO, so that Cov(U0ik, U1ik) = ρkσ0kσ1k.

Such covariance structure consists of a total of 2K standard deviation parameters and 2

+ K correlation parameters, which seems much more reasonable to estimate compared

to an unstructured covariance. Code written to take advantage of this special form

would almost surely outperform that of a standard package like WinBUGS.

Survival model enhancements. As noted in Section 4.6, we observed evidence

that the proportional hazards assumption for PFS time may be unjustified over the
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whole time range spanned by the study. That is, for some values of s,

λi(s) = λ0(s) exp{X
′
2iβ2 +A(α,Ui)}

does not hold, perhaps because the effects of covariates vary with s (see Figure 4.5)

or because the Weibull baseline hazard function is inadequate to capture the true un-

derlying hazard. Strategies to remedy this include allowing time-dependent covariates,

β2(s) = β2X
∗
2(s), or dividing the time axis into segments over which proportionality

holds. If we form a finite partition of the time scale using (0, t1], (t1, t2], . . . , (tJ−1, tJ ],

we can fit a piecewise constant hazard model in each segment

λi(s) = λk exp
{

X′
2iβ2 +A(α,Ui)

}

, for s ∈ (sk−1, sk] ,

or even more generally, combine both approaches to yield

λi(s) = λk exp
{

X′
2i(s)β2k +A(α,Ui)

}

, for s ∈ (sk−1, sk] .

Another solution is to replace the proportional hazards model with an accelerated

failure time model [13], Si(t) = S0 {exp (X
′
2iβ2 +A(α,Ui)) t} or a proportional odds

model Si(t)
1−Si(t)

= exp {X′
2iβ2 +A(α,Ui)}

S0(t)
1−S0(t)

. Either of these may also be accompa-

nied by a relaxation of the Weibull baseline hazard assumption by using nonparametric

Bayesian approaches [114]. For example, using the parameterization of [115], we may

place a prior distribution on the baseline hazard that is a mixture of polya trees. While

appealing from the perspective of flexibility, this approach introduces considerable com-

putational complexity to the MCMC sampler.

Multiple survival outcomes. A desirable extension of our joint modeling frame-

work incorporates not only multivariate longitudinal responses, but also multivariate

time-to-event outcomes. In the motivating mesothelioma data set, we have both time-

to-progression and time-to-death survival measures. The specifics of the mesothelioma

trial protocols complicate simultaneous investigations of these two times; following pro-

gression, patients stopped reporting symptoms and were started on new treatment reg-

imens. Regardless, the differences in treatment benefits for PFS and overall survival is

of substantial interest.

Previous work has developed a sophisticated Bayesian implementation of a joint

longitudinal-survival model multivariate in both components [116, 12]. The approaches
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suppose that an unobserved Poisson process produces a set of precursor events, each

of which potentially triggers a clinical event at an unobserved random time (promotion

time). Each of the two clinical events of interest is governed by a different set of latent

precursors, but the Poisson processes share a frailty term that induces correlation. The

joint survival distribution then depends on the intensities of the Poisson processes for

precursor events, the distributions of the promotion times, and the distribution of the

frailty. The remainder of this section considers two simpler means of incorporating

multiple time-to-event outcomes below.

Simple multiple event model. We first consider the simplest extension of the

basic survival submodel (3.2) to two time-to-event submodels, linked by their common

dependence on the latent process. Adding a subscript to index the jth time-to-event

outcome Tji for the ith subject, j = 1, 2 for progression and death, respectively, we

suppose that each is related to the latent variables via the function Aj(αj ,Ui). Then

the hazard models become log(λji) = X′
2jiβ2j+Aj(αj ,Ui). We may we retain the same

underlying latent variable structure Ui, and the longitudinal submodel(s) remain as in

(3.1).

Note that for individuals who die, the progression time is censored at the time of

death; although we never observe it, we believe they would have progressed eventually,

had they survived. In contrast, for individuals who progress, the death outcome is not

necessarily censored, since it is still possible to observe death after progression. Despite

these censoring considerations, this model imposes no order on the survival times.

Multi-state Markov model. In our setting, a conceptually more appealing model

might by a multistate model [117, 118]. We characterize the transitions among three

possible states (0=baseline, 1=progressed disease, and 2=death) as a Markov chain. Let

λℓm(s) be the hazard of progression from state ℓ to m at time t. Specifically, disease pro-

gresses from baseline according to hazard λ01(s) and then to death according to λ12(s).

Death constitutes an absorbing state, and while it is perhaps possible that patients

experience remission to baseline state following progression, this is not documented in

our data, so we enforce λ10(s) = 0. Finally, patients may die before progressing, so that

λ02(s) is a third hazard of interest. To incorporate covariate information and link to

the longitudinal submodels, we construct a proportional hazards model for each transi-

tion. This allows great flexibility for different covariates and different linking functions
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in each hazard submodel, but in practice, the data may be insufficient to estimate so

many different parameters.

6.2.2 Future theoretical investigations

The most interesting extension of our work in Chapter 5 is to allow censoring in the

survival data, as discussed in Section 5.6. This would allow us to explore circumstances

in which the censoring indicator may be the dominant datum about a subject, and

distinguish from those cases in which the longitudinal observations seem to dominate.

Several other extensions of our inquiries into properties of joint models are detailed

below.

Simulation studies. Several simulation studies to explore the performance of these

models are of interest. For the models of Chapters 3 and 4, we would like to investigate

the differences among random effect structures using measures such as posterior variance

and bias, as well as predictive criteria. Relevant to the questions of Chapter 5, we wish

to simulate data and analyze it using more realistic, complex models of the sort used in

Chapters 3 and 4 to explore the impact of sample sizes, error variances, and proportion

of censored survival outcomes on the posterior means and variances in separate versus

joint models. However, due to the long computation times, such simulation studies

have not yet been completed and will likely require switching from our current WinBUGS

implementation to custom MCMC algorithms.

Measuring model complexity by degrees of freedom. An important and little-

understood aspect of hierarchical models such as these is the proper determination of

priors on variance parameters. We may learn something about error variances using

preliminary analysis on residuals, but random effect variances such as the Σ matrix of

model (3.1) are on a scale that makes determining prior distributions difficult.

An alternative to placing priors on variance parameters for which we have little

intuition is to place priors on the complexity (effective size) of the fitted model they

induce. Such a degrees of freedom (DF) measure of model complexity was developed by

Hodges & Sargent [119]. Cui et al [120] expanded the technique to a more general case,

allowing the partitioning of degrees of freedom into components for each of the design

matrices for components of a hierarchical linear model.

Applying these ideas to the zero-augmented joint models developed here would allow
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us to partition DF among the three model components (symptom probability, symptom

severity, and survival) and further, among the fixed and random components of each.

However, considerable work is needed to extend this definition of DF to non-normal

errors models, in which the covariance structure lacks the convenient properties of a

normal distribution, so that we cannot write the observations as the sum of the mean and

an independent error random variable. It may still be possible to extend the definition

by capitalizing on the observation in [120] that DF is the trace of the ratio of modeled

to total variance for each model component. Lu [121] defined DF for generalized linear

mixed models using a normal approximation to the likelihood. Our own early attempts

at this question yielded only limited progress (see Appendix A); the non-Gaussian case

appears to be quite difficult.
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Appendix A

Degrees of Freedom in

Generalized Linear Mixed Models

A.1 Motivation

We wish to find sensible measures of model complexity in hierarchical models. Simple

models have parameters that my simply be tallied up, but when some parameters are

shrunk together, it is not clear how to “count” each of these smoothed values.

Measures of model complexity are useful for at least two important reasons. First,

they allow us penalize the fit of models of disparate sizes to compare adequacy. Second,

they allow us to avoid potentially awkward prior specification on smoothing (variance)

parameters. These may be at levels of the model that are far removed from the data

or govern parameters with non-intuitive scales. Both cases make prior specification

difficult. We may simply wish to avoid the well-known problems [122] with commonly

used “minimally informative” priors (e.g. Gamma(ǫ, ǫ)), or we may use model com-

plexity as a means of specifying priors on a more familiar scale. Degrees of freedom

(df) is one scale in which we can apply intuition from simpler settings. If df represents

a transformation of variances, prior specification may be done on df to induce priors on

variances.

The rest of this appendix proceeds as follows: Section A.2 introduces degrees of

freedom in a mixed linear model framework that extends familiar linear model notions.

In Section A.3, we review work that extended this df definition to exponential family
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models using a normal approximation to the likelihood. Finally, in Section A.4 we

attempt to write exact and moment approximation formulations of df in an simple

generalized linear mixed model.

A.2 DF in Mixed Linear Models

Our starting point is a formulation of df in mixed linear models developed by Hodges

& Sargent [119], hereafter abbreviated H&S. These authors recognized that the familiar

definition of degrees of freedom as the trace of the hat matrix could be extended to

models with smoothed/shrunk parameters by using a “constraint case” re-writing of

the model that merges the likelihood and shrinkage models.

To see this, write a simple mixed linear model as

Y = X1θ1 +X2θ2 + ǫ

Z2θ2 = δ

δ ∼ N(0,Γ2)

ǫ ∼ N(0,Γ0)

where θ2 are smoothed parameters and θ1 are fixed effects. Then we use the “accounting

identity” of the constraint-case reformulation to re-write this as

(

y

0

)

=

(

X1 X2

0 Z2

)(

θ1

θ2

)

+

(

ǫ

δ

)

with
(

ǫ

δ

)

∼ N(0,Γ)

Γ =

(

Γ0 0

0 Γ2

)

Pre-multiplying by Γ−1/2 and using subscripting to denote this, the model becomes

(

yΓ

0

)

=

(

XΓ,1 XΓ,2

0 ZΓ,2

)(

θ1

θ2

)

+ eΓ
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where eΓ has diagonal covariance. Then H&S define df as

ρ = tr
{

(XΓ,1|XΓ,2)(X
′
ΓXΓ)

−1(XΓ,1|XΓ,2)
′
}

.

This definition has desirable properties that we will require of subsequent extensions.

However, it does not explicitly allow us to separate the contributions of different parts

of the model, e.g., “old-style” random effects from “new-style” shrinkage/smoothing

parameters. These are both represented by θ2. Thus Cui et al [120] extended df

in MLM to allow partitioning among multiple smoothed effects. In the process, the

authors re-expressed df in a form that motivates our work here.

Suppose that the fixed effects θ1 have a prior distribution with variance λΓ1. Then

the usual model results if we let λ → ∞. The authors [120] show that the df in the fit

are

ρ =
lim

λ → ∞ tr
{

X2Γ2X
′
2[X1λΓ1X

′
1 +X2Γ2X

′
2 + Γ0]

+
}

Using a trick for More-Penrose generalized inverse, denoted X+, we can write this limit

as

ρ = tr
{

X2Γ2X
′
2[(I− PX1)(X2Γ2X2 + Γ0)(I− PX1)]

+
}

The effect of the projection PX1 is to discount for the fixed effects.

Notice that the form of this definition is the trace of the ratio of the modeled variance

to the total marginal variance. This expression motivates the expressions in Section A.4,

where we seek to derive an expression of the same form for a simple generalized linear

mixed model (GLMM).

A.3 Extending df to GLMM

To make the problem concrete, consider a very simple GLMM

Yi ∼ Poi(θi)

log(θi) = ηi = µ+ ui

ui = N(0, σ2
u) ,

where the effect of the smoothed ui parameters is to induce extra-Poisson variation.
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While simple, this model introduces three important complications of GLMMs: we

leave behind the convenient properties of multivariate normal distributions, introduce

a (usually) nonlinear link function, and must accommodate dependence of the variance

on the mean.

Recognizing these challenges, Lu et al made a normal approximation to the likeli-

hood. The exponential family distributional form suggests a Taylor expansion of the

likelihood to approximate a normal. To see this, construct pseudo-data

ui = η̂i −
ℓ′(yi|η̂i)

ℓ′′(yi|η̂i)

where ℓ(yi|ηi) is the log likelihood and η̂i maximizes it. Matching moments, suppose

that

σ2
i = −

1

ℓ′′(yi|η̂i)

In the quasi-exact method of Lu et al [121], leave σ2
i as a function of the unknowns in

the mean, ηi. Then with these normal pseudo-data, we can apply the H&S result to

these pseudo data. Suppose the model is simply
(

u

0

)

=

(

X1 I

0 −I

)(

θ1

θ2

)

+

(

ǫ

δ

)

with

Γ =

(

diag{σ2
i } 0

0 σ2
uI

)

then letting ri =
σ2
u

σ2
i

and R = diag{ri}, we have

ρ = tr







(

X′
1RX1 X′

1R

RX1 R

)(

X′
1RX1 X′

1R

RX1 R+ I

)−1






Note that this is not in the form of the trace of the ratio of the variances. Also notice

that the important quantities are all functions of ri, the ratio of the smoothing to error

variance. This form allows us to study the impact of smoothing by taking limits of σ2
u

as it goes to ∞ or 0 while holding error variance fixed.

In the simple Poisson model,

ρ = tr







(

1′mR1m 1′mR

R1m R

)(

1′mR1m 1′mR

R1m R+ I

)−1
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gives

ρ =
m
∑

i=1

m+ 1
ri

1 + 1
ri

.

Notice that as σ2
u → 0, ri → 0, so ρ → 1. This is what we expect as all the parameters

ηi are shrunk to the same value, µ. In contrast, as σ2
u → ∞, ri → ∞, so ρ → m, so that

there cannot be more df than there are observations, as we would expect.

Alternatively, we could use Cui et al’s expression for this model formulation to obtain

ρ = 1+tr
{

[(I− P1m)(I+R−1)(I− P1′

m
)]+
}

ρ = 1+tr

{

(I− P1m)
+diag

(

σ2
u

σ2
i + σ2

u

)

(I− P1′

m
)+
}

,

where 1+ arises from the fixed effect µ.

From this expression we can see that the rank of the (I − P1m) terms is m − 1 so

that their decomposition results in the removal of a column in the model for the fixed

effect. This trick for More-Penrose g-inverses may prevent us from making the simple

assumption that ratio of modeled to total variance will give us the correct result below.

A.4 Exact and Moment Approximation Expressions

We begin by avoiding the problem of fixed effects by treating µ as fixed and known.

The choice of the Poisson model and normal random effects makes possible a conve-

nient closed form expression for moments of the form E(ex) = MX(1), where MX(t)

is the moment-generating function of X. For X ∼ N(µ, σ2), we know that MX(t) =

e1/2µt+σ2t2 . Thus, taking iterated expectation to obtain the marginal variance of yi, we

have

V ar(yi) = E[V ar(yi|ui)] + V ar[E(yi|ui)] = e2µ[e2σ
2
u − eσ

2
u ] + eµ+

σ2
u
2 .

However, since this closed form expression will not be available in general, we also

make a Delta-method-type moment approximation (MA). Taking a first-order expansion

about the expectation of the random effects E(ui) = 0, we have

E[g(x)] ≈ g[E(x)] and V ar[g(x)] ≈ g′[E(x)]2V ar(x)

so that

V ar(yi) ≈ e2µσ2
u + eµ .
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The adequacy of this approximation is considered below.

Notice that in these expressions, compared to the normal approximation method,

there is no dependence on i, so that the resulting variance matrices are proportional to

the identity matrix. Writing the exact and MA forms as ratios of the variance due to

fit (i.e., arising from V ar[E(yi|ui)]) to total variance and re-arranging:

dfexact = m

(

e2µ(e2σ
2
u − eσ

2
u)

eµeσ2
u/2 + e2µ(e2σ2

u − eσ2
u)

)

dfexact = m

(

eµ

eµ + (e1.5σ2
u − e.5σ2

u)−1

)

and

dfMA = m

(

e2µσ2
u

eµ + e2µσ2
u

)

dfMA = m

(

eµ

eµ + 1
σ2
u

)

.

Notice that as σ2
u → 0, dfexact and dfMA → 0, which is correct since we have

considered µ fixed and known. On the other hand, as σ2
u → ∞, dfexact and dfMA → m,

which is also what we expect as the prior/model imposes no constraint on the ui and

they are the only parameters in the fit.

Then the next step is to attempt to extend this to include the unknown fixed effect

µ. Following Cui et al, we assume µ has prior mean 0 and variance λ and consider

what happens when we let λ → ∞. This is the usual idea of using improper flat priors

to replicate frequentist analyses. Crucially, we need the prior on µ to be a part of the

inverse variance matrix so that λ → ∞ corresponds to removing that component of

precision and consequently one degree of freedom.

Using the exact expressions for the variance of yi, we have more complex expressions

since now our iterated expectation is over both ui and µ. Their assumed independence

is helpful in this respect. We have

V ar(yi) = V arµ,ui
[E(yi|µ, ui)] + Eµ,ui

[V ar(yi|µ, ui)]

V arµ,ui
[eµ+ui ] = V ar(eµ)V ar(eui) + E2(eµ)V ar(eui) + E2(eui)V ar(eµ)

Eµ,ui
[eµ+ui ] = E(eµ)E(eui)
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by independence of µ and ui.

Then we can again take advantage of closed form expressions if we assume µ ∼

N(0, λ). The exact expression for marginal variance becomes

V ar(yi) = (e2λ − eλ)(e2σ
2
u − eσ

2
u) + (eλ/2)2(e2σ

2
u − eσ

2
u) + (eσ

2
u/2)2(e2λ − eλ) + eλ/2eσ

2
u/2

= e2(λ+σ2
u) − eλ+σ2

u + e.5(λ+σ2
u) .

The first two terms are due to fit and the last is due to error, so that striking a ratio as

we did above and simplifying, we obtain

dfexact = m

(

1− e−(λ+σ2
u)

1− e−(λ+σ2
u) + e−1.5(λ+σ2

u)

)

.

Unfortunately, we do not obtain a nice expression when we allow λ → ∞. In the

denominator, we only have exponentials in λ+ σ2
u, so as λ → ∞, dfexact → m and there

are no terms in σ2
u.

This preliminary work in extending the tr[ratio modeled:total variance] idea to

GLMM seems to indicate that the expressions in Cui et al depend strongly on the

properties of normal distributions, or at least distributions with independent mean and

variance parameters.

Our ultimate goal was to study the priors induced on (σ2
u, µ) by placing priors on

df . However, because the expressions were not tractable for a model that includes fixed

effects, this is left to future work. Additional goals includes studying the adequacy of

the approximate expressions from Lu et al and the moment approximation, if it can be

sensibly extended to include fixed effects.
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