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Abstract

Advances in genomics, proteomics and molecular pathology with the use of high-throughput

technologies, have produced vast datasets identifying thousands of genes whose genomic

changes differ in diseased versus normal samples. Many statistical and machine learning

methods have been developed to discover biomarkers with potential clinical value, but

building reliable learning models for the discovery of biomarkers for prediction of clini-

cal outcomes using high-throughput dataset is still a key challenge in genomic research.

This thesis introduces network-based learning algorithms to better utilize large-scale

genomic data, and to integrate data with biological prior knowledge to understand

the role of genetic changes in human diseases. The first method, NetProp (Network

Propagation), is a graph-based semi-supervised feature classification algorithm to iden-

tify discriminative biomarkers by learning on bipartite graphs in the analysis of high

dimensional genomic data. The second method, HyperPrior, is a hypergraph-based

semi-supervised learning algorithm to integrate genomic data with the known biologi-

cal prior knowledge for biomarker identification and patient’s outcome prediction. The

third method, MINProp, is a general graph-based learning algorithm to integrate mul-

tiple genomic and network data for disease gene discovery. While the method could be

applied to discover candidate biomarkers in a high-throughput genomic study, validat-

ing the candidate biomarkers is another challenging problem in genomic research. To

address this, we introduce a network-based method, rcNet (rank coherence in Network),

to elucidate the associations between disease and genes. We applied these methods to

large and various real datasets including microarray gene expression profiles, single nu-

cleotide polymorphisms (SNPs), and DNA copy number variations. Our methods iden-

tified novel biomarkers with clinical or biological relevance with the disease, as well as

achieved competitive classification performance compared with other baseline methods.

Our method also successfully validated the associations between diseases and potential

disease-causing genes discovered from high-throuput studies. The results indicate that

the method that explore the global topological information in the networks, and inte-

grate data with biological prior knowledge could help to discover genetic determinants

of human disease, and reveal underlying biological principles of human disease.
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Chapter 1

Introduction

1.1 Motivation

Determining the causative factors of a disease is critical for improving clinical treatment

and understanding the biological principles of human disease. Powered by the advanced

high-throughput genomic technologies, numerous large-scale genome-wide disease stud-

ies such as genome-wide association studies (GWAS) [3, 4], DNA copy number detections

[5], and gene expression profiling [6], have been conducted to identify the causative fac-

tors. The objective of these genomic studies is to identify a set of biomarkers (e.g.

single nucleotide polymorphisms (SNPs), genes, genomic regions or clinical variables)

that are correlated with disease or disease outcomes to establish early diagnosis and

prognosis, and to predict response to therapy. In genomic research, graphs or networks

are commonly used to represent many different biological processes such as pathway,

regulatory network, and various types of interactions such as protein-interaction or

genetic-interaction. The recent increase of accumulation of phenotypic and molecular

networks, and large-scale high-throughout genomic data has provided a new insight

into the mechanisms of human disease. The human disease is rarely a consequence of

an abnormality in a single gene, but reflects the perturbations or breakdown of spe-

cific functional module in the complex cellular network [1, 7]. Thus, an integrative

analysis of genomic and network data is essential to understand the effects of gene’s

interconnectedness on disease progression and development. However, these data are

complex and heterogeneous, therefore, efficient and reliable computational methods for

1
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the integration of various data types are crucially needed.

General statistical and learning methods for the analysis of high dimensional ge-

nomic data heavily rely on the assumption that the data come from an underlying

distribution. However, due to the curse of dimensionality, the reliabilities of the stud-

ies inferred under these restrictive assumptions have been questioned with the concern

on the non-reproducible and inconsistent results in cross-validations and cross-platform

comparisons. Many existing machine learning and data mining approaches also have

been applied to study high dimensional genomic data, but these learning algorithms

are not directly designed for the purpose of biomarker discovery and in disease studies.

Thus, it is hard to interpret results of the algorithms. In a similar manner, traditional

statistical method to study network data is limited to explore the role of networks in dis-

ease [7]. Another limitation of these approaches is that the methods are not developed

for incorporating any prior biological knowledge or information.

To handle these challenges, this thesis focuses on network-based learning methods,

which represent high dimensional data as a graph, and incorporate prior biological

knowledge into data analysis, thus are powerful enough to capture the interdependen-

cies, as well as hidden associations among objects (e.g. genes and diseases) in several

biomedical applications. The main goal of this thesis is to develop robust, efficient,

and reliable network-based learning algorithms to better utilize large and various types

of genomic and clinical data, and to integrate data with biological prior knowledge to

understand the role of genetic changes in human diseases.

1.2 Background

We briefly describe issues with biomarker identification and data integration using high-

throuput genomic datasets.

1.2.1 Biomarker identification

Recent developments in high-throughput technology allow large-scale measurement of

genomic variations such as gene expression, SNPs and copy number variations of a

population. Associating these genomic and genetic variations with disease-related phe-

notypes provides good potential for elucidating etiology of diseases [8]. Recent studies
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showed that the discovered biomarkers can possibly provide better prognosis and diag-

nosis than the currently available clinical measures for risk assessment of patients with

various diseases [9, 10]. However, computational identification of biomarkers of dis-

ease from high-throughput genomic data is an increasingly challenging problem. High-

throughput data is both expensive to generate and difficult to obtain. Typically, only

a small number of samples are available for analyzing tens of thousands of genes or

even millions of SNPs. This analysis suffers from the curse of “high-dimension and low-

sample-size”, the number of samples being too limited to represent the class distribution

of phenotypes. Common statistical criteria for biomarker discovery are correlation co-

efficients [9] and statistics used with hypothesis testing methods such as the t-test and

Wilcoxon rank-sum test [11]. These statistical methods rank the features only based

on their individual correlation with the phenotypic label. Feature selection is a more

general machine learning approach for identifying biomarkers [12]. The objective of

feature selection is to find a (minimal) subset of features that can maximize the pre-

diction performance of a classifier. However, the curse of dimensionality makes feature

selection on high-throughput data particularly hard and unstable. To maximize the

prediction performance of a classifier, existing algorithms rely on heuristic strategies

searching for a sub-optimal feature set. Moreover, the sub-optimal feature set might

not be unique given that there are many co-expressed genes or SNPs with high link-

age disequilibrium, which have similar discriminative power. Thus, feature selection

algorithms often fail to reveal the modularity on the features when used for biomarker

identification. Many other supervised machine learning techniques have also been ap-

plied to identify clinical and genetic markers of disease. These approaches are typically

variations of commonly used supervised learning algorithms, such as SVMs [13] and

Bayesian Networks [10]. However, these algorithms are not directly designed for the

purpose of supervised biomarker discovery, and thus, variable selection relies on the

interpretation of the trained classifiers.

One commonly acknowledged problem in biomarker discovery is that in reality, the

lists of marker genes discovered from independent gene expression profiles rarely over-

lap, although the genes are often involved in common pathways [14, 15]. For example,

studies of breast cancer [9, 16] identified two sets of marker genes related to the metas-

tasis of breast cancer using large scale gene expression profiles produced in two separate



4

microarray experiments. However, there are only three genes in common between the

76 and 70 identified biomarkers from the two studies. Although the non-replicability is

partially introduced by the difference of the microarray platforms and the experiment

techniques used for generating the high-throughput data, cluster structures or modu-

larities on the genes such as co-expression can be used to leverage that discrepancy.

However, exploring the cluster structures among the features with the label information

for biomarker discovery is a computational challenge.

1.2.2 Data integration

Recently, researchers have proposed to include other complementary genomic informa-

tion such as pathways or functional annotations to aid model building and biomarker

discovery. It is believed that the prior knowledge from complementary data can gen-

erate more robust models and more consistent discoveries across independent studies

[14, 17, 18, 19]. For example, availability of large protein-protein interaction networks,

which contain information on gene functions, pathways and modularity of gene regula-

tions, provides a desirable source of data for the purpose [14, 17, 18]. In arrayCGH data,

microarray comparative genomic hybridization measures copy number information dis-

tributed along the genome at different resolutions. This information typically includes

thousands of spot intensities. Intuitively, neighboring spots on the chromosomes tend

to be highly correlated because a DNA aberration can expand to neighboring intervals

[19]. Several computational models also have been developed to integrate heteroge-

neous genomic data for revealing the molecular causation mechanism of human genetic

diseases [20].

However, designing a unified strategy to integrate multiple types of genomic data

is still a challenging data integration problem, since general statistical and learning

methods do not meet the complexity of a joint learning on different data types.

1.3 Main results

The main results of this thesis are novel network-based learning algorithms that ex-

ploit hidden structures among the objects in the network to deal with the problem of
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high-dimensionality, and heterogeneity of the data when analyzing high-dimensional ge-

nomic data . Especially, these algorithms provide a unified strategy to integrate multiple

types of data with prior knowledge for many important biomedical applications includ-

ing biomarker identification, diseaes outcome prediction, and disease-gene association

study. These algorithms are also general supervised or semi-supervised learning meth-

ods that could be applicable to other learning problems including ranking, clustering,

and classification.

This thesis explores following research topics:

• Can we identify consistent biomarkers from different studies? We have developed

a semi-supervised graph based method to identify reproducible biomarker in dif-

ferent datasets. The method is efficient and scalable to analyze high dimensional

data, and applicable for feature selection in other domains.

• How to incorporate the known biological prior knowledge into the analysis of

high dimensional genomic data? We have developed a hypergraph based semi-

supervised learning method to integrate genomic data with prior biological knowl-

edge for robust biomarker identification and cancer outcome prediction. The

method provides a general unified strategy to integrate data with prior knowl-

edge into the predictive model for classification and feature selection.

• How to integrate heterogeneous data, and exploit information in th integrated

heterogeneous data? We have proposed to integrate heterogeneous data as a large

heterogenous network, and introduce an efficient graph-based learning method to

explore the structures in the heterogenous network. The method is a general,

robust and efficient learning algorithm applicable for many applications requiring

the integration of multiple types of large scale datasets.

• How to validate candidate biomarkers obtained from high-throughput studies?

We have developed a network-based method to discover the associations between

diseases and genes. We showed that the method is efficient to validate novel

disease causing genes identified from high-througput genomic studies including

GWAS, DNA copy number, and microarray gene expression profiles.
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1.4 Overview of thesis

The rest of the thesis is organized as follows.

In Chapter 2, we proposed a graph-based semi-supervised feature classification al-

gorithm to identify reproducible biomarkers from different datasets. The proposed al-

gorithm directly classifies the feature nodes in a bipartite graph as positive, negative or

neutral with network propagation to capture the dependence among both samples and

features (clinical and genetic variables) by exploring bi-cluster structures in a graph. We

applied the proposed algorithm to studying three large scale breast cancer microarray

gene expression datasets.

In Chapter 3, we introduced a hypergraph-based semi-supervised learning algorithm

called HyperPrior to classify gene expression and arrayCGH data using biological knowl-

edge as constraints on graph-based learning. HyperPrior is a robust two-step iterative

method that alternatively finds the optimal labeling of the samples and the optimal

weighting of the features, guided by constraints encoding prior knowledge. For exam-

ple, the prior knowledge for analyzing gene expression data is that cancer-related genes

tend to interact with each other in a protein-protein interaction network. Similarly, the

prior knowledge for analyzing arrayCGH data is that probes that are spatially nearby

in their layout along the chromosomes tend to be involved in the same amplification or

deletion event. Based on the prior knowledge, HyperPrior imposes a consistent weight-

ing of the correlated genomic features in graph-based learning. We applied HyperPrior

to test two arrayCGH datasets and two gene expression datasets for both cancer clas-

sification and biomarker identification.

In Chapter 4, we address the issue of integrating heterogenous genomic and pheno-

typic data. The recent ’omics projects offer the opportunity for a genome-wide study of

the associations with the large scale human protein-protein interaction network, pheno-

type similarity network and their association network [20]. Integrating the heterogenous

genomic and phenotypic data and exploring the modularities among the genomic and

phenotypic objects becomes the central computational problem. The key challenge is

two-fold: how to integrate heterogenous data and how to utilize the modular structures.

We propose to integrate the data as a large heterogenous network and introduce an al-

gorithm to explore the modules in the heterogenous network. The proposed algorithm
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is a mathematically principled and yet intuitive label propagation method. We applied

our proposed method to disease gene discovery from a heterogeneous network of disease

phenotypes and genes.

In Chapter 5, we propose a network-based method with its two variants to elucidate

associations between disease and gene sets. We evaluated the proposed algorithms and

existing baseline methods with both leave-one-out cross-validation and a task of pre-

dicting recently discovered disease-gene associations in OMIM. The experiments demon-

strate that the proposed algorithms achieved the best overall performances compared

to the baselines. To further validate the reproducibility of the performance, we applied

the algorithms to identify the target diseases of novel candidate disease genes obtained

from recent studies of GWAS, DNA copy number variation analysis, and gene expression

profiling.

In Chapter 6, we concludes the thesis by summarizing the major contributions of

the thesis and suggesting directions for future work.



Chapter 2

Robust and efficient identification

of biomarker by classifying

features in a graph

2.1 Introduction

As discussed in Chapter 1, identification of clinical and genetic markers of disease can

provide crucial information for both disease treatment and etiology. This complex task

involves associating high-dimensional patterns such as large scale gene expressions or

single nucleotide polymorphisms (SNPs) with disease-related phenotypes using very few

samples. Feature selections and standard statistical methods are frequently used for

this task, but reliabilities of these methods have been questioned with non-reproducible

biomarker discovery in cross-valdiations, and cross-plaform studies. In this chapter,

instead of selecting features based on their discriminant power in classifying samples,

we propose to use labeled samples to classify features. We introduce a semi-supervised

learning algorithm to associate clinical variables, gene expressions and SNPs with spe-

cific phenotypes in a disease context. We formulate the biomarker discovery task as a

“hybrid” semi-supervised classification problem: we use training samples (positive and

negative) to classify both the test samples and the features into positive, negative or

neutral classes (Figure 2.1A and 2.1B). The positively classified features and negatively

8
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(A) Graph labeling (B) Predicted labels (C) Clinical variables (D) Gene expressions (E) SNPs

Figure 2.1: Feature classification and disease-marker identification on bipar-
tite graphs. (A) This example shows a graph with 6 sample vertices and 4 feature
vertices. All the edges are assumed uniformly weighted. Four samples are initially
labeled according to their phenotype class; the other two and all the feature vertices
are unknown and labeled 0. The optimal labels are given in the parentheses: the two
feature vertices strongly connected to the negative vertices are labeled negative, the
one feature vertex strongly connected to the positive vertices is labeled positive, and
the one that is connected to both classes is assigned 0. The two unlabeled samples
are also labeled according to their connections in the graph. (B) The prediction scores
(activation values) produced by Network Propagation with α = 0.5 and 1000 iterations
on the graph in (A). All the nodes are correctly labeled; note that the labels are re-
laxed into real numbers. (C) A bipartite graph with vertices of clinical variables. (D)
A bipartite graph with vertices of gene expressions; the edge weights are the absolute
expression levels of the genes. (E) A bipartite graph with vertices of SNPs; all the edges
are uniformly weighted by 1.

classified features are candidate biomarkers. This new learning algorithm can capture

the dependence between both samples and features (clinical or genetic variables) by

exploring the global structure of the bipartite graph, based on a “bi-cluster assump-

tion”: those samples in the same class tend to be heavily connected to a common set of

features; those features that can characterize a class tend to be heavily connected to the

samples in the class. In the bipartite graph, feature vertices represent clinical variables,

up/down-regulated genes or homozygous or heterozygous SNPs; object vertices repre-

sent labeled and unlabeled samples, connected to the feature vertices by weighted edges.

The object vertices are labeled with -1/+1 if the label is known, 0 otherwise. Every

clinical variable is denoted by one vertex, and it is connected to all the samples by the

edges weighted by the original clinical values (Figure 2.1C). Every gene is represented

by two vertices, up-regulated and down-regulated; each sample will be connected to

either the up-regulated vertex or the down-regulated vertex with an edge weighted by
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the expression level (Figure 2.1D). Each SNP will have three states, two homozygous

states and one heterozygous state; every sample will be connected to one of the three

vertices depending on the SNP type of this sample (Figure 2.1E).

2.2 Related work

Our algorithm is in a family of label propagation algorithms [21, 22], which can be

regarded as semi-supervised spectral graph learning techniques with a global optimal

solution [22]. Recognized as having good generalization and high efficiency, these algo-

rithms are receiving increasing attention from both machine learning and computational

biology research communities [23, 24, 25]. The common property of all these graph-based

learning algorithms is the “cluster assumption”: there are often subtle underlying clus-

ter structures in a large graph, which can be used implicitly to improve classification

of unlabeled samples. We formulate the problem differently by classifying objects and

features together. Our formulation implicitly explores the bi-cluster structure [26] in the

data and labels the feature vertices based on their connections in the bi-clusters and the

labels on the training samples. The bi-cluster structure can leverage the classification of

the features by imposing the modularity on the features. In other words, features that

are in the same bi-cluster tend to get similarly labeled by our algorithm. This property

effectively utilizes the dependence among all the features for our biomarker discovery

task.

Our graph-based learning algorithm captures dependence between all features simul-

taneously by exploring the graph structure, which is essentially a non-linear method for

selecting features. After relaxing the labels into real numbers, our method can always

converge toward the unique global optimum using an efficient network propagation al-

gorithm. The time complexity of the algorithm scales linearly with the total number of

features given that our algorithm converges within a small number of iterations. Thus,

our method is stable and fast to generate replicable results across independent datasets,

even under the curse of dimensionality in biomarker identification. Finally, our semi-

supervised learning algorithm can use unlabeled data in the process of classifying the

features, which can possibly improve the quality of the selected features.
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2.3 Method

In this section, we first define our formulation of marker discovery and disease diagno-

sis/prognosis as a semi-supervised learning problem on bipartite graphs. An efficient

network propagation algorithm is then introduced to compute the closed-form solution

of the objective function for the semi-supervised learning.

2.3.1 Semi-supervised learning on bipartite graphs

We formally define an undirected bipartite graph G = (V,U,E,w), where V and U

are two disjoint vertex sets and E ∈ V × U is a set of weighted edges; each edge

(v, u) ∈ E connects two vertices v and u with a positive weight w(v, u). Let d(v) =∑
(v,u)∈E w(v, u) and d(u) =

∑
(v,u)∈E w(v, u) denote the sum of the weights of the edges

on the same vertex. Let y : V ∪U → {−1, 0,+1} be the initialization function assigning

initial labels to the labeled and unlabeled vertices in V and U . Let f denote a label-

assignment function over vertex sets V and U . If we let V be the sample set and U be

the variables/feature set, a label assignment on a variable indicates its association with

a sample class. Under this context, we define an objective function over G = (V,U,E,w)

as follows,

Ω(f) =
∑

(v,u)∈E

w(v, u)(
f(v)√
d(v)

− f(u)√
d(u)

)2

+%
∑
v∈V

(f(v)− y(v))2 + %
∑
u∈U

(f(u)− y(u))2, (2.1)

where % > 0 is a regularization parameter for balancing the cost terms on the right side

of the equation. The first term enforces a consistency between the strongly connected

vertex pairs (u, v) ∈ V × U . This term penalizes those f functions with a cost pro-

portional to the w(v, u) if f assigns different labels to v and u. The second term is a

fitting term which keeps the new label assignment consistent with the initial labeling.

This can be viewed as a supervised way of minimizing the training errors measured by

the difference between the initial labels y(v) and the new label f(v) for labeled vertices

v ∈ V . For the unlabeled vertices v ∈ V with y(v) = 0, the second term is used to

regularize these f(v)s, such that the total cost is constrained. The third term is used

in the same spirit to constrain the cost on the vertices in U .
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If we restrict the labels to discrete values, i.e. f : V ∪ U → {−1, 0,+1}, minimizing

Ω(f) is NP hard. But if we relax the label values as f : V ∪U → R, Ω(f) is convex and

differentiable. Let DU be a diagonal matrix with Diuiu = d(u) and DV be a diagonal

matrix with Diviv = d(v), where v ∈ V and u ∈ U , and iv and iu are the index of

vertices u and v in the matrix. We define the normalized connectivity matrix S of G as

follows,

S =

 0 D
− 1

2
V ∗W ∗D−

1
2

U

D
− 1

2
U ∗W T ∗D−

1
2

V 0

 ,
where W denotes a |V | by |U | matrix with Wiv ,iu = w(v, u). Similar to the derivation

in [21], we can rewrite the Equation 4.3 as follows,

Ω(f) = [f(V )T f(U)T ] ∗ (I − S) ∗

[
f(V )

f(U)

]

+%

∥∥∥∥∥
[
f(V )

f(U)

]
−

[
y(V )

y(U)

]∥∥∥∥∥
2

,

where I is the identity matrix. We then differentiate Ω(f) with respect to f to compute

the closed-form solution f∗ for minimizing Ω(f),

∂Ω
∂f

= 2(I − S) ∗ f∗ + 2%(f∗ − y) = 0.

Let α = 1/(1+%) and after rearrangement, the closed-form solution f∗ can be computed

as follows,

f∗ =
%

1 + %
(I − 1

1 + %
S)−1 ∗ y = (1− α)(I − αS)−1 ∗ y. (2.2)

2.3.2 Network propagation algorithm

It is computationally intensive to compute the matrix inverse in Equation 2.2, when the

graph G is large and contains a lot of non-zero entries in S. We use a network propa-

gation algorithm to compute the closed-from solution more efficiently. The propagation

algorithm iteratively performs a diffusion operation between the two vertex sets in both

directions. Theoretically, the diffusion process will finally converge to the closed-form

solution f∗ defined in Equation 2.2. The network propagation algorithm is described as

follows,
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1. Normalize the bipartite graph by computing B = D
− 1

2
V ∗W ∗D−

1
2

U .

2. Choose parameter α and perform a two direction propagation, until convergency

(t denotes the time step):

- For each v ∈ V ,

f(v)t = (1− α)y(v) + α
∑

u∈U Biviuf(u)t−1

- For each u ∈ U ,

f(u)t = (1− α)y(u) + α
∑

v∈V Biviuf(v)t−1

3. The sequence f t converges to its limit f∗ and f∗ gives the class labels on the

unlabeled vertices in both V and U .

This algorithm propagates the label information of every vertex to its neighbors in the

other vertex set. This propagation process will leverage the activation values of the

vertices in a densely connected neighborhood. In other words, if we assume that the

vertices with the same label tend to be in the same clusters in the graph, the vertices

in the same class will eventually converge to having similar values (same labels). This

iterative propagation process was originally proposed to spread the activation values

in a psychology network [27]. It is intuitively consistent with the definition of our

objective function in Equation 4.3. In Figure 2.1C, we show the predictions of Network

Propagation on a toy graph. Note in the method by [25], a similar algorithm has been

used for protein ranking, but the normalization of S is different and no regularization

framework was introduced.

We can show that this algorithm will finally converge to the closed-form solution of

the objective function Ω(f). We first rewrite the network diffusion algorithm in matrix

form as

f(V )t = (1− α)y(V ) + αB ∗ f(U)t−1

f(U)t = (1− α)y(U) + αBT ∗ f(V )t−1,

which can be rearranged as f t = (1− α)y + αS ∗ f t−1. Following the proof by [21], we

can show that f converges to f∗ = (1 − α)(I − αS)−1 ∗ y, which is exactly the closed

form solution in Equation 2.2.

The time complexity of the network propagation algorithm is O(k|V ||U |), where k

is the number of iterations for reaching convergence. Theoretically, k depends on some



14

properties of the graph such as the eigenvalues of its Laplacian [22]. Empirically, we

observe that our network propagation algorithm converges very fast on the bipartite

graphs in our experiments. For example, when the convergence is defined as the max-

imum change of activation values over all the graph nodes being smaller than 1e-9,

our algorithm converges between 10 and 200 iterations, depending on the choice of the

α parameter, on a dataset with 24,000 gene expressions (about 48,000 features in the

graph) .

2.4 Experiments

We evaluated the network propagation algorithm on three public breast cancer datasets.

We first show that our algorithm is a highly competitive classification algorithm in Sec-

tion 2.4.2, and then we show that our algorithm identifies highly reproducible marker

genes on independent microarray datasets in Section 2.4.3. We also analyze the con-

vergence rate and measure the empirical running time of the network propagation al-

gorithm in Section 2.4.4. Finally, we validate the marker genes identified by Network

Propagation by comparing with known cancer genes in the literature and checking their

biological functions in Section 2.4.5.

2.4.1 Breast cancer datasets

We used three independent large scale microarray gene expression breast cancer datasets

[9, 28, 16] in our experiments. The three datasets were generated for studying breast

cancer metastasis. The dataset (Rosetta dataset) in [9] measures expression profiles of

24,481 genes generated by Agilent oligonucleotide Hu25K microarrays as well as eight

clinical variables: age, estrogen receptor positive (ERp), progesterone receptor positive

(PRp), tumor size, tumor grade, angioinvasion, lymphocytic infiltration and BRCA1

mutation. This dataset contains 97 patient samples. Among the 97 patients, 51 patients

had a good prognosis, meaning being free of disease after their diagnosis for an interval

of at least 5 years, and 46 patients had developed distant metastasis within 5 years.

The van de Vijver et al. dataset contains microarray gene expressions produced by the

same technique for generating the Rosetta dataset [28] on 295 samples (194 with good

outcome and 101 with poor outcome). The details of the quantization and normalization
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of the scanned microarray images of the two datasets are described in [9] and [28]. The

Wang et al. dataset was produced by the Affymetrix oligonucleotide microarray U133a

GeneChip [16]. The expression of 22,283 transcripts were collected from total RNA of

frozen samples from 286 lymph-node-negative breast cancer patients. Among the 286

patients, 95 had developed cancer metastasis within 5 years and 114 had been free of

metastasis for at least 8 years. These two groups of patients (209 in total) are used in

our experiments. We normalized the Wang et al. dataset with GeneSpring (version 7.0)

by per-gene and per-chip median polish.

2.4.2 Sample classification

To validate that the identified discriminant features are indeed strongly correlated with

the patient classes and can be used to classify samples accurately, we measured the

classification results on the test samples. We compared the classification performance

of the network propagation algorithm against SVMs with RBF kernel and linear kernel

[29], Linear Discriminant Analysis (LDA) and Näıve Bayes Classifier. The classification

performance is evaluated using the receiver operating characteristics (ROC) score: the

normalized area under a curve plotting the number of true positives against the number

of false positives by varying a threshold on the decision values [30]. In all experiments,

we run five-fold cross-validation on the whole dataset. An additional cross-validation

on the training set is used to select the best parameters and we compute ROC scores on

the test set. We repeated the process 100 times and report the mean and the variance

of the ROC scores for each method.

We tested the classification performance of the Network Propagation algorithm on

the three datasets in four different experiment setups: (1) using 8 clinical variables on

the Rosetta dataset; (2) using all 24,481 gene expressions on the Rosetta dataset; (3)

using all 24,481 gene expressions on the van de Vijver et al. dataset; (4) using all 22,283

gene expressions on the Wang et al. dataset. We prune the gene expression features

with a cutoff of 0.3 on the absolute values of correlation coefficients calculated on the

training samples in experiment (2) and (3) and 0.2 in experiment (4). In Table 2.1A, we

report the mean of the ROC scores computed from 100 runs of five-fold cross-validation

on each dataset. The variance of all the methods are similar in each experiment [31].

In Table 2.1B, we also report how many times Network Propagation wins or loses
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Table 2.1: Sample Classification. (A) The mean ROC scores of classifying patients
with good/poor prognosis in the Rosetta dataset, the van de Vijver et al. dataset and
the Wang et al. dataset using Network Propagation (NP), SVMs with linear and RBF
kernels, Näıve Bayes classifier and Linear Discriminant Analysis (LDA). The two best
performing algorithms in each experiment are marked in bold. (B) The number of times
of win/draw/loss on classification performance between Network Propagation and the
baseline algorithms.

(A) Classification results on three datasets
Algorithms Rosetta Vijver Wang

Clinical Genes Genes Genes
Network Propagation 0.788 0.740 0.667 0.564

SVM (linear) 0.773 0.730 0.662 0.536
SVM (RBF) 0.783 0.737 0.661 0.568
Näıve Bayes 0.795 0.617 0.476 0.554

LDA 0.579 0.740 0.648 0.502

(B) Comparison between Network Propagation and the baseline algorithms
Algorithms Rosetta Vijver Wang

Clinical Genes Genes Genes
NP vs SVM (linear) 278/31/191 247/27/226 242/86/172 309/25/166
NP vs SVM (RBF) 248/44/208 214/124/162 254/81/165 137/130/233
NP vs Näıve Bayes 144/106/250 393/10/97 466/3/31 261/24/215

NP vs LDA 460/8/32 232/36/232 297/61/142 359/15/126

to the others. For a more rigorous comparison, we calculated the p-values with one-

sided paired t-test or proportion test to evaluate whether Network Propagation performs

better than the other algorithms over 100 runs of randomized five-fold cross-validations.

Overall the proposed Network Propagation has very competitive performance (see [31]

supplementary Tables 1-5 for details).

The results in Table 2.1A show that in all experiments, Network Propagation is

always among the two best performing algorithms. Although the Näıve Bayes classifier

performs best on the clinical data, it does not handle gene expression data well in the

other three experiments. LDA does not perform well on the clinical data; furthermore,

it is the worst performing algorithm on Wang et al. dataset. SVM with linear kernel and

RBF kernel also perform stably well in all experiments. Although SVM with RBF kernel

achieves the highest average ROC scores on the Wang et al. dataset and SVM with linear
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kernel is the best performing algorithm on the van de Vijver et al. dataset, Network

Propagation is the best performing algorithm in the other two experiments. It appears

that the difference between the performance of Network Propagation and SVMs are

marginal if only measured by the mean ROC scores. However, the pairwise comparison

between Network Propagation and SVMs shows that the differences are statistically

significant either by the number of loss and win or by p-values. The comparisons with

the baseline algorithms show that Network Propagation is a competitive classification

algorithm for cancer outcome prediction and statistically, Network Propagation also has

more robust performance in the four experiments.

2.4.3 High reproducibility of marker genes
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Figure 2.2: Common marker genes identified by Network Propagation on the
van de Vijver et al. dataset and the Wang et al. dataset. The x-axis is the
number of selected marker genes ranked by z-scores converted from their activation
values. The y-axis is the percentage of the overlaps between the selected markers from
the two datasets.

To verify that Network Propagation identifies highly reproducible marker genes on

independent microarray datasets, we report the number of common marker genes iden-

tified in the van de Vijver et al. dataset and the Wang et al. dataset. Since the gene
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expressions in the two datasets are produced on different microarray platforms, there

are only 8,733 common genes that can be matched by the probe names. Thus, in this

analysis we focus on using the labels of all the patients to identify the marker genes

from the 8,733 common genes independently on the two datasets.

After we ran Network Propagation to classify the gene features, we ranked the

genes by the absolute value of their z-scores calculated from the activation values. We

compared the percentage of common genes between the top-ranked genes in the two

datasets identified by each method in Figure 2.2. We tested Network Propagation with

three different α values (0.95, 0.5 and 0.1) and compared them with the commonly used

correlation coefficients for identifying differentially expressed genes, SVM with linear

kernel and the random case. The random case is calculated by the average ratio of

common genes identified by Network Propagation on bipartite graphs with randomly

permuted edges.

It is clear in Figure 2.2 that Network Propagation identifies significantly more re-

producible marker genes on the two datasets. For example, among the top-100 genes se-

lected by Network Propagation from the two datasets, there are 32 common genes when

α = 0.95, 14 common genes when α = 0.5 and 6 common genes when α = 0.1, while

SVM with linear kernel and correlation coefficients can only identify 2 common genes.

One interesting observation is that the α parameter strongly influences the percentage

of common genes: the larger the α parameter, the more common genes identified. This

can be explained by our optimization formulation in Equation 4.3 - when α is large,

we put more weight on the cluster structures in the bipartite graph and thus, Network

Propagation favors the modularity structure in the gene expressions by assigning highly

consistent weights to the co-expressed genes. In other words, those genes that are highly

co-expressed in the related functional modules will get highly weighted in both datasets.

When α is close to 1, our algorithm almost becomes a completely unsupervised learning

algorithm; on the contrary, when α is close to 0, our algorithm is similar to computing

correlation coefficients for the features. Because our algorithm uses both cluster struc-

tures and label information to identify marker genes, it can retrieve more overlapped

marker genes than those methods that ignore the dependence among the gene features

such as correlation coefficients and SVM with linear kernel. Our result also implies that

on the two microarray datasets, although the overlap between the rankings of genes is
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almost random if the significance is computed independently, the modular structures

between genes are still preserved. Network Propagation is an effective way of exploring

the modular structures to produce a more reliable gene ranking.

2.4.4 Convergence rate and running time

To test the convergence and the scalability of our network propagation algorithm, we

measured the convergence rate and the running time of Network Propagation on the

Rosetta dataset (97 samples, 24,481 genes), the van de Vijver et al. dataset (295 samples,

24,481 genes) and the Wang et al. dataset (209 samples, 22,283 genes). We define the

convergence as the maximum change of activation values over all the graph nodes being

smaller than 1e-9. Theoretically, the convergence rate is decided by the Laplacian of the

bipartite graph, which in our case is strongly related to the choice of the α parameter.

We tested nine different α parameters and report the running time and the number of

iterations for reaching convergence in Figure 2.3. For all the choices of α parameter on

the three datasets, Network Propagation converges within 200 iterations. When α is

small, the algorithm converges in very few iterations. Intuitively, this can be explained

by the nature of Network Propagation: when α is large, the propagation operation

puts more weight on the graph structure and less weight on the relatively static label

information, and it takes more iterations to fully explore the whole structure, given a

certain threshold on the contribution of change on the activation values from the subtle

structure of the bipartite graph. It is notable that on a regular PC, our algorithm only

needs at most 103 seconds to reach a convergence for the datasets with more than 24,000

genes.

Empirically we observed that for any choice of α, the number of iterations that

Network Propagation takes to converge is independent of the number of genes in the

dataset. Thus, the running time of the algorithm is approximately linear in the number

of genes in the dataset. To verify this hypothesis, we randomly selected a certain number

of genes from the van de Vijver et al. dataset and tested our network propagation

algorithm for three different α values. The result is reported in [31] supplementary

figure 1. Clearly, in all the three cases, the actual running time scales linearly in the

number of selected genes.
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Figure 2.3: Convergence and running time of Network Propagation. This plot
shows the convergence rate and the running time of the network propagation algorithm
on the three microarray datasets. The x-axis is the values of the α parameter. The left
y-axis is the number of iterations needed for reaching convergence. The right y-axis is
the running time in seconds.

2.4.5 Biological interpretations of marker genes

We compared the identified marker genes from all the genes in the van de Vijver et

al. dataset and the Wang et al. dataset with previous findings in the literature. We

also report the over-represented Gene Ontology functions by the selected marker genes.

Finally, to assess the statistical significance of our results, we estimated p-values for

the activation values of the marker genes by running Network Propagation on bipartite

graphs with randomized edges. In all experiments in this section, we used the label on

all the patients to classify all the gene feature vertices. We chose α = 0.5 to have a

balanced contribution from label information and graph structures.

With a false discovery rate 0.18 and 0.1 on the van de Vijver et al. dataset and

the Wang et al. dataset respectively, we selected the top-200 genes in both datasets as

marker genes for a consistent comparison. We used Ingenuity (version 5.5) to analyze

the marker genes. Out of the top-200 genes ranked by Network Propagation (α = 0.5)

in the van de Vijver et al. dataset and the Wang et al. dataset, only 141 genes and

140 genes, respectively, are eligible for searching the biological networks and annota-

tions provided by Ingenuity. Our analysis focuses on the 141 and 140 eligible marker
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genes from the two datasets. Fifteen genes are in common between the 141 and 140

marker genes. Interesting examples in the 15 common genes are trefoil factor 1 (TFF1)

and transmembrane 4L-six-family member 1 (TM4SF1). The expressions of TFF1 and

TM4SF1 are decreased by breast cancer 1 early onset (BRCA1) and estrogen receptor 1

(ESR1), both of which are well known breast cancer susceptibility genes. In comparison

with the 15 common genes identified by Network Propagation, there is only one common

gene between the top-200 genes ranked by correlation coefficients on the two datasets.

The higher ratio of overlapped genes also indicates that Network Propagation captures

the dependence between the genes of similar roles in those biological networks, and thus

finds more common pathways associated with a disease from heterogenous datasets.

From the marker genes on the van de Vijver et al. dataset and the Wang et al.

dataset, Ingenuity reports 92 (out of 141) and 51 (out of 140) genes as cancer related

genes respectively. In the list of marker genes identified from van de Vijver dataset et al.,

some interesting examples are v-erb-b2 erythoroblastic leukemia viral oncogene homolog

2 (ERBB2), baculoviral IAP repeat-containing 5 (BIRC5), and matrix metallopeptidase

9 (MMP9). ERBB2 is one of the well known breast cancer susceptibility genes. The

amplication of the ERBB2 oncogene is found in around 30% of human breast cancers

and used as a target of therapy [9, 28]. The expression of BIRC5 is regulated by other

well known breast cancer susceptibility genes such as estrogen receptor 1, ER-α (ESR1)

and TP53. MMP9 is known for promoting breast cancer metastasis. We find other

marker genes interacting with known breast cancer susceptibility genes such as repromo,

TP53 dependent G2 arrest mediator candidate (RPRM) and prominin 1 (PROM), both

of which are regulated by ESR1, and Cbp/p300-interacting transactivator (CITED1),

which regulates ESR1, ESR2 and ERBB2. In the list of marker genes identified from the

Wang et al. dataset, androgen receptor (AR) is known for association with survival of

breast cancer patients; complement component 4 binding protein-beta (C4BPB), cad-

herin 3 (CDH3) and E74-like factor 5 (ELF5) are regulated by ERBB2 and MAGEA2.

ERBB2 and MAGEA2 are known to be able to decrease trans-activation activity of

TP53. The activities of other genes in the list such as Thymosin-like 8 (TMSL8), POU

class 4 homeobox 1 (POU4F1), stratifin (SFN) and prominin 1 (PRPM1) also involve

TP53. We also found that, although some known breast cancer susceptibility genes are

not included in the marker genes, their neighbor genes that are known to interact with
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them are identified. Two examples are v-myc myelocytomatosis viral oncogene homolog

(MYC) and v-Ha-ras Harvey rat sarcoma viral oncogene homolog (HRAS). We report

identified functions associated with our marker genes in [31] supplementary Tables 6-7.
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Figure 2.4: Biological functions enriched by the markers genes identified by
Network Propagation on the van de Vijver et al. dataset and the Wang et al.
dataset. We list the functions scoring a p-value less than 0.01 and involving at least
two marker genes on both datasets. The functions are sorted by p-values calculated
using the right-tailed Fisher Exact Test.

Ingenuity identified 19 and 13 enriched functions scoring a p-value less than 0.01 and

involving at least two marker genes on the van de Vijver et al. dataset and the Wang et

al. dataset respectively (see [31] supplementary tables 6-7). In Figure 2.4, we list the 11

common functions between the 19 and 13 enriched functions in the two datasets. The

enriched functions show strong consistency with those identified by [32] and [16], which

have been shown to be significantly involved with the progression of cancer. Among the

11 functions, eight functions such as cellular growth and proliferation, cell death, cell

cycle and etc., are exactly or closely matched with the 21 functions discovered previously

in [16] (See [31] supplementary Tables 6-7).

To estimate the statistical significance of the marker genes, we compared the activa-

tion value on the kth ranked feature vertex with its background distribution computed

from 500 runs of Network Propagation with randomized graph edges. Specifically, we
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randomize the graph edges by moving the edges to connect randomly selected samples

and feature vertices. We ran Network Propagation on the random graphs and repeated

500 times. For each random graph, we ranked the feature vertices by their activation

values. We then used the 500 values on each kth ranked feature vertex as a sample

of the background distribution for obtaining the kth rank in the list. We compared

our observed activation values on the van de Vijver et al. dataset and the Wang et al.

dataset with their according background distributions by estimating p-values and scat-

ter plotting. In [31] supplementary Figure 3, we show the scatter plot of the observed

activation values and the expected activation values on the van de Vijver et al. dataset

and the Wang et al. dataset. In the plots, clearly the largest and the smallest activation

values significantly deviate from the expected values. In [31] supplementary Table 8,

we list the top-50 marker genes identified on two datasets along with their p-values (See

[31] supplementary website for the full list).

2.5 Conclusion

In this chapter, we present a new machine learning framework for supervised biomarker

identification, in which we classify the features into “positive”, “negative” and “neutral”

classes. We also design an efficient semi-supervised graph-based learning algorithm to

compute the global optimal solution of this feature classification problem. In our exper-

iments, we show that our algorithm can generate highly reproducible marker genes in

two independent breast cancer datasets, and achieved best classification results overall.

We also show that our algorithm can handle hundreds of thousands of features simul-

taneously in less than two minutes on a regular PC. One limitation is that, although

the network propagation algorithm demonstrates high performance in classification, no

improvement has been achieved from data integration (see [31] supplementary table 3).

We postulate that näıve linear concatenation of different types of features is not a prin-

cipled data-integration strategy for the network propagation algorithm. To address this

issue, in Chapter 3, we introduce new network-based learning algorithms to integrate

genomic data with biological prior knowledge such as protein-protein interactions for

biomarker discovery and cancer outcome prediction.



Chapter 3

A hypergraph-based learning

algorithm to integrate genomic

data with biological prior

knowledge

3.1 Introduction

In the past decade, numerous cancer researchers have actively investigated high-throughput

genomic data to reveal the molecular mechanisms underlying cancer development and

progression. DNA copy number variations (CNVs) measured by array-based compara-

tive genomic hybridization (arrayCGH), and microarray gene expressions are among the

most widely studied high-throughput data [33]. Microarray gene expressions provide a

genome-wide quantification of messenger RNA abundance, while arrayCGH data quan-

tify the events of amplification or deletion of large DNA segments on chromosomes. A

large number of high-resolution arrayCGH datasets and gene expression datasets were

generated to study many different cancers [9, 34, 35, 36]. In these studies, two major

objectives were 1) to detect highly discriminative chromosomal copy number aberration

regions or gene expression patterns as biomarkers of cancer-relevant phenotypes; and 2)

24
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sample spot 1 spot 2 spot 3 ⋯ 

S1 (+) gain basal loss  
S2 (+) gain gain loss  
S3 (+) basal gain loss  
S4 (-) basal gain basal  
S5 (-) loss loss gain  
S6 (-) loss gain gain  
S7 (0) loss loss gain  

 

ArrayCGH CNV profiles 
 

sample gene 1 gene 2 gene 3 ⋯ 

S1 (+) up basal down  
S2 (+) up up down  
S3 (+) basal up down  
S4 (-) basal up basal  
S5 (-) down down up  
S6 (-) down up up  
S7 (0) down down up  

 

Gene expression profiles 
 

 
Hypergraph  adjacency matrix 

 

 
The hypergraph 

 

 spot 1 spot 2 spot 3 ⋯ 

 e1 e2 e3 e4 e5 e6 ⋯ 

e1 0 0 1 0 0 0  

e2 0 0 0 1 0 0  

e3 1 0 0 0 1 0  

e4 0 1 0 0 0 1  

e5 0 0 1 0 0 0  

e6 0 0 0 1 0 0  

⋯        
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e6 1 1 0 0 0 0  

⋯        
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(A) Constructing hypergraph from data matrix (B) Prior knowledge used as constraints 
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v6 0 1 1 0 1 0  

v7 0 1 0 1 1 0  
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Figure 3.1: Overview of HyperPrior framework. (A) Modeling genomic data
by a hypergraph. The original arrayCGH data or gene expression data is first con-
verted to a weighted adjacency matrix. Since the weights in the adjacency matrix must
be non-negative, for each genomic feature two complimentary features are generated
to deal with the negative values. For example, the arrayCGH spot intensity 1 (or the
gene expression 1) is split into two features, e1 and e2. For illustration purpose, the
adjacency matrix in the example is binary. More generally real values can be kept from
the original data in the matrix to preserve all information from the original data. A
hypergraph is then built from the adjacency matrix. For better clarify, hyperedges e5

and e6 are omitted in the hpergraph. (B) Modeling prior knowledge as a graph
constraint. The spatial relation or PPI network is used to derive relations between
hyperedges as a graph. The relations define the constraints for hypergraph-based learn-
ing. Note that each gene expression corresponds to two features (up/down regulations).
The two features of a gene will have a relation with the two features of another gene
that is interacting with the first gene. For example, e1 and e2 are both associated with
both e3 and e4 because gene 1 and gene 2 interact in the PPI.

to build reliable predictive models based on the biomarkers for cancer sample classifica-

tion. Although many interesting and promising findings were reported in these studies,

concerns have been raised on the unstable and inconsistent results in cross-validations

and cross-platform comparisons due to the relatively small sample sizes in the studies

[37].

In this chapter, we propose a hypergraph-based iterative learning algorithm called

HyperPrior to integrate genomic data with general biological prior knowledge for robust

cancer sample classification and biomarker identification. The HyperPrior algorithm

minimizes a cost function under a unified regularization framework. This framework

elegantly takes biological prior knowledge (e.g. a correlation structure of spot regions or

a protein-protein interaction network) as constraints on a hypergraph built from genomic
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data. HyperPrior is a natural extension of label propagation algorithms on hypergraphs

[38, 39]. This algorithm helps handle the problem of learning optimal weighting of

the hyperedges while all other methods assume a uniform weighting. To model the

genomic data as a hypergraph, each sample is denoted by a vertex and each feature is

denoted by two hyperedges corresponding to two states of the feature. In arrayCGH

data, each spot intensity is represented by two hyperedges labeled as “amplification”

and “deletion” of the associated DNA segment, respectively. In gene expression data,

each gene expression value is denoted by two hyperedges labeled as “up-regulated” and

“down-regulated”, respectively. The hyperedges categorize samples by the two different

states of features in the genomic data (Fig. 5.1A). Our cluster assumption on the

hypergraph is that the same type of samples tend to have similar states of features

and thus are highly connected by the hyperedges. HyperPrior formulates optimization

problems as learning labels and hyperedge weights together with the assignment of

edge weights constrained by the biological relation between the genomic features (Fig.

5.1B). Specifically, HyperPrior attempts to find a weighting of hyperedges that balances

both the two-class separation on the hypergraph and the consistency with the biological

constraints. The assumption is that neighboring spots or genes interacting with each

other are more likely to receive similar weights. The resultant weights on the genomic

features can be used to discover biologically interpretable biomarkers. Specifically, the

highly weighted DNA aberration regions may suggest cancer-relevant DNA amplification

and deletion events, and the highly weighted genes in densely connected subnetworks

in a protein-protein interaction network may suggest relevant cancer pathways.

3.2 Related Work

Integrating multiple genomic data types for building predictive models or selecting fea-

tures has been an important research focus in bioinformatics since several years ago

[40, 24]. For example, [41] proposed a two layered Bayesian network approach to in-

tegrate relations from gene expressions, biological literature and gene sequences into a

genome-wide functional network. [42] proposed a novel method to integrate gene-gene

(or mRNA) relations and sample relations for gene selection. This method focuses on

discovering geometric patterns to select genes with biological relevance and statistical
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significance.

Under this category, several other general computational methods were also pro-

posed to use prior knowledge in classifying arrayCGH data and gene expression data

[43, 18, 19, 14]. [19] proposed a variant of L1-SVM called fused SVM for classify-

ing arrayCGH data. By incorporating the spatial relation among DNA copy number

variations along the genome as prior knowledge, new constraints are introduced into L1-

SVM learning. [14] improved cancer outcome prediction and biomarker reproducibility

on two large scale gene expression datasets by incorporating a protein-protein interac-

tion network into the model built from microarray gene expressions. In their approach,

the integration of gene expressions and protein-protein interactions is achieved by two

independent procedures: discriminative subnetworks are first identified from the PPI

network and the subnetworks are then used as features to predict cancer metastasis.

[18] proposed a similar method, which first computes the spectral graph structure of a

gene network, and then uses the spectral graph structure to smooth microarray gene

expressions before used for sample classification. [17] proposed a statistical method to

score genes by several measures including their degree in a cancer-specific interaction

network, their differential expressions in microarray data and their structural, func-

tional and evolutionary properties. [43] proposed to add a graph laplacian constraint

to the L1-norm linear regression model in a general regularization framework. The

graph laplacian encodes a network of known KEGG pathways. The new model can be

efficiently solved by methods for lasso-type problems.

HyperPrior is different from the previous methods in both problem formulation

and model implication. The regularization framework of HyperPrior is designed for

simultaneously classifying samples and selecting features based on prior knowledge.

HyperPrior explores the cluster structures in both the hypergraph and the constraint

graph in one unified learning framework. Thus, the learning problem is a combination

of semi-supervised learning and variable selection. In section 3.3.1, we will also show

that the core of HyperPrior is to learn a “kernel” for a diagonal linear transformation

of the data along with learning labels on samples. Thus, HyperPrior can be interpreted

as a novel semi-supervised and relaxed wrapper-feature-selection method constrained

by prior knowledge.
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3.3 Methods

In this section, we first introduce the HyperPrior algorithm and its regularization frame-

work. We then describe how to model arrayCGH data with spatial prior knowledge and

gene expression data with prior knowledge in a protein-protein interaction network by

constrained hypergraphs.

3.3.1 HyperPrior algorithm

Notations

A hypergraph is a special graph that contains hyperedges. In a normal graph, each

edge connects a pair of vertices, but in a hypergraph each edge can connect an arbitrary

number of vertices in the graph. Let V = {v1, v2, . . . , v|V |} be a set of vertices and

E = {e1, e2, . . . , e|E|} be a set of hyperedges defined on V : for any hyperedge e ∈ E,

e = {v(e)
1 , v

(e)
2 , . . . , v

(e)
|e| }, where {v(e)

1 , v
(e)
2 , . . . , v

(e)
|e| } is a subset of V . A hyperedge e and

a vertex v are called incident if v ∈ e. A non-negative real number (a weight) can be

assigned to each hyperedge by a function w (w can also be defined as a vector variable

and we will use both notations interchangeably). The vertex set V , hyperedge set E

and the weight function w fully defines a weighted hypergraph denoted by G(V,E,w).

The incidence matrix H for hypergraph G(V,E,w) is a |V | × |E| matrix with elements

defined as h(v, e) = 1 (or a real value if H is weighted) when v ∈ e and 0 otherwise. The

degree of a vertex v is defined as d(v) =
∑

e∈E h(v, e)w(e), which is the (weighted) sum

of the weights of the hyperedges incident with v. The degree of a hyperedge e is defined

as d(e) =
∑

v∈E h(v, e), which is the number of vertices incident with e. We define

diagonal matrices Dv=diag(d(v1),d(v2),...,d(v|V |)), De=diag(d(e1),d(e2),...,d(e|E|)) and

W=diag(w(e1),w(e2),..., w(e|E|)).

Let G(V,E,w) be a weighted hypergraph to model the genomic data: each patient

sample is denoted by a vertex v ∈ V and each hyperedge denotes one of the two states

(+/-) of a genomic feature. The incidence matrix H between V and E are determined

by the copy number variation log-ratios or gene expression intensities on the samples.

We define a function y to assign initial labels to V in the hypergraph G(V,E,w). If

a vertex v is in the positive patient group, y(v) = +1; if it is in the negative patient
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group, y(v) = −1; and, if v is a test sample, y(v) = 0.1

Hypergraph-based learning

In hypergraph-based learning, our goal is to find the correct labels for the unlabeled

vertices of the test samples in the hypergraph. Let f be the objective function (vector)

of labels to be learned. Intuitively, there are two criteria for learning the optimal f : 1)

we want to assign the same label to vertices that share many incidental hyperedges in

common; and 2) assignment of the labels should be similar to the initial labeling y. For

criteria 1), we define the following cost function,

Ω(f, w) =
1
2

∑
e∈E

∑
u,v∈e

w(e)h(u, e)h(v, e)
d(e)

(
f(u)√
d(u)

− f(v)√
d(v)

)2

= fT (I −D−
1
2

v HWD−1
e HTD

− 1
2

v )f, (3.1)

where I is the identity matrix. Here Dv and De are used for computing the normalized

graph Laplacian, which has been shown to give better classification performance for

graph-based learning [39]. If the predicted labels on the vertices are consistent with the

incidences with the hyperedges, the value of Ω(f) should be minimized. For criteria 2),

we directly calculate the sqared-loss between the predicted labeling f and the original

labeling y as follows, ∑
u∈V

(f(u)− y(u))2 = ||f − y||2.

Incorporating prior knowledge

To introduce prior knowledge into the hypergraph-based learning, we assume that cor-

relating genomic features should receive similar weights on their associated hyperedges.

We define two different functions to encode the prior knowledge. The first function

Ψlp(w) is a network-Laplacian constraint [43]. We define an indicator δi,j to capture

the pairwise relation between hyperedges ei and ej . The indicator δi,j > 0 if the two

genomic features associated with ei and ej are correlated in the prior knowledge; other-

wise 0. Let ∆ be the correlation matrix with ∆i,j = δi,j , σ(ei) =
∑|E|

j=1 δi,j , which is the

1 To normalize unbalanced datasets in our experiments, we set y(v) = 1
n1

for positive vertices and

y(v) = − 1
n2

for negative vertices, where n1 is the number of positive samples and n2 is the number of

negative samples.
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number of hyperedges that are correlated with ei, and Dσ=diag(σ(e1), σ(e2), ..., σ(e|E|)).

To assign similar weights to correlated hyperedges, we define the following cost function

over the hyperedge weights,

Ψlp(w) =
1
2

|E|∑
i,j=1

δi,j(
w(ei)√
σ(ei)

− w(ej)√
σ(ej)

)2

= wT (I −D−
1
2

σ ∆D
− 1

2
σ )w. (3.2)

Minimizing Ψlp(w) ensures that correlated hyperedges will be similarly weighted. The

second function Ψnb(w) is a neighborhood constraint [44]. Instead of directly evaluating

the pairwise relation between hyperedges ei and ej , we require the weight of hyperedges

ei to be close to the average weight of its neighbors. To assign weights to hyperedges

that are consistent with such prior knowledge, we define the following cost function over

the hyperedge weights,

Ψnb(w) =
1
2

|E|∑
i=1

(w(ei)−
|E|∑
j=1

δi,j
σ(ei)

w(ej))2

= wT (I −D−1
σ ∆)(I −D−1

σ ∆)Tw. (3.3)

Minimizing Ψnb(w) ensures that each hyperedge will receive a weight close to the average

weight of its correlated hyperedges. Both Ψlp(w) and Ψnb(w) are regularization terms

to explore the network structure of the correlations among the variables in the func-

tion. But the two functions are different in their cluster assumptions: either penalizing

discrepancy in pairwise similarity or neighborhood similarity.

Alternating optimization

After the prior knowledge is introduced, the learning task is to minimize the sum of the

three cost terms, which is

minimize
f,w

Φ(f, w) = Ω(f, w) + µ||f − y||2 + ρΨ(w) (3.4)

subject to
w(e) ≥ 0 for ∀e ∈ E∑

e∈E h(v, e)w(e) = d(v) for ∀v ∈ V,
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where µ and ρ are positive real numbers and Ψ(w) = Ψlp(w) or Ψnb(w). The intuition

of adding
∑

e∈E h(v, e)w(e) = d(v) as another set of constraints is to maintain the

hypergraph structure. Specifically, this set of constraints can guarantee each d(v) is

fixed as a constant such that Ω(f = f, w) is always a linear function of w when f is

fixed.

The objective function Φ(f, w) in equation (3.4) is cubic in (f , w). However, the

formulation contains two sub-problems, both of which are quadratic convex problems

if we independently optimize Φ(f, w) with respect to f or w. Specifically, if we fix

w to be a specific weighting wt satisfying the constraints wt(e) ≥ 0 for ∀e ∈ E and∑
e∈E h(v, e)wt(e) = d(v) for ∀v ∈ V , the objective function Φ(f, w = wt) is convex in

f ; if we fix f to be a specific labeling of the vertices ft, Φ(f = ft, w) is also convex

in w. The derivation of the two convex optimization problems are described in [45]

supplementary section 1.1 and 1.2. A local optimal solution can be found by solving the

two optimizations alternatively by iteration [46], under the assumption that f and w

can be independently optimized. The assumption does not guarantee a global optimal

solution. The alternating optimization can be solved by an iterative algorithm proposed

by us in [47], described in [45] supplementary Fig. 1.

The time complexity of HyperPrior includes solving two minimization problems:

fixing w to learn f and vice versa. The first problem can be solved by network prop-

agation in O(k1|V ||E|), where k1 is the round of propagations [39]. The value of k1

mainly depends on the eigenvalues of the laplacian matrix. The second problem is a

standard convex quadratic programming problem, which can be solved in polynomial

time O(|E|p), where p is a real number. Thus, the time complexity of HyperPrior is

O(k2(k1|V ||E|+ |E|p)), where k2 is the number of iterations of alternating optimization.

Usually, k2 = 2 or 3 in our experiments.

Model interpretation

In essence, the regularization framework of HyperPrior is a semi-supervised and re-

laxed wrapper-feature-selection method, which performs feature selection based on prior

knowledge while classifying samples. A dissection of Eqn. (3.1) can explain the role

of W in the learning framework. Given a (weighted) hypergraph incidence matrix H,

we define its normalized graph as H̄ = D
− 1

2
v HD

− 1
2

e . In the standard hypergraph-based
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learning framework [38], a linear kernel KW=I(V, V ) = H̄WH̄T is chosen to construct

a similarity graph between objects used for semi-spuervised learning in the normalized

graph laplacian I−KW=I(V, V ), which is (I−D−
1
2

v HWD−1
e HTD

− 1
2

v ). Instead of fixing

W to be the identity matrix, the HyperPrior framework treats W
1
2 as a diagonal linear

transformation matrix for the original feature space. HyperPrior learns a W
1
2 used

with linear kernel KW (V, V ) = (H̄W
1
2 )(H̄W

1
2 )T . The HyperPrior framework derives

an optimal W to generate the best labeling of the samples based on the prior knowledge

given by Ψ(w) (w = diag(W )). In general, W can be any linear transformation matrix.

However, to make the learning problem tractable, we restrict W to be a diagonal matrix

with positive weights of the features on the diagonal. If we further restrict the values

in w to be binary (0 or 1), W is a projection matrix and KW is a kernel for feature

selection. Thus, with a binary w, the regularization framework is a model that performs

wrapped feature selection based on prior knowledge for graph-based learning models.

However, it is NP-hard to solve the integer programming problem. We relax w to be

positive real values in our framework.

The algorithm introduced by [18] was similarly motived to search for a good projec-

tion W for data matrix H. But instead of learning the W , they directly derived the W

from the eigen-decomposition of the graph-laplacian of the protein-protein interaction

network as a data preprocessing step. The HyperPrior framework attempts to solve

both semi-supervised learning and wrapped feature selection together with an objective

function on both f and w. Compared with the lasso linear model introduced by [43],

the joint learning of f and w in our framework creates a harder non-quadratic problem.

However, the semi-supervised learning might give better generalized results on the test

samples.

Inductive learning

Although HyperPrior is designed for semi-supervised learning, it is convenient to use it

for inductive learning as well [48]. Given an optimal weighting w∗ and optimal labeling

f∗ learned by HyperPrior, for a new test sample v̂, we minimize the objective function

(3.4) only with respect to this new label f(v̂), that is

minimize
f(v̂)

1
2

∑
v∈V

Sv̂,v(
f(v̂)√
d(v̂)

− f∗(v)√
d(v)

)2 + µ||f(v̂)||2 + constant
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where Sv̂,v =
∑

e∈E
h(v̂,e)h(v,e)w∗(e)

d(e) . The analytical solution to this optimization problem

can be calculated in Θ(n) as follows,

f(v̂) =

∑
v∈V Sv̂,v

f∗(v)√
d(v)∑

v∈V Sv̂,v

√
d(v̂).

3.3.2 Modeling genomic data with prior knowledge

Modeling arrayCGH data with spatial prior

In arrayCGH data, each spot is assigned a log-ratio denoting how the corresponding

DNA copy number varies compared to the normal level. The sign of the value repre-

sents either a “gain” (amplification) or a “loss” (deletion) of the DNA segment in the

corresponding regions on the chromosomes. We performed k-means (k = 3) clustering

on all log-ratios and then classified the values into three classes, “gain” state, “basal”

state and “loss” state. The k-means (k = 3) clustering result is very stable on the

one-dimentional data. To represent both the DNA amplification event and the dele-

tion event at each spot, the log-ratio values are split into an amplification group and

a deletion group (Fig. 5.1A). In other words, we use two hyperedges to differentiate

the amplification and deletion states of CNVs. For example, in Fig. 5.1A, sample S1

and S2 have a “gain” state in spot1 and sample S5, S6 and S7 have a “loss” state in

spot1. Accordingly, sample S1 and S2 are covered by an amplification hyperedge e1,

and sample S5, S6 and S7 are covered by a deletion hyperedge e2. The “basal” state is

regarded as a no event at the spot.

To both build a predictive model and identify discriminative regions, HyperPrior

learns the weighting of all the hyperedges in the hypergraph built from the arrayCGH

data. A spatial prior is introduced on the weights to be learned by the HyperPrior

algorithm. Our first assumption is that DNA amplification and deletion events tend to

occur in consecutive regions on the chromosomes. Thus, the weights of the hyperedges

corresponding to adjacent spots should be similarly weighted. The second assumption

is that only CNVs in a small portion of regions in the genome will contribute to a good

classification. In Fig. 5.1B, the states of adjacent spots are connected in a prior graph

as constraints on the weights in the learning regularization framework of HyperPrior.

We set the connectivity indicator δi,j = 1 in Eqn. (3.2)&(3.3) for the adjacent states.
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For example, the amplification state of spot 1 is connected to that of spot 2, and the

one of spot 2 is connected to that of spot 3, etc.

Modeling gene expressions with protein-protein interactions as prior knowl-

edge

Gene expression profiles are grouped into three states: a basal state or an up/down-

regulated state (Fig. 5.1A) based on the sign of the expression values. A hypergraph

is built with (positive/negative/test) samples as vertices and gene expression states as

hyperedges. Similarly, we assume that genes interacting with each other in the PPI

network are functionally related, and thus, they should be similarly weighted. We set

the connectivity indicator σi,j = 1
Di,j

in Eqn. (3.2)&(3.3) between the gene pairs, where

Di,j is the distance between two genes in the PPI network. The regularization framework

seeks a solution for both sample classification and gene weighting by considering the

connectivities in the hypergraph. The incorporation of the protein-protein interaction

network provides prior knowledge on weighting interacting genes with similar values.

3.4 Experiments

We evaluated two versions of HyperPrior, HyperPrior-LP with the constraint given by

Eqn. (3.2) and HyperPrior-NB with the constraint given by Eqn. (3.3) on artificial

datasets, two arrayCGH datasets and two gene expression datasets. A large curated

protein-protein interaction network constructed by [14] was used as prior knowledge for

classifying the gene expression datasets. In all experiments, we compared the classifi-

cation performance of HyperPrior with the hypergraph-based learning algorithm [39],

SVMs with linear kernel and RBF kernel (Matlab Bioinformatics Toolbox (V3.0)). L1-

SVM and fused SVM [19] were included as additional baselines in the experiments on the

arrayCGH datasets. The linear lasso model by [43] and the graph-laplacian-transform

method by [18] were included as additional baselines in the experiments on the gene

expression datasets. The classification performance of all the methods were evaluated

by leave-one-out accuracy or AUC of receiver operating characteristics (ROC): the nor-

malized area under a curve plotting the number of true positives against the number of

false positives by varying the threshold on the decision values [30].
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3.4.1 Simulations
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Figure 3.2: Simulation results. This plot compares the algorithms by averaged
AUC over 100 trials. The x-axis is the percentage of informative hyperedges in the
hypergraph. We set (α, ρ) = (0.5, 1) for HyperPrior-LP.

To mimic the noisy nature of the genomic data, we tested HyperPrior-LP on artifi-

cial hypergraphs with many noisy hyperedges. In all experiments, we labeled 50% of the

vertices for training and held out the other 50% of the vertices for testing. We randomly

generated hypergraphs with a large number of non-informative hyperedges connecting

randomly selected vertices and a certain number of special hyperedges, each of which

alone is not very informative but is highly informative in combination. We first gener-

ated a set of vertices with 80% of the vertices in one class and 20% of the vertices in the

other class. The set was then split into 5 weak informative hyperedges with an equal

number of vertices. The informative hyperedges were generated to simulate the con-

certed behavior of genomic features, which are often non-informative unless combined

as a module. The prior knowledge was introduced as the pairwise constraints between

the informative hyperedges. Some other random constraints between non-informative

hyperedges were also introduced as noise.

The algorithms were tested on 100 hypergraphs generated as described above. The
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average AUC of the baselines and HyperPrior-LP with different percentages of infor-

mative hyperedges are reported in Fig. 3.2. Because the results are similar for different

choices of ρ and α parameters, we only plot the case with (α, ρ) = (0.5, 1). It is clear

in the plot that, when the prior knowledge gives useful information about interactions

between informative hyperedges, the performance of our algorithm is significantly bet-

ter than SVMs and the hypergraph-based algorithm with uniform weights. Since in

this simulation, only very high-order combination of the hyperedges could provide good

classification performance, SVMs performed poorly in all cases.

3.4.2 Classification of arrayCGH data

We tested HyperPrior on two arrayCGH datasets used by [19]. The first dataset contains

arrayCGH profiles of 57 bladder tumor samples and the second one contains arrayCGH

profiles of 78 melanoma tumor samples. Following the data preprocessing procedure

in [19], we removed the probes in sexual chromosomes and tested three tumor classi-

fication problems: bladder tumors by grade (12 tumors of Grade 1 vs. 45 tumors of

higher grades) and by stage (16 tumors of Stage T1 vs. 32 tumors of Stage T2+),

and melanoma tumors by metastases (35 tumors that developed metastases within 24

months vs. 43 that did not). A weighted incidence matrix H was used in the bladder

cancer dataset because the results were more stable. We performed a cross-validation

by a leave-one-out (LOO) procedure for the three classification problems. The number

of misclassified samples by all the methods are reported in Table 3.1. On the blad-

der cancer dataset, HyperPrior-LP and HyperPrior-NB achieved the best classification

accuracy compared to the other methods. On the melanoma cancer dataset, the hy-

pergraph algorithm, fused SVM, HyperPrior-LP and HyperPrior-NB all achieved the

same error rate. Overall, HyperPrior-LP and HyperPrior-NB performed better than

the baseline methods that do not utilize the spatial prior knowledge, while the two algo-

rithms gave competitive performance against fused SVM, which also utilizes the same

spatial prior knowledge.

The weights assigned by HyperPrior-LP with the optimal parameters are plotted

separately for amplification events and deletion events along the chromosomes in [45]

supplementary Fig. 3. In the bladder cancer dataset, the highly weighted regions of

deletion show good agreement with the results reported by [49] in chromosome 2, 4,
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Table 3.1: Classification performance on arrayCGH data. This table shows
the number of misclassified samples in the LOO cross-validation on the bladder cancer
dataset with two different labeling schemes (by tumor grade or by cancer stage) and
the melanoma cancer dataset.

LOO errors SVM (linear) SVM (RBF) L1-SVM fused SVM Hypergraph HyperPrior-LP HyperPrior-NB
Bladder (by grade) 9 9 12 7 11 6 6
Bladder (by stage) 9 9 13 7 9 5 6
Melanoma 10 10 8 7 7 7 7

7 and 11, but there is no significant overlap in highly weighted amplification regions.

In the melanoma cancer dataset, many of the highly weighted regions of amplification

events (chromosome 7, 8, 17 and 20), and deletion events (chromosome 4,5,8,11,14, and

15) show strong consistency with those identified by [50]. It is evident in the plots that

only scarce chromosomal regions are highly weighted.

We analyzed the genes located in the highly weighted chromosome regions with

Ingenuity (http://www.ingenuity.com/) to check whether the genes involve over-

represented GO categories and biological pathways relevant to bladder cancer and

melanoma cancer. We selected the chromosome regions associated with the top-20

highly weighted amplification states and the top-20 deletion states on both datasets.

On the bladder cancer dataset, 130 genes located in the amplification regions and 255

genes located in the deletion regions. On the melanoma cancer dataset, 205 genes and 28

genes located in the amplification regions and deletion regions, respectively. Using these

genes as input, Ingenuity identified 6 and 10 enriched functions scoring a p-value of less

than 0.0005 on the two datasets, respectively ([45] supplementary Fig. 3). The enriched

functions of bladder cancer include post-translation modification, antigen presentation

and cellular movement, which are all consistent with those identified by [51, 52] and

[53]. The enriched functions of melanoma cancer also include known gene functions re-

lated to cancer development such as cell cycle, cellular growth and proliferation, cellular

development, and cell morphology [32, 50].

3.4.3 Classification of gene expressions

We then evaluated HyperPrior on two breast cancer gene expression datasets, the van’t

Veer et al dataset with 97 samples [9] and the van de Vijver et al dataset with 295

samples [54]. A large curated human protein-protein interaction network was used

http://www.ingenuity.com/
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as prior knowledge [14]. This network contains 57,235 interactions integrated from

yeast two-hybrid experiments, predicted interactions from orthology and co-citatioin,

and other literature reviews. The details of the quantization and normalization of

the datasets are described in the original papers. The classification task is to classify

patients who developed metastasis or were free of metastasis in five years after prognosis.

As suggested by [9], 231 genes were selected on a training set of 78 patients and the

remaining 19 patients were held out as the test set in the van’t Veer et al dataset. A

leave-one-out cross-validation was then applied to the 78-patients training dataset to

select paramters for classifying the 19-patients test dataset. In the experiments on the

van de Vijver et al dataset, we used for classification two subsets of hypothetical cancer

susceptibility genes, 326 genes from Ingenuity and 1,464 genes from Sloan Kettering

cancer gene list (http://cbio.mskcc.org/CancerGenes/). We randomly run 5-fold

cross-validation multiple times on the van de Vijver et al dataset and measured the

average AUC. Note that within each experiment of a 5-fold cross-validation, another

4-fold cross-validation was applied on the training set to determine the best parameters

for HyperPrior and the baseline algorithms to test the held-out set. The detailed results

of cross-validation are given in [45] supplementary Table 1-4.

The classification results in Table 3.2 show that both HyperPrior-LP and HyperPrior-

NB performed better than SVMs and the method by [18] in all the experiments. On both

datasets, HyperPrior achieved around 2% percent improvement on the average AUCs.

Although this improvement seems marginal, pairwise comparisons show that Hyper-

Prior outperformed SVMs and the method by [18] significantly with p-value around

0.05 by paired t-test ([45] supplementary Table 5 and 6). The method by [43] per-

formed similarly as HyperPrior (0.695 vs. 0.697) in the experiments with 326 genes on

the van de Vijver et al dataset, but this method did not perform well in the other two

experiments. The hypergraph based algorithm achieved slightly worse results compared

with HyperPrior in the experiments with 1,464 genes on the van de Vijer et al dataset,

but in the other experiments, the results were statistically worse.

To demonstrate that HyperPrior is capable of identifying true cancer susceptibility

genes, we compared the highly weighted genes by HyperPrior on the van de Vijver et

al dataset with known breast cancer causative genes reported in the overview section

of breast cancer (MIM 114480) in Online Mendelian Inheritance in Man (May, 2007;

http://cbio.mskcc.org/CancerGenes/
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Table 3.2: Classification results on gene expression data. On the van’t Veer et
al dataset, the AUC on the 19-patient test set is reported. On the van de Vijver et al
dataset, over the random 5-fold cross-validations (50 times on both the 326 genes and
the 1,464 genes), the mean AUCs are reported.

van’t Veer et al van de Vijver et al
Algorithms 231 genes 326 genes 1,464 genes
SVM (linear) 0.857 0.676 0.671
SVM (RBF) 0.857 0.681 0.667

Rapaport et al. 0.869 0.682 0.665
Li and Li 0.833 0.695 0.657

Hypergraph 0.857 0.687 0.685
HyperPrior-LP 0.881 0.697 0.692
HyperPrior-NB 0.869 0.697 0.692

Figure 3.3: TP53 cancer subnetworks. The TP53 PPI subnetwork is enriched by
the top 100 marker genes identified on the van de Vijver et al dataset.

http://www.ncbi.nlm.nih.gov/omim/). While correlation coefficients gave very low

rankings to the 16 known breast cancer causative genes in the dataset, HyperPrior-LP

in two different settings (ρ = 1 and 0.001) assigned high ranks to most of the genes, with

14 out of 16 genes ranked in the top 300 genes ([45] supplementary Table 7). Notable

examples of the biomarker genes are tumor protein p53 (TP53), estrogen receptor 1

(ESR1), v-Ha-ras Harvey rat sarcoma viral oncogene homolog (HRAS), and v-Ki-ras2

Kirsten rat sarcoma viral oncogene homolog (KRAS).

HyperPrior also identified seven cancer pathway networks enriched by the top-100

highly weighted genes. Two examples are TP53-subnetwork and BRCA1-subnetwork:

http://www.ncbi.nlm.nih.gov/omim/
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TP53-subnetwork (Fig. 3.3) is involved with glucocorticoid receptor signaling, p53

signaling and B cell receptor signaling pathways, and BRCA1-subnetwork is over-

represented with glucocorticoid receptor signaling, estrogen receptor signaling, and

RAR activation. Other networks are also involved with glucocorticoid receptor sig-

naling, RAR activation, estrogen receptor signaling and other canonical pathways.

All these over-represented biological pathways are closely relevant to breast cancer

(http://cgap.nci.nih.gov/). This observation again supports the hypothesis that

cancer genes share specific pathways involved with disease and they often interact with

each other in a protein-protein interaction network [17, 16, 14, 55]. We also analyzed the

enriched biological functions of the biomarker genes by Gene Ontology (GO) annotations

and pathway analysis with Ingenuity. The results are reported in [45] supplementary

Fig. 4 and 5.

3.5 Conclusion

We introduce a hypergraph-based semi-supervised learning framework for sample clas-

sification and biomarker selection in arrayCGH and gene expression data with prior

knowledge. We evaluated the algorithms with rigorous cross-validation and thorough

parameterizations to show that the algorithms achieved promising classification perfor-

mance and identified known cancer-relevant genetic elements from the genomic datasets.

Despite the seemingly small improvement in the classification results, the improvement

is mostly statistically significant and consistent on the datasets. As the availability and

quality of biological knowledge continues to improve, more significantly better results

are expected in the future.

The two variations HyperPrior-LP and HyperPrior-NB produced similar results.

This observation suggests that both cost functions are viable choices to incorporate

prior knowledge. We also used a weighted distance between the spots on chromosomes

as correlation in the spatial prior graph for the arrayCGH datasets. But our preliminary

results showed no improvement with the introduction of the more complex modeling. In

an additional experiment, we also tested whether the high-ranking of the known breast

cancer genes by HyperPrior was a biased output caused by the high connectivity of the

known cancer genes in the PPI. We introduced random edges into the PPI network to

http://cgap.nci.nih.gov/


41

make each gene have a degree that is at least half of the maximum degree in the network.

We obtained similar top genes with the randomized network (see [45] supplementary

Tab. 8). This result indicates that HyperPrior indeed can utilize clusters in the PPI as

useful prior knowledge for biomarker selection.



Chapter 4

A heterogeneous label

propagation algorithm to exploit

structure information in an

integrated heterogeneous network

4.1 Introduction

Network-based data analysis is recently attracting increasing attention in practical ap-

plications of data mining and machine learning [56, 24, 23, 25]. It is believed that many

real world networks contain useful hidden neighborhood structures among the objects

in the network. Several graph-based semi-supervised learning algorithms have been

developed to utilize the global network structure to improve performance in different

learning tasks on networks such as classification and ranking [57, 58, 59, 21]. In these

algorithms, some of the vertices (labeled data) are initialized with labels or activation

values and the other vertices (unlabeled data) are initialized with 0, and the learning

problem is to assign label/activation value to the unlabeled data for classification or

ranking. The common property of the graph-based semi-supervised learning algorithms

is the “cluster assumption”: nearby data points in a network should be labeled simi-

larly and data points in the same global cluster in the network should also be labeled

42
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Step B Step C 

Running MINProp on a heterogeneous network with three homo-subnetworks: 
Repeat until converge  

 Step A: Perform propagation in homo-subnetwork A with initialization from homo-subnetwrok B and C.  

 Step B: Perform propagation in homo-subnetwork B with initialization from homo-subnetwrok A and C. 

 Step C: Perform propagation in homo-subnetwork C with initialization from homo-subnetwrok A and B.  

Label propagation  

in a homo-subnetwork 

Capturing mutual interactions 

between two subnetworks.  

Step A 

Step B 

Step C 

(A) A heterogeneous network (B) MINProp workflow

Figure 4.1: Heterogenous network and MINProp. (A) This heterogenous network
contains three types of vertices, and accordingly three homo-subnetworks and three
hetero-subnetworks. (B) Illustration of the MINProp algorithm. Label propagation ini-
tialized by the interactions with the other homo-subnetworks is sequentially performed
on each individual homo-subnetwork.

similarly. These algorithms are typically formulated as label propagation on a network:

the label information on the vertices is iteratively propagated between the neighbor-

ing vertices and the propagation process will finally converge toward the unique global

optimum minimizing a quadratic criterion [22].

One important problem not previously addressed is how to design an algorithm for

propagating label information across several subnetworks of different types of vertices

and edges. Under this scenario, several subnetworks describing relations between differ-

ent objects are present in a heterogeneous network (Fig 4.1A). Without loss of generality,

we define two types of subnetworks in the heterogeneous network: subnetworks contain-

ing the same type of objects (homo-subnetwork) and bipartite subnetworks with edges

connecting two types of objects (hetero-subnetwork). Simply propagating the label on

the combined network is not a principled method to explore the cluster structures in

the network since each homo-subnetwork may have its own cluster structure and each



44

hetero-subnetwork may also have its own bicluster structures (A bicluster is a set of

densely connected vertices in the two joint vertex sets in a bipartite graph.). In prin-

ciple, these cluster and bicluster structures should be explored independently, rather

than being combined together as a single structure in the combined network, especially

when there exist biases among the subnetworks introduced by the heterogeneity in the

combined network. The biases can be unbalanced sizes, different noisy levels and differ-

ent edge-weight scales among the subnetworks. Ignoring the biases can possibly lead to

significantly deteriorating performance since some of the independent cluster structures

might be lost and cannot be utilized for neighborhood leveraging by label propagation

anymore. This example in Fig 4.1A can be easily generalized to a general heterogenous

network with K homo-subnetworks and K(K − 1)/2 hetero-subnetworks.

In this chapter, we introduce a general regularization framework and an efficient

algorithm MINProp (Mutual Interaction-based Network Propagation) for propagating

information between subnetworks in a heterogeneous network. Instead of treating the

subnetworks as parts of the heterogenous network for label propagation, each subnet-

work is explored as an independent unit. Graph-based learning is defined on both

the homo-subnetworks and the hetero-subnetworks, where the homo-subnetworks are

used to capture the cluster structure among the same type of vertices and the hetero-

subnetworks are used to capture mutual interactions between the homo-subnetworks.

In our regularization framework, the objective is to minimize a convex function of cost

terms for smoothness on each individual homo-subnetwork and hetero-subnetwork and

fitting to the initial labeling. A novel efficient iterative label propagation algorithm

MINProp is then introduced to compute the global optimal solution to the objective

function. As illustrated in Fig 4.1B, MINProp performs label propagations on each in-

dividual homo-subnetwork with the current label information derived from the hetero-

subnetworks at each step and repeats the step until convergence. The independent net-

work propagations at each step explore the clusters in each homo-subnetwork but uses

the label information derived from the hetero-subnetworks to capture mutual interac-

tions (bicluster structures) between each two types of vertices. The MINProp algorithm

is essentially an alternating optimization technique [46] for solving convex optimization

problems, in which a subset of variables are fixed and optimization is performed on the

remaining variables in each iteration. The MINProp algorithm will finally converge on
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each individual network to the global optimal solution to the convex objective function

in the regularization framework.

There are also other attempts to handling learning on heterogeneous networks [60,

61, 62], with which MINProp’s regularization shares a similar philosophy. Link Fusion

[60] introduced for link analysis shares an almost identical regularization framework

with MINProp except the framework is formulated as a random walk with a different

normalization. In the Link Fusion model, a heterogeneous random walk is defined and

standard PageRank or HITS can be used to derive a solution (stationary distribution or

the principal eigenvector) from the heterogenous network. The main difference between

MINProp and Link Fusion is that instead of relying on stander techniques running

directly on the large random walk matrix, MINProp divides the optimization problem

into several correlated sub-problems and performs a sequential procedure on each sub-

problem. Thus, MINProp is a more intuitive and interpretable algorithm based on

direct learning on each subnetwork. The method by Huang et al. [61] integrates two

types of objects, authors and papers, with a marginalized random walk. Ding et al. [62]

generalized the method to combine two coupled random walks in the bipartite network

with iterations. This method defines the subproblems on bipartite graphs for iterative

bi-random walks, which MINProp defines the subproblems on label propagation on the

homo-subnetworks. Although the method by Ding et al. [62] might be generalized to

compute the same solution for Link Fusion and MINProp, it is a different variation in

formulating the sequential learning procedure.

The main methodology contribution of this chapter is the new iterative procedure

for heterogeneous label propagation. Our focus is on how to design an iterative algo-

rithm that can effectively and intuitively solve a well-defined optimization framework.

While computing the unique global optimal solution of the regularization function,

the algorithmic form of MINProp provides an interesting interpretation of the learning

framework as utilizing mutual interactions between homo-subnetworks as initialization

for each round of label propagations. We also used MINProp as a tool to study disease

gene discovery from a heterogeneous disease-phenotype and gene network. MINProp

achieved very promising improvement over existing approaches. The problem of disease

gene discovery will be introduced later in section 4.4.2.
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4.2 Preliminaries

In this section, we first review the label propagation algorithm on a single network and

then introduce the notations for heterogeneous networks.

4.2.1 Label propagation on a single network

Various graph-based algorithms have been introduced for label propagation on a sim-

ilarity network [57, 58, 59, 21]. These algorithms simply propagate labels among the

neighbors in the network. The propagation repeats until convergence. The set of final

label confidence scores on the vertices is the optimal solution to optimizing the quadratic

criteria of the semi-supervised learning problem. In this chapter, we will base our la-

bel propagation algorithm for a heterogeneous network on the iterative algorithm and

the regularization framework proposed in [21]. Given an undirected graph G = (V,E),

where V is the vertex set and E is the edge set, the similarity matrix W , the initial

label y and a diffusion parameter α, Zhou et al in [21] proposed the following label

propagation algorithm,

1. Normalize W by computing S = D−
1
2 ∗W ∗D−

1
2 , where the diagonal degree matrix

D has Dii =
∑

jWij .

2. Choose parameter α and perform propagation, until convergency (t denotes the

time step):

f t = (1− α)y + αSf t−1. (4.1)

3. The sequence f t converges to its limit f∗ and f∗ gives the class labels on the

unlabeled vertices.

This algorithm propagates the label information of every vertex to its neighbors in step

2. The propagation process will leverage the label scores of the vertices in a densely

connected neighborhood. This algorithm optimizes the following objective function,

Ω(f) = fT (I − S)f + µ ‖ f − y ‖2, (4.2)

where µ = 1−α
α . The first term is the smoothness constraint, indicating a good clas-

sification function should assign similar labels/activation values to strongly connected

vertex pairs. The second term is the fitting constraint, indicating a good classification
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function should keep the new label assignment consistent with the initial labeling. This

label propagation algorithm is mathematically identical to random walk with restart if

W is normalized as S = D−1 ∗W . Thus, we call this algorithm Random Walk with

restart in this chapter.

4.2.2 Heterogeneous network

Given a heterogeneous graph G = (V,E) with k homo-subnetworks and k(k − 1)/2

hetero-subnetworks (see Fig 4.1A), each homo-subnetwork is defined asG(i) = (V (i), E(i))

and each hetero-subnetwork is defined as G(i,j) = (V (i)
⋃
V (j), E(i,j)). Here, each E(i) is

the set of edges between vertices in the vertex set V (i) of homo-subnetwork G(i) and each

E(i,j) ∈ V (i)×V (j) is the set of edges connecting vertices in V (i) and V (j). Note that V =

{V (1), V (2), ..., V (k)} and E = {E(1), E(2), ..., E(k)} ∪ {E(1,2), E(1,3)...E(k−1,k)}. Let W (i)

denote the weight matrix of the homo-subnetwork G(i) and W (i,j) denote the weight ma-

trix of the hetero-subnetwork G(i,j). We normalize W (i) as S(i) = (D(i))−
1
2W (i)(D(i))−

1
2

and W (i,j) as S(i,j) = (D(i,j))−
1
2W (i,j)(D(i,j))−

1
2 , where D(i) is the diagonal matrix with

D
(i)
ll =

∑
jW

(i)
lj and D(i,j) is the diagonal matrix with D

(i,j)
ll =

∑
pW

(i,j)
lp .

Next we define graph laplacians on the subnetworks in G. We introduce the graph

laplacians in the normalized form, since the unnormalized version is straightforward to

derive from the normalized version [21]. Let the normalized graph laplacian matrix of

homo-subnetwork G(i) be ∆(i) = I − S(i), where I is identity matrix. The normalized

graph laplacian matrix Σ(i,j) of hetero-subnetwork G(i,j) is defined as

Σ(i,j) = I −

[
0 S(i,j)

(S(i,j))T 0

]
.

Label propagation associated with the graph laplacian of a single network through a

regularization framework [22] ignores the difference among the subnetworks in a hetero-

geneous network. In a complex heterogeneous network, each subnetwork has a specific

graph laplacian that needs to be normalized and explored independently. Thus, a regu-

larization framework on the single network is not appropriate for label propagation on

a heterogeneous network.
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4.3 MINProp algorithm

In this section, we first introduce the MINProp algorithm for propagating information

between subnetworks in a heterogeneous network and then develop a regularization

framework for MINProp.

4.3.1 Mutual Interaction-based propagation

To handle label propagation on a complex heterogeneous network, MINProp sequentially

performs network propagations on each individual homo-subnetwork with the current

label information derived from the other homo-subnetworks and repeats this step until

convergence. The MINProp algorithm performs label propagation on the ith homo-

subnetwork G(i) = (V (i), E(i)) sequentially for i = 1...k. The label propagation on

each homo-subnetwork is the same as that in the algorithms for a single network in

Equation (4.1), but the initialization of the vertices in G(i) is a combination of the

initial labeling of the vertices and the current labeling of the vertices in the other homo-

subnetworks. The labeling information on the other homo-subnetworks is collected as

the mutual interactions through G(i,j) = (V (i)
⋃
V (j), E(i,j))(1 ≤ j ≤ k and i 6= j), the

hetero-subnetworks between the ith homo-subnetwork and the other homo-subnetworks.

The mutual interaction information between G(i) and the other homo-subnetworks is

collected as ∑
j 6=i

S(i,j)fj ,

where fj is the current labeling of V (j). The introduction of the labeling information

though the hetero-subnetworks can capture the bicluster structures between the vertices

in each pair of the subnetworks. The complete MINProp algorithm is described in

Algorithm 4.2.

The normalized weighted graphs (S(i) and S(i,j)) of all homo-subnetworks and hetero-

subnetworks are pre-computed as described in section 4.2.2 as inputs. There are three

loops in the main body of the MINProp algorithm. The outer do-while-loop between

line 2 and line 13 checks if the label values have converged on each of the k homo-

subnetworks. The convergence is defined as the 2-norm of the score change after one
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Input
k: number of homo-subnetworks
σ: convergence threshold
y1, y2, ..., yk: vectors of initial label values
α1, α2, ..., αk: diffusion parameters
S(1), S(2), ..., S(k): homo-subnetwork matrices
S(1,2), ..., S(k−1,k): hetero-subnetwork matrices
Output
f1, f2, ..., fk: vectors of final label values

1 fi = 0 for i = 1...k;
2 do
3 foldi = fi for i = 1...k;
4 for i = 1...k
5 t = 0, f0

i = 0;
6 y′ = 1−kαi

1−αi
yi + αi

1−αi

∑
j 6=i S

(i,j)fj ;
7 do
8 t = t+ 1;
9 f ti = (1− αi)y′ + αiS

(i)f t−1
i ;

10 while(‖ f ti − f
t−1
i ‖> σ);

11 fi = f ti ;
12 end for
13 while (∃i s.t. ‖ fi − foldi ‖> σ);
14 return f1, f2, ..., fk;

Figure 4.2: MINProp

iteration is less than a threshold σ. The second outer for-loop between line 4 and line

12 sequentially goes through each homo-subnetwork. The inner do-while-loop between

line 7 and line 10 is similar to the algorithm in [21]. In line 6, for each vertex in G(i),

the initial labeling y′ is initialized as the addition of its initial label score and the label

of its immediate neighbors in the other homo-subnetworks. The iterative propagation

step at line 9 can be rewritten as

f ti = (1− αi)(
1− kαi
1− αi

yi +
αi

1− αi

∑
j

S(i,j)fj) + αiS
(i)f t−1

i .

Equation (4.3) is equivalent to the propagation step in equation (4.1), if y = 1−kαi
1−αi

yi +
αi

1−αi

∑
j S

(i,j)fj in equation (4.1). Thus, this step can be thought of as label propagation

on a single network with an enriched initialization from the hetero-subnetworks and the
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proof of convergence is identical to the proof in [21]. Finally, the sequence f ti converges

to its limit f∗i and f∗i gives the class labels/activation values on the vertices in all

subnetworks.

The runtime for calculating the initial label values for propagation on homo-subnetwork

G(i) = (V (i), E(i)) (line 6) is O(|V (i)|
∑

j 6=i |V (j)|). The runtime of the inner do-while-

loop between line 7 and 10 is O(ti|V (i)|2), where ti is the number of time steps to reach

convergence. These two steps will repeat on each homo-subnetwork (line 4 to line 12),

which gives the time complexity O(
∑

i(|V (i)|
∑

j 6=i |V (j)| + ti|V (i)|2) for finishing one

round of propagations on each homo-subnetwork. A more efficient but less intuitive im-

plementation of MINProp can pre-compute (I − αiS(i))−1 and the inner do-while-loop

between line 7 and 10 only needs to compute (1 − αi)(I − αiS(i))−1y′ [21]. Let t be

the total number of iterations to reach the convergence of MINProp. The total time

complexity of the efficient implementation of MINProp algorithm is

O(t
∑
i

(|V (i)|
∑
j 6=i
|V (j)|+ |V (i)|2) + ti|V (i)|2)

= O(t|V |2 +
∑
i

ti|V (i)|2).

The time complexity of MINProp crucially depends on the tis, the convergence rate

of propagations on each homo-subnetwork and the t, the number of iterations going

through all the homo-subnetworks. The convergence rate of label propagation on each

homo-subnetwork closely relates to the property of the spectrum of the graph [22]. In

practice, it converges within tens of iterations even on large networks [23, 25, 31]. The

iterations going through the homo-subnetworks needed for convergence can be estimated

by the theory of alternating optimization [46]. In the next section, we will show that the

MINProp algorithm is essentially an alternating optimization algorithm that efficiently

calculates the closed-from solution of a convex objective function.

4.3.2 Regularization framework

A natural regularization framework for learning on a heterogeneous network G = (V,E)

is given as follows,

Ω(f) =
k∑
i=1

(fTi ∆(i)fi + µi ‖ fi − yi ‖2) +
1
2

k−1∑
i=1

k∑
j=i+1

µij [fTi f
T
j ]Σ(i,j)

[
fi

fj

]
(4.3)
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where f ∈ R|V | is the label variable, and µi and µij are positive constants that balance

the cost terms in the objective function. The cost term fTi ∆(i)fi is the smoothness

constrain on homo-subnetwork G(i) = (V (i), E(i)) that enforces a consistent labeling of

the strongly connected vertices in V (i). The cost term ‖ fi−yi ‖2 is a fitting term which

keeps the final label values consistent with the initial labels. If we put the above two

cost terms together, each fTi ∆(i)fi+ ‖ fi − yi ‖2 is exactly the objective function for

learning on G(i) identical to the objective function for learning on a single network in

equation (4.2). The last additional cost term [fTi f
T
j ]Σ(i,j)

[
fi

fj

]
on the second line is the

same smoothness constraint on the hetero-subnetwork G(i,j) = (V (i)
⋃
V (j), E(i,j)) that

enforces a consistent labeling between the strongly connected vertex pairs in V (i)
⋃
V (j).

The normalized graph laplacian Σ(i,j) is defined on the bipartite graph G(i,j) in this case

[31]. For simplicity of analysis and implementation, we set all the µij = 1, assuming

that the homo-subnetworks and hetero-subnetworks are equally informative for learning.

Next, we show that the MINProp algorithm actually minimizes the cost function Ω(f).

Proposition 4.3.1. Ω(f) is strictly convex.

Proof. Since all ∆(i) and Σ(i,j) are graph laplacians, they are all positive semi-definite

[63]. Thus, the cost terms fTi ∆(i)fi and [fTi f
T
j ]Σ(i,j)

[
fi

fj

]
are all convex functions in

f . Since ‖ fi − yi ‖2 is also convex in f and µi and µij are positive constants, Ω(f) is

a non-negative-weighted sum of convex functions. Thus, Ω(f) is convex. If we take the

second derivative of Ω(f) to obtain its Hessian matrix, the Hessian is the summation

of ∆(i), Σ(i,j) and I (the hessian of ‖ fi − yi ‖2). Since ∆(i) and Σ(i,j) are positive

semi-definite and I is positive definite, the Hessian of Ω(f) is positive definite. Hence,

Ω(f) is strictly convex.

Proposition 4.3.2. The optimal solution to the alternating optimization step on each fi
in the objective function Ω(f) is f∗i = (1−αi)(Ii−αiS(i))−1(1−kαi

1−αi
yi+ αi

1−αi

∑
j S

(i,j)fj).

Proof. By proposition 4.3.1, Ω(f) is strictly convex. Thus, it can be minimized with

alternating optimization (See [46] for a rigorous proof). Specifically, for each fi, we fix

the fj for all j ∈ {j|1 ≤ j ≤ k, j 6= i} and then differentiate Ω(f) with respect to fi to
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compute the closed-form solution f∗i for minimizing Ω(f). We take partial derivative of

Ω(f) with respect to fi, ∂Ω
∂fi

, and set it to zero,

(Ii − S(i))f∗i + µi(f∗i − yi) + (k − 1)f∗i −
k∑
j

S(i,j)fj = 0

Let αi = 1/(k + µi) and after rearrangement, the closed-from solution f∗i can be com-

puted as follows,

f∗i = (Ii − αiS(i))−1((1− kαi)yi + αi
∑
j

S(i,j)fj).

This concludes the proof. Here, Ii − αiS(i) is positive definite since 0 < αi < 1 and the

largest eigenvalue of S(i) is 1 [21].

Proposition 4.3.3. The MINProp algorithm minimizes the objective function Ω(f) of

the regularization.

Proof. We have showed that the iteration step between line 4 and line 11 computes

the propagation operation defined by equation (4.3), which is identical to equation

(4.1) proposed by [21]. Follow the proof by [21], we can show that the sequence f (t)
i

converges to f∗i = (1− αi)(Ii − αiS(i))−1(1−kαi
1−αi

yi + αi
1−αi

∑
j S

(i,j)fj). By Lemma 4.3.2,

we conclude that the iteration step computes the optimal solution to the alternating

optimization of each fi in minimizing Ω(f). The two outer loops in Algorithm 4.2 fix

fj for all j ∈ {j|1 ≤ j ≤ k, j 6= i} to find the optimal fi sequentially and repeat until

converge. Algorithm 4.2 exactly performs alternating optimization for minimizing Ω(f).

Thus, the MINProp algorithm essentially minimizes the objective function Ω(f) of the

regularization framework.

Note that the Hessian matrix of the MINProp objective function can be rewritten

as follows, 
S(1) µ12S

(1,2) ... µ1kS
(1,k)

µ21S
(2,1) S(2) ... ...

... ... ... ...

µk1S
(k,1) ... ... S(k)
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This matrix is almost identical to the heterogeneous random walk introduced in Link

Fusion [60]. However, our algorithm and proofs are motivated by optimization with an

alternating procedure, while the study in Link Fusion showed that the heterogeneous

random walk is non-negative and row stochastic, and that the standard algorithms can

be applied to the framework. Thus, the primary focus of our work is different, although

a common objective is shared. In our proofs, we simplified the parameter selection

by assuming a uniform weights on the heterogenous networks. Nevertheless, simple

strategies for parameter selection such as the constraint introduced in Link Fusion can

be used. More sophisticated optimization techniques such as QCQP might be applied

to find the optimal parameters. But it is not straightforward to integrate MINProp

with the optimization techniques.

4.4 Experiments

We evaluated the MINProp algorithm with simulations on artificial datasets and appli-

cation to disease gene prioritization. To show in the simulations that MINProp can re-

move biases introduced by network heterogeneity, we compared MINProp with Random

Walk with restart [21]. Note that Random Walk with restart ignores the heterogeneity

of the subnetworks and simply propagates label information on the combined network.

In the experiments on disease gene prioritization, we compared MINProp with Random

Walk with restart and CIPHER [20], one of the-state-of-the-art algorithms that explores

network information for disease phenotype-gene association discovery.

In all experiments, leave-one-out cross-validation is performed to evaluate the meth-

ods. We initialized a query vertex with 1 and all other vertices with 0 before label

propagation, and perform this for all the vertices in the subnetwork of query inter-

est. The ranking performance for each query was evaluated by AUC calculated on the

ranking of true positives among false negatives by each method. AUC is the normal-

ized area under a curve plotting the number of true positives against the number of

false positives by varying a threshold on the decision values. We report the average

and a pairwise win/draw/loss comparison of the AUC scores of all the queries. The

pairwise win/draw/loss comparison is the counts of number of times that a method

win over or lose to or draw a tie with another method across all the queries. In the
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leave-one out cross validations, the parameters used in the experiments for MINProp

are αi ∈ {0.1, 0.2, 0.3, 0.4, 0.47}, and µij is fixed as 1.0. The parameters used in the

experiments for Random Walk with restart are α ∈ {0.1, 0.3, 0.5, 0.7, 0.9}.

4.4.1 Simulations
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Figure 4.3: Simulation results. (A) The structure of the heterogenous networks used
in the simulations. There are three homo-subnetworks and three hetero-subnetworks in
the heterogenous network.The three global clusters (A1

⋃
B1
⋃
C1, A2

⋃
B2
⋃
C2 and

A3
⋃
B3
⋃
C3) contain cluster members across the three homo-subnetworks. (B)-(D)

Ranking performance on heterogenous networks with different biases.

To show that MINProp can remove biases introduced from network heterogeneity by

exploring the independent cluster structures in each subnetwork, we compared MINProp

and Random Walk with restart [21] in artificial heterogeneous networks with various

settings. We first generated heterogeneous networks with three homo-subnetworks (A,
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B and C) and three hetero-subnetworks (A-B, A-C and B-C) as plotted in Fig 4.3A.

Each homo-subnetwork has three densely connected clusters (e.g. A1, A2 and A3 in

homo-subnetwork A). With probability 0.8, two vertices in the same cluster are con-

nected. Globally, the clusters numbered the same in the three homo-subnetworks are

assumed to have the true associations, i.e. there are three global clusters A1
⋃
B1
⋃
C1,

A2
⋃
B2
⋃
C2 and A3

⋃
B3
⋃
C3. The vertices in the same global cluster but different

homo-subneworks are connected with probability 0.7. To mimic the noisy nature of real

networks, random edges connecting vertices in different global clusters are generated

with probability 0.3.

In the simulation, the task is to retrieve the true associations defined by hetero-

subnetwork A-B. Specifically, we use each vertex in the homo-subnetwork A as a

query and remove the direct links between the query vertex and the vertices in homo-

subnetwork B to test whether a method can rank the vertices in the cluster associated

with the query vertex in homo-subnetwork B high. For example, if we query with a

vertex in cluster A1, a good method should rank the vertices in cluster B1 above the

vertices in B2 and B3. Both algorithms were tested on 50 randomly generated het-

erogeneous networks. In the experiment on each heterogeneous network, we perform

leave-one-out cross-validation. We calculated the AUC scores from the ranking of the

vertices and reported the average AUC scores across all the queries.

Biased edge-weight scales.

We fixed the size of the three homo-subnetworks, and varied the edge weights between 1

to 9 in the homo-subnetwork C while assigning constant weight 1 to all other edges. As

shown in Fig 4.3B, when all the subnetworks have the same edge weight 1, MINProp and

Random Walk perform similarly well. However, when larger weighting scales are intro-

duced into homo-subnetwork C, the performance of Random Walk deteriorates quickly.

The plot indicates that label propagation on a network with heterogeneous edges of dif-

ferent weighting scales can possibly destroy the cluster structures in the subnetworks,

but MINProp can properly avoid the scaling problem by performing independent label

propagation on each homo-subnetwork.
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Unbalanced subnetwork sizes.

In this experiment, all the edge weights are set to 1 and the size of subnetwork A and B

are set to 30. We started with testing the algorithms with three homo-subnetworks of the

same size, and then gradually increased the size of homo-subnetwork C. Interestingly,

it is clear in Fig 4.3C that, as the size of homo-subnetwork C grows, the performance

of Random Walk gets worse while MINProp performs stably and robustly well for all

the sizes. The result indicates that if the heterogeneous network consists of unbalanced

subnetworks, the cluster structures in the larger subnetworks are dominating. Thus,

the cluster structure in the smaller subnetworks can diminish.

Noisy subnetworks.

We fixed the edge weights and sizes of the three homo-subnetworks, and then introduced

different percentage of noisy edges in the hetero-subnetworks A-C and B-C. The noisy

edges are introduced as the random connections between the vertices in subnetwork C

and the vertices in subnetwork A and B. Fig 4.3D shows that when all the subnetworks

are equally informative, the difference of the performances of the two algorithms is

small. However, MINProp clearly outperforms Random Walk when the percentage of

noisy edges is high. The plot shows that MINProp is more robust in handling noisy

subnetworks than Random Walk.

Convergence rate and running time.

To test the convergence and the scalability, we measured the convergence rate and the

running time of MINProp on artificial heterogenous networks of two homo-subnetwork

and one hetero-subnetwork generated in the same setting with the previous simulations.

The convergence is defined as the maximum change of activation values over all the graph

nodes being smaller than 1e − 9. Nine combinations of the αi parameters are tested.

The running time and the number of iterations for reaching convergence are reported in

Fig 4.4. For all the choices of the parameters, MINProp converged within 16 iterations

and the number of iterations are similar on the heterogenous networks of different sizes

(Fig 4.4B). The running time almost scales quadratically in the size of the heterogenous

network (Fig 4.4A).
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Figure 4.4: Time complexity of MINProp. The plots show the scalability and the
convergence of MINProp under various sizes of heterogenous networks. Nine different
pairs of (α1, α2) are tested. The x-axis is the size of the heterogenous network. (A) The
y-axis is the running time for reaching the convergence. (B) The y-axis is the number
of iterations for reaching the convergence.

4.4.2 Disease gene prioritization

Disease phenotype-gene association discovery is one of the principal goals in genomics

research for studying diseases [64]. The overall objective is to identify the relation be-

tween thousands of complex human disease phenotypes and the susceptive causative

genes of the disease phenotypes in human genome. Although a wealth of data, such as

gene function annotation databases, protein-protein interactions and disease phenotype

and gene association databases, are available, developing a reliable model for integrat-

ing the heterogeneous data to identify novel association between disease phenotypes

and their causative genes is still a hard problem due to the difficulty in joint-learning

from the data of different nature. The learning task is to rank candidate disease genes

for each disease phenotype based on a heterogeneous network of three subnetworks, a

gene-gene interaction subnetwork, a phenotype-phenotype similarity subnetwork, and a

gene-phenotype association subnetwork. With similar settings in [20], experiments on

disease gene prioritization are defined as querying with a disease phenotype to rank the
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candidate disease genes in the gene-gene interaction subnetwork (Fig 4.5). We com-

pared MINProp with Random Walk with restart adopted from the method proposed

by [65] and CIPHER DN (Direct Neighbors) or SP (Shortest Path) [20], two state-of-

the-art algorithms that also explore network information for disease gene prioritization.

CIPHER [20] is a method proposed for disease phenotype-gene association prediction.

Given a query phenotype, the CIPHER algorithm ranks the genes based on the corre-

lation between the direct connectivity of the query phenotype and each gene with the

other disease phenotypes. However, CIPHER does not fully explore the cluster structure

in the networks.

Data preparation.

The three subnetworks in the heterogeneous network were prepared. The gene-gene

interaction network was derived from the human protein-protein interaction (PPI) net-

work introduced by Wu et al. [20]. The PPI network contains 34,364 binary-valued

undirected interactions between 8919 human proteins (genes). The information of phe-

notypes and disease genes was extracted from OMIM database (Version May-2007).

The disease phenotype similarity network is an undirected graph with 5080 OMIM

disease phenotype vertices [66]. The edges are weighted by the pairwise quantitative

measurements of the phenotypic overlap in text and clinical synopsis of OMIM records

calculated by text mining techniques [67]. The phenotype-gene association network is

an undirected bipartite graph with disease phenotype vertices and gene vertices. Bi-

nary edges connect 1126 disease phenotype vertices and 916 gene vertices based on the

associations in OMIM [66].

Experiment design.

The task of disease gene prioritization is, for a given query phenotype, to rank the dis-

ease genes associated with the phenotype among a set of control genes. The optimal

performance will be ranking the disease genes associated with the phenotype above all

the control genes. We designed two experiment settings with different sets of control

genes: all other genes (including both the other disease genes and the non-disease genes)

or the non-disease genes. The non-disease genes are the genes that have not known as-

sociation with any disease phenotypes.
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(A) Discovering new phenotype-gene associations (B) Discovering new disease genes

Figure 3. Illustrations of gene prioritization experiments. (A) In the experiment of discovering
new phenotype-gene associations, only the link between the disease gene and the query was removed.
The other link was kept. The final ranking is measured on all the genes in the gene-gene interaction
network. (B) In the experiment of discovering new disease genes, we removed the link between the
disease gene of the query and the link between this gene and other phenotypes (the dashed lines
connecting the true disease gene of the query with all the phenotypes). The final ranking is only
measured on the disease gene plus the non-disease genes. The top figures show the initialization to run
MINProp and Random Walk with restart. We first initialize the label score of the query vertex with 1
and the other vertices with zero. The bottom figures shows the results after label propagation
converges. After label propagation converges, each vertex has a final label score. We rank the true
disease gene of the query phenotype and all the non-disease genes according to the label scores assigned
by the algorithm. Note that the final label scores in the figure are artificially assigned in this example.
This example shows gene ranking to discover disease genes of breast cancer: we assign label score one to
breast cancer and zero to the other disease phenotypes and the genes. We remove the edges between
the disease gene and breast cancer (or all the phenotypes) from the network. After label propagation
converges, we rank the true disease gene of breast cancer with non-disease genes according to the label
scores.
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Figure 3. Illustrations of gene prioritization experiments. (A) In the experiment of discovering
new phenotype-gene associations, only the link between the disease gene and the query was removed.
The other link was kept. The final ranking is measured on all the genes in the gene-gene interaction
network. (B) In the experiment of discovering new disease genes, we removed the link between the
disease gene of the query and the link between this gene and other phenotypes (the dashed lines
connecting the true disease gene of the query with all the phenotypes). The final ranking is only
measured on the disease gene plus the non-disease genes. The top figures show the initialization to run
MINProp and Random Walk with restart. We first initialize the label score of the query vertex with 1
and the other vertices with zero. The bottom figures shows the results after label propagation
converges. After label propagation converges, each vertex has a final label score. We rank the true
disease gene of the query phenotype and all the non-disease genes according to the label scores assigned
by the algorithm. Note that the final label scores in the figure are artificially assigned in this example.
This example shows gene ranking to discover disease genes of breast cancer: we assign label score one to
breast cancer and zero to the other disease phenotypes and the genes. We remove the edges between
the disease gene and breast cancer (or all the phenotypes) from the network. After label propagation
converges, we rank the true disease gene of breast cancer with non-disease genes according to the label
scores.
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(A) Uncovering associations with known disease genes (B) Discovering associations with new disease genes

Figure 4.5: Disease gene prioritization (A) In the experiment of uncovering associ-
ations with known disease genes, only the link between the disease gene and the query
was removed. The links between the gene and other phenotypes were kept. The final
ranking is measured on all the genes in the gene-gene interaction network. (B) In the
experiment of discovering new disease susceptive genes, we removed the link between
the disease gene of the query and the link between this gene and other phenotypes (the
dashed lines connecting the true disease gene of the query with all the phenotypes). The
final ranking is only measured on the disease gene plus the non-disease genes. The top
figures show the initialization to run MINProp and Random Walk with restart. We first
initialize the label score of the query vertex with 1 and the other vertices with zero. The
bottom figures shows the results after label propagation converges. After label propa-
gation converges, each vertex has a final label score. We rank the true disease gene of
the query phenotype and the control genes according to the label scores assigned by the
algorithm. Note that the final label scores in the figure are artificially assigned in this
example. This specific example shows the gene ranking task in discovering a disease
gene of breast cancer: we assign label score one to breast cancer and zero to the other
disease phenotypes and the genes. We remove the edges between the disease gene and
breast cancer (or all the phenotypes) from the network. After label propagation con-
verges, we rank the true disease gene of breast cancer with non-disease genes according
to the label scores.
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Setting 1: Uncovering associations with known disease genes. The first setting is to dis-

cover new phenotype-gene associations between the query phenotype and all the genes

including both the non-disease genes and the disease genes (Fig 4.5A). This experiment

is a comprehensive evaluation of how well a method can discover phenotype-gene associ-

ations for a given new disease phenotype without any known disease genes. Specifically,

we want to discover novel associations between a query phenotype and all the genes

including the disease genes that already have associations with the other disease phe-

notypes. Thus, in the leave-one-out cross-validation, we only removed the direct link

between the query phenotype and its disease genes but kept the links between its dis-

ease genes and other phenotypes. The disease genes of the query phenotypes were then

ranked among all the genes including both disease genes and non-disease genes. The

learning task is to rank the disease genes of the query phenotype as high as possible

above all other genes in the rank list.

Setting 2: Discovering associations with new disease susceptibility genes. The second

setting is to examine how well a method can discover the disease susceptibility genes

of each query phenotype from the non-disease genes (Fig 4.5B). The 8003 non-disease

genes among the 8919 genes were selected as the control genes. In leave-one-out cross-

validation of querying with a disease phenotype, we removed the links between its

disease genes and all the phenotypes including the query phenotype. This is equivalent

to adding the disease genes of the query phenotype as unknown disease genes to the

8003 non-disease genes without any selection bias. The learning task is to rank the

disease genes of the query phenotypes as high as possible above the non-disease genes

in the rank list.

In the first setting, we focus on finding missing phenotype-gene associations between

phenotypes and genes. The target genes are allowed to keep their associations with other

phenotypes. Therefore, they will compete against other disease genes in the rank list.

In the second setting, we focus more on finding new disease susceptibility genes from

non-disease genes. Thus, the target genes are not linked with any phenotypes, and the

question is whether we can discover this type of hidden disease genes (the disease genes
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of the query phenotype) without knowing any associations between the target genes

and all disease phenotypes. The purpose of introducing the two different settings is

to give a comprehensive evaluation of the methods in scenarios with different network

connectivities on the target genes.

Performance of ranking disease genes in leave-one-out cross-validation.

Table 4.1: Disease gene prioritization performance in leave-one-out cross-
validation. This table reports the average AUC scores and the pairwise win/draw/loss
comparisons between MINProp and the baselines, Random Walk (RW) and CIPHER
DN or SP, across the query phenotypes in the two settings.

Methods
Associations with known disease genes Associations with new disease genes

Avg. AUC (win/draw/loss) Avg. AUC (win/draw/loss)
MINProp vs. Random Walk 0.805 vs. 0.797 (738/75/313) 0.728 vs. 0.648 (1045/2/79)
MINProp vs. CIPHER-DN 0.863 vs. 0.738 (565/5/288) 0.821 vs. 0.738 (515/11/332)
MINProp vs. CIPHER-SP 0.805 vs. 0.734 (678/8/440) 0.728 vs. 0.729 (538/54/534)

The 5080 disease phenotypes and the 1126 phenotype-gene associations extracted

from OMIM version May-2007 were tested in leave-one-out cross-validation under the

two settings. We performed leave-one-out cross validation by holding-out one query

phenotype for testing at a time. The ranking performances of all the methods in the

two settings are measured by AUC scores calculated based on the ranking of the true

disease genes among the control genes determined by each method. One limitation of

CIPHER DN is that only genes with at least one disease gene in its direct neighbors

can be ranked with the other genes. Thus, for some of the query phenotypes, its disease

genes cannot be ranked by CIPHER DN in leave-one-out cross-validation. After filtering

of the query phenotypes with causative disease genes that have no direct neighbor to the

other disease genes, 858 disease phenotypes were left for evaluation in the comparison

with CIPHER DN.

The average AUCs of gene ranking across all the queries by MINProp, Random

Walk with restart and CIPHER are reported in Table 4.1. In the first setting, MINProp

outperformed CIPHER DN by 12.5%, CIPHER SP by 7.1% and Random Walk by

only 0.8%. In the second setting, MINProp outperformed Random Walk by 8% and

CIPHER DN by 7.3%, and achieved a tie with CIPHER SP. The pairwise comparisons

of the AUC scores in Table 4.1 suggest that MINProp improved the ranking of more
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Figure 4.6: Query-wise scatter plot of the AUC scores in leave-one-out cross-
validation. In the scatter plots, the x-axis and the y-axis of a dot are the AUCs on
a query phenotype by MINProp and the compared method, respectively. (A)-(C) The
three figures on the left are from the experiments of uncovering associations with known
disease genes. (D)-(F) The right figures are from the experiments on discovering new
disease susceptibility genes from unknown disease genes.
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query cases compared with the other methods, except the comparison with CIPHER SP

in the second setting. A more detailed examination of the individual query cases is given

in Fig 4.6. Interestingly, MINProp can win over Random Walk in about 66% and 93%

queries in the two experiments but only by a relative small margin — most of the dots

in the scatter plot in Fig 4.6A and Fig 4.6D are just below the diagonal line. Since both

methods are exploring the global structures in the network, it is not supervising that

the results are strongly correlated. But clearly, by exploring the independent structures

in the subnetworks, MINProp was able to improve most of the predictions. In the

comparison with CIPHER DN in Fig 4.6B and Fig 4.6E, MINProp and CIPHER DN

produced quite different results in most of the queries. MINProp improved on many

hard cases, on which CIPHER DN and SP performed poorly. This suggests that for

many cases, it is not enough to just check the second-order neighbors of the genes, and

it is important to explore the global structures.

MINProp achieved the best overall performance in the experiments. The explanation

of the tie between MINProp and CIPHER SP in the second setting needs more analysis.

CIPHER SP also explores the global structure in the gene-gene interaction network

since the gene-gene connection was evaluated by shortest paths, which measure remote

interaction between the genes in the network. In the second setting, because no target

genes are linked with the phenotypes, the cluster structures in the phenotype similarity

network only have small influence. Thus, the ranking of the disease genes relies more

on the bi-clusters between the genes and the phenotypes. In this case, CIPHER SP

can possibly perform better on the disease genes that are directly connected to other

disease genes, while MINProp might dilute this direct information with neighborhood

averaging. To show that MINProp and CIPHER SP can be complementary to each

other, we further combined the gene ranking produced with MINProp and CIPHER SP

by averaging the ranks of each gene in the two lists. A 3% improvement is observed in

the hybrid case (last column in Table 4.2).

Exploring the modularity of genes.

To evaluate how effective the methods can explore the modular structures in the gene-

gene interaction network, we analyzed the ranking results of the disease genes with their
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Table 4.2: Ranking performance on phenotypes with different gene cluster
coefficients. The table compares MINProp with RW, CIPHER DN & SP and Hybrid
(Combined ranking of MINProp and CIPHER SP).

CC
MINProp vs. RW MINProp vs. CIPHER-DN MINProp vs. CIPHER-SP Hybrid vs. CIPHER-SP

Avg. AUC Avg. AUC Avg. AUC Avg. AUC
[0.1, 1] 0.875 vs. 0.776 0.889 vs. 0.855 0.875 vs. 0.813 0.886 vs. 0.813

[0.01, 0.1) 0.902 vs. 0.799 0.906 vs. 0.799 0.902 vs. 0.801 0.911 vs. 0.801
[0, 0.01) 0.653 vs. 0.586 0.770 vs. 0.688 0.654 vs. 0.693 0.692 vs. 0.693
Total 0.728 vs. 0.648 0.821 vs. 0.738 0.728 vs. 0.729 0.756 vs. 0.729

involvement in the modular structures of the gene-gene interaction network in the sec-

ond setting. The modularity of the disease genes of each query phenotype is measured

by their cluster coefficients in the gene-gene interaction network. Large averages of clus-

ter coefficients of the disease genes indicate high modularity-involvement of the disease

genes. In Table 4.2, we compare the ranking performance on the query phenotypes with

respect to different levels of gene cluster coefficients. Clearly, MINProp outperforms the

baselines on the test queries of higher gene cluster coefficients. Since CIPHER DN also

utilizes the modular structure of genes by counting gene neighbors, the trend of larger

cluster coefficients suggesting larger performance difference between MINProp and CI-

PHER DN is not obvious. But overall, MINProp significantly improved disease gene

ranking compared to CIPHER DN in all ranges of gene cluster coefficients. The analysis

indicates that MINProp is more capable of effectively utilizing the modular structures

in the gene-gene interaction network, and our framework might be a more robust and

powerful method for the gene prioritization task on the heterogeneous network. Finally,

the hybrid of MINProp and CIHPER SP can boost the performance of MINProp on

the queries of small gene cluster coefficients to be similar to CIPHER SP.

Inferring novel disease genes.

MINProp also identified recently discovered disease genes, TRAK2, MYH13, PRNP,

MAPT and CHRNB2 as well as the well known APOE, of Alzheimer disease in the gene

cluster associated with the neurological diseases [68]. These identified genes do not have

associations with Alzheimer disease in the OMIM database, but the associations have

been recently confirmed [68]. These findings suggest that exploring independent cluster

structures of disease phenotype and gene-gene networks can reveal new causal relations
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between disease phenotypes and genes.

4.5 Conclusion

In this chapter, we introduce MINProp for label propagation on heterogeneous net-

works. The experiments demonstrated that MINProp could effectively explore inde-

pendent cluster structures in each subnetwork to remove the biases introduced by the

heterogeneity of a complex network of several different subnetworks. With the advent

of high-throughput bio-technologies, there are many challenging problems requiring in-

tegration of large scale genomoic datasets in biomedical informatics and bioinformatics

applications. MINProp is a general, robust and efficient algorithm for data integration

in these applications. The time and space complexity of MINProp is in the same order

as other standard graph-based learning algorithms – quadratic in the number of vertices

multiplied by the number of iterations. Scalability is still a limitation since heterogenous

networks typically contain more vertices in several subnetworks and thus, requirement

on time and space complexity is often more stringent.



Chapter 5

Inferring disease and gene set

associations using network

coherence

5.1 Introduction

Determination of the molecular cause of diseases is a major focus in genomics research

since early 1960s [69]. Recently, powered by the advanced high-throughput genomic

technologies, numerous large-scale genome-wide disease studies such as genome-wide

association studies [3, 4], DNA copy number detections [5], and gene expression pro-

filing [6], were conducted towards this goal. Typically, the objective of a study is to

perform a high-throughput scanning for a list of genes that are involved with the dis-

ease under study, and then a standard follow-up enrichment analysis or its variants and

extensions is applied to analyze the gene set, based on the statistical significance of the

overlap between the genes and gene functional annotations or associations with disease

phenotypes. Examples of the well-known tools are DAVID [70], GSEA [71], GOTool-

Box [72] and many others. However, in many cases, since the existing annotations of

disease causative genes is far from complete [69], and a gene set might only contain a

short list of poorly annotated genes, enrichment-based approaches often fail to reveal

the associations between gene sets and disease phenotypes.

66
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Figure 5.1: Illustration of Rank Coherence in Networks. A query gene set of
four genes is given in (A). The four genes are mapped in the gene network and the
corresponding nodes are marked with 1 in (B). The graph Laplacian scores are then
computed to quantify the relevance between each gene (including the query genes) and
the query gene set. Similarly, if a disease phenotype of the gene set is selected and
marked with 1, the graph Laplacian scores can be derived to quantify the relevance
between each disease phenotype and the selected phenotype in (D). Based on the co-
herence assumption, the top-ranked genes and the top-ranked phenotypes should be
highly connected with each other if the phenotype is the target of the query gene set,
otherwise the connectivity will be close to random. As showed in (C), the edges con-
necting associated genes and phenotypes are labeled by the discrepancy between their
ranking scores. Clearly, the phenotype ranking given by target phenotype query is more
coherent (the upper case) than the ranking given by an unrelated phenotype (the bot-
tom case). The connectivity is measured by Rank Coherence in the Networks (rcNet).
In general, since the target disease phenotypes are not known, the rcNet algorithms
search for the phenotype with the best rcNet score against the query gene set.
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The availability of large phenotypic and molecular networks provides a new oppor-

tunity to study the association between diseases and the gene sets identified from the

high-throughput genomic studies. The human disease phenotype network [67] provides

information on phenotype similarities computed by text mining of the full text and clin-

ical synopsis of the disease phenotypes in OMIM [69]. Large molecular networks such

as the human protein-protein interaction network [20] or functional linkage network [73]

provide functional relations among genes or proteins. Based on the observation that

genes associated with the same or related diseases tend to interact with each other in

the gene network, many network-based approaches are proposed to utilize the disease

modules and gene modules in the networks to prioritize disease genes, a task of ranking

genes for studying genetic diseases [74, 65, 20, 73, 75, 76, 77].

In this chapter, we propose a general network-based approach to infer associations

between disease phenotypes and gene sets, utilizing the disease phenotype network and

the gene network. We formulate the problem as a gene set query problem. By querying

the networks with a given gene set, a user expects to retrieve a list of disease phenotypes

with the highest predicted association with the gene set. Based on the assumption that

the genes ranked by their relevance to the query gene set will have coherent associations

with the disease phenotypes ranked by their relevance to the hidden target disease

phenotypes, we formulate a simple learning framework maximizing Rank Coherence

in Networks (rcNet) with respect to the known disease phenotype-gene associations in

OMIM. Fig. 5.1 illustrates the general idea of Rank Coherence in Networks. We first

measure the global relevance between the query gene set and all the genes with graph

Laplacian scores (Fig. 5.1A&B). The Laplacian scores can be considered as the result

of using the query gene set as the seed to perform random walk with restart (or label

propagation) in the gene network [22]. The global relevance between a target disease

phenotype and all disease phenotypes can be similarly computed as the Laplacian scores

with random walk on the disease phenotype network (Fig. 5.1D). Our assumption is

that, between the rankings given by the query gene set and the target disease phenotype,

the top-ranked genes and the top-ranked phenotypes should be highly connected by

known associations, quantified by Rank Coherence in Networks (Fig. 5.1C). In a real

problem, the target disease phenotypes are unknown. The rcNet algorithms are designed

to search for the phenotype(s) with the best rcNet score against the query gene set. We
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propose two strategies. The first approach relaxes the combinatorial problem as ridge

regression to find a closed-form solution for selecting the target disease phenotype. The

second approach in two variants enumerates all possible phenotype configurations to

find the best match of the query gene set.

The rcNet algorithms are different from the gene set enrichment analysis with statis-

tical methods such as Hypergeometric statistics, McNemar’s test, permutation test or

other non-parametric methods [70, 71, 72] because the rcNet algorithms use the topo-

logical information in the disease phenotype network and the gene network to analyze

the association between a gene set and all phenotypes simultaneously. The simultaneous

analysis of all phenotypes provides a global dependence, and thus richer and more reli-

able information for computing the association scores are used to rank the phenotypes.

The rcNet algorithms share more algorithmic similarity with the disease gene prioriti-

zation methods, which were proposed for a different purpose. CIPHER [20] scores each

gene against a disease phenotype based on the correlation between their relevances with

all the phenotypes, where the relevance between the gene and a phenotype is calculated

based on the distance between the gene and the genes associated with the phenotype.

The methods proposed by [65], [76] and [73] applied random walk (label propagation)

or simpler neighborhood weighting to exploit the gene networks for ranking genes for a

disease phenotype, based on the seed genes mapped from the disease phenotype. One

limitation is that the phenotype network and the sparse known associations are not

fully utilized in the global analysis. The label propagation algorithms proposed by

[75] and [77] explore a heterogeneous network combining the gene network, the phe-

notype network and the associations to explore gene modules, phenotype modules and

the phenotype-gene association biclusters. Since the two methods make full use of the

information in the networks, it is difficult to interpret the results and to tune the best

parameters for combining the information.

5.2 Methods

5.2.1 Problem definition

We formulate a graph query problem for disease phenotype and gene set association

discovery: given a heterogenous network consisting of the gene network, the phenotype
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dgsa rcNet(g, Ḡ, P̄,A, α, β)

1 p = 0

2 g̃ = (1− α)(I− αḠ)−1g (equa-
tion (5.3)).

3 Ā = (1− β)A(I− βP̄)−1

4 p∗ = (ĀTĀ + κI)−1ĀTg̃

5 p(p∗ > a) = 1 (target selection
with threshold a)

6 return (p)

Figure 5.2: rcNet Algorithm - Rank Coherence in Networks.

network and the association network, we query the network with a gene set to retrieve

a phenotype (or several) predicted to have association with the query gene set. We

define G(n×n), P(m×m), and A(n×m) as the adjacency matrix of the gene network, the

disease network, and the disease-gene association network, respectively, where n is the

number of genes and m is the number of disease phenotypes in the networks. The

query gene set is represented by a binary vector g = [g1,g2, ...,gn]T denoting the gene

membership against the gene set, i.e. each gi = 1 if gene i is in the query gene set,

otherwise 0. Similarly, the list of target phenotype(s) is given by another binary vector

p = [p1,p2, ...,pm]T and phenotype j is a target phenotype if pj = 1. Our objective is

to find the p that gives the best rank coherence with the query gene set g.

5.2.2 Computing graph laplacian scores

To fully utilize network topological information, we compute the global relevance score

between the query gene set g and all the genes based on the graph Laplacian of the

gene network G(n×n). We first normalize G as Ḡ = D
1
2
GGD

1
2
G, where DG is a diagonal

matrix with diagonal elements DGi,i =
∑

j Gi,j. A vector g̃ of graph Laplacian scores

is derived from the following optimization problem [21],

ming̃

∑
i,j

Ḡi,j(g̃i − g̃j)2 +
1− α
α

∑
i

(g̃i − gi)2 (5.1)
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In equation (5.1), the first term is a smoothness penalty, which forces connected genes to

receive similar scores, and the second term ensures the consistency with the query gene

set. The Laplacian scores combine the neighboring information in the network with the

consistency with the query gene set to provide a global relevance measure between each

gene and the query gene set. Parameter α ∈ (0,1) balances the contributions from the

two penalties. The closed-form solution of equation (5.1) is

g̃ = (1− α)(I− αḠ)−1g. (5.2)

Empirically, to avoid computing the inverse of (I− αḠ), an iterative algorithm can

efficiently compute the closed-form solution with the following update rule at each time

step t,

g̃t = (1− α)g + αḠg̃t−1, (5.3)

Similarly, graph Laplacian scores can be derived to measure the relevance between the

phenotypes and the target phenotypes p with optimization of

minp̃

∑
i,j

P̄i,j(p̃i − p̃j)2 +
1− β
β

∑
i

(p̃i − pi)2, (5.4)

with the closed-form solution

p̃ = (1− β)(I− βP̄)−1p, (5.5)

where P̄ is the normalized P and β ∈ (0,1) is the balancing parameter. Computing the

laplacian scores is equivalent to a weighted summation of performing random walk on

the graph from one step to infinite step. Thus, the laplacian scores exploit modular in-

formation in a network to capture long range interactions between the nodes in a graph.

Note that one can use other scoring functions such as counting the direct neighbors of

the query gene set, or measuring the shortest path from the query gene set to other

genes as suggested in [20]. However, empirically, the direct-neighbor function tends to

generate very sparse information, and the shortest-path function does not fully explore

the neighborhood information.

5.2.3 Rank coherence in networks

Rank Coherence in Networks (rcNet) measures whether the query gene set g and a

phenotype set p show coherent associations with the known disease-gene associations.
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Specifically, given the graph Laplacian scores g̃, which rank the genes by their relevance

to the query gene set g, and the graph Laplacian scores p̃, which rank the disease

phenotypes by their relevance to the hidden target phenotypes p, Rank Coherence in

Networks rcNet(g̃, p̃,A) measures whether the associations given by A are connect-

ing genes and phenotypes with similar scores in g̃ and p̃. We propose two different

approaches to define Rank Coherence in Networks. The first approach adopts a ridge

regression model coupled with label propagations to compute a closed-form solution of

p, relaxed to real numbers. The second approach uses simpler measures and enumerate

all possible p to find the best fitting for g.

A ridge regression model

Under the assumption that the Laplacian score of a phenotype can be reconstructed

by the linear combination of the Laplacian scores of its gene neighbors in A, we can

formulate the following least-square cost function,

Ω = ||Ap̃− g̃||2. (5.6)

Eventually, we are interested in deriving p. After replacing g̃ with equation (5.2) and

p̃ with equation (5.5), we have the following regularization framework,

Ω(p) = ||(1− β)A(I− βP̄)−1p− (1− α)(I− αḠ)−1g||2 + κ||p||2, (5.7)

where ||p||2 is a 2-norm regularizer and κ is a small constant. Equation (5.7) takes the

standard form of ridge regression, and thus the closed-form solution p∗ can be derived

by

p∗ = (1− α)(ĀTĀ + κI)−1ĀT(I− αḠ)−1g. (5.8)

where Ā = (1− β)A(I− βP̄)−1. Note that the solution p∗ is a real vector, which can

be seen as an approximation of the binary vector p. A simple post-processing is to

select one or a few phenotypes that are assigned with significantly larger scores as the

phenotypes associated with the gene set. The full algorithm to solve the ridge regression

model is given in Fig. 5.2. The steps at line 2, 3 and 4 require cubic matrix inversion

algorithms. Thus, the time complexity of rcNet algorithm is O(m3 + n3).
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dgsa rcNet enu(g, Ḡ, P̄,A, α, β)

1 g̃ = (1− α)(I− αḠ)−1g

2 p = 0, s = 0

3 for i = 1 to n

4 pi = 1

5 p̃ = (1− β)(I− βP̄)−1p.

6 si = corr(Ap̃, g̃) or
−
∑

i,j Ai,j(p̃i − g̃j)2

7 pi = 0

8 j = argmaxi si

9 pj = 1

10 return (p)

Figure 5.3: rcNetcorr and rcNetlap Algorithms - Rank Coherence in Networks by Enu-
meration.

Enumeration methods

The ridge regression model provides an approximation solution, but if we are only

interested in retrieving the most relevant disease phenotype. We can simply go through

each phenotype and compute a score against the query gene set g for each case. Finally,

the phenotype with the largest score is chosen as the target phenotype. We propose

two functions to measure rcNet for this approach,

rcNetcorr(g̃, p̃,A) = corr(Ap̃, g̃), (5.9)

rcNetlap(g̃, p̃,A) = −
∑
i,j

Ai,j(p̃i − g̃j)2. (5.10)

Function rcNetcorr simply uses the Pearson correlation coefficient to check the con-

sistency between Ap̃ and g̃, similar to the concordance score used by CIPHER [20].

Function rcNetlap checks if the neighboring genes and phenotypes in the association

network are assigned similar scores, and the smaller the disagreement, the higher the
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relevance. This enumeration strategy is similar to CIPHER [20]. The advantages are

the conceptual simplicity and the optimality of the exact solution. The disadvantages

are the computational cost incurred by the repeated calculation of the association score

for each possible combination of the individual phenotypes, and the inflexibility to ex-

tend to more general problem of finding multiple target phenotypes. The full algorithm

to solve the two enumeration models is given in Fig. 5.3. Inside the for-loop between

line 3 and 7, the rcNet score is computed for each configuration of p. The overall time

complexity of this algorithm is also O(m3 + n3) if (1− β)(I− βP̄)−1 is precomputed.

Note that this is the computational cost by which we only want to retrieve one pheno-

type. If we want to explore all possible configurations of p, the total cost is exponential

in m.

5.3 Results

The rcNet algorithms are first compared to other methods in experiments of leave-one-

out cross-validation and a task of predicting recently discovered disease-gene associations

with OMIM data. The rcNet algorithms are then applied to validate findings in datasets

from GWAS, DNA copy number analysis, and microarray gene expression profiling.

5.3.1 Preparing networks

The disease phenotype network is an undirected graph with 5080 vertices representing

OMIM disease phenotypes, and edges with weights in [0,1]. The edge weights measure

the similarity between two phenotypes by their overlap in the text and the clinical

synopsis in OMIM records, calculated by text mining [67].

The disease-gene associations are represented by an undirected bipartite graph with

edges connecting phenotype nodes with their causative gene nodes. Two versions (May-

2007 Version and May-2010 Version) of OMIM associations were used in the experiments

[69]. The May-2007 Version contains 1393 associations between 1126 disease phenotypes

and 916 genes, and the May-2010 Version contains 2469 associations connecting 1786

disease phenotypes and 1636 genes. The May-2007 version was used in the validation

experiments on the OMIM data and the GWAS datasets, and the May-2010 version was

used in the experiments on the DNA copy number and gene expression datasets.
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Two gene networks were used in the experiments. The first one was derived from

the human protein-protein interaction (PPI) network obtained from HPRD [78]. The

PPI network contains 34,364 binary undirected interactions between 8919 genes. This

network was used in the experiments on the OMIM data. A larger human functional

linkage network [79] was used in the experiments on the GWAS, DNA copy number and

gene expression datasets. This network contains 24,433 genes and around 60 million

weighted edges. To reduce the computational complexity, we applied a cutoff 0.6 on the

edge weights to generate a sparser network with around 7 million weighted edges.

5.3.2 Comparison with other methods and evaluations

The rcNet algorithms were compared to CIPHER [20] and Random Walk with Restart

(label propagation) methods [65, 75, 76, 77], since those methods reported the best

performance for disease gene prioritization. We adopted CIPHER with direct neighbor

(C-DN) or shortest path (C-SP) for disease phenotype and gene set association analysis

by averaging the correlations across the genes in the query gene set. The Random Walk

algorithm described in [77] (RWR) was chosen as the label propagation method for

comparison because it is straightforward to use the model for disease phenotype and

gene set association analysis. The two hyper-parameters α and β for rcNet were chosen

from {0.1,0.5,0.9}, and a fixed small number κ = 10−5 was used for ridge regression

in all experiments. The three balancing parameters for RWR were also chosen from

{0.1,0.5,0.9}. For all the methods, the results produced by the best parameters in the

leave-one-out cross-validation were reported.

In all the experiments, a query gene set was used to rank all the 5080 disease pheno-

types. The higher the target phenotype in the ranking, the better the performance. We

measured the performance of a method with receiver operating characteristic (ROC)

score, also called area under curve (AUC). Since we are most interested in whether the

target phenotype is near the top, we report the AUC up to the first 50 and 100 false

positives. Another important evaluation is how well a method selects highly coherent

top-ranked genes and top-ranked phenotypes since high coherence implies a good uti-

lization of known associations in the model. Specifically, the top genes and phenotypes

ranked by the query gene set and the target disease phenotype contribute the largest

penalties in the cost functions, and connections between them cancel out the large scores
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and results in a smaller penalty. To quantify the connectivity, the top-r disease genes

and the top-l disease phenotypes with known OMIM disease-gene associations are se-

lected to measure fold enrichment, which is calculated as k
(r∗l)∗e , where k is the number

of observed OMIM associations between the r genes and the l disease phenotypes, and

e is the probability of observing a random association between a gene node and pheno-

type node, estimated from the density of the OMIM disease phenotype-gene associations.

Higher fold enrichment indicates higher coherence between top-ranked genes and disease

phenotypes, i.e. highly connected with OMIM disease phenotype-gene associations.

Table 5.1: Performance comparison in leave-one-out cross-validation and new
association prediction with OMIM data. The tables report the average AUC50

and AUC100 across all the query cases for each method.

(A) Leave-one-out cross-validation
Methods rcNet rcNetcorr rcNetlap RWR CDN CSP
AUC50 0.160 0.195 0.198 0.140 0.139 0.154
AUC100 0.206 0.254 0.257 0.193 0.197 0.195

(B) Prediction of novel disease phenotype-gene associations
Methods rcNet rcNetcorr rcNetlap RWR CDN CSP
AUC50 0.117 0.134 0.136 0.110 0.077 0.062
AUC100 0.151 0.177 0.178 0.148 0.103 0.096

5.3.3 Leave-one-out cross-validation in OMIM

For each disease phenotype, the genes associated with the phenotype in OMIM were

used as the query gene set to retrieve the disease phenotype. Note that the associa-

tions between the query gene set and all disease phenotypes including the target disease

phenotype were removed in the experiment for leave-one-out cross-validation. In the

experiments with RWR, as suggested by [77], the disease phenotype network was pruned

by taking the 5 nearest neighbors of each node to reduce the computational complexity

in leave-one-out cross-validation. Table 5.1(A) reports the average AUC50 and AUC100

scores across all the query cases in the leave-one-out cross-validation. Overall, the rc-

Net algorithms outperformed the other methods. Specifically, rcNetcorr and rcNetlap

achieved the best results with about 5% and 6% better ranking compared with the best
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Figure 5.4: Ranking comparison in leave-one-out cross-validation. This fig-
ure reports the number of query cases, on which a method ranked the target disease
phenotype among the top k ∈ [1,100] phenotypes.

of the others. rcNet performed slightly better than RWR, while CIPHER DN and CI-

PHER SP achieved lower scores. Fig. 5.4 shows a global comparison of the ranking by

plotting the number of query cases with the target disease phenotype ranked above a

certain rank. The rcNet algorithms achieved better rankings at any ranking threshold in

the experiments. For example, rcNetcorr and rcNetlap ranked around 290 queries above

rank 50, while RWR and CIPHERs ranked around 230 queries above that rank.

We further analyzed how the rank coherence between the rankings by the query

gene set and the disease phenotypes could affect the performance of rcNet algorithms

and CIPHER. Based on the coherence assumption, the top ranked genes and the top

ranked phenotypes by the query gene set and the target disease should be highly con-

nected with each other by a good method. Fig. 5.5 compares the number of queries

that achieved a significant fold enrichment for the target disease phenotype compared

with the unrelated phenotypes. rcNet consistently identified more cases with significant

fold enrichment against CIPHER SP at all the z-score thresholds. This observation
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suggests that label propagation is a better measure than shortest path to distinguish a

target phenotype from unrelated ones because the information of gene neighborhoods

are better utilized. Interestingly, CIPHER DN detected much less associations with

high significance, but more cases with very high significance. For some query gene sets,

which include genes with many disease genes as direct neighbors in dense disease gene

modules, the direct gene neighbors tend to have more dense associations with the re-

lated phenotypes. However, only less than one-third of the query gene sets are the easy

cases. CIPHER DN failed to find a significant fold enrichment for the other two-thirds.

Thus, CIPHER DN did not perform well in general.

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18
0

200

400

600

800

1000

Z−score of fold enrichment

Nu
m

be
r o

f g
en

e 
se

t q
ue

rie
s

 

 

rcNet
CIPHER DN
CIPHER SP

Figure 5.5: Fold enrichment significance. For each query, the association fold en-
richment between the top-20 genes ranked by the query gene set and the top-20 disease
phenotypes ranked by each disease phenotype was calculated. A z-score of fold enrich-
ment was then computed for the target disease phenotype based on the scores of the
unrelated disease phenotypes. This figure plots the number of query cases with a z-score
above varying thresholds. A z-score at 1.96 corresponds to a p-value=0.05, assuming a
normal distribution.

5.3.4 Predicting new OMIM associations

To further evaluate how well a method can predict new disease-gene associations based

on known associations, a case study was designed to predict the target disease phenotype
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of the new disease genes added into OMIM between May, 2007 and May, 2010. There

are 387 disease phenotypes with new associations in OMIM since May, 2007, excluding

11 new disease phenotypes whose disease genes have no interaction in the gene network.

In this experiment, the task is to predict the target disease phenotype of the newly

annotated disease genes, i.e. to query a set of new disease genes of a disease phenotype

to retrieve the phenotype based on the disease-gene associations in May-2007 Version.

Table 5.1(B) reports the average AUC50 and the AUC100. rcNetcorr and rcNetlap per-

formed the best, followed by rcNet and RWR, and CIPHER DN and CIPHER SP did

not produce comparable results with the other methods. A possible reason for the worse

performance of CIPHER is that the new cases are relatively under studied compared

with the other disease phenotypes, and the global information in all the networks are

necessary for an accurate inference of the associations. The results further supports the

better performance of the rcNet algorithms compared with the baselines.

Table 5.2: Ranking the target disease phenotype of the disease susceptibility
genes identified from GWAS. The disease categories in the first column are based
on the definition in [1]. In the third column, the PubMed IDs marked with ‘*’ denote
multiple GWASs for a disease/trait. Refer to supplementary Table for the results of the
full list of the GWAS cases.

Category Disease/Trait PubMed
Gene Set Rank by Rank by Rank by

Size rcNet rcNetcorr rcNetlap

Cancer

Prostate cancer 20676098* 15 2 (0.03%) 2 (0.03%) 2 (0.03%)
Breast cancer 20872241* 26 7 (0.1%) 51 (1%) 43 (0.8%)

Basal cell carcinoma 18849993 5 7 (0.1%) 189 (3.7%) 228 (4.5%)
Basal cell carcinoma 18849993 5 90 (2%) 202 (4%) 256 (5%)

Urinary bladder cancer 18794855 1 14 (0.2%) 48 (0.9%) 60 (1.1%)
Acute lymphoblastic leukemia 20670164* 3 19 (0.04%) 51 (1.0%) 45 (0.8%)

Lung cancer 20304703* 12 22 (0.4%) 587 (12%) 1610 (32%)
Lung adenocarcinoma 20871597* 6 52 (1%) 838 (16%) 1815 (36%)

Chronic lymphocytic leukemia 20062064* 14 57 (1%) 318 (6.3%) 306 (6%)
Neuroblastoma (high-risk) 19412175 1 143 (3%) 110 (2%) 138 (3%)

Immunological
Systemic lupus erythematosus 20169177* 10 46 (0.9%) 178 (4%) 161 (3%)

Leprosy 20018961 4 78 (1.5%) 62 (1.2%) 64 (1.3%)
Leprosy 20018961 4 272 (5%) 54 (1%) 55 (1%)

Endocrine
Type 2 diabetes 20862305* 9 97 (2%) 718 (14%) 1912 (38%)
Type 1 diabetes 19966805* 26 331 (7%) 690 (13%) 191 (3.8%)

Gastrointestinal Crohns disease 17684544 2 60 (1.2%) 1396 (27%) 3012 (59%)

5.3.5 Predicting disease phenotypes of disease susceptibility genes from

GWAS

The goal of GWAS is to discover disease susceptibility loci/genes that could be useful for

assessing or predicting an individual’s risk of disease. However, it is often challenging to

assess how a set of novel disease susceptibility genes potentially influence susceptibility



80

in disease, especially when the set of genes have no or little previously known disease

implications, or function and pathway annotations. In this case study, we collected new

disease susceptibility genes from GWAS, whose roles in disease susceptibility are not

previously understood, and applied rcNet algorithms to predict the disease phenotype

of the disease susceptibility genes. We extracted all the disease susceptibility genes

discovered in GWAS based on a recent survey of all studies reported in the GWAS

catalog as of Dec. 2010 [80]. After filtering out the genes already included in OMIM

May-2007 Version, we selected 217 diseases/traits with novel susceptibility genes that

are not associated with any disease phenotype in OMIM May-2007 Version, and 31 of the

217 diseases/traits could be matched with OMIM phenotypes in the disease network.

Subsequently, the 31 diseases/traits and their susceptibility genes were used in this

experiment.

Query gene

Disease gene

Disease phenotype

Disease-gene association
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Figure 5.6: Querying with breast cancer susceptibility genes from GWAS
by rcNet. This example shows how rcNet algorithm predicted the target disease
phenotypes of breast cancer susceptibility genes from GWAS. By querying with the
26 novel breast cancer susceptibility genes from GWAS, rcNet ranked the 20 disease
genes in the gene subnetwork at the top. The gene subnetwork also includes 14 out
the 26 query genes, which are connected with the top-20 genes. Similarly, the top
20 disease phenotypes ranked by OMIM113705 breast cancer disease phenotype are
included in the disease subnetwork. In this example, 5 of the 20 top-ranked disease
genes are connected to 7 of the top-20 disease phenotypes given by 7 OMIM disease-
gene associations, compared with the expected 0.87 association between 34 random
genes and 20 random phenotypes.
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We queried the set of disease susceptibility genes of each of the 31 diseases/traits to

rank the 5080 OMIM disease phenotypes. The ranking results of a subset of the 31 dis-

eases/traits are reported in table 5.2. Among the 31 queries, 14 cases ranked the target

diseases within top 2% (ranked within top 100). Notable examples are prostate can-

cer, breast cancer, basal cell carcinoma, bladder cancer, acute lymphoblastic leukemia,

systemic lupus erythematous, and leprosy. In these cases, the rcNet algorithms ranked

the target disease phenotype of the query gene set within top 1%. Fig. 5.6 shows

the example that rcNet accurately ranked the breast cancer phenotypes of the breast

cancer susceptibility genes, by querying with 26 novel breast cancer susceptibility genes

from GWAS. The connectivity between the top ranked disease genes and the top ranked

disease phenotypes is around 13 folds of the expected number of connections between

the same numbers of random genes and phenotypes, or around 11 folds of the av-

erage number of connections given from the phenotype ranking by the relevance to

the unrelated disease phenotypes. One interesting observation is that the target dis-

ease phenotype OMIM:113705 ‘BREAST CANCER 1 GENE; BRCA1’ is only directly

connected with three top ranked disease phenotypes, OMIM: 114480 ‘BREAST CAN-

CER’, OMIM:151623 ‘LI-FRAUMENI SYNDROME 1:LFS1’, and OMIM:‘259500: OS-

TEOGENIC SACROMA’, and only 5 of the 26 query genes directly interact with the

top-ranked disease genes. Direct neighbor expansions in both the gene network and

the phenotype network resulted in 4 OMIM disease-gene associations. This observation

suggests that, simply exploring the direct neighbors of the query gene set and the target

disease phenotype in the networks, a method might fail to infer disease-gene set associa-

tions, due to the low statistical significance of the sparse connectivity between the genes

and the disease phenotypes. Specifically, in this example, the fold enrichment for 4 asso-

ciations is 7.53, which is significantly lower than the 12.35 fold enrichment obtained by

rcNet. Another interesting example is the inference of the association between leprosy

and its susceptibility genes from GWAS (pubmed 20018961). In OMIM May-2007 Ver-

sion, leprosy has no causative genes, and the leprosy susceptibility genes from GWAS

also have no association with any disease. The lack of known associations in both the

target disease phenotype and the gene set poses a hard case that gene set enrichment

analysis based on overrepresentation will fail to reveal, but the rcNet algorithms ranked

leprosy within top 2%.
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In contrast to the results in cross-validation on OMIM data, rcNet produced signif-

icantly better results in cancer, immunological, and gastrointestinal disease, compared

with rcNetcorr and rcNetlap. Interestingly, previous studies showed that disease suscep-

tibility genes from GWAS catalog have less modularities in the gene network compared

to those of the known disease genes in OMIM, and phenotypically similar diseases

such as immunological and gastrointestinal diseases do not tend to share their disease

genes [81, 82]. Those previous studies also implicated that due to the unique topological

characteristics of disease susceptibility genes discovered in GWAS, the existing network-

based methods would fail to reveal the associations between the disease susceptibility

genes and the disease. However, our experiments suggest that, by incorporating the

global topological information in the networks and the known OMIM associations, the

rcNet algorithms successfully discovered the elusive associations in many cases.

5.3.6 Predicting disease phenotypes of genes with copy number changes

In DNA copy number analysis, genes in the chromosomal regions with copy number

changes are identified as candidate disease genes. In this experiment, we applied the

rcNet algorithms to predict the target disease phenotypes of the candidate disease genes

in disease susceptible copy number change regions. We collected 13 human DNA copy

number change datasets from a recent human cancer copy number study from http:

//www.broadinstitute.org/tumorscape [2]. The DNA copy number measurements

in the datasets were obtained on the Affymetrix 250K Sty SNP array. The regions with

copy number changes were detected by GISTIC tool with default settings [83]. Genes

in the detected copy number change regions were used as the query gene set to predict

their target disease phenotypes.

Table 5.3 shows the ranking results by the rcNet algorithms. rcNet ranked the

target disease within top 2% for 6 of the 13 cancers and rcNetcorr ranked the target

disease within top 2% for 7 of the 13 cancers. In 9 of the cases, at least one algorithm

ranked the target disease within top 100. [2] stated that more than three-quarters of the

statistically significantly altered copy number regions contain potential cancer causing

genes that are not previously validated targets of somatic copy number alternations in

human cancer. This suggests that enrichment analysis of the genes will not reveal any

disease-association, but the rcNet algorithms found many associations with the network

http://www.broadinstitute.org/tumorscape
http://www.broadinstitute.org/tumorscape
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information.

Table 5.3: Ranking the target disease phenotypes of the candidate disease
genes with copy number changes. This experiment includes 13 human cancer copy
number studies from [2].

Disease/Trait
Rank by Rank by Rank by
rcNet rcNetcorr rcNetlap

Neuroblastoma 5 13 126
Colorectal cancer 14 20 613

Renal cancer 22 14 33
Non small cell lung cancer 34 48 558

Breast cancer 68 136 521
Medulloblastoma 77 826 2007
Prostate cancer 129 127 2447
Ovarian cancer 322 73 1108

Small cell lung cancer 759 53 909
Mesothelioma 959 21 54

Gastrointestinal stromal tumor 1169 787 1679
Hepatocellular carcinoma 4241 952 1295

Glioma 4705 787 951

5.3.7 Predicting disease phenotypes of differentially expressed genes

It is frequently observed that many disease susceptibility genes are not differently ex-

pressed in microarray gene expression experiments. In this experiment, we applied the

rcNet algorithms to predict the target disease of differentially expressed genes in gene

expression profiles. We collected 13 human cancer microarray gene expression dataset

from GEO. The gene expression profiles were obtained on the Affymetrix HG-U133A

array, and normalized by RMA [84]. Standard t-test was used to identify differentially

expressed genes. The differentially expressed genes were used to query for their target

diseases. To quantify how reliable a differential expression is, the query gene nodes

were initialized by the absolute values of the t-statistics for label propagation. Table 5.4

reports the results of predicting the target diseases of the differentially expressed genes.

Out of the 13 cases, the rcNet algorithms could rank 7 within top 5%, and 12 within top

10%. Although the result is only moderately encouraging, it validates the hypothesis

that the neighboring information of the differentially expressed genes provides clue of

association with the target disease phenotype.
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Table 5.4: Ranking the target disease of differentially expressed genes. The
first column represents the target disease of a microarray gene expression study, and
the second column gives the GEO number of the dataset.

Disease/Trait
GEO Rank by Rank by Rank by
Num. rcNet rcNetcorr rcNetlap

AML GSE9476 576 316 359

Breast cancer

GSE7390 14 49 51
GSE2034 40 130 146
GSE6532 129 151 182
GSE1456 138 102 109
GSE3494 161 709 1313

Gastric cancer GSE13911 248 298 362

Lung cancer
GSE10072 206 755 2219

E-MEXP-231 318 608 1115
GSE7670 379 1330 4002

Ovarian cancer GSE6008 414 1494 2283

Prostate cancer
E-MEXP-1327 271 1446 2057

GSE8218 900 1214 2498

5.4 rcNet webtool

The rcNet algorithms were implemented and deployed as a general webtool for disease-

gene set association analysis at http://compbio.cs.umn.edu/dgsa_rcNet. Providing

a list of query genes, a user can retrieve the OMIM disease phenotypes ranked by

their degree of association with the gene set. In Fig. 5.7, we show an example of

querying rcNet WebTool with the disease gene set of prostate cancer from GWAS. In the

implementation, the Laplacian scores are precomputed to improve efficiency. Currently,

it takes the server less than 5 seconds to response to a gene set query.

5.5 Conclusion

Analysis of the gene sets from genome-wide high-throughput screening is a continuing

challenge in many disease studies. When the gene set is poorly annotated, enrichment

analysis will fail to detect any associations with disease phenotypes, or when the gene

set contains genes in a broad range of functional categories, enrichment analysis pro-

vides unreliable statistical significance. Statistics from OMIM (Jan 2011) show that

3745 of the 6675 disease phenotypes are still unknown for their molecular basis. Thus,

enrichment analysis will fail to find any associations between the 3745 disease pheno-

types and any query gene set. For example, in the experiments with the GWAS gene

http://compbio.cs.umn.edu/dgsa_rcNet
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Figure 5.7: rcNet WebTool Demo. In this example, a gene set with a list of 15 genes
identified as prostate cancer susceptibility genes in GWAS was used to query rcNet
WebTool. The left panel shows the settings used for query and the right panel displays
the query result.

sets, rcNets algorithms ranked leprosy (OMIM:246300 and OMIM:607572) among the

top 2% phenotypes, while enrichment analysis reported no association for the four dis-

ease susceptibility genes of leprosy. rcNet focuses on improving detection of disease

phenotype-gene set associations by integrating gene network and disease network to

better summarize sparse associations for a global comparison of all possible disease and

gene set associations. The rcNet algorithms effectively utilizes hidden information in

the gene network and the disease network with the machine learning models. First,

the label propagation steps on both the gene network and the disease network fully

explore the neighborhood information of the query genes and a disease phenotype. The

relevance information is propagated from the seed nodes to their neighbors to provide a

global quantification of relevance, and the relevance scores are then utilized with all the

known associations for evaluating the association between the gene set and the disease

phenotype. Thus, analysis with rcNet is not biased by poor known annotation or the size

of the query gene set. Second, compared with the other methods that also utilizing the
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gene network and the disease network, rcNet is more flexible in handling the network

data because rcNet is capable of handling weighted associations and weighted edges

in the gene network and the disease network. rcNet does not rely on deciding direct

neighbors or shortest path as CIHPER or PRINCE [76]. Finally, the ridge regression

model coupled with label propagation provides an approximation of finding association

between a gene set and multiple disease phenotypes, which is difficult to achieve with

enumeration-based strategies.



Chapter 6

Conclusion and future work

The main objective of this thesis has been to develop network-based learning methods to

utilize high-dimensional genomic data, and to integrate data with prior biological knowl-

edge to understand human disease. We approached this problem from four directions.

Our first approach was to develop a method that identify reproducible biomarkers by

exploring bi-partite graph generated from high dimensional genomic data. We then pro-

posed a method that integrates genomic data with biological prior knowledge for rigorous

biomarker identification and better patient’s outcome prediction. The heterogeneous ge-

nomic and phenotypic data integration have proven to be even more useful in gaining

insight into the mechanisms of human disease as large genomic and phenotypic dataset

are becoming available. We have developed a method that integrates these large hetero-

geneous data for disease gene discovery. Finally, we developed network-based methods

to elucidate the associations between diseases and the candidate disease-causing genes

identified in a high-throughput genomic study. In this chapter, we summarize the con-

tributions presented in this thesis. We end this chapter with a discussion of possible

extensions of the work presented here.

6.1 Conclusion

The first computational method we presented in this thesis was a graph-based semi-

supervised feature classification algorithm. Standard statistical and learning methods

often fail to identify reproducible biomakers using high-dimensional genomic data, due

87
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to the curse of dimensionality of the data. Our algorithm could identify more repro-

ducible biomarker than standard statistical measures such as Pearson correlation coef-

ficient and Wilcoxon rank-sum across the multiple microarray datasets. Two features

of the algorithm are 1) the algorithm can find a global optimal labeling to capture

the dependence among all the features and thus, generates highly reproducible results

across independent microarray or other high-thoughput datasets, 2) the algorithm is

capable of handling hundreds of thousands of features and thus, is particularly use-

ful for biomarker identification from high-throughput gene expression, SNPs and DNA

copy number data. In addition, although designed for classifying features, our algo-

rithm can also simultaneously classify test samples for disease prognosis/diagnosis. One

limitation of the algorithm would be that no biological prior knowledge (e.g. linkage

disequilibrium between SNPs or interactions between genes) is used in the process of

classifying features to identify biomarkers. To address this issue, in Chapter 3, we pro-

posed new network-based learning methods to integrate genomic data with biological

prior knowledge.

In Chapter 3, we presented a hypergraph-based semi-supervised, and relaxed wrapper-

feature-selection method constrained by prior knowledge. The algorithm integrates ge-

nomic data with prior knowledge for simultaneously classifying samples and selecting

features (e.g. biomarkers). One of key contributions of the algorithm is that the algo-

rithm provides a general and unified strategy that how to incorporate prior knowledge

into analysis of high-dimensional data. By exploring cluster structures in both hyper-

graph and the constraint graph in one unified learning framework, we could improve

cancer outcome predictions over other methods previously suggested for the task. We

could also identify subnetworks enriched with many known cancer-causing genes which

are not previously identified by computational approaches in experiments using breast

cancer microarray expression datasets. These identified subnetworks could be utilized

for understanding molecular mechanisms of cancer, and developments of new drug tar-

gets.

In Chapter 4, we presented an efficient graph-based learning algorithm to exploit

information in an integrated heterogeneous network. Recent studies showed that inte-

grating these phenotypic and molecular networks could help to discover disease-causing

genes, and thus to understand molecular basis of human disease. However, many existing
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methods do not fully exploit the structures of an integrated phenotypic and molecular

network. The contribution of the algorithm is that the algorithm provides a simple reg-

ularization framework to integrate multiple data as an integrated network data, and to

exploit information an integrated network data. In disease gene discovery experiments,

we demonstrated that our proposed method could effectively exploit hidden structured

in an integrated disease and gene network data, and accurately predict disease-causing

genes for complex human diseases compared to existing the state of the art methods.

With the advent of more high-throughput bio-technologies, there are many challenging

problems requiring integration of large scale genomic datasets in biomedical informat-

ics and bioinformatics applications. The algorithm is a general, robust and efficient

algorithm for data integration in these applications.

Finally, we proposed network-based methods to discover the associations between

disease and gene sets. A computational challenge to validate the candidate disease genes

identified in a high-throughput genomic study is to elucidate the associations between

the set of candidate genes and disease phenotypes. The conventional gene set enrichment

analysis often fails to reveal associations between disease phenotypes and the gene sets

with a short list of poorly annotated genes, because the existing annotations of disease

causative genes are incomplete. We propose a network-based computational approach

called rcNet to discover the associations between gene sets and disease phenotypes. As-

suming coherent associations between the genes ranked by their relevance to the query

gene set, and the disease phenotypes ranked by their relevance to the hidden target dis-

ease phenotypes of the query gene set, we formulate a learning framework maximizing

the rank coherence with respect to the known disease phenotype-gene associations. An

efficient algorithm coupling ridge regression with label propagation, and two variants

are introduced to find the optimal solution of the framework. We evaluated the rc-

Net algorithms and existing baseline methods with both leave-one-out cross-validation

and a task of predicting recently discovered disease-gene associations in OMIM. The

experiments demonstrated that the rcNet algorithms achieved the best overall rankings

compared to the baselines. To further validate the reproducibility of the performance,

we applied the algorithms to identify the target diseases of novel candidate disease genes

obtained from recent studies of GWAS, DNA copy number variation analysis, and gene

expression profiling. The algorithms ranked the target disease of the candidate genes at
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the top of the rank list in many cases across all the three case studies. We implemented

rcNet algorithms as a webtool for disease and gene set association analysis.

6.2 Future work

In this section, we will discuss a number of future directions extending the work pre-

sented in this thesis.

Integrative analysis of copy number and gene interaction network to uncover

drivers in cancers

In the future work, it will be interesting to extend data integration methods we pre-

sented here to integrate copy number alternations and gene interaction network (e.g.

protein-protein interaction network or human functional linkage network) to discover

drivers of cancers. Discovering cancer-causing genes from somatic copy number alter-

nations is one of key challenges in cancer genomics. Most of current approaches rely on

recurrent information of copy number alternations across multiple types of cancers to

discover cancer-causing genes. However, due to the heterogeneity of cancers, it is hard to

identify commonly altered genes in copy numbers across multiple types of cancers with

high recurrent frequency. Another challenge of frequency based approaches is how to as-

sess, and analyze novel cancer susceptibility genes potentially influence susceptibility in

cancers, especially when the set of genes have no or little previously known cancer-target

genes, or cancer-realted function and pathway annotations. Recent studies showed that

integrating functional modules with multiple genome-scale measurements on a single

patient sample to infer functional module activities help to identify altered activities in

cancer-related pathways, and these cancer-related pathways could be used to discover

candidate cancer-causing genes. Therefore, one interesting direction to tackle these

challenges would be a network-based approach to identify functional modules that are

commonly altered (e.g. activated) in copy numbers across multiple types of cancers to

discover cancer-causing genes. In a similar manner to integrate gene expression with

protein-protein interaction, the method could overlay gene activity scores obtained from

copy number alternations on the gene interaction networks, and incorporate biological
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prior knowledge (e.g. pathway, GO, or curated functional modules) to discover acti-

vated functional modules with a large number of genes associated with copy number

alternations.

Network-based analysis to human disease classification

Another interesting future work would be to extend data integration methods to clas-

sify human disease. Current human disease classification approach heavily relies on

phenotypical and clinical descriptions, and does not reflect its genetic basis. Recent

studies claimed that precise classification of human disease based on its clinical and

molecular basis can lead to improve disease prognosis accuracy, and help to develop to

more efficient disease treatment. The recent availability of disease phenotype similarity

network, disease-gene association network, and gene interaction network could provide

phenotypical and molecular characterization of human disease. Thus, one interesting

direction would be to extend the method for heterogeneous network data integration to

classify human disease.

A scalable hypergraph-based learning method to integrate large scale ge-

nomic datasets

The hypergraph-based learning methods to integrate data with biological prior knowl-

edge we presented in this thesis contain two sub-optimization problems, both of which

are quadratic convex problems, since we independently optimize Φ(f, w) with respect

to f or w. Empirically, most computational time is caused by learning w. As the in-

crease of data sizes, computational time would increase as well. Thus, developing more

efficient optimization process to deal with a large-scale gene interaction network is cru-

cially needed. Recent study proposed to rewrite quadratic programming problem into

a standard least square problem to improve computational time over existing quadratic

programming problem solvers [85]. We could rewrite our quadratic programming prob-

lem to learn w into a standard least square problem to improve computational time over

the current methods.
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