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Item Profile Analysis for Tests
Developed According to a
Table of Specifications
Michael J. Kolen and David Jarjoura
The American College Testing Program

An approach to analyzing items is described that
emphasizes the heterogeneous nature of many achieve-
ment and professional certification tests. The approach
focuses on the categories of a table of specifications,
which often serves as a blueprint for constructing such
tests. The approach is characterized by profile compar-
isons of observed and expected correlations of item
scores with category scores. A multivariate generaliza-

bility theory model provides the foundation for the ap-
proach, and the concept of a profile of expected corre-
lations is derived from the model. Data from a

professional certification testing program are used for
illustration and an attempt is made to provide links
with test development issues and generalizability the-
ory.

Many educational achievement and professional certification tests are heterogeneous in content,
skills, or competencies measured. Tables of specifications that contain various content, skill, or com-
petency categories are often used in the development of such tests to ensure content validity and to provide
a framework for constructing multiple test forms. The variance components model for tests developed
according to a table of specifications described by Jarjoura and Brennan (1982, 1983) is used in the

present paper as a basis for an approach to analyzing individual items from such tests. The approach is
illustrated using data from a professional certification test.

The approach to analyzing items described in the present paper explicitly considers the table of
specifications. The major component is a profile of correlations between scores on an item and observed
scores on each category of the table of specifications. The profile of correlations for an item from a
particular category is compared to a similar profile of expected correlations for items from that same
category. The approach focuses on a comparison of profile shapes rather than on the magnitude of any
given correlation. The comparison of profile shapes is used to judge how typical or atypical a particular
item is in comparison to other items from the same category.

This paper emphasizes the use of item profiles to study the functioning of individual test items in
relation to the table of specifications. The profiles are used to generate hypotheses about items with
atypical profiles, and the hypotheses are then evaluated by inspecting the content of the items. In this
vein, the use of item statistics as the sole basis for selecting items is discouraged.
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Table of Specifications Model

In the model described by Jarjoura and Brennan (1982, 1983), the categories of the table of spec-
ifications are considered fixed conditions of measurement that characterize all test forms developed from
the same table. Thus, each category of items is considered as a separate domain or universe. The category
universe score for an examinee is defined as that examinee’s expected proportion-correct score over
samples of items within a category.

The number of categories in the table of specifications is denoted by C, and c is used to index
the categories. Letting Kc be the number of items in category c, the total number of items is K+ =
ic c K~. The categories are considered to be a fixed dimension and examinees and items-within-categories
are random dimensions in the model. Scores on collections of items are always presented in the proportion-
correct metric. The potential item-level observations are

In this equation, Ypck is the random variable representing the response of the pth examinee to the kth
item of category c, and ~Lc is a fixed category mean for the universe of items associated with category c
and the population of examinees. The other effects are random and defined to have expectations of zero.
The Trc represent universe score effects, the Lkc represent item effects, and the ~Pk ~ represent residuals
composed of such effects as examinee-item interaction and response errors. A category universe score
for an examinee is defined as Rc + ~rrp~. The colon (k:c, pk:c) is used to indicate that k is nested within
c. For each of the three types of random effects, there are C variance components-one for each fixed

category. The variance components of interest are defined as expectations-over the population of ex-
aminees and universe of items in a category-of squares of these random effects. Covariances between
universe scores in different categories are similarly defined. It is assumed that expectations of the random
effects taken over the process that generates the observations described in Equation 1 are zero. Also, it

is assumed that expectations of certain products and squares over this process give the components of
interest.

Specifically, for the universe score effects,

E7Tpc7Tpc’ = <:T(7T)cc c, c’ = I , ... , C , 1 (2)
where E denotes expectation. With c = c’ , this equation gives universe score variance for category c, and
with c # c’, it gives the covariance between universe scores for categories c and c’. These variance and
covariance components will sometimes be referred to by the matrix 1. Further, it is assumed that all
effects in Equation 1, except for the ~rP~ and ~rp~ , are uncorrelated.

For item effects,

Finally, for the residual effects,

The expectations in Equations 2, 3, and 4 are not assumed to hold conditional on a particular sample of
items or on a particular sample of examinees. The model itself and the motivation behind it are discussed
in more detail by Jarjoura and Brennan (1982), and issues more relevant to generalizability theory are
discussed by Jarjoura and Brennan (1983). Conditions that are sufficient for these assumptions are simple
random sampling of examinees and items-within-categories (with samples selected independently) as well
as uncorrelated response errors. Estimates of variance and covariance components and matrices are

represented using a 
&dquo;~&dquo; 

as in Q(-rr)~~. Jarjoura and Brennan ( 1982, 1983) suggested that the parameters
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of the model be estimated separately for each of a number of test forms generated from the same table
of specifications and then averaged.

Expected Correlations

The concept of expected correlation is central to the approach presented in this paper. Consider an
item from category c and an observed score on category c’ containing K,, items. Conceptually, the
expected correlation between an item from category c and observed score on category c’ is the average
correlation between items randomly drawn from category c and observed scores on sets of Kc items

randomly drawn from among potential category c’ items. Note that if c = c’, the item itself is not to be
included in the observed score for category c.

The correlation between an item score and a category score is calculated as

were&dquo;. &dquo; denotes a mean. From the model above, the numerator and denominator have the following
expected values:

is used for the expected correlation between an item score and a category score. Although the expected
value of a function of random variables is not, in general, equal to the function of expected values, this
is the usual approximation used (i.e., the first term of a Taylor series). (See Rajaratnam, Cronbach, &

Gleser, 1965, for a statistical discussion of a similar ratio and Cronbach, Gleser, Nanda, & Rajaratnam,
1972, p. 288, for a discussion of the use of such ratios.) Equation 9 is appropriate when an item is
correlated with scores in its own category (i.e., when c = c’) as long as scores on that item are not
included in the calculation of the category c observed score.

Method for Analyzing Items

A major component of the approach in this paper is a comparison of an observed correlation profile
for an item with an expected profile. Suppose the following is obtained: (1) the correlation of an item,
say item k*, from category c with observed score over all items in category c except for itself, and (2)
the correlation of item k* with observed scores on the C - 1 other categories. Doing so enables the
construction of a profile of the C correlations. Also, using the expected correlation methodology described
previously, a profile of C expected correlations of items from category c can be constructed by replacing
the parameters of Equation 9 with accurate estimates.
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As illustrated below, a comparison of observed with expected profiles can be used to judge the
similarity of a particular item to a &dquo;typical&dquo; item from category c. If the profile for an item is very
similar in shape to the expected profile, then the item is judged to be functioning in a manner similar to
a typical item from category c.

Although the procedures just described have broad applicability, in many situations a test form

consists of a set of previously used items (that have been judged to be acceptable) as well as a set of
new items (whose acceptability has yet to be judged). In order to avoid the contamination of category
scores by (possibly) unacceptable new items, the new items can be eliminated from the computation of
the category scores. With slight modification, the procedures described above can still be used. First, the
estimates of expected correlations from Equation 9 are based only on previously used items. Second,
only previously used items on the current test form are used to calculate the category observed scores.
Then, the observed correlation profiles are constructed and compared to the expected profiles. The
illustrative example is based on a testing program of this type. The profiles for the new items are the
focus of this example.

Illustration

A professional certification test containing 150 multiple-choice questions is used in this illustration.
This test is part of a battery that is used in the certification process. The test is developed according to
a table of specifications that contains eight competency categories that are intended to measure those
competencies that are most important for practicing in the profession. This particular test was chosen for
illustrative purposes because its content specifications are relatively well defined and distinct, and most
competency categories contain a reasonable number of items.

A pool of previously used test items is available to test developers for constructing new forms of
this test. Approximately two-thirds of the items on any test form have been used previously, and the
remaining one-third are new items. The data used in this illustration are based on the responses of 4,813
examinees administered Form A and 4,670 examinees administered Form B. The two forms were ad-
ministered one year apart.

Table of Specifications Model

The parameters of the model were estimated from used items, rather than from the combination of
new and used items. The model parameters were estimated separately for Forms A and B and then
averaged. The numbers of previously used items per category for each form are shown in Table 1, where
the Roman numerals I through VIII denote competency categories. The parameter estimates are shown
in Table 2. The proportion correct means (¡:Lc) in the table range from about .73 (Category I) to .81
(Category VIII), suggesting that the test is relatively easy for these examinees.

Disattenuated correlations among category universe scores are useful for evaluating the statistical

represents such a correlation between universe scores for categories c and c’. The estimated variance
components shown in Table 2 were used to estimate the disattenuated correlations shown in Table 3. It

appears from the general magnitude of these correlations that the test is heterogeneous.

Correlation Profiles

The profile for a new item in this illustration consists of correlations between scores on the new
item and observed scores on each of the categories. The profile for an item from a particular category is
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Table 1

Number of Previously Used Items Per Category

Table 2 
a

Estimates of Variance and Covariance Components and Category Meansa

a E is used to denote the average of the estimates (Z) across the
two forms. A similar notation is used to denote the other esti-
mates.

Table 3
Disattenuated Correlations Among Content Category Scores
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compared to the profile of estimates of expected correlations of an item from that category (Equation 9).
The magnitude of the expected correlation between an item and category score is mainly a function of
the correlation between universe scores, such as those shown in Table 3 (equal to 1.0 if the item is in
the same category as the category score), and the number of items contributing to the category score.

A profile of correlations was constructed for each new item on Form B. The numbers of new items
per category on Form B are shown in Table 4. Only four of the items from Category I and four of the
items from Category VI are discussed in detail. These items were chosen because they illustrate the
present approach very well. Relevant data on the other items are included in Table 5, where items are
ordered within category by their correlation with total score based on used items across categories on
Form B. For example, Item 1 of Category I is the item with the largest item-total correlation among
Category I items.

The profiles of correlations for four Category I items are shown in Figure 1. The observed correlations
are represented by triangles and the expected correlations by squares. Note that the expected profile is
repeated in each of the graphs. From this figure, the Item 1 profile is generally higher than expected, the
profiles for Items 2 and 3 are about as high as expected, and the Item 4 profile is lower than expected.
More important than the general magnitude of correlations, however, is their pattern. The Item 1 profile
is much more sharply peaked at Category I than is the expected profile. This suggests that Item 1 is more

closely associated with the component that Category I items have uniquely in common than is the typical
Category I item. In other words, there is some component common to Category I items that, on the
average, sets them apart from items in other categories. When an item from category c has a higher peak
in its profile than the expected profile for any category, as the peak of Item 1 does for Category I, that
item is referred to as being more associated with that category than is typical of items in category c.

Notice that the Item 2 profile is very similar to that of the typical Category I item. The pattern for
Item 3 does not look like a Category I profile at all. This item seems to be more closely associated with
Category III or Category VI than is typical of Category I items. Items 2 and 3 have very similar item-
total correlations (.20 and .19, respectively). Thus, two items from the same category with very similar
item-total correlations can function very differently with respect to the table of specifications. Item 4 also
has a somewhat discrepant pattern and appears to be more associated with Categories V or VIII than with
its own category. Note also that the correlations of Item 4 with Categories V and VIII are very similar
to the expected correlations for items from Categories V and VIII, respectively (see Table 5).

A major use of item statistics in this testing program is to flag items for review. The profiles suggest
that Items 3 and 4 should be reviewed. Study of their content could reveal why they appear to be more
associated with competencies other than their own.

Inspection of items with profiles like Item 1 may lead to a better understanding of the Category I
competency. As this understanding and the testing program evolve, changes in the table of specifications
may be desirable. These changes may be facilitated by the information gathered from the profiles. However,
for current test forms, there is no reason to prefer an item like Item 1 over typical items. In this testing

Table 4
Number of New Items Per Category in Form B
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Figure 1
Profiles of Correlation Between Item and Category Scores for Four Category I Items

(Expected Correlations are Represented by Squares,
and Observed Correlations are Represented by Triangles)

program only a total score is reported. If specific content scores were to be reported, it might then be
desirable to construct test forms with greater differentiation among categories than current tests. If so,
then the Category I specifications could be redefined to include items that would be more likely to have
profiles similar to that of Item 1.

Figure 2 contains profiles for the four new items from Category VI. The highest expected correlation
in Figure 2 is for Category III. This results, in part, because Category III contains a greater number of
used items than does Category VI, and Category III is relatively closely related to Category VI (disat-
tenuated correlation of .95 from Table 3). This observation makes it clear that it is important to compare
observed profiles to expected profiles in the current approach rather than to attempt an interpretation of
the observed profiles in isolation.

Although Item 1 of Category VI tends to have the largest overall observed correlations, a comparison
of its profile with the expected profile suggests that this item may be associated more with Category I
than with its own category. The Item 3 profile is similar in shape to that for Item 1. Item 2 in Figure 2
is more associated with Category VI than the typical Category VI item and could provide greater differ-
entiation from other categories. Item 4 has a pattern very similar to the typical Category VI item, although
its correlations with the other categories are somewhat lower than is typical.
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Figure 2
Profiles of Correlation Between Item and Category Scores for Four Category VI Items

(Expected Correlations are Represented by Squares,
and Observed Correlations are Represented by Triangles)

The profiles shown in Figure 2 suggest that Item 1 and possibly Item 3 should be reviewed. Also,
study of Item 2 might lead to a better understanding of Category VI, and items like Item 2 might be
desirable if the specifications for the test were redefined.

Inspection of Item Content

From an inspection of the content of the items whose profiles are shown in Figures 1 and 2, it

appeared that Item 1 from Category I and Item 2 from Category VI strictly adhered to their respective
competency statements. Item 3 from Category I and Items I and 3 from Category VI appeared to be
correctly classified according to competency, but their content indicated that skills beyond their respective
competencies were also being measured. The remaining items (Items 2 and 4 from Category I and Item 4
from Category VI) appeared to be correctly classified and did not seem to measure other skills to any
substantial degree. In general, the review of content suggested that there was some degree of correspon-
dence between profile similarity and content. More importantly, dissimilarity of observed and expected
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profiles usually indicated that an item did not adhere strictly to competency statements. The review of
items improved understanding of the functioning of the table of specifications.

Discussion

The item profile analysis described can be used most advantageously as one component of an item
analysis strategy in which item statistics are used to flag items for review. Using such a strategy, a flagged
item is removed from the test or item pool only after its content is found to be problematic. This strategy
may be most appropriate for educational achievement tests with well defined tables of specifications and
for which test content is of the utmost concern. The item profile analyses might be less appropriate for
item analysis strategies that use item statistics as a direct basis for item selection.

In the illustrative example, very large sample sizes of examinees were used, most of the categories
of the table of specifications contained relatively large numbers of items, and the categories were relatively
distinct and well defined. These test characteristics probably are optimal for using the item profile
procedures, and further research should be conducted to assess the usefulness of the technique under less
optimal circumstances.

In the illustrative example, visual inspection of the profiles was used to decide when an item had a
profile that was atypical. Even though such a procedure produced useful data for interpretation in the
illustrative example, it might be desirable to have a more precise way for deciding when an item has a
profile that is atypical. A procedure that takes into account sampling error variances and covariances in
estimating the correlations that comprise the profile could be developed to provide a sampling error
baseline for judging the degree to which the profile for an item is atypical. The development of such a
procedure would be quite complex and for this reason should be considered as an area for future research.

The approach to analyzing items described in this paper stresses heterogeneity in terms of content,
skills, or competencies measured. The statistical treatment required in this approach is more complicated
than standard treatments that use item-total correlations (item discrimination indices). However, the
additional complexity is necessary to avoid many of the problems associated with using standard item
discrimination indices. When standard indices are used in the selection of items or in flagging items for
review, they ( 1 ) may favor items from categories containing larger numbers of items, (2) can lead to
greater test homogeneity than originally intended (Henrysson, 1971, p. 135), (3) can lead to an emphasis
on global scores at the expense of the interpretability of specific content scores (Linn, 1980, p. 88), and
(4) tend not to identify items that are ambiguously classified according to content. The methods for
analyzing items described in this paper can be used in addition to the standard statistics to help avoid
these problems. In addition, the procedure described here provides valuable information about the func-
tioning of the table of specifications, whereas the usual item discrimination indices do not.

Conclusion

According to Brennan (1983) &dquo;In treatments of classical test theory, the subject of item analysis is
generally discussed as a separate topic with weak links to the classical model and associated concepts of
reliability and validity.... A similar statement applies with about equal force to generalizability theory&dquo;
(p. 123). The present paper is an attempt to provide a link between item analysis and generalizability
theory. Also, because this approach takes into account the heterogeneity of many educational tests, it

provides for a stronger link between test development, item analysis, and psychometric theory than other
approaches for such tests.
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